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Abstract. Transport companies often have a published timetable. To maintain timetable
reliability despite delays, companies include buffer times during timetable development
and adjust the traveling speed during timetable execution. We develop an approach that
integrates timetable development and execution. We model execution of the timetable as
a stochastic dynamic program (SDP). An SDP is a natural framework tomodel randomevents
causing (additional) delay, propagation of delays, and real-time optimal speed adjustments.
However, SDPs alone cannot incorporate the buffer allocation during timetable development,
as buffer allocation requires choosing the same action in different states of the SDP.Motivated
by the practical need for timetables that operate well during timetable execution, our model
seeks the buffer allocation that yields the SDP that has minimal long-run average costs. We
derive several analytical insights into the model. We prove that costs are joint convex in the
buffer times, and we develop theory to compute subgradients. Our fast and exact algorithm
for buffer time allocation is based on these results. Our case study considers container vessels
sailing a round tour consisting of 14 ports based on Maersk data. The algorithm finds the
optimal timetable in roughly 70 seconds for realistic problem instances. The optimal timetable
yields cost reductions of about four to 10millionU.S. dollars per route per year in comparison
with the current timetable. Finally, we show the robustness of our solution approach for
different parameter settings using a sensitivity analysis.

Funding: Research by J. Mulder was supported by grants from the the Netherlands Organisation for
Scientific Research (NWO) Dinalog Integrated Synchromodal Transport System Analysis (ISOLA)
project and the Leiden-Delft-Erasmus Centre for Metropolis and Mainport.

Supplemental Material: The online appendices are available at https://doi.org/10.1287/trsc.2018.0842.

Keywords: robust timetabling • (online) speed optimization • stochastic dynamic programming

1. Introduction
Timetables are used in container shipping, airlines, and
public transport to communicate planned arrival and
departure times in advance to customers. However, de-
lays are inevitable while executing the timetable, mak-
ing the arrival times uncertain. Maintaining timetable
reliability despite these delays is crucial: the timetable is
relied on by passengers and freight forwarders. However,
unforeseen events may cause delays with respect to the
timetable. For example, recent liner shipping statistics
show that only 64% of ships are delayed less than 24
hours with respect to the timetable (CargoSmart 2017).

Transport companies combine two main methods to
ensure a reliable schedule. Firstly, during timetable
development, a more delay-resistant planning may be
obtained by including buffer or slack time. In liner
shipping, for example, the planned arrival at the port of
Jeddah could be 9.5 days after the planned departure
from Rotterdam, while the trip takes only eight days
on average when sailing at design speed. The 36 hours

of buffer time can capture (part of) a delay. However,
buffers increase the nominal travel time and therefore
costs. So limited buffer time is available, and optimal
allocation along a route is key. Secondly, during execution
of the timetable, a ship may sail faster to recover from
a delay with respect to the timetable, but increasing
speed is very costly: Figure 1 shows that sailing at 24
knots instead of 16 knots approximately doubles fuel
consumption per nautical mile (nmi) for an 8,000–20-foot
equivalent unit (TEU) ship. For a trip from Rotterdam to
Jeddah, this corresponds to a difference of over 200,000
U.S. dollars (USD) at a bunker price of 300 USD/ton, or
about 2,125 tons of CO2 (Cariou 2011). Speed adjust-
ments also have significant impact for other transport
modes: for example doubling the average speed of a
metro on a track roughly quadruples energy consump-
tion (Binder andAlbrecht 2012).Wewill focus on the liner
shipping application throughout the paper. The relevance
of the developed approach for other transportation
modes is discussed in Section 7.
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Our approach to developing a timetable and deter-
mining recovery actions consists of two stages. The first
stage involves the allocation of buffers (construction of
the timetable), which is a problem with here-and-now
decisions on the tactical planning level.We consider the
situation inwhich routes have already been decided on,
so the available amount of total buffer time is knownand
given. In the second stage, the timetable is executed and
recourse decisions need to be taken on the operational
level: random events cause (additional) delay, travel
speed is optimized, and late arrivals and departures are
penalized. The optimal recourse actions (speed decisions)
may be nonlinear in the delay. Therefore, we model the
operational planning level as a stochastic dynamic pro-
gram (SDP) as this can capture nonlinearity in the speed
decisions. Additionally, the SDP accurately models prop-
agation of delays from port call to port call. However,
the buffer times are exogenous to this SDP: different
buffer time allocations yield SDPs that are structurally
different. The optimal buffer allocation yields the SDP
that has minimal long-run average costs.

We contribute a theoretical analysis of the problem.
For example, we show that speed should increase as the
delaywith respect to the schedule increases, and provide
a bound on the maximum speed increase that should
result from additional delay. More importantly, we prove
the key result that the minimum costs of operating the
timetable are joint convex in the buffer time allocation.
Based on this result, we develop further theoretical
results to optimally allocate the buffers on the tactical
level, taking into account delays and speed optimiza-
tion (as part of the SDP) on the operational level. These
theoretical results lead to a simple and efficient ap-
proach for computing subgradients. Our algorithm for

optimal buffer time allocation is based on these sub-
gradients. This algorithmfinds the optimal solution in less
than 75 seconds for realistic problem instances. To the best
of our knowledge, the algorithm is the first exact algo-
rithm for timetabling under stochastic uncertainty. We
then report on a case study and sensitivity analysis based
on Maersk data for a round tour consisting of 14 ports.
The remainder of this paper is organized as follows. In

Section 2, we review literature and explain how ourwork
contributes to this literature. Section 3 provides a detailed
description of the model. The theoretical analysis of the
model is presented in Section 4. In Section 5, we develop
the algorithm, and provide further theoretical results
underlying the algorithm. Section 6 describes compu-
tational experiments. We conclude in Section 7.

2. Literature Review
Timetables are often used in air, railway, and maritime
transport. Multiple studies have already been performed
onmanaging, recovering, and preventing delays in these
transport modes. Clausen et al. (2010) give an overview
on disruptionmanagement studies in the airline industry.
They distinguish the reviewed studies in two different
groups: delay recovery and robust planning. The first group
optimizes recovery actions (these are online/operational
decisions (e.g., speed adjustments)). The second group
optimizes timetables/schedules in anticipation of un-
certain delays, but before delays occur (offline/tactical
decisions). This distinction also mainly holds for railway
and maritime transport, and we use it in the literature
review below. In deterministic settings, the planned travel
time uniquely determines the actual travel speed, and as
a consequence the distinction between online and offline

Figure 1. Fuel (Bunker) Consumption of Several Container Ships at Different Travel Speeds

Source. Notteboom and Vernimmen (2009).
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decisions typically disappears. Literature in deterministic
settings is therefore reviewed separately.

2.1. Deterministic Settings
Hvattum et al. (2013), Kramer et al. (2015), and
Franceschetti (2015) propose polynomial time exact algo-
rithms for deterministic departure time optimization given
afixed route. In these studies, the order inwhich nodes are
visited is fixed, and each node should be visited within
a certain time window. Hvattum et al. (2013) propose an
exact algorithm to determine the speed on each arc in such
a way that all time windows are satisfied and total fuel
costs are minimized. Kramer et al. (2015) extend this al-
gorithm to also optimize the departure time from the
depot, while Franceschetti (2015) proposes an exact al-
gorithm that optimizes the departure time at each node.
Finally, Reinhardt et al. (2016) consider deterministic op-
timization of speed in a network by adjusting the port
berthing times (arrival and departure times). A key ad-
vantage of this approach is that it handles transit time
requirements, including requirements for container flows
that use multiple services. They develop anMIP approach
for this problem that ingeniously incorporates the cyclic
nature of the services. Their collaborationwithMaersk line
enables development of test instances representative of
real-life networks, and for these instances they find sig-
nificant potential savings when they allow transit times to
increase at most 48 hours compared with the current
timetable.Note that the ideas in these deterministicmodels
are complementary to the approach developed in this
paper: we focus on dealing with the considerable un-
certainties of liner shipping by optimally combining buffer
allocation and online recovery actions.

2.2. Delay Recovery
Delay recovery aims to find a recovery policy such that
delays in the existing timetables as a result of disruptions
are recovered from to minimize a certain objective (e.g.,
Wang and Meng 2012a, Brouer et al. 2013, Li et al.
2015, and Li et al. 2016 in liner shipping; Corman et al.
2010 and Binder and Albrecht 2012 in public transport;
and Rosenberger et al. 2003, Petersen et al. 2012,
Aktürk et al. 2014, Maher 2015, and Arikan et al. 2016
in air transport). Note that these studies encompass
a wide range of modeling and solution approaches, and
that recovery strategies include travel time (or speed)
adjustments and rerouting decisions. Visentini et al. (2014)
review recovery actions in general transportation, while
Psaraftis and Kontovas (2013) provide an overview speed
models for energy-efficient maritime transportation. Note
that none of these papers study the influence of rear-
ranging the available buffer time in the existing timetables.

2.3. Robust Planning
Robust planning constructs timetables that perform
well under uncertainty. Wu and Caves (2003) and Wu

(2005) show the importance of buffer time allocation on
punctuality in air transport using a simulation approach,
and this importance extends to other modes of trans-
portation. Two different approaches are used in literature
to construct robust timetables. First, the total available
buffer time in an existing schedule can be rearranged to
obtain more robust networks (e.g., Kroon, Dekker, and
Vromans 2007; Kroon et al. 2008; Fischetti, Salvagnin,
and Zanette 2009; Hassannayebi, Sajedinejad, and
Mardani 2014; and Wu et al. 2015 in public trans-
port; and Lan, Clarke, and Barnhart 2006; AhmadBeygi,
Cohn, and Lapp 2010; and Chiraphadhanakul and
Barnhart 2013 in air transport). All of these studies
only consider the allocation of buffer times (also framed
as time supplements or slack time) in the schedule, but do
not consider recovery strategies when disruptions occur.
Second, schedules satisfying certain robustness concepts
can be constructed. Du, Meng, and Wang (2015) and
Norlund, Gribkovskaia, and Laporte (2015) describe
methods to design robust schedules that minimize the
fuel consumption in shipping taking into account un-
certain weather conditions. However, only the fuel
consumption of the planned schedule without recovery
strategies is taken into account. Cucala et al. (2012) and
Duran,Gürel, andAktürk (2015) consider similar problems
for public and air transport, respectively. These papers
also determine an optimal speed policy together with
the constructed timetable, but the speed is independent
of incurred delays.

2.4. Robust Planning and Delay Recovery
Robust planning and delay recovery are interrelated, and
in recent years there has been increasing interest in ap-
proaches for robust planning that incorporates some
form of delay recovery during timetable execution. Vari-
ous approaches to incorporate wait–depart decisions in
timetabling exist: a genetic algorithm (Engelhardt-Funke
and Kolonko 2004), a light robustness concept for time-
tabling combined with scenario-based wait-depart de-
cisions (Liebchen et al. 2010), and a recoverable robustness
concept that aims to find timetables that are recoverable
when disruptions occur (Cicerone et al. 2009, 2012). Fur-
thermore, Gong et al. (2014) develop a two-stage approach
basedon agenetic algorithm to solve theproblem. Thefirst
stage considers the timetable optimization and the second
stage the speed optimization, in a deterministic setting.
Two-stage stochastic programming (SP) with sample

average approximation (SAA) applies naturally to robust
timetabling under stochastic delays (Kroon, Dekker, and
Vromans 2007; Kroon et al. 2008; Fischetti, Salvagnin,
and Zanette 2009), and Qi and Song (2012) and Wang
and Meng (2012b) have extended this approach to take
into account speed adjustments. In particular, in all of
these approaches the timetabling decision (buffer allo-
cation) constitutes the first stage of the SP model, while
the second stage expected costs (e.g., delays and possibly
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recovery/fuel costs) are approximated based on aMonte
Carlo sample of the underlying random variables—i.e.,
the delay incurred on individual legs. This entire problem
is subsequently formulated and solved as a mixed inte-
ger program (MIP). This approach is widely used for
stochastic optimization, but the requirement to model
the timetable operation as an MIP imposes restrictions
on the modeling assumptions that can be accommo-
dated. For example, Qi and Song (2012), who were the
first to include speed decisions in timetable construc-
tion, make the approximative assumption that delays
can (and are) always recovered in a single leg and thus
never propagate to the next leg.Wang andMeng (2012b)
develop a clever approach that does allow delays to
propagate from leg to leg. However, the limitations of
the SAAmethodology forces them to make a few other
assumptions: They must assume that for at least one
port in the round tour the arrival delay is always zero.
Additionally, they fix so-called target arrival times
during timetable development. If possible given the delay,
sailing speed must adhere to these targets, and otherwise
the ship must sail at maximum speed. This allows the
sailing speed to be expressed in the MIP variables, but
such speeding decisions typically do not constitute
optimal recovery actions (see, e.g., Li et al. 2016). Finally
and most importantly, it is important to note that all SP
approaches discussed in this paragraph suffer from
optimality loss due to the Monte Carlo approximation,
and typically from additional optimality loss because the
large MIPs cannot be solved to optimality.

2.5. Our Contribution
The novelty of our model for timetabling/buffer alloca-
tion subject to stochastic delays lies in the use of a stochastic
dynamic program (SDP) to model timetable execution—
i.e., occurrence and propagation of delays and dynamic
speed adjustments. The extant literature on stochastic
timetabling is based on two-stage stochastic programming
and uses Monte Carlo samples to evaluate the timetable.
This methodology has inherent limitations. Our contri-
bution is in overcoming these limitations by developing
theory and algorithms to efficiently solve our SDP-based
timetabling model. Details are given next.

The use of dynamic programs (including SDP) for
optimizing speed adjustments in liner shipping was
recently pioneered by Li, Qi, and Lee (2015) and Li, Qi,
and Song (2016), and the operational problem that we
consider in this paper is the same as the problem with
regular uncertainties in Li, Qi, and Song (2016). (We
emphasize that Li, Qi, and Lee 2015 and Li, Qi, and
Song 2016 do not consider timetabling.) Our theo-
retical development focuses on analyzing and solving
problems that involve decisions on multiple time
scales. Specifically, the developed theory deals with
the one-time buffer allocation decisions that together
specify the timetable, because it is impossible to

integrate these decisions into an SDP without losing
optimality guarantees. Our key theoretical results are
that the costs of operating a timetable with a given
buffer allocation are joint convex as a function of that
buffer allocation, and that there exists a simple and
efficient algorithm for computing subgradients of this
function. (Incidentally, we also prove some new results
for the operational problem—e.g., conjecture 1 in Li, Qi,
and Song 2016.) These insights underlie the main contri-
bution of this paper: the (to our knowledge) first algorithm
for buffer allocation that uses SDP to model timetable
execution. This contribution constitutes a range of ad-
vantages compared with the state-of-the-art in stochastic
timetabling and opens up numerous avenues for further
research. We name four key advantages/contributions
here. Two contributions arise because our timetabling
algorithm models timetable execution as an SDP:

1. We select the optimal online speed during time-
table execution (cf. Li, Qi, and Song 2016). Alternatives
either assume given (exogenous) speed (Kroon et al.
2008, Fischetti, Salvagnin, and Zanette 2009), or use
heuristics to determine the travel speed during timetable
operation (Qi and Song 2012, Wang and Meng 2012b).

2. We do not need to make any assumptions that
restrict the propagation of delays. Qi and Song (2012)
assume that delays never propagate from leg to leg.
Wang and Meng (2012b) assume that delays never
propagate from round to round, such that Monte Carlo
simulation can be performed for each round separately.
By leveraging the structure that we prove for the

timetable cost function, our algorithm can directly optimize
the exact expected costs. Two more key contributions are
related to this:

3. We develop the (to our knowledge) first exact
algorithm for timetabling under stochastic delays.
Other approaches lose optimality by approximating
the objective function using Monte Carlo samples (e.g.,
Kroon et al. 2008; Fischetti, Salvagnin, and Zanette
2009; Wang and Meng 2012b); see Kroon et al. (2008)
for details on the impact of sampling.

4. Our approach avoids solving large-scale MIPs
and is therefore very fast: it finds optimal buffers/
timetables in about 70 seconds for realistic problems.
For comparison, the computation times of, e.g., Wang
and Meng (2012b) and Kroon et al. (2008) are 30–60
minutes and more than one hour, respectively. We can
to some extent explain theoretically the superior scal-
ability of our approach—e.g., our results guarantee that
evaluating a polynomial number of timetables suffices
to find the optimal timetable.
Note that our work focuses on a single ship making

round trips (cf. Qi and Song 2012; Wang and Meng
2012b; Li, Qi, and Song 2016). In light of the advantages
of our approach, the extensions to railway topologies
(cf. Kroon et al. 2008; Fischetti, Salvagnin, and Zanette
2009) andmultiple ships (cf. Reinhardt et al. 2016) would
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be very interesting; see Section 7 for a detailed discussion
of these and other directions for future research.

3. The Model
3.1. Conceptual Design
In this section, we first sketch the decision hierarchy in
liner shipping and then zoom in to the problem on
whichwewill focus. The decisions on top of the hierarchy
are trade selection and fleet design, which are considered
to be strategic problems (see, e.g., Christiansen, Fagerholt,
and Ronen 2004; Notteboom and Vernimmen 2009;
Mulder and Dekker 2018), followed by the liner service
design problem that combines strategic and tactical
decisions. Ducruet andNotteboom (2012) provide a clear
overview of the decisions that are considered in the liner
service design problem—namely, the determination
of (1) the type of liner service network, (2) the loops
(also: routes/round tours) (i.e., how many ports are
visited together with the selection of those ports and
the determination of the order), (3) the vessel speed,
(4) the frequency, and (5) the allocation of vessels.

After the loops have been decided on, liner companies
start to negotiate with terminals to make agreements
on berthing times, such that they can design a cyclic
schedule with arrival and departure times and publish
a timetable to their customers. In this paper, we are
interested in this latter problem, which arises at the
tactical planning level and needs to be solved once
every 6–12 months (Mulder and Dekker 2018). At the
operational level, ships subsequently encounter delays,
and decisions are taken on their actual speed to avoid
large deviations from the timetable. These speed de-
cisions can be taken at the start of every leg.

As explained above, the route and ship allocation are
already fixed before the problem considered in this
paper occurs. Furthermore, the above-mentioned ne-
gotiation process with terminals is very complex because
the negotiation process with one terminal might influ-
ence the negotiationswith other terminals. Therefore, it is
undesirable to change toomany berthingwindows at the
same time. Hence, we focus on a single route in this
study; see also Section 7.

Our method designs reliable timetables at the tactical
planning level by dividing the total buffer time over the
individual legs. Tomake optimal timetabling decisions,
we consider the consequences of delays incurred at the
operational planning level, which is in line with extant
literature on timetable optimization in both railway
(Kroon, Dekker, and Vromans 2007; Kroon et al. 2008;
Fischetti, Salvagnin, and Zanette 2009) and liner ship-
ping (Qi and Song 2012, Wang and Meng 2012b) ap-
plications. We consider the total buffer time to be fixed
and given in this paper, which corresponds to a fixed
number of ships used for the route in our model. Our
basic model imposes no restrictions on the allocation of
buffers, but Section 5.4 extends the model to include

transit time restrictions for the route under consider-
ation. See Section 7 for a discussion and future research
agenda on these latter topics.
We now sketch how our model includes the tactical

buffer time allocation while taking into account oper-
ational delays and recovery actions. In line with the
hierarchy sketched above, we consider a round tour
with a fixed sequence of port calls and a total
planned duration of T time units. We will see that
fixing T also fixes the total buffer time B. The ob-
jective then is to construct an optimal timetable/
schedule by dividing the total buffer time B over the
legs of the round tour in such a way that the operating
costs for the timetable are minimized. In line with the
decision hierarchy, this buffer time allocation de-
cision is taken once (at the tactical level), before
timetable operation starts.
To determine the operating costs for a timetable, we

let the ship sail a route consisting of R round tours for
a planned duration of RT. The operating costs while
sailing this route consist in the costs of port arrivals and
departures that are delayed with respect to the time-
table, and the costs of optimally performing recovery
actions such as speed adjustments. We do not consider
other components of the route costs or administrative
costs, as they depend on the chosen route and hence are
fixed for our problem. We eventually let R→∞ and
focus on the long-run average costs, which can be
obtained by averaging the total route costs over time.
(This limit is convenient from a practical point of view,
but not essential to our approach—see Section 7.)
In the remainder of this section, we formally model

the tactical and operational level problems. An over-
view of the necessary notation is given in Table 1.

3.2. The Tactical Planning Level
Denote the ports visited in the round tour by P �
{1, . . . , |P|}. Rounds start in port 1, visit ports 2, 3, . . . ,
|P| − 1, |P|, and then return to port 1, after which a new
round starts. The route consists of R round tours and
N � R|P| + 1 port calls (including the final port call in
port 1). Let n ∈ {1, . . . ,N} index the port calls. The nth
port call is made at port p[n]. Thus, p[n]≔ p for
n � p, |P| + p, 2|P| + p, . . . , with p∈P.
Let tarrn and tdepn , respectively, denote the planned ar-

rival and departure time of port call n. The planned
arrival time of port call n + 1 equals the planned de-
parture time of port call n plus the planned sailing time.
This planned sailing time consists of the fixed mini-
mum sailing time needed between ports p[n] and
p[n + 1] (denoted by tsp[n]) and the buffer time included
in the sea leg, which is a decision variable that will
be denoted by �Bp[n]. Thus, tarrn+1 � tdepn + tsp[n] + �Bp[n]. The
requirement of a cyclic schedule means that buffer time
andminimum sailing time for a specific sea leg must be
the same for each round. (The notation tsp[n] and �Bp[n]
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implicitly enforces this requirement; see the definition
of p[n].) The planned departure time of the ship for port
call n is simply the planned arrival time plus the fixed
port time, which will be denoted by tpp[n]. Thus, t

dep
n �

tarrn + tpp[n]. The results in this paper can be extended to
optimize buffers for the ports as well, but we do not
include such variables because buffer times in ports are
expensive and therefore uncommon.
We can set tdep1 ≔ 0 without loss of generality. Then,

all planned arrival and departure times for the
remaining R|P| port calls follow from the above re-
cursive relations once we fix �B≔ (�B1, . . . , �B|P|) ∈R|P|

≥0. So
finding a schedule consists in fixing �B. The requirement
that the total planned duration equals T implies that �B
should satisfy

∑
p∈P�Bp � B, where B≔T −∑

p∈Pt
p
p −∑

p∈Ptsp. (We assume T≥∑
p∈Pt

p
p +∑p∈Ptsp, such that

B≥ 0.) Since liner ships operate on weekly schedules,
the total planned duration Twill be an integer multiple
of the amount of time units in one week.

3.3. The Operational Planning Level
While the ship sails the route, unforeseen events cause
the ship to be delayed with respect to the planned
timetable—i.e., the planned arrival and departure times
tarrn and tdepn . Discussions at a large liner carrier have
revealed that both delays in the port and delays during
the sea leg are important (see Wang and Meng 2012a).
Therefore, let Xp

n ≥ 0 and Xs
n ≥ 0 denote the random

delay incurred during port call n, and in the sea leg
after port call n, respectively. The random variables
Xp

n and Xs
n are assumed to be independent of each

other, and of all other random variables, in particular of
Xp

n′ and Xs
n′ for n≠ n′. Independence is reasonable for

many causes of delays, but there are exceptions—e.g.,
a storm could impact both port operations and the
ship’s voyage out of port. Distributions are arbitrary,
but the random delay in a port in a specific position in
the round trip is identically distributed in each round
trip. Thus, Xp

n and Xp
n′ are identically distributed if

p[n] � p[n′]. Similarly, Xs
n and Xs

n′ are identically
distributed if p[n] � p[n′].
To reduce the delay with respect to the schedule, the

liner company can perform two types of recovery ac-
tions. Speed adjustments during the sea leg are the
preferred approach to deal with delays. But in case of
excessive delays, extreme (recovery) actions in the port
are sometimes taken in practice, such as cut-and-go. In
cut-and-go, the vessel will stop (un)loading and will
immediately leave the port. Let τn be the difference in
the time used to sail from port p[n] to port p[n + 1]
(excluding unforeseen delays) and the minimum sail-
ing time needed. We will refer to τn as the additional
sailing time or the sailing time action. Intuitively, in-
creasing τn increases the travel time and reduces speed
and fuel consumption. Let γn denote the time recovered

Table 1. Overview of the Notation Used in the Paper

Symbol Description

Overall model
T Total planned round tour duration
R Number of round tours in the route
P Set of ports in round tour, indexed by 1, 2, . . . , |P|
p, q Port indices
N Number of port calls in the route
n Port call index
p[n] Port at which the nth port call is made
d Delay
@̄ Set of feasible buffer vectors
@ Set of feasible integer-valued buffer vectors—i.e., all

�B ∈ @̄ that satisfy �Bp ∈Z for all p∈P.
Tactical planning level
tarrn Planned arrival time for port call n

tdepn Planned departure time from port call n
tsp Fixed minimum sailing time between port p and the

next port
tpp Fixed port time in port p
�B Vector with buffer times: �Bp denotes the buffer for

port p
B Total available buffer time

Operational planning level
Xp

n Random delay incurred in port during port call n
Xs

n Random delay incurred on sea leg after port call n
τn Sailing time action on sea leg after port call n
γn Extreme recovery action during port call n

darrn Arrival delay for port call n

ddepn Departure delay from port call n

τup Upper bound on sailing time action on sea legs after
visiting port p

_n(d; �B) Help function at port call n with delay d for buffer
allocation �B; see (4)

7n(d; �B) Optimal sailing time action on sea leg after port call n
with departure delay d

=n(d; �B) Optimal extreme recovery action during port call n
with delay d

Cost functions
$arr

p (d) Delay cost for arrival with delay d in port p

$dep
p (d) Delay cost for departure with delay d from port p

^p(τ) Fuel cost for sailing from port p to the next port using
sailing time action τ

ce Cost per time unit of the extreme recovery action
#arr

n,N(d; �B) Total expected cost for completing the route when
arriving in port call n with delay d, assuming
optimal sailing times and extreme recovery actions
for port calls {n, . . . ,N}

#
dep
n,N(d; �B) Total expected cost for completing the route when

departing from port call n with delay d, assuming
optimal sailing times and extreme recovery actions
for port calls {n, . . . ,N}

#∗(�B) Long-run average optimal costs under buffer
allocation �B

#∗ � #∗(�B∗) Long-run average optimal costs under an optimal
buffer allocation �B∗

Note. More detailed explanations can be found in the text.
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by the extreme recovery action in the nth port, which is
taken after the port delay is revealed. Note that τn and
γn are online decision variables, these decisions are taken
dynamically in each port and before each sea leg. In
contrast, all buffer times �B are decided on before the ship
starts sailing the route.

The following recursive relations for 1≤ n<N gov-
ern the propagation of the delay during the trip:

darrn+1 � (ddepn + τn − �Bp[n] + Xs
n)+, (1)

ddepn � (darrn + Xp
n − γn)+, (2)

where x+ � max{x, 0}. Since ships have to adhere to the
berthing plans made by terminal operators, we assume
that ships cannot arrive early in a port. And a ship is not
allowed to depart earlier than the schedule, because
export containers may arrive just in time to be loaded
according to the schedule.

3.4. Costs
For p∈P, let$arr

p (d) and$dep
p (d) be the cost of arriving in

and departing, respectively, from port p of the round
tour with a delay of d time units with respect to the
schedule. We assume that both $arr

p (d) and $dep
p (d) are

convex and increasing in d. Penalizing the average delay
satisfies this assumption and is arguably themost intuitive
approach for measuring delays. This latter approach is
common (e.g., Kroon et al. 2008; Fischetti, Salvagnin, and
Zanette 2009), but more general delay cost models have
also been proposed (Wang and Meng 2012b).

Let ^p(τ) denote the fuel cost incurred between port
p and the next port when using a sailing time of tsp + τ
time units. ^p(τ) is decreasing and convex in τ. Indeed,
for economic sailing speeds the bunker consumption
rate can be accurately approximated by a constant
times the third power of sailing speed (Notteboom and
Vernimmen 2009, Brouer et al. 2014), which implies
that ^p(τ) is proportional to 1/(tsp + τ)2, which is de-
creasing and convex in τ. (For details, see Section 6.1.)
Furthermore, let τup ≥ 0 be the upper bound on the
sailing time action obtained from the minimum sailing
speed. Then, ^p(τ) is well defined for all 0≤ τ≤ τup .
Denote the costs of using the extreme recovery action to
reduce the delay by one unit of time by ce > 0. This cost
is independent of the port for ease of exposition, but it
would be straightforward to make it port-dependent.

We next give a stochastic dynamic programming
(SDP) formulation of the operational planning level (cf.
Bertsekas 2007). Remember that the sailed route con-
sists ofN � R|P| + 1 port calls. Let #arr

n,N(d; �B) denote the
total expected cost for completing the route when ar-
riving for port call n with a delay of d time units, and
assuming optimal sailing times and extreme recovery

actions for port calls {n, . . . ,N}. Similarly, let #dep
n,N(d; �B)

denote these costs when departing from port call n. The
parameter �B is added to emphasize that these costs
depend on the timetable �B that is used. The following
SDP relation holds for 1≤ n<N:

#
dep
n,N(ddepn ; �B) � $

dep
p[n](ddepn )

+ min
0≤τ≤τup[n]

{^p[n](τ) +_n(ddepn + τ; �B)}, (3)

where

_n(ddepn + τ; �B)
≔ EXs

n

[
#arr

n+1,N
(
(ddepn + τ − �Bp[n] + Xs

n)+; �B
)]
. (4)

Note that we select the optimal sailing time action τ.
This relation then holds because the total expected
costs for completing the trip when departing from port
call n with delay ddepn consist of the departure delay
costs $

dep
p[n](ddepn ), the sailing costs ^p[n](τ), and the op-

timal expected costs for completing the route when
arriving at the next port call with arrival delay
(ddepn + τ − �Bp[n] + Xs

n)+ (see (1)). By definition of #arr
n+1,N ,

those latter costs equal#arr
n+1,N((ddepn + τ − �Bp[n] + Xs

n)+; �B).
We take the expectation to account for the randomness of
Xs

n. Similarly, the following SDP relation holds
for 1<n<N:

#arr
n,N(darrn ; �B)

� $arr
p[n](darrn ) + EXp

n

[
min
γ≥0

{
ceγ + #

dep
n,N((darrn + Xp

n − γ)+; �B)}].
(5)

Note that herewe use (2), and that the extreme recovery
action is taken after the port delay is incurred. For the
final arrival in port 1, we have the following:

#arr
N,N(darrN ; �B) � $arr

p[N](darrN ). (6)

Therefore, for the final arrival, we only pay the delay costs.
We introduce notation regarding the optimal sailing

times and extreme recovery actions. Let7n(d; �B) denote
the optimal sailing time after port call n (on the sea leg
towards port call n + 1) when the departure delay
equals d:

7n(d; �B)≔min
⎧⎪⎪⎪⎨⎪⎪⎪⎩τ′ | τ′ ∈ argmin

0≤τ≤τup[n]
{^p[n](τ)

+_n(d + τ; �B)}
⎫⎪⎪⎪⎬⎪⎪⎪⎭. (7)

Mulder, van Jaarsveld, and Dekker: Simultaneously Optimizing Speed and Buffers
Transportation Science, 2019, vol. 53, no. 2, pp. 365–382, © 2019 INFORMS 371



Let =n(d + Xp
n;
�B) denote the optimal extreme recovery

action in port call n when the delay (including port
delay) equals d + Xp

n:

=n(d + Xp
n;
�B)

≔max

{
γ′ |γ′ ∈ argmin

γ≥0

{
ceγ + #

dep
n,N((d + Xp

n − γ)+; �B)
}}

.

(8)

So as a tie-breaking rule, we use minimization of the
delay in the next port.

3.5. The Long-Run Average Costs
Because the buffers are transformed into a timetable
that is operated for many rounds, we adopt the long-
run average costs as performance criterion, which will
be denoted by #∗(�B) and is defined as follows:

#∗(�B)≔ lim
R→∞

#
dep
1,R|P|+1(ddep1 ; �B)

R
, ∀�B ∈ @̄, (9)

where @̄ �
{
�B ∈R|P|

≥0 |∑p∈P�Bp � B
}
. Intuitively, the limit

on the RHS of (9) exists and is independent of ddep1 , and
Theorem 1 formally establishes this result under ap-
propriate conditions. This paper then studies the fol-
lowing optimization problem:

#∗ � min
�B∈@̄

#∗(�B). (10)

This problem is nonstandard. Each buffer allocation
�B ∈ @̄ yields an SDP (governed by (3)–(6)) whose op-
timal long-term average costs equals #∗(�B). But the
buffer time variables themselves cannot be accommo-
dated for in the SDP because they are one-time de-
cisions that affect multiple states: after each departure
from port p, the arrival delay in the next port is affected
by �Bp. Note that the sailing speed decisions are part of
the SDP, so the problem optimizes the buffer allocation
taking into account sailing speed optimization during
timetable execution.

3.6. Assumptions for Computational Purposes
In general, solving for the optimal costs #∗(�B) of the
SDP that arises for fixed buffers �B is already compu-
tationally intractable. This is because the SDP has
a continuous state space because delay is continuous.
(Apart from the current delay, the state consists of the
current port p[n] and whether we are arriving or
departing.) To deal with this computational issue, we
will assume discrete delays and piecewise linear fuel
costs (see also Wang and Meng 2012a, Reinhardt et al.
2016), who use similar discretization assumptions).
Specifically, after an appropriate basic time unit is
chosen (for example, the time unit in which timetables
are communicated), we assume the following.

Assumption 1 (Discrete Model Primitives). The delays Xs

and Xp take on values in Z≥0. The total buffer B and the
maximum additional sailing time τup are inZ≥0. The functions
$arr

p ( · ), $dep
p ( · ), and ^p( · ) are piecewise linear functions,

with breakpoints on Z≥0. The initial delay is in Z≥0.

We now discuss another computational issue. If we
encounter large sea and port delays repeatedly, the
delay with respect to the schedule may grow arbitrarily
large. In practice, it seems reasonable to assume that
when delay exceeds some (possibly large) threshold, it
will be optimal to perform the extreme recovery action.
We therefore make this assumption to simply and
straightforwardly bound the maximum delay. For ease
of exposition, we will also assume that the random sea
and port delays are bounded by some arbitrary number.
These assumptions will simplify the computation of the
optimal costs associated with a buffer �B ∈ @̄.

Assumption 2 (Bounded Delays). For each p∈P, there
exists a delay dmax

p <∞ such that $dep
p (d) − ced is mono-

tonically increasing ∀d> dmax
p . There exist Xs,max

p ,
Xp,max

p ∈Z≥0 such that ∀n : P(Xs
n >Xs,max

p[n] ) � 0, P(Xp
n >

Xp,max
p[n] ) � 0.

These assumptions are not restrictive in practice
as dmax

p ,Xs,max
p , and Xp,max

p can be taken to be large (e.g.,
one or more weeks when operating aweekly schedule).

4. Theoretical Insights
In this section, we derive various theoretical insights
into the problem. The proofs are in Online Appendix A.
We first present four lemmas that provide insight
in optimal recovery actions and buffer alloca-
tions. These results can be established without
Assumptions 1 and 2. The first result verifies that the
costs for completing the schedule increase with the
present delay.

Lemma 1. The functions #
dep
n,N(d; �B) and #arr

n+1,N(d; �B) are
nondecreasing in the amount of delay d for 1≤ n<N and
�B ∈ @̄.

The following result is more surprising, since the
costs are not separable because delays may propagate
from port call to port call.

Lemma 2. The functions #
dep
n,N(d; �B) and #arr

n+1,N(d; �B) are
joint convex in d and �B ∈ @̄ for 1≤ n<N.

We next give results that shed light onto how the
sailing times and extreme actions should depend on
the current delay. The following lemma shows that the
larger the delay, the more action should be taken. The
lemma proves conjecture 1 in Li, Qi, and Song (2016).

Lemma 3. (a) The optimal sailing time action 7n(ddepn ; �B)
between two ports is nonincreasing in the departure delay
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ddepn for 1≤n<N and �B ∈ @̄; (b) the optimal extreme re-
covery action =n(darrn + Xp

n;
�B) in a port is nondecreasing in

the amount of delay darrn + Xp
n before that action for 1<n<N

and �B ∈ @̄.

Thus, a ship should increase sailing speed when it
has a larger departure delay. To understand the in-
tuition behind the next result, consider a ship that plans
to depart at Monday at 1400 hours, and suppose the
optimal speed for this departure time implies a planned
travel time of 48 hours—i.e., planned arrival Wednesday
at 1400 hours. Now suppose an event causes the planned
departure to be delayed to Monday at 1800 hours.
Without speed increase the planned arrival becomes
Wednesday at 1800 hours. But by Lemma 3 the speed
should increase and the planned arrival should lie
before Wednesday at 1800 hours. But could the op-
timal planned arrival time lie before 1400 hours? That
is, could the optimal speed increase be such that it
more than compensates for the delay? The following
lemma shows that this can never be the case. Thus, in
our example the planned arrival time after incurring
the delay must lie between 1400 hours (our original
planned arrival time before the delay was incurred)
and 1800 hours (the planned arrival time taking into
account the delay, but without changing the speed).
A similar result holds for extreme actions in the port.
These results can be used to more efficiently solve the
operational problem.

Lemma 4. (a) The optimal arrival delay darrn+1 � (ddepn +
7n(ddepn ; �B) − �Bp[n] + Xs

n)+ is stochastically nondecreasing in
the departure delay ddepn , for 1≤ n<N and �B ∈ @̄; (b) the
optimal departure delay ddepn � (darrn + Xp

n − =n(darrn +
Xp

n;
�B))+ is nondecreasing in the delay darrn + Xp

n after in-
curring port delay, for 1<n<N and �B ∈ @̄.

The last result in this section establishes the joint
convexity of #∗(�B) in the decision variables �B. This
result is the basis for our solution algorithm, because it
implies the existence of subgradients. This theorem
requires Assumptions 1 and 2 to ensure that the long-
run average costs #∗(�B) are well defined, which clearly
is required to establish their convexity.

Theorem 1. Under Assumptions 1 and 2, the optimal long-

term average cost limR→∞#
dep
1,R|P|+1(ddep1 ; �B)/R exists for all

�B ∈ @̄, and it is independent of ddep1 .Moreover,#∗(�B) is joint
convex in �B ∈ @̄.

This result will be used in the next section to find the
optimal buffer �B∗.

5. Solution Approach
We develop an algorithm for finding a �B ∈ @̄ that min-
imizes #∗(�B). We make heavy use of Theorem 1, which

guarantees the existence of subgradients of #∗(�B) for
arbitrary �B ∈ @̄. The novelty of our algorithm lies in
developing an approach for efficiently computing these
subgradients. We describe this approach in Section 5.1.
Section 5.2 develops a subgradient-based algorithm for
minimizing #∗(�B). Section 5.3 discusses the optimality
and efficiency of this algorithm, and Section 5.4 discusses
how to extend it to include transit time requirements.

5.1. Subgradients
Theorem 1 implies that #∗(�B) is convex. Thus, for each
�B ∈ @̄, there exists a subgradient (see, e.g., Nesterov
2013). In our setting, a subgradient of #∗(�B) at �B is
defined as a vector g � ( g1, . . . , g|P|) that satisfies

∀�B′ ∈ @̄ :#∗(�B′) ≥#∗(�B) + ∑
p∈P

gp(�B′
p − �Bp). (11)

In general, computing subgradients involves analyzing
the change of the objective function when the input
changes. But changing �B will also change the speed
actions that are optimal, cascading many other
changes. Thus, computing subgradients becomes a
nontrivial matter. In Online Appendix B we conduct
a detailed theoretical analysis of the specialized model
that is obtained by imposing discrete model primitives
(Assumption 1) and bounded delays (Assumption 2).
This analysis yields the algorithm for computing
subgradients that is presented next.
Intuitively, to compute the subgradient of #∗(�B) at

some �B, we determine |P| integer buffers �Bq for all q∈P.
These integer buffers must be carefully constructed
based on �B. We next determine the costs #∗(�Bq) for each
of those buffers. Then the costs #∗(�B), as well as the
subgradient at �B, can be found by constructing
a hyperplane that interpolates the costs between the
points �Bq. Under the assumptions of our model, we can
show that this approach gives exact results. We next
give the details.
The construction of �Bq involves transforming the

buffers to cumulative buffers, and vice versa. Each �B ∈ @̄
corresponds to a cumulative buffer allocation B̃, by
setting B̃p ≔

∑p−1
p′�1�Bp′ and B̃ � (B̃1, . . . , B̃|P| ). (Thus,

B̃1 ≔ 0.) Note that the regular buffer �B can be ob-
tained from the cumulative buffer B̃ by setting
�Bp � B̃p+1 − B̃p for p ∈ {1, . . . , |P| − 1}, and �B|P| � B − B̃|P| .

Based on this, Algorithm 1 specifies how to compute
a subgradient for our model.

Algorithm 1 (Computing a subgradient g and the costs
#∗(�B) at �B ∈ @̄)

1. Let B̃ ∈ @̃ be the cumulative buffer corresponding
to �B ∈ @̄.

2. (This step orders the ports based on the fractional
parts of B̃.) For all p∈P, write B̃p � zp + xp, with
zp ∈ {0, 1, . . . ,B − 1} and 0≤ xp ≤ 1. (If there are multiple
options, select the one with largest zp.)
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Let f : P→P be the unique permutation of P such
that ∀p, p′ ∈P with p< p′ it holds that either (a)
xf (p) < xf (p′) or (b) xf (p) � xf (p′) and f (p)< f (p′).

3. For each q∈P, define the integer cumulative
buffer B̃q � (B̃q

1, . . . , B̃
q
|P|) ∈ @̃ as follows:

B̃q
p � zp if f −1(p) ≤ q

zp + 1 if f −1(p)> q.

{
4. For each q∈P, obtain the regular buffer �Bq from

the cumulative buffer B̃q by setting �Bq
p � B̃q

p+1 − B̃q
p for

p ∈ {1, . . . , |P| − 1}, and �Bq
|P| � B − B̃q

|P| .
5. Compute #∗(�Bq) for each q∈P. It corresponds to

the long-run average costs of the SDP described in
(3)–(6), which can be obtained efficiently using policy
iteration or linear programming because all buffers in
�Bq are integer—i.e., �Bq ∈@ (see Section 5.3).

6. Solve the below system of equations subject to
g1 � 0 to obtain #∗(�B) as well as a subgradient
g � ( g1, . . . , g|P| ) at �B:

#∗(�Bq) � #∗(�B) +∑
p∈P

gp(�Bq
p − �Bp), q∈P. (12)

Section 5.3 establishes the exactness of the algorithm.
We illustrate the algorithm by example:

Example. Let B � 20, |P| � 4, and thus P � {1, 2, 3, 4}.
Suppose �B � (4.6, 5.5, 2.0, 7.9):

1. We obtain B̃ � (B̃1, B̃2, B̃3, B̃4) � (0, 4.6, 4.6 + 5.5,
4.6 + 5.5 + 2.0) � (0, 4.6, 10.1, 12.1).

2. We find z1 � 0, z2 � 4, z3 � 10, z4 � 12, and x1 � 0,
x2 � 0.6, x3 � 0.1, x4 � 0.1. From these values we con-
clude that f must satisfy xf (1) < xf (2) � xf (3) < xf (4). This
implies f (1) � 1 and f (4) � 2. Since x3 � x4, we apply
condition b and find f (2) � 3 and f (3) � 4.

3. We invert f to obtain f −1(1) � 1, f −1(2) � 4,
f −1(3) � 2, and f −1(4) � 3. We find: B̃1 � (0, 5, 11, 13),
B̃2 � (0, 5, 10, 13), B̃3 � (0, 5, 10, 12), B̃4 � (0, 4, 10, 12).

4. We find: �B1� (5, 6, 2, 7), �B2� (5, 5, 3, 7), �B3�
(5, 5, 2, 8), �B4� (4, 6, 2, 8).

5. For the sake of the example, suppose the policy
iteration yields the following costs: #∗(�B1) � 120,
#∗(�B2) � 130, #∗(�B3) � 110, #∗(�B4) � 145.

6. We solve the following system of equations
subject to g1 � 0: 120 � #∗(�B) + 0.4g1 + 0.5g2 + 0g3 −
0.9g4; 130 � #∗(�B) + 0.4g1 − 0.5g2 + 1g3 − 0.9g4; 110 �
#∗(�B) + 0.4g1 − 0.5g2 + 0g3 + 0.1g4;145 � #∗(�B)− 0.6g1+
0.5g2 + 0g3 + 0.1g4;

We solve for the unknowns to obtain: g2 � 35, g3 �
45, g4 � 25 and #∗(�B) � 125.

5.2. Subgradient-Based Algorithm
We next develop an efficient algorithm for minimizing
#∗(�B) over �B ∈ @̄. The algorithm iteratively computes

subgradients using Algorithm 1. For the ith iteration,
the subgradient gi at �Bi is computed. Denote it by
gi � ( gi1, . . . , gi|P|). Also, #∗(�Bi) is computed, and we let
gi0 � #∗(�Bi) −∑

p∈Pgip�B
i
p. Then (11) implies that

∀�B′ ∈ @̄ : #∗(�B′) ≥∑
p∈P

gip�Bp + gi0. (13)

For iteration 1, we compute the subgradient g1 at some
(arbitrary) �B1 ∈ @̄. For iteration i + 1, we have available
gj for j � 1, . . . , i, and we determine �Bi+1 using the
following problem:

min z (14)

s.t. z ≥∑
p∈P

gjp�Bp + gj0 j ∈ {1, . . . , i} (15)∑
p∈P

�Bp � B (16)

�Bp ≥ 0 p ∈P. (17)

Denote the optimal solution of (14)–(17) by (z′, �B′). Note
that (15) ensures that z′ satisfies the inequalities (13)
imposed by the subgradients. Also, (16) and (17) ensure
that �B′ ∈ @̄. Remember that #∗ � #∗(�B∗), where �B∗ is an
optimal buffer allocation. By (13) we find that #∗(�B∗) ≥∑

p∈Pg
j
p�B∗

p + gj0 for j ∈ {1, . . . , i}. Thus, setting z � #∗ and
�B � �B∗ always gives a feasible solution to (14)–(17). This
implies that the optimal solution (z′, �B′) must always
satisfy z′ ≤#∗.
In addition, each computation of Algorithm 1 yields

upper bounds to #∗. In particular, Step 5 com-
putes #∗(�Bq) for q∈P, and clearly #∗(�Bq) ≥#∗. Let
q′ ∈ argminq∈P#∗(�Bq) be the index for the tightest of
the upper bounds found in Step 5. Then for each it-
eration of our optimization algorithm, we obtain the
upper bound #∗(�Bq′) and corresponding solution �Bq as
part of computing the gradient, and a lower bound
when subsequently optimizing (14)–(17). Details are
given in Algorithm 2.

Algorithm 2 (Solution algorithm for finding �B∗)
1. Initialize i← 1, �B1 � (�B1

1, . . . , �B
1
|P| ) with �B1

p � B/|P|.
Set UB←∞ and LB← −∞.

2. Execute Algorithm 1: (1) obtain a subgradient gi at
�Bi, and (2) obtain #∗(�Bq) for q∈P.

3. Let q′ ∈ argminq∈P#
∗(�Bq). If #∗(�Bq′)<UB, set

UB←#∗(�Bq′) and �BUB ← �Bq′ .
4. Let (z′, �B′) denote the optimal solution of (14)–

(17). Set LB← z′, �Bi+1 ← �B′.
5. If UB � LB, let �B∗ ← �BUB and terminate. Other-

wise, set i← i + 1 and go to Step 2.

In initial steps, the �Bi+1 from Step 4 of Algorithm 2
may lie far away from the last search point �Bi, ad-
versely impacting performance. Therefore, we limit
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the distance between �Bi and �Bi+1 � �B. Consider the
constraints,∑
p∈P

|�Bp − �Bi
p | ≤wmax, ∀p∈P : |�Bp − �Bi

p | ≤wmax
p . (18)

Then Step 4 is replaced by the following in the first I
iterations of the algorithm:

4′. Let (z′, �B′) denote the optimal solution of (14)–
(17) + (18). Set �Bi+1 ← �B′. Let (z′′, �B′′) denote the optimal
solution of (14)–(17). Set LB← z′′.

Here, wmax > 0, ∀p ∈P :wmax
p > 0, and I ∈Z≥0 are pa-

rameters of the algorithm.

5.3. Theoretical Analysis
In this section, we prove correctness of Algorithms 1
and 2, and discuss their efficiency. Denote the set of
integer buffer vectors by @ � {

�B∈Z|P|
≥0
∣∣∣∑p∈P�Bp � B

}
.

Note that @⊆ @̄. The approach developed in Sections
5.1 and 5.2 rests on Theorem 1 and the following result:

Theorem 2. For any �B ∈ @̄, let �Bq for q∈P be the buffers
obtained in Algorithm 1, Step 4:

• For q∈P,we have �Bq ∈@, and �B is in the convex hull of
{�Bq|q∈P}.

• There exists a subgradient g � ( g1, . . . , g|P|) at �B, such
that g1 � 0 and

#∗(�Bq) � #∗(�B) +∑
p∈P

gp(�Bq
p − �Bp), q∈P.

Formally proving this result requires defining addi-
tional concepts and notation. We do so in Online
Appendix B, which also contains proofs of the other
results in this section. Theorem 2 directly implies that
Algorithm 1 yields correct subgradients. Another
consequence is the following:

Corollary 1. In finitely many iterations, Algorithm 2
returns an optimal solution �B∗ that is integral—i.e., �B∗ ∈
argmin�B∈@̄#

∗(�B) and �B∗ ∈@.

This result shows that Algorithm 2 is exact. The result
also implies there must exist an optimal buffer allocation
that is integral—i.e., min�B∈@̄#

∗(�B) � min�B∈@#
∗(�B).

This is convenient because the timetable communi-
cated to customers typically needs to be integral.

We next discuss the computational complexity of
our algorithms. We first analyze the computation
time of Algorithm 1. It is dominated by Step 5: the
computation of #∗(�Bq), which corresponds to the
long-term average cost of the SDP generated by �Bq.
The state space of this SDP includes the delay with
respect to the model, and delay is continuous in our
model. To avoid a continuous state space, we next
show that for integer buffers, any fractional actions

are dominated and thus the delay always remains
integer. Moreover, by the upper bounds dmax

p , Xs,max
p ,

and Xp,max
p that hold by Assumption 2, we can bound

the maximal delay:

Corollary 2. Let �B ∈@, and choose actions τn and γn op-
timally using (7) and (8). Then τn ∈Z≥0, γn ∈Z≥0,
ddepn ∈ {0, . . . , dmaxp[n]}, and darrn+1 + Xp

n+1 ∈ {0, . . . , dmaxp[n] + τup[n]+
Xs,max

p[n] + Xp,max
p[n+1]}.

The SDP associated with integral buffers thus has
a finite state space. There are departure states and port
states. Departure states ddepp � d correspond to
departing from port p with delay d. Port states darrp +
Xp � d correspond to being in port p with a delay d,
after incurring port delay. Transition probabilities
follow from Equations (1) and (2). In particular, when
in state darrp + Xp � d and taking (extreme) action γ, we
transition to state ddepp � d′ where d′ � (d − γ)+. When
in state ddepp � d and taking (sailing time) action τ, we
go to state darrp′ + Xp � d′. Here, p′ is the port after p in
the round tour, and d′ � (d + τ − �Bp + Xs)+ + Xp.
Transition probabilities then follow from the distri-
bution of Xs and Xp. From Corollary 2, our SDP has∑

p∈P(2 + 2dmax
p + τup + Xs,max

p + Xp,max
p ) states. To com-

pute #∗(�Bq), we can use an algorithm for finding the
long-run average costs of an SDP that satisfies weak
accessibility (cf. Bertsekas 2007). In particular, the LP-
based solution approach yields an optimal solution (up
to machine precision) in polynomial time in the number
of states of our SDP.
We next analyze the number of subgradient com-

putations required to find �B∗. Since we optimize the
convex function #∗(�B) over the convex bounded do-
main @̄, and since the optimal solution is integral, the
ellipsoid method (Khachiyan 1980) could replace Algo-
rithm 2. This algorithm guarantees iterations (and thus
evaluations of #∗(�B)) that are polynomial in |P|. Al-
gorithm 2 is without such guarantees but may be su-
perior in practice: It is much easier to implement and
requires only 17–44 gradients to find �B∗ for a range of
instances with 14 ports (see Section 6).

5.4. Extension: Transit Time Requirements
To illustrate the flexibility of our approach, we show
here how to (crudely) model transit time requirements.
Such requirements arise because the transit time is
considered by customers to be an important factor
when choosing a carrier (Brouer et al. 2014), and liners
take this into account when developing the timetable
(Reinhardt et al. 2016).
Suppose that the maximal (planned) transit time

between ports p and q in P is Ttr(p, q) ∈Z≥0. Let
Vp ≔

∑p−1
p′�1(�Bp′ + tsp′ + tpp′) be the first planned arrival at

port p∈P. We plan to visit p at Vp,Vp + T, . . . , and q at

Mulder, van Jaarsveld, and Dekker: Simultaneously Optimizing Speed and Buffers
Transportation Science, 2019, vol. 53, no. 2, pp. 365–382, © 2019 INFORMS 375



Vq,Vq + T, . . . . We thus model the transit time re-
quirement as

Vq − Vp ≤Ttr(p, q) ⇔∑q−1
p′�p

�Bp′ ≤Ttr(p, q) −
∑q−1
p′�p

(tsp′ + tpp′) p, q∈P, p< q (19)

(Vq + T) − Vp ≤Ttr(p, q) ⇔∑p−1
p′�q

�Bp′ ≥T − Ttr(p, q) −
∑p−1
p′�q

(tsp′ + tpp′) p, q∈P, p> q.

(20)

Adding (19) and (20) when solving (14)–(17) in Step 4
and 4′, and (14)–(17) + (18) in Step 4′ of Algorithm 2
ensures that the algorithm finds the optimal timetable
that satisfies the transit time requirements.

This paper focuses on a single round trip/service;
hence, our transit time requirements are limited to
container flows that use only a single service (unlike the
MIP-based approach introduced in Reinhardt et al.
2016). Moreover, like Reinhardt et al. (2016), the re-
quirements are set on the level of the timetable. See
Section 7 for a discussion and future research agenda.

6. Computational Results
In this section, we will perform a case study with a full
factorial sensitivity analysis to test our solution ap-
proach. Section 6.1 describes the data used for both the
case study and the sensitivity analysis. Next, Section 6.2
describes the case study, and Section 6.3 describes the
sensitivity analysis.

6.1. Data
To test our method, we use theME1 route in September
2012 of the Maersk Line network. Time is discretized in
units of four hours. Table 2 gives relevant data on this
route, which is sailed in a cyclic way from top to
bottom. The second column denotes the total (loading
and unloading) time planned in each port. The third
column gives the actual sailing distance to the next port
in the route (obtained from SeaRates 2015). The fourth
column shows the scheduled sailing time according to
the schedule published by Maersk Line. For example,
the scheduled sailing time for Antwerp is 32 hours.
Thus, if the actual sailing time between Antwerp and
Bremerhaven is 36 hours, then the incurred delay on
this sea leg is 4 hours. The fifth column shows the
sailing time in hours when the ship sails at maximum
speed (23 knots). The last column shows the buffer time
in the current schedule assuming that the route is sailed
at maximum speed. The time needed to make one full
round tour is 1,176 hours (seven weeks). Note that this
equals the total port time (284 hours) plus the total
scheduled sailing time (892 hours). We assume that the
route is sailed using a Post-Panamax shipwith a capacity
of 8,400 20-foot equivalent units (TEUs), using data from

Brouer et al. (2014). The minimum and maximum speed
of this ship are 12 and 23 knots (1 knot = 1 nmi/hr),
respectively. Bunker consumption per time unit can be
accurately approximated as a constant times the third
power of speed. Thus, the fuel cost function becomes

^p(τ) � b̃e
(
v
ṽ

)3(tsp + τ)l
24

� b̃e
(tsp + τ)l

24

(
δp

(ts + τ)lṽ

)3
,

where v is the sailing speed in knots, δp is the distance in
nmi from port p to the next port, and l � 4 denotes the
number of hours in one time unit. The ship has a design
speed of ṽ � 16.5 knots, and bunker consumption at
design speed is b̃ � 82.2 ton per day.
All experiments are run for the model extended with

transit time requirements.We allow transit times for each
combination of ports on the route to deviate at most 24
hours from the transit time following from the initial
schedule, because lengthening the transit by 48 hours is
typically acceptable to customers (Reinhardt et al. 2016).

6.2. Case Study
6.2.1. Test Instances. Since we do not know the actual
delay distribution, we perform experiments for a range
of delay distributions. We use uniformly distributed
delays for our main case to align with literature (e.g.,
Wang and Meng 2012a; Li, Qi, and Song 2016): we let
each Xs

n ~U(0, a + ⌊δp[n]/b⌋), where a and b are instance-
specific parameters and δp[n] is the distance between the
current and the next port. For the ship to eventually re-
cover from delays, it is important that the average delay
per round tour does not exceed the total available buffer
of 28 time units. We accordingly construct 10 in-
stances using the parameters a � {3, 3, 2, 2, 2, 1, 1, 1, 0, 0}
and b � {1,200, 1,600, 800, 1,300, 2,000, 900, 1,328, 2,400,
1,000, 1,400}. These parameters yield an average delay
per round tour between 3 and 25.5 time units; see Table
3. In the table and elsewhere, the expected net buffer time
denotes the difference between the total available buffer
time and the expected delay per round tour.
For the bunker cost, we use e � 320 USD/ton, which

is an estimate of the average bunker cost in 20 global
ports from March to August 2017 (ShipAndBunker
2017). The extreme expedite cost for the cut-and-go
action is set to 10 million USD per time unit. The delay
costs for all ports are $p(d) � 10,000d for 0≤ d≤ dmax

p �
42 time units (one week). We assume that the unit
costs exceed 10 million USD for d> dmax

p , such that
delays are bounded by 42 time units. We set the pa-
rameters for our algorithm as wmax

p � 0.25 for p ∈P,
wmax � 2, and I � 25. Algorithm 2 is implemented
exactly as described, except that, to avoid issues be-
cause of limited machine precision, we terminate
when the difference between UB and LB is smaller than
ε � 10−8 USD. All linear programmingmodels are solved
using CPLEX 12.7.
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6.2.2. Results. For each test instance, we first calculate
the cost of the schedule whenwe consider deterministic
delays. That is, we assume that the delay incurred
between each two ports is fixed and equal to the ex-
pected delay between those two ports. The optimal
deterministic schedule is then found by allocating the
available buffer time in such a way that a constant
speed is used over the round tour. Furthermore, we
calculate the costs of the initial schedule as shown in
Table 2 and the costs of the optimal schedule using our
algorithms.

Table 4 shows the average expected round tour costs,
solution times, and number of generated subgradients
for the 10 instances. Clearly, the costs of sailing a round
tour decrease when the available buffer time increases.
The deterministic schedule provides a lower bound on
the optimal cost schedule. The difference between the
costs of the deterministic and stochastic schedules is the
effect of uncertainty on the costs, which is shown in the
next two columns of the table. In these columns, first
the absolute cost of uncertainty is given and in brackets
the relative difference compared with the initial
schedule. We observe that for high expected buffer
times, a large part of the cost is already incurred in the
deterministic case. From the relative costs, we can
conclude that the optimal schedule has costs that are
22%–71% lower than the initial schedule. The lowest
and largest absolute cost reductions are, respectively,
81 and 192 thousand USD per round tour for 20 and 2.5
time units net expected buffer time. Since liner com-
panies usually provide weekly services, this would
result in cost reductions of 4.2–10 million USD per year
for this route. The last two columns of Table 4 show the
solution time and number of generated subgradients
for the instances. All instances can be solved to

optimality within 75 seconds, and at most 44 sub-
gradients are computed.
Table 5 shows for each port the probability of ar-

riving on time, the average arrival delay in time units,
and the optimal buffer allocation in time units for the
instance with an expected net buffer of 20 time units.
The table shows that for this case it is impossible to
identify a port where the arrival delay is always zero.
Note also that more buffer time is added to sea legs
with larger distances, because on these legs, larger
additional delays are expected to be incurred.
For the same instance, Table 6 shows the sailing

times in time units that will be used on the next sea leg
given a certain amount of delay. The last columns show
the range of feasible speeds and the scheduled sailing
time (including buffer time) for the given sea leg. The
scheduled sailing time is defined as the sum of the
minimum sailing time and the allocated buffer
time—i.e., the scheduled sailing time is the time that
should be published in the timetable. The table shows
that the optimal sailing times are not linear in the delay
(see a departure from Antwerp with 0 and 1 time units
of delay and a departure from Rotterdam with 4 and 5
time units of delay). Thus, the optimal sailing speed
policy is not necessarily to try to recover from all delays
during the coming sea leg, in line with Li, Qi, and Song
(2016) and contrary to assumptions made in the
timetabling literature (e.g., Qi and Song 2012, Wang
and Meng 2012b). Furthermore, the table illustrates
Lemmas 3 and 4: ships never slow down when they
incur higher delays, but higher delays never result in an
earlier planned arrival time. Note also that a ship might
speed up even when it sails according to schedule: e.g.,
between Rotterdam and the Suez Canal the scheduled
sailing time is 48 time units, but when leaving Rot-
terdam without delay the optimal speed policy hedges
against expected delays on the sea leg by selecting
a sailing speed that uses only 47 time units.

6.3. Sensitivity Analysis
We next analyze the sensitivity of the results in the
previous section by varying several key parameters: the

Table 2. Characteristics of the Route

Port

Port
time

(hours)
Distance
(nmi)

Scheduled
sailing
time

(hours)

Sailing
time at 23

knots
(hours)

Buffer
time

(hours)

Jebel Ali 31 1,329 72 60 12
Jawaharlal

Nehru
33 443 24 20 4

Mundra 16 1,122 56 52 4
Salalah 14 1,553 68 68 0
Jeddah 11 778 36 36 0
Suez Canal 16 2,283 100 100 0
Algeciras 18 1,476 88 68 20
Felixstowe 24 156 16 8 8
Antwerp 16 366 32 16 16
Bremerhaven 24 283 24 16 8
Rotterdam 20 3,829 192 168 24
Suez Canal 22 395 20 20 0
Aqaba 20 656 40 32 8
Jeddah 19 2,648 124 116 8
Totals 284 17,317 892 780 112

Table 3. Characteristics of the 10 Instances

Total available buffer
time (time units)

Expected delay per
round tour (time units)

Expected net buffer
time (time units)

28.0 25.5 2.5
28.0 23.0 5.0
28.0 20.5 7.5
28.0 18.0 10.0
28.0 15.5 12.5
28.0 13.0 15.0
28.0 10.5 17.5
28.0 8.0 20.0
28.0 5.5 22.5
28.0 3.0 25.0
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delay distribution, the mean and standard deviation of
the delays, the bunker cost, and the delay cost. Other
parameters, as well as algorithm settings, are kept as in
the case study. A detailed discussion of the parameters
to be varied is given next.

We test the gamma distribution in addition to the
uniform delay distribution commonly used in the lit-
erature (e.g., Wang and Meng 2012a; Li, Qi, and Song
2016): it models the (unlikely) occurrence of higher
delays better and therefore it might be better suitable
to represent real disruptions (Mallidis et al. 2018). The
gamma distribution is discretized by rounding all
fractional realizations to the closest integer value. Each
instance uses either gamma or uniform distributions
for all legs. For setting the means and standard de-
viation of the delays, the ports are divided into two
groups based on their distance to the next port in the
route, where a distance of 1,000 nmi is used as
a separator. Parameters for the delay distribution of
each group are then chosen in such a way that the
means and variances are as shown in the table. For the
uniform distribution this means that the lower bound is
0 time units in all three cases and the upper bounds are,
respectively, 1, 2, and 3 time units. For the gamma dis-
tribution this is done using α � {13.5699, 1.9359, 1.9874},
and β � {0.0378, 0.5252, 0.7575}. In this way, each in-
stance will have one out of nine possible options for the
means and standard deviation of port delays.

For the bunker price, we use the estimate of the half-
year average of 20 global ports from the previous
sections (320 USD/ton) as the lower bound and the
bunker price as used in Brouer et al. (2014) (600 USD/
ton) as the upper bound. Finally, we generated three
instances for the delay cost by multiplying the value
from the base case by 0.5, 1, and 2, respectively. Table 7
summarizes the varied parameters and associated
parameter settings. We construct 162 instances by taking
all combinations of settings for all five parameters.

Table 8 presents the results of the sensitivity analysis.
Each row of the table represents the average over all

instances that share certain parameter values. The fixed
parameter values for each row are presented in the first
column of the table. Mean 1 and 2 denote, respectively,
the mean of the delay distribution for groups 1 (short
legs) and 2 (long legs). The next column shows the
average deterministic cost in million USD, calculated as
in the previous section. Note that in the deterministic
schedule, ships are always sailing on time, so only
bunker costs are incurred. Furthermore, note that the
time 7 available for a complete round trip is fixed by
the number of ships employed on the route and hence
exogenous to our model, which explains why the av-
erage speed of the deterministic schedule does not
depend on bunker price. The following two columns
show the cost of uncertainty for the initial schedule as
given in Table 2 and the optimal schedule, respectively.
Similarly to the results in the previous section, first the
absolute difference is given and in brackets the relative
difference with respect to the initial schedule. The next

Table 4. Total Average Round-Tour Costs for the 10 Test Instances

Expected net buffer
(time units)

Deterministic schedule
(million USD)

Cost of uncertainty

Average speed in the deterministic
schedule (knots)

Time
(seconds)

Number of
subgradients

Initial buffer
(million USD)

Optimal buffer
(million USD)

2.5 2.043 0.866 (100%) 0.673 (78%) 21.9 70.0 44
5 1.992 0.480 (100%) 0.322 (67%) 21.6 70.2 44
7.5 1.944 0.373 (100%) 0.238 (64%) 21.4 38.7 19
10 1.897 0.298 (100%) 0.189 (63%) 21.1 43.3 20
12.5 1.851 0.247 (100%) 0.152 (61%) 20.9 36.6 17
15 1.806 0.231 (100%) 0.140 (60%) 20.6 38.5 28
17.5 1.763 0.199 (100%) 0.113 (57%) 20.4 35.5 25
20 1.722 0.172 (100%) 0.091 (53%) 20.1 27.8 20
22.5 1.682 0.176 (100%) 0.068 (38%) 19.9 42.6 30
25 1.643 0.147 (100%) 0.042 (29%) 19.7 22.0 19

Table 5. Optimal Buffer Time on the Next Sea Leg for an
Expected Net Buffer of 20 Time Units

Port
On time

probability

Average arrival
delay (time

units)
Distance
(nmi)

Buffer time
(time units)

Jebel Ali 0.67 0.33 1,329 1
Jawaharlal
Nehru

0.50 0.50 443 1

Mundra 0.50 0.50 1,122 1
Salalah 0.50 0.50 1,553 2
Jeddah 0.50 0.50 778 1
Suez Canal 0.50 0.50 2,283 3
Algeciras 0.50 0.50 1,476 3
Felixstowe 0.50 0.50 156 1
Antwerp 0.75 0.25 366 2
Bremerhaven 0.88 0.13 283 1
Rotterdam 0.94 0.06 3,829 6
Suez Canal 0.67 0.33 395 1
Aqaba 0.83 0.17 656 1
Jeddah 0.50 0.50 2,648 4
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two columns show the (average) fuel consumption in
ton during one round tour. First, the fuel consumption
under the deterministic schedule is given and next the
average amount of additionally used fuel under un-
certainty. The last two columns denote the average
solution time in seconds and the average number of
subgradients needed to find the optimal solution. The
average number of gradients needed is very similar for
the instances and varies between 18.8 and 25.9.

We first observe that both the cost of the deterministic
schedule and the cost of uncertainty increase when the
average delay or the bunker costs increase. When the
delay costs increase, the cost of uncertainty also in-
creases. However, the cost of the deterministic schedule
is unaffected as delays are never incurred in this
schedule. Furthermore, the cost difference between the
uniform and gamma delay distributions are quite small.
In general, the cost of the deterministic schedule is the
same for both distributions. The cost of uncertainty is
slightly lower for gamma distributed delays than for
uniform distributed delays when having the same mean
and variance. When the delay cost increases, one would
expect that ships will sail faster to prevent delays and
hence burn more fuel. Indeed, we observe that the av-
erage additional fuel consumption under uncertainty
increases when the delay cost increases. Furthermore,
one would expect a reduction in the additional fuel
consumption under uncertainty when the bunker cost
increases as speeding up will become more expensive in
this case. This effect is also visible in the results. The
optimal buffer allocation results in schedules that are
3–17 million USD per year cheaper than the initial
schedule. The solution times are on average about twice

as long when a gamma distribution is used for the de-
lays, and this is because computing #∗(�B) for a single
buffer is more time-consuming for the gamma distri-
bution. Average computation time is 70 seconds, and all
instances are solved within four minutes.

7. Conclusion and Future Research
We developed an approach for buffer allocation in liner
shipping that uses a stochastic dynamic program (SDP)
for modeling timetable execution—i.e., occurrence and
propagation of delays and optimal dynamic recovery
actions. Our approach yields the first exact algorithm for
optimizing a timetable under stochastic delays, and our
algorithm is much faster than algorithms developed
using the stochastic programming methodology (e.g.,
Wang and Meng 2012b). In our experiments, the algo-
rithm computes the optimal buffer time allocation in
about 70 seconds.Moreover, in one particular case study
we find that the costs of the optimized schedule are 4–10
million USD per year lower than the costs of the initial
schedule as executed by Maersk Line. A full factorial
experiment with 162 cases shows that this cost im-
provement is insensitive to model parameters. The
experiment also confirms that optimal solutions can
be found quickly. Our algorithm is thus exact and
very time efficient. Further research investigating
possible extensions and limitations of the algorithm is
thus of interest.
We next explore such future research directions in

the liner shipping domain. Firstly, while our model
fixes the number of vessels operating the schedule and
thus the total available buffer, optimizing the number
of vessels would be straightforward by handling this
decision in an outer loop in the algorithm. Another
direction of interest is refining our approach for han-
dling transit time requirements. In Section 5.4, we
handle these requirements constraints on the published
timetable, but alternatively one could include penalties
if the actual transit time during timetable execution
exceeds the limit. While this extension would be easy to
include in our model, we are not sure whether the
developed theory extends likewise.
The focus in our paper on a single service is in line

with previous literature on stochastic timetabling and
recovery actions (Qi and Song 2012; Wang and Meng
2012b; Li, Qi, and Song 2016), and is chiefly motivated

Table 6. Sailing Time Action in Time Units to Be Used on
the Next Sea Leg for an ExpectedNet Buffer of 20 TimeUnits

Port

Delay in time units
Feasible
range

Scheduled
sailing time0 1 2 3 4 5 ≥ 6

Jebel Ali 16 15 15 15 15 15 15 [15, 27] 16
Jawaharlal

Nehru
6 5 5 5 5 5 5 [5, 9] 6

Mundra 14 13 13 13 13 13 13 [13, 23] 14
Salalah 19 18 17 17 17 17 17 [17, 32] 19
Jeddah 10 9 9 9 9 9 9 [9, 16] 10
Suez Canal 28 27 26 25 25 25 25 [25, 47] 28
Algeciras 20 19 18 17 17 17 17 [17, 30] 20
Felixstowe 2 2 2 2 2 2 2 [2, 3] 3
Antwerp 5 5 4 4 4 4 4 [4, 7] 6
Bremerhaven 4 4 4 4 4 4 4 [4, 5] 5
Rotterdam 47 46 45 44 43 43 42 [42, 79] 48
Suez Canal 5 5 5 5 5 5 5 [5, 8] 6
Aqaba 9 8 8 8 8 8 8 [8, 13] 9
Jeddah 32 31 30 29 29 29 29 [29, 55] 33

Notes. For example, when the current delay with respect to the
schedule is two time units in Antwerp, the speed on the next sea
leg toward Bremerhaven should be set in such away that the shipwill
sail this leg in four time units (20 hours).

Table 7. Parameter Settings Sensitivity Analysis

Parameter Values

Delay distribution Uniform, gamma
Delay short legs (µ;σ2) (group 1) (0.5; 0.25), (1.0; 0.67), (1.5; 1.25)
Delay long legs (µ;σ2) (group 2) (0.5; 0.25), (1.0; 0.67), (1.5; 1.25)
Bunker cost 320, 460, 600
Delay cost 5,000, 10,000, 20,000
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by a desire not to change too many berthing times
simultaneously (see Section 3). Recently and in a de-
terministic setting, Reinhardt et al. (2016) studied
timetable optimization for multiple liners simulta-
neously. As an alternative to optimizing only a single
time at once, they introduce a more advanced ap-
proach for avoiding the change of too many berthing
times: their MIP model includes penalties for each
berthing time change. A very interesting direction for
future research would be integrating our approach for
robust timetabling into their MIP. In particular, the
structure of the MIP formulation in Reinhardt et al.
(2016) should in principle allow for the insertion of our
subgradient-based approach to assess the fuel and
delay costs of the individual services. The combined
model would yield timetables that are robust against
stochastic delays and that satisfy transit time re-
quirements for containerflows that usemultiple services.

Other interesting avenues for future research are
outside of the liner shipping domain. The approach we
develop can be extended relatively straightforwardly
to optimize the allocation of buffers to the different legs
of the published timetable of a single metro, bus, or
train line. A key difference here is that for buses,
metros, and trains, a long buffer time typically appears
after each (round) tour. To see how our approach
applies in this case, note that#dep

1,R|P|+1(ddep1 ; �B) represents
the expected costs over the first R round tours. Thus,
setting ddep1 � 0 and R � 1, the problem of allocating

buffers to the timetable of a single bus, metro, or tram
line can be modeled as min�B∈@#

dep
1,|P|+1(0; �B). It is pos-

sible (but not trivial) to show that Theorem 2 extends to
#

dep
1,|P|+1(0; �B), and thus Algorithm 2 can be applied to

efficiently solve min�B∈@#
dep
1,|P|+1(0; �B). In fact, since

#
dep
1,|P|+1(0; �B) corresponds to the total costs of a finite-

horizon SDP, its evaluation will be at least an order of
magnitude faster than evaluating #∗(�B), which corre-
sponds to the long-run average costs. Thus, Algorithm 2
will be even more efficient for optimizing the timetable
of single bus, metro, or train lines. It can likewise also be
used for optimizing the berthing times of a single exe-
cution of a string. However, note that it is not clear how
to apply our approach for optimizing the timetable of
multiple interacting trains or metros, and this is an in-
teresting direction for future research.
For a final direction of future research, we note that

Algorithm 1 indicates a link with submodularity. In
particular, similar results may perhaps be obtained via
the so-called Lovász extension (Lovász 1983), and this
would perhaps lead to a deeper understanding of the
results.
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Table 8. Average Results per Parameter of the Sensitivity Analysis

Parameter
setting

Deterministic
schedule

(million USD)

Cost of uncertainty
for the initial buffer

(million USD)

Cost of uncertainty
for the optimal

buffer (million USD)

Fuel consumption
under the

deterministic
schedule (ton/
round tour)

Additional fuel
consumption under
uncertainty (ton/

round tour)
Time
(s)

Number of
subgradients

µ1 µ2
0.5 0.5 2.452 0.199 (100%) 0.095 (47%) 5,330 88 39.5 19.8
0.5 1.0 2.534 0.249 (100%) 0.131 (52%) 5,509 136 56.2 21.6
0.5 1.5 2.622 0.317 (100%) 0.175 (55%) 5,699 167 63.9 20.1
1.0 0.5 2.534 0.219 (100%) 0.119 (54%) 5,509 106 48.0 19.6
1.0 1.0 2.622 0.275 (100%) 0.157 (57%) 5,699 146 75.3 18.8
1.0 1.5 2.714 0.360 (100%) 0.210 (60%) 5,899 182 82.2 21.2
1.5 0.5 2.622 0.258 (100%) 0.154 (59%) 5,699 128 78.7 25.9
1.5 1.0 2.714 0.333 (100%) 0.201 (62%) 5,899 171 90.7 22.7
1.5 1.5 2.808 0.466 (100%) 0.288 (63%) 6,104 203 100.1 22.6
Bunker cost
320 1.826 0.266 (100%) 0.149 (56%) 5,705 195 69.0 22.0
460 2.624 0.299 (100%) 0.172 (57%) 5,705 140 68.3 20.9
600 3.423 0.327 (100%) 0.189 (57%) 5,705 108 74.2 21.1

Delay cost
5,000 2.624 0.176 (100%) 0.100 (56%) 5,705 65 76.9 20.3
10,000 2.624 0.278 (100%) 0.162 (57%) 5,705 127 71.0 21.0
20,000 2.624 0.439 (100%) 0.248 (56%) 5,705 250 63.5 22.7

Distribution
Uniform 2.624 0.300 (100%) 0.174 (57%) 5,705 159 42.0 20.1
Gamma 2.624 0.295 (100%) 0.166 (56%) 5,710 131 99.0 22.6

Overall 2.624 0.297 (100%) 0.170 (56%) 5,708 145 70.5 21.4
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