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Abstract 

Process discovery is a process mining technique that converts information systems data to process 

models[1]. Currently, this technique is implemented by using process mining tools, which is performed 

in three steps. Firstly, these tools import the information from a file called event log. The import 

activity refers to: loading the data in the computer’s memory and preprocessing the data to have a 

summarized version of it. Secondly,  discovery algorithm reads this summarized version of the event 

log. Finally, the algorithm presents the process model. However, a disadvantage of these tools is the 

increase on the import times as the data grows. Research has been done with the aim of solving this 

issue, such as DB-XES[2] and recurrent live event process discovery[5]. DB-XES suggests to store the 

event log in a relational database to leave out the data load into the computer’s memory. The recurrent 

live event data process discovery introduces the loading and updating of the data in real time using as 

a basis the DB-XES concept. The latter example presents remarkable results. For this reason, this thesis 

implements recurrent process mining with live event data in a graph database “Neo4j”. The aim of this 

thesis is to compare the performance between Neo4j and H2 in the insertion, deletion, retrieve and 

mining phases of recurrent process discovery, and analyze the performance of Neo4j in incremental 

process discovery. 
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Chapter 1 

Introduction 

This Master’s thesis has been written to obtain the degree of Master in Science of Business Information 

Systems, which is part of the Mathematics and Computer Science department at TU/e. This research 

has been done under the supervision of and collaboration with TU/e. 

This Master’s thesis focuses on process discovery in graph databases(Neo4j). This chapter briefly 

introduces the topic, the problem description, the research scope, and the thesis outline. 

 

1.1 Thesis Context 

Currently, organizations make daily use of information systems which generate a large amount of data. 

The data generated is mainly used to generate statistics, to predict behavior, to know the market of a 

company, amongst other things. The main objective when analyzing this data is usually improving the 

effectiveness and efficiency of an organization. However, to pursue such effectiveness and efficiency, 

organizations should also focus their efforts on improving their processes.  

The business processes and their metrics are reflective of the efficiency in an organization. However, 

it is difficult to know: 1) if the established business processes are being followed as defined and 2) if 

the business processes are accurate enough to fulfill the requirements of the end customer.  

A relatively new discipline, called “Process mining”, has emerged to make possible the precise analysis 

of these processes. This discipline has the goal of improving business processes through examining the 

data generated by the information systems of an organization. The use of the output data allows 

organizations to assess their processes based on facts rather than assumptions.  

Process mining techniques use an event log, a term used for the data collected, to discover processes, 

detect deviations, predict behavior, and identify bottlenecks. These techniques are classified as 

discovery, conformance, and enhancement. The discovery technique generates a process model based 

on the event log; the conformance technique checks how accurate the process is against the cases in 

the event log, helping to discover deviations in the process; and the enhancement technique focuses 
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mainly on improving the process which can be done by changing the process or extending it[1]. 

Moreover, process mining can be seen from four perspectives: control flow, organizational, case, and 

time perspectives. These perspectives focus the paths, resources, the properties of the cases, and the 

timing-frequency of the cases, respectively[1]. 

Process mining can be performed with tools which can be divided into two categories: commercial and 

open source. ProM is one of the leading open source tools . Another example of an open source tool 

is RapidProM. Additionally, there are commercial tools such as Disco, Celonis Process mining, and 

Rialto Process, to name but a few. 

Currently, process mining tools face the challenge of handling a large amount of data. These tools 

generally use a file called “event log”. This event log is a data extraction made from the databases of 

the information systems, and contains the information needed to analyze the business processes. 

In the case of the process discovery technique, the event log is uploaded into the computer’s memory, 

which means that the size of the event log is limited by the memory of the computer used. Additionally, 

an intermediate structure is generated which has an abstraction of the data and this  is also stored in 

the memory. As a result, the scalability drops rapidly due to the speed needed to access the data[2]. 

To solve the problems of managing large amounts of data and having a scalable tool, researchers have 

focused on using relational databases. As such, the concept of RXES was introduced. It has been proven 

that using relational databases helps to reduce the use of memory significantly, meaning that the size 

of the event log is no longer conditioned to the computer’s memory. However, the execution time 

increases since the data is no longer available in the memory[3]. 

A new concept was subsequently introduced, which is referred to as “DB-XES”. This new concept 

proposed using relational databases for two purposes: 1) storing the event log, and 2) creating and 

storing the intermediate structure, which is necessary to perform the process discovery technique. 

This new concept significantly improves the memory use and CPU time. The pre-processing of the 

intermediate structure on the insertion time helps to achieve the CPU time improvement[2]. 

In recent years, other experiments have been conducted to perform process mining activities with the 

help of relational databases. Furthermore, experiments have included other technologies such as 

graph databases as well. For example, Joishi and Sureka made a performance comparison between 

relational and graph databases in terms of the organizational perspective. They found that a graph 

database has a better data load time than a relational database when the dataset grows, i.e., for the 

similar task algorithm and sub-contract algorithm. Moreover, the execution time for the sub-contract 

algorithm was found to be better in the graph database[4]. 
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1.2 Problem description 

Process mining tools are delimited by the computer’s memory to perform process mining tasks. 

Furthermore, importing the data to the process mining tools is one of the most expensive time related 

activities. The introduction of relational databases has been proposed to shorten the time to import 

data and to solve scalability issues. In that respect, RXES and DB-XES have emerged as potential 

solutions to the problems addressed.  

However, as the data grows, the pre-processing times keep increasing. Moreover, the process mining 

tasks in many scenarios are performed periodically, having a time delimitation to finish the pre-

processing. As a result of this scenario, Syamsiyah, van Dongen and  van der Aalst[5] have proposed 

that process mining tasks be executed on live event data and periodically, and thereby cutting the 

waiting times from the data import and pre-processing activities. In their research, they used a 

relational database to conduct the experiment. Moreover, their results were positive showing constant 

times in the activities performed. 

Even though their results on [5] were positive, it would be interesting to implement this scenario in 

other technologies. A significant improvement in the pre-processing step of process mining could allow 

companies to use process mining for analysis as a regular part of the process. For this reason, and 

considering the results in [4], the following research question has been formulated: 

To what extent do graph databases provide the same benefits as relational databases to execute 

recurrent process mining with live event data?  

1.3 Research Scope 

Graph databases seem to perform well with large datasets and could be a good option when 

performing some process mining techniques such as process discovery.  

The aim of this thesis is to know the performance of Neo4j when process discovery is executed. To do 

so, two goals  are followed: 1)to compare the performance between Neo4j and H2 in the insertion, 

deletion, retrieve and mining phases of recurrent process discovery, based on the experiment in [5], 

and 2)analyze the performance of Neo4j when incremental process discovery is executed. 

Furthermore, the event log is presented with the concept of sliding windows. Usually, when an event 

log is analyzed, its done as a whole. Using sliding windows, however, will make it possible to analyze 

those parts of the log which are delimited by certain periods of time, thus giving a specific analysis for 

each window. 
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1.4 Thesis Outline 

This thesis is divided in six chapters. The current chapter gives a brief introduction to the topic, the 

problem description, and the scope of the experiment.  

Chapter 2 presents some of the basic concepts of process mining which are needed to understand the 

work in this thesis. 

Chapter 3 gives an introduction to graph databases and gives more detail for a specific database 

“Neo4j”. 

Chapter 4 explains the elements needed to perform the experiment, and the environments and 

program setup. 

Chapter 5 presents and discusses the results of the experiments. 

Chapter 6 describes the conclusions of this experiment and the work that could be done in the future 

to give continuity to the experiment. 
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Chapter 2 

Process Mining 

2.1 Basic Concepts 

Process mining is a relatively new discipline which emerged as a means to make the precise analysis of 

processes possible. This discipline has the goal of improving such business processes through an event 

log, which contains the data generated by the information systems to be analyzed. The 

abovementioned log is used to apply any of the process mining techniques: discovery, conformance, 

and/or enhancement. Moreover, process mining can be seen from four perspectives: control flow, 

organizational, case, and time. 

As mentioned above, the main input to perform a process mining task is the event log. Event logs are 

usually in XES(eXtensible Event Stream) or MXML(Mining eXtensible Markup Language) format, and 

are composed of classifiers, cases, traces, events, and attributes. Understanding the role of each event 

log component is important to extract the necessary information to apply any of the process mining 

techniques and to have the desired output. For this reason, it is necessary to define the components 

of the event log in order to have a better insight into the role each plays. All the definitions are taken 

from [1] 

Definition 1- Event Log 

- Let U be a set of events. An event log  𝐿 ⊆ 𝑈∗ is a set of event sequences (called traces) such 

that each event appears precisely one in precisely one trace. 

 

 

 

Table 2.1: Unique activities event log 

 

 

Act. Id Activity 

a   Register book loan 

b   Extend loan time 

c   Return book 

d   Register book request on waiting list 

e   Notification of availability 
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Table 2.2: Event log example 

Thus, considering tables 2.1 and 2.2, the event log can be represented as L=<(a,b,c),(a,c),(d,e,a,c)>, 

where each trace is between () .  

Definition 2 – Events and attributes 

- Let U be all the events in the log and let N be the attributes name in the log. For any event 𝑒 ∈

𝑈 and name 𝑛 ∈ 𝑁, #𝑛(𝑒) is the value of attribute n for event e. If e does not have n #𝑛(𝑒) =

⊥ 

All the events have attributes, which can be different from one event to another. Some of the most 

common attributes are the activity performed, who executed the activity, and when the activity was 

executed. These attributes are usually labeled under a general concept e.g., activity, resource, and/or 

time. Moreover, it is assumed that the event log will have only ascending timestamps.  

Definition 3 – Cases and Traces 

- Let A be all the cases. For any case 𝑎 ∈ 𝐴 and name 𝑛 ∈ 𝑁: #𝑛(𝑎) is the value of attribute n 

for case a. If a does not have n#𝑛(𝑎) =⊥ 

- Each case has a special mandatory attribute trace, which is a finite sequence. Traces in a log 

contain at least one event #𝑡𝑟𝑎𝑐𝑒(𝑎) ≠<> 

Definition 4 – Classifiers 

- For any event 𝑒 ∈ 𝑈, c is the name of the event. 

This means that the classifier maps the attributes onto a label. The traces can have attributes as well. 

As explained above, the event log has a specific structure and each component has an important role. 

The starting point to executing any process mining task successfully is having a correct event log[6]. 

Based on this event log, tasks such as process discovery can be executed. Process discovery is one of 

the most complex and important tasks in process mining. Moreover, process discovery translates the 

Case id  Event id Activity Resource Timestamp 

1  1 Register book loan Maria 18-05-2018 10:25 

1  2 Extend loan time Maria 23-05-2018 08:25 

1  3 Return book Jose 30-05-2018 14:25 

2  1 Register book loan Maria 18-05-2018 10:45 

2  2 Return book Jose 25-05-2018 11:25 

3  1 Register book request on 

waiting list 

Jose 18-05-2018 10:47 

3  2 Notification of availability Jose  20-05-2018 16:25 

3  3 Register book loan Maria 21-05-2018 08:55 

3  4 Return book Jose 18-05-2018 10:55 
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event log into a process model. In this thesis, two scenarios are explained: 1) the traditional and 2) the 

live event scenario process discovery. 

2.2 Process Discovery 

Process discovery refers to: 1) the process mining technique, which creates a process diagram from 

the event log; and 2) to the control-flow perspective. It is the most challenging process mining task due 

to its complexity. All the data from the event log must be analyzed not only to discover the most 

commonly followed path, but also any deviations in the process.  

Process discovery is performed with the help of algorithms. These algorithms create a process model 

based on the data of the event log without the need of any apriori model. However, the process 

discovery problem is to find an algorithm which creates a model that represents the behavior of the 

log. Below is a formal definition of  process discovery problem. 

Definition 5 – Specific process discovery problem[1] 

Let F be a process discovery algorithm and L be a log. F maps the universe of activities contained in L 

onto a marked Petri net F(L)=(W,M) where W is ideally a sound WF-net and all traces in L are possible 

firing sequences of (W,M). 

As mentioned in definition 5, a process discovery algorithm is needed to create a process model. Over 

the years, algorithms have been developed in order to generate process models. However, not all 

generate a process which fits all the traces of the event log on account of not being robust enough to 

handle complex event logs. 

Some of the process discovery algorithms are: alpha miner, heuristicis miner, ILP miner, inductive 

miner, and genetic algorithms. These algorithms create process models, which can differ from one 

algorithm to the next. Moreover, the resulting process models can be represented differently, too: as 

a Petri Net, a Heuristics Net, or a Process Tree, along with others. 

In general, the abovementioned discovery algorithms make use of  dependency relations to create a 

process model. These dependency relations are patterns in the event log such as: the order of 

activities, which activity come first and which activity follows, and the repetition of those patterns, 

among others. The dependency relation which focuses on the sequence of the activities is known as 

the directly follows relation i.e., “Activity1 is followed by Activity2”. The importance of the directly 

follows relation relies on how frequently it is used to discover a process model. However, relying only 

on the directly follows relation can lead to a “spaghetti model” which is difficult to read and 

inaccurate[7]. 
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In order to handle complex models, discovery algorithms have to take into consideration other 

patterns such as the iterations contained in the process. Identifying the iterations simplifies the 

resulting model and gives a broader understanding of how the process behaves. Moreover, the 

frequency of the activities is taken into consideration, too. However, as the frequency is now known, 

the model will not show the activity as many times as it was executed.  

Algorithms play an important role in process discovery. Nonetheless, process discovery does not imply 

only the execution of the algorithm and the resulting process model, but also the pre-processing of the 

event log. In this thesis, two scenarios are explained: 1) the traditional process discovery, which is used 

now as a common basis for process mining tools and 2) the live event scenario process discovery. 

2.2.1 Traditional Process Discovery 

Process discovery is used to analyze the processes followed by the information systems of an 

organization so as to find opportunity areas and deviations that may occur, irrespective of what sector 

the organization belongs[6,8,9]. Process mining tools help analysts to perform the abovementioned 

tasks, but such tools need an event log as an input. The event log is extracted by the analyst from one 

or more storage medias, such as databases. However, prior to the extraction, the analyst first needs 

to decide what information is relevant for the activity[6]. 

Once it has been decided what information is to be exported, the analyst can extract the event log and 

import it to the process mining tool. The import step of the process mining tools usually consists of 

two phases: uploading the event log in memory and creating an intermediate structure.  

The intermediate structure is a summary of the event log, which is stored in the computer’s memory. 

This algorithm uses this structure to generate the process model. Syamsiyah, van Dongen and  van der 

Aalst used in their experiment in [5] the process discovery algorithm called Inductive Miner, which is 

used here as well. The intermediate structure of the inductive miner algorithm is the “direct succession 

relation”. This relation counts how often a direct succession occurs. 

To understand in what way the direct succession relation is used by the Inductive Miner algorithm, it 

is important to examine the alpha miner algorithm. 

The alpha miner algorithm was introduced, in 2004, by van der Aalst, Weijters and Maruster. This 

algorithm proved capable of discovering a large class of process models when it was assumed that the 

event log was complete.[10]  

This algorithm works by finding certain patterns which are called log-based ordering relations. One 

such log-based ordering relation is the directly follows relation, which is defined below. 
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Definition 6 – Log-based ordering relations : Directly Follows [1] 

Let L be an event log from a set of activities A. Where a,b are individual activities; a,b ϵ A. Where a 

directly follows b only if a occurs before b and b never appears before a. This is represented as: 

𝑎 →𝐿 𝑏 only if  𝑎 >𝐿 𝑏  and 𝑏 ≯𝐿 𝑎 

This log-based ordering relation is represented one to one in a footprint considering the individual 

activities from all the traces in the event log (see Table 2.3).  

L2=<(a,b,c),(a,c),(d,e,a,c),(e,d)> 

 a b c d e 

a  → →   

b   → # # 

c      

d  #   || 

e → #  ||  

Table 2.3: Footprint L2 

However, as shown in table 3, the frequency by which the relations occur is not considered. 

Furthermore, this algorithm raised certain problems such as: the process models discovered were 

redundant in some cases making them more complex than they should be; and the algorithm could 

not properly represent loops of length one or two in the resulting model. 

Unlike the alpha algorithm, the inductive miner is known for its flexibility, its ability to handle 

infrequent behavior, and for its formal correctness criteria. 

The inductive miner, as mentioned above, uses the direct succession relation, as an intermediate 

structure,  which corresponds to the directly follows relation used by the alpha algorithm (see 

Definition 6). The difference between the directly follows relation and the direct succession used by 

the inductive miner relies on the consideration of the frequency. The direct succession counts how 

many times a directly follows relation occurs, which is important information for process discovery.  

Definition  7 – Direct Succession[5] 

Let L be an event log and A the universe of activities in it. Where a,b ϵ A and DS(a,b)= ∑ (a → b) if 

𝑎 →𝐿 𝑏 only if  𝑎 >𝐿 𝑏  and 𝑏 ≯𝐿 𝑎  then 1, otherwise 0. 

Once the direct succession relation has been created, the process discovery algorithm takes the 

information and generates the process model. This process model is the output that the analyst needs 

to start his own tasks.(see Fig.2.1)  
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                                       Event log            Intermediate structure               Process model 

Figure 2.1: Process discovery 

The activities described above are performed on a regular basis by the analyst (see Fig. 2.2). The aim 

of the analysts, today, is to have constant process improvement so as to comply with the performance 

demands that organizations have. This recurrent activity makes process mining a part of the 

organization, in the process re-design area, and plays an important role in the business process 

lifecycle.[9] 

 

Figure 2.2: Traditional Scenario monthly periodicity  

However, in the traditional scenario, two clear disadvantages exist: 

- Having the event log and the intermediate structure in memory delimits the amount of 

information that can be handled. This will vary from one piece of equipment to the next and 

have a direct relation with the available memory.  

- The time needed to pre-process the event log increases linearly depending on the number of 

events therein.[5]  

2.2.2 Live event scenario Process Discovery 

Live event process discovery is proposed in [5] to execute online process discovery. Live event process 

discovery is aligned to a real life scenario where the analyst needs to perform process discovery on a 

periodical basis. By making use of technologies, its aim is to reduce the export, import, and pre-

processing waiting times. 

In traditional process discovery with a monthly analysis scenario, the analyst must first wait until the 

month has passed before starting his activities. The analyst then needs to export the data from the 

initial sources. Finally, the event log is imported and pre-processed by the process mining tools. 



 

11 
 

Nonetheless, this scenario can be but one of many scenarios the analyst may encounter, i.e., the 

analyst could need to recollect information from previous months which implies longer processing 

times for all of the mentioned tasks. As a solution to this situation, live event scenario proposes using 

a storage system where the event log and the intermediate structure are updated as soon as the data 

is entered into the system(seeFig.2.3).  

 

Figure 2.3: Live event scenario process discovery 

 

The live event scenario proposed in[5] covers two cases: when the analysis is performed within a 

specific period of time such as: weekly or monthly considering only the week or month that has passed, 

or from a specific starting point i.e. a specific year, month, or date. In the experiment in[5], the 

intermediate structure is built and updated following definition 7 and uses DB-XES to store the event 

data and the intermediate structure.  

Furthermore, as mentioned previously, the result of this structure is positive and has constant 

execution times and no scalability issues. For this reason, live event scenario process discovery is the 

main focus of this research. The same structure as described above is implemented in Neo4j, which is 

a graph database. 
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Chapter 3 

Graph databases: Neo4j 

3.1 Graph databases 

In recent years, NoSQL databases have arisen in response due to problems such as: the inability of 

conventional relational databases to handle huge volumes of data, and  their lack of scalability in terms 

of users reading or updating the data.  

NoSQL databases can be divided into four types[11]:  

 Key-Value store where the data is stored in two parts (namely key and value) e.g., Redis, 

DynamoDB, and Riak. 

 Document database where values are saved as documents e.g.,MongoDB and CouchDB. 

 Column store where data is stored in section of columns of data e.g., HBase, BigTable, and 

Cassandra. 

 Graph database where data is stored in nodes which can be connected to each other e.g., 

Neo4j, Titan, and JanusGraph. 

Graph databases arose to cover the horizontal scalability need. Furthermore, they have gained 

popularity in recent years due to their ability  to represent complex systems. This complexity is usually 

related to highly interconnected data and systems that can already be easily represented with the help 

of graphs. An example of such a system that can be easily represented with graphs is a social network 

where the connections play an important role(see Figure 3.1).  

 

Figure 3.1: Social network graph  
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In a relational model, highly interconnected data creates heavy queries. These queries, in turn, use 

many joins, which have long response times(see Figure 3.2). As a result, graph databases have become 

increasingly common in sectors such as: communication, healthcare, retail, financial, social network, 

among others, where graph representation is commonly used[12]. However, graph databases are 

usually used in conjunction with an OLTP(On-Line Transaction Processing) system.  

 

 

Figure 3.2: Graph databases vs relational model 

 

Some of the benefits of using graph databases are: performance, flexibility, and agility. The 

performance benefit refers to the ability of the database to maintain a relatively constant performance 

even when the dataset grows due to its ability to search the data in a portion of the graph[13]. 

However, it needs to be able to distribute the data when the task involves heavy write loads. 

Another benefit of graph databases is that they use index free adjacency (see Figure 3.3), which is the 

ability to recognize the neighboring nodes from each node without using an index. 

 

Figure 3.3: Index free adjacency 
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In contrast, a weakness of graph databases is that they are not all ACID compliant. ACID(Atomicity, 

Consistency, Isolation, Durability) is a term used for database transactions and intends to guarantee 

the correctness of the data. However, that does not mean that databases that are not ACID compliant 

do not follow any consistency model. These non-ACID graph databases, just like other NoSQL 

databases, follow the BASE model which stands for Basically Available, Soft-state, Eventually 

consistent. The BASE model put less emphasis on data consistency which is what databases needed in 

order to attain better availability. Moreover, graph database systems use the CRUD method (Create, 

Read, Update and Delete)[12,13].  

Graph databases are divided according to the model used: RDF, cell based, property graph, and 

hypergraph[12]. The property graph model is the most commonly used model in graph databases. 

Some examples of graph databases include Neo4j, Infinite Graph, InfoGrid, HyperGraphDB, 

AllegroGraph, and DEX.  

3.2 Neo4j 

Neo4j is a property graph database, which has gained considerable popularity in recent years and is 

ACID compliant. In Neo4j, nodes and edges can have properties. Furthermore, nodes can be classified 

with labels and a type can be defined for a relationship. 

Below is a node defined in Neo4j (see Figure 3.4). Nodes can store an undefined number of properties. 

These properties are the data that correspond to the node, and these properties can vary from one 

node to the next even when nodes have the same label. 

 

Figure 3.4: Node properties 

 

Currently, Neo4j is the most popular graph database, according to the DB-Engines ranking[14]. 

Moreover, it has an open source version, which is known as a community version and a licensed 

version. The query language used by Neo4j is Cypher. Cypher is a declarative graph query language 
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developed by Neo4j to retrieve the information contained in a property graph. In other words, Cypher 

is graph-oriented language which makes easy to navigate between the information of a graph from 

one node to another. Moreover, Cypher has the advantage of being able to access a specific branch of 

the graph, which helps to sustain its performance even when the data is growing exponentially. 

In 2015, Cypher released the openCypher project to encourage other graph databases to adopt Cypher 

as a general graph query language. This project was released as a result of the growth in the use of 

Neo4j after Cypher was adopted as its official query language (see Figure 3.5). The aim is to make 

Cypher the base language for graph databases such as SQL is to RDBMS[15]. The project has enjoyed 

a good response and support. Moreover, Cypher has currently been adopted as query language in 

graph databases such as SAP HANA, Gradoop, Redis Graph, Memgraph[16]. 

 

 

Figure 3.5: Increased use of Cypher[14] 

Conceptual differences between Neo4j and Relational Databases 

This section explains the differences between relational databases and Neo4j. A brief description is 

given to have a better comprehension of both tools. Moreover, the below mentioned characteristics 

help to understand which database suits better in each situation[17,18].  

Data Storage 

Neo4j stores the data in a graph, more specifically in nodes and relationships. Moreover, the properties 

from a node can vary from one to another, i.e. node1 can have as properties: “name” and ”address” 

while node2 properties can be: “name”, “address” and “age”. For relational databases data storage is 

different. Data is stored in tables and those tables have a fix structure with columns. At the moment, 

the table is created, the columns data type needs to be defined. 
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Data modeling 

Neo4j allows having a flexible data model and is generally designed taking into account which 

questions can be responded using Cypher queries in the model in order to have as result relevant 

information. In the case of the relational databases the database model must be designed considering 

the logical model. 

Query language and performance 

Neo4j uses Cypher as query language and is graph oriented. The performance is better than relational 

databases when data size grows in highly interconnected data scenarios. Relational databases use SQL 

as query language and the performance is good except the aforementioned case[19]. 

Scaling 

Neo4j scales horizontally, while relational databases scale vertically.  

Cypher 

Cypher is the query language used by Neo4j. As Cypher is a graph based query language, graphs can 

be retrieved easily from the database. Cypher was designed to be a readable human language, 

meaning that users who do not have a deep technical understanding can retrieve information easily.  

Moreover, users who are familiar with SQL will find that some of SQL keywords are used in Cypher as 

well[20]. In this section, a brief explanation of the main commands used in the experiment and its 

equivalent in SQL is given.  

Keywords Inspired in SQL used in the Experiment 

WHERE, COUNT, AS, MAX, DISTINCT, ORDER BY 

Neo4j Commands[21] 

CREATE 

“Create” is the command used to create nodes and relationships. The “create” command can create: 

1) one/multiple nodes with or without one/multiple labels and properties, 2) relationships between 

two nodes with or without properties, and 3) a full path which means creation of the nodes and 

relation at the same time. Below some examples of the command are shown(see Table 3.1). 

Query Example Result 

CREATE (n)  Creation of one node without labels or 

properties 
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CREATE (n:bpi_2017),(m:Event{Eventid:1}) 

 

Creates two nodes with different labels and the 

node labelled as “Event” is created with one 

property called “Eventid” 

MATCH(a:bpi_2017{Eventid:1}), 

(b:bpi_2017{CaseID:a.CaseID,Activity:'END'}) 

CREATE (a)-[r:DirectlyFollows]->(b) 

 

Creates a relation labelled as “Directly Follows” 

between node a and b that are labelled as 

“bpi_2017” where node a has property 

Eventid=1 and node b has the same CaseID as 

node a and property Activity='END' 

Table 3.1: Examples of Create command 

MATCH and RETURN 

“Match” command allows the user to specify the patterns to retrieve, while “return” command is 

where the user defines which parts of the pattern is of his interest. In the “match” command the nodes 

are always inside the curved brackets (), while the relationships are specified in squared brackets [].  

The “return” command is the equivalent of the “select” command used in SQL. Some examples of the 

use of both commands are: 

Query Example Result 

MATCH (n) RETURN n Return all the nodes in the database 

MATCH (a:bpi_2017) return a.CaseID 

 

Return the property ”CaseID” from all the 

nodes labelled as “bpi_2017” 

MATCH(n:bpi_2017{CaseID:'Offer_247135719'})-

[r:DirectlyFollows]->(m:bpi_2017{CaseID: 

'Offer_247135719',Activity: 'END'})  

RETURN n,r,m  

 

Returns nodes labelled as “bpi_2017” that 

have the value “Offer_247135719” in the 

property CaseID which have a 

“DirectlyFollows” relation where node n 

follows node m 

Table 3.2: Examples of Match and Return commands 

QUERYNG RELATIONSHIPS 

In table 3.2 an example is shown of how to retrieve a relationship between two nodes. In that example 

can be seen that an outgoing relationship is being queried “(n)-[r]->(m)”. Subsequently, that query will 

not retrieve nodes that have an outgoing relation to node n, for that purpose the direction of the 

relation needs to be changed to “(n)<-[r]-(m)”.  

Additionally, it is possible to query all the relationships between a pair of nodes without specifying any 

direction. This can be done with the following query: 
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1:    MATCH (n:bpi_2017)- [r] -(m:Event) return type(r) 

Once the query is executed, a list of the relationships types between the nodes is displayed in Neo4j.  

In this case an equivalent command does not exist in SQL, as relational databases do not have 

relationships in their structures.  

DELETE and DETACH DELETE 

The “delete” command is used to delete nodes, relationship or paths. The “delete” command from 

Neo4j is not equivalent to the SQL command, as SQL uses this command to delete data and not 

structures. To delete structures in SQL the “drop” command is used. Furthermore, in the case of Neo4j, 

if some properties or node labels need to be removed the command to use is “remove”. Below some 

examples of the “delete” and “detach delete” commands in Neo4j are listed. 

Query Example Result 

MATCH (n:bpi_2017) DELETE n Delete all the nodes if the nodes labelled and 

“bpi_2017” do not have any relationship 

MATCH (n:bpi_2017) DETACH DELETE n 

 

Delete all the nodes labelled as “bpi_2017” and 

its relationships 

MATCH(n:bpi_2017{CaseID:'Offer_247135719'})-

[r:DirectlyFollows]->(m:bpi_2017{CaseID: 

'Offer_247135719',Activity: 'END'})  

DELETE r 

Deletes the “DirectlyFollows” relation existent 

between node n and node m which are labelled 

as “bpi_2017” 

Table 3.3: Examples of Delete and Detach Delete commands 

SET 

The “set” command is used to update node labels, and the properties of nodes and relationships. In 

SQL this command is used in combination with the “update” command to specify the properties to 

update and their new values. In contrast, Neo4j uses this command to perform the same activity as 

SQL, but also to add new properties or delete all the properties from a relationship or node. 

Query Example Result 

MATCH  

(a:bpi_2017{CaseID:'Offer_247135719',band:0, 

Eventid:1}) 

SET a.band=1 

Updates the property ban to 1 from the node 

labelled as “bpi_2017” with property values: 

CaseID='Offer_247135719', band=0 and 

Eventid=1 
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MATCH (n:bpi_2017)  

SET n.flag=0 

 

The property flag does not exist in the nodes 

labelled as “bpi_2017”. This command creates 

that property with value 0 for all the 

“bpi_2017” nodes 

MATCH (n:bpi_2017{Eventid:1})  

SET n = {} 

 

Deletes all the properties from the nodes 

labelled as “bpi_2017” with property 

Eventid=1 

Table 3.4: Examples of Set command 

MERGE 

The “merge” command ensures that a pattern exists in the database. It could be seen as a combination 

of “match” and “create” commands. In this experiment the merge command is used in the second 

experiment in scenario 2, and the query is the following: 

1:    MATCH (a:bpi_2017{Eventid:b.Eventid1,band:1,simwin:0}), (b:bpi_2017{band:1,simwin:0})  

2:    WHERE b.CaseID=a.CaseID   

3:    MERGE (a)-[rtefe:DirectlyFollows]->(b) 

The merge clause ensures the creation of all the relationships and avoids having duplicates of it. 

3.3 Graph databases and process mining 

In recent years, several studies have been conducted to test and compare the performance of SQL and 

NonSQL databases with the aim of determining which one better suits each situation. As mentioned in 

section 3.1, different types of NonSQL databases exist, although in this thesis the focus is on Neo4j 

which is a graph database. 

In terms of process mining, the work done with Neo4j is not yet broad. For example, Fazzinga et al. 

researched the storage of process logs in a SQL database and a NonSQL database (Neo4j)[22]. 

Additionally, Joshi et al. conducted research into the algorithms used to perform certain process 

mining tasks, albeit their research was mainly based on social networks[23].  

Process discovery is an area that has not been explored in terms of graph databases, despite the fact 

that it is known that discovery algorithms use graphs to preprocess the event log. In this preprocess 

step, the graphs are used to build dependency relations, and the dependency graphs. Further research 

should be done with process discovery and graph databases. As Neo4j is the most popular graph 

database, could  be a good option to implement the preprocessing the information in it.  
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Chapter 4 

Implementation 

4.1 Implementation decision 

Chapter 2 explained how traditional process discovery works. The event log is imported to a process 

mining tool. At the moment the event log is imported, an intermediate structure is created. This 

intermediate structure is a shorter version of the event log and is stored in memory as a “directly follow 

graph” [1]. Finally, the discovery algorithm transforms the intermediate structure into a process model 

without the need for any additional information.  

As the intermediate structure is stored as a “directly follow graph”, implementing persistent storage 

with a graph database sounds like the natural choice. For this reason, this experiment is implemented 

by using graph database “Neo4j” as an intermediate structure and storage media of the event log.  

4.1.1 Database model 

As mentioned in chapter 2, the experiment in [5] indicates a persistent event storage called “DB-XES”. 

DB-XES uses a relational database to store the event log and the intermediate structure. The basic 

structure of DB-XES is depicted in figure 4.1.  In contrast, a database model for Neo4j is illustrated in 

figure 4.2. In the latter, relationships are used instead of tables so as to connect the main objects of 

the event log. 

On first inspection, the Neo4j database model seems to be less complex to store the event log data. 

However, in this experiment is out of the scope the implementation of the full structure of DB-XES in 

Neo4j. 
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Figure 4.1: DB-XES basic schema[2] 

 

 

Figure 4.2: Neo4j schema 

As events are the focus of this experiment, the “Event” node and the “DirectlyFollows” relationship 

are taken from the model in figure 4.2. This decision translates into a simple model in Neo4j(see Figure 

4.3). The model only consists of one type of node and one type of relationship. Additionally, it is 

important to stress that having a definition of the database model does not imply to perform any 

activity on Neo4j. In Neo4j, after all, is not required to create a structure before data can be inserted, 

making Neo4j more flexible than other databases.  

 

Figure 4.3: Database model Neo4j 
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Another important aspect is the labeling of the nodes. In figure 4.3, it can be seen that the type of the 

node is an “Event”. However, the type can be determined at the moment the program is executed; the 

end user has to decide what type of node there will be each time an event log is uploaded or updated.  

In the case of this experiment, the node will be labeled with the name of the event log. i.e. “bpi_2017”. 

As all the nodes are events, labeling the node with the name of the event log is an useful way of 

identifying  which events belongs to which event log.  

In contrast, the relationship type will remain as the one shown in figure 4.3 as it is unnecessary to label 

it differently for each event log.(see Figure 4.4) 

 

Figure 4.4: Example bpi_2017 nodes uploaded in Neo4j 

4.1.2 Live event scenario 

As explained in chapter 2, section 2.2.2, the experiment in[5] is about live event data. Due to the lack 

of a real input system, it is necessary to simulate the arrival of new events. The simulation is depicted 

in figure 4.5, where two elements are needed prior to the data insertion: a csv file with the information 

and a java program. The csv file contains the universe of events to insert. The java program has a timer 

to take the events from the csv file periodically and to latter proceed to insert them into the database. 

 

Figure 4.5: Diagram of the Neo4j experiment 
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4.1.3 Neo4j 

As mentioned in the 4.1.2 section, this experiment is implemented in Java taken from [25]. However, 

the code taken from [25] was implemented with DB-XES, so it was first necessary to adapt it to Neo4j. 

There are two ways to connect [25] to the Neo4j database: 

- Neo4j embedded in Java where Neo4j is added as a dependency “Maven dependency” or, 

- JDBC connectivity 

The embedded option is highly intuitive. The commands are relatively simple despite the fact that they 

are different from the commands used in Cypher itself. The connectivity to the database and the 

manipulation of the data in Java are easily managed. However, the use of multiple sessions was 

complex. In this experiment, multiple sessions were handled, and for this reason embedded Neo4j was 

not used. 

Furthermore, during the development of this experiment, Neo4j was changed several times due to 

upgrades to its functionality, and the Neo4j community 3.3.0 version was the one used to perform this 

experiment. 

The community version 3.3.0 is unable to handle date data type. Therefore, the timestamps were 

stored in two types: string and numerical (where the timestamp was converted to milliseconds). The 

purpose of having both data types stored in the node properties is to display and handle the 

information in an easier way, as the timestamp is a highly valuable data to have when performing 

process mining tasks. However, it is important to point out that future experiments will have no need 

to convert the timestamps to milliseconds as Neo4j has been able to handle date data type since the 

Neo4j 3.4 version was released. 

Furthermore, it was decided to add a property called “Eventid”. In experiment 1, “Eventid” contains 

the sequence id taken from the csv input file. In experiment 2, “Eventid” has the sequence of the 

events per trace. The order of the events could be taken from the timestamp, but the activities called 

"START" and "END" were inserted with the same timestamp from the first and the last event of a trace. 

The activities "START" and "END" do not exist in the original event log, although the inductive miner 

algorithm needs them to perform the process discovery task. The implementation mentioned above 

differs from the implementation in the DB-XES experiment which created additional structures to 

identify the start event and the end event of each trace. 

Moreover, it was decided to add a property called “simwin”. The property “simwin” helps to identify 

the universe of events to mine when the retrieval time passed. As in the original code the online 
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scenario is simulated, all the new events are registered with the same date, in a normal online scenario 

simwin can be replaced with a range of dates. 

4.2 Conceptual differences between H2 Implementation and Neo4j 

Implementation 

This section describes the main differences between Neo4j and H2 implementation. As mentioned in 

section 4.1.3, the implementation in H2 is the basis for Neo4 implementation and for this reason is 

important to point out how the original implementation in H2 works against the Neo4j 

implementation. 

Main methods 

The implementation in H2 has four main methods: 1)createTable, 2)insert, 3)initialize, and 4)retrieve. 

While the implementation in Neo4j only has two main methods: 1)insert and 2)retrieve. 

Method “createTable” 

The java program from[25] has a global variable called “tableName”. The value of this variable is given 

by the end user prior the execution of the program. The value of  the variable “tableName” will help 

to identify to which event log the information belongs. In H2 two actions are taken: the table is deleted 

if it already exists and the table is created to upload the data. 

In Neo4j is not necessary to create any structure before uploading the data and for this reason this 

method is not implemented. 

Method “insert” 

The “insert” method reads periodically the information from the csv file to insert it in the database. 

Until this point both implementations work equally. However, H2 has a trigger which is activated after 

the initialization occurs and is used to update the information in the DFR table when a new event is 

inserted. For this reason, in this method Neo4j creates the directly follows relation when a new event 

is inserted. The detailed explanation will be given in section 4.3. 

Method “initialize” 

The “initialize” method is activated once the time set up by the end user to execute the first mining 

passes. The java code from [25] has three global variables to control the time: startRetrieve, 

retrieveInterval and initializeTime. As the online scenario is simulated in the experiment: 

- 30 seconds are equal to 1 day.  
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- 1 week is equal to 210 seconds or 210000 milliseconds. 

In H2 experiment the process discovery will be executed for the first time after 1 week passes, then 

the initializeTime variable will be equal to 210,000. The startRetrieve and retrieveInterval variables are 

used to continue with periodical discovery after the initialization. 

The initialization method in H2 covers the following activities: 

- The DFR table is updated for the first time and the trigger is activated to update the table when a new 

event arrives 

- The delete scheduler is activated to start the deletion of expired pairs 

- The first retrieval and mining is done with the “mine” method. 

In Neo4j the “initialize” method is not required as Neo4j is not using a trigger, a delete scheduler or 

the “mine” method from the java code from[25]. 

Method “retrieve” 

 The “retrieve” method  brings the information from the directly follows relation and pass it to the 

mining algorithm to print the process tree. In H2 and Neo4j the method works equally. However, in H2 

this activity is performed when the time of the second mining arrives. The first time is performed in 

the “initialize” method. While in Neo4j, this method is activated when the first mining occurs.  

The variables startRetrieve and retrieveInterval help to control the time when the method needs to be 

executed. Thus, the times that are set up in H2 and Neo4j are different. 

4.3 Neo4j Implementation 

This section describes how persistent storage in Neo4j is implemented as well as the intermediate 

structure needed to perform the process discovery task. 

As pointed out in section 4.1.1, the structure of Neo4j contains only one type of node and one type of 

relationship. To insert the event data in Neo4j, a java program was used, which simulated an online 

scenario taking the information from a csv file containing data from the offer file of the BPI challenge 

2017[24].  

4.3.1 Experiment 1 

In this experiment the java code from[25] was adapted to follow two main methods: 1) insert, and 

2)retrieve. Below, the actions taken to integrate Neo4j are described.  



 

28 
 

 

Insert 

As with relational databases, Neo4j has its own insertion clause in Cypher, which is the “CREATE” 

clause. In the CREATE clause, the properties and the type of the node are specified. The “insert” 

method takes periodically new events from the csv file and is active until it reaches the end of the file. 

These new events are created in Neo4j as node type “bpi_2017”. Once the insertion of the event to 

process is done, the intermediate structure is updated and the “start” and “end” nodes are inserted. 

The detail description of the creation of the directly follows relation and of the “start” and “end” nodes 

is described below. 

Creating the “Directly follows relation” in Neo4j 

Assume that only two nodes were inserted in Neo4j with Eventid 𝑒𝑛 and 𝑒𝑛+𝑚, where both events 

belong to the “Offer_247135719” trace. The trace id is stored in the “CaseID” property of the node. 

The first event 𝑒𝑛 has an activity 𝑎 with value “x”, and the second event 𝑒𝑛+𝑚 has an activity 𝑎 with 

value “y”. At this point, the nodes are unrelated and the directly follows relation still needs to be 

created. 

The directly follows relation registers how many times the activity 𝑎 with value “x” is followed by the 

activity 𝑎 with value “y”. To make this possible in DB-XES, three queries have to be executed: 1) to 

obtain all the pairs of events which comply with the directly follows definition and the frequency of 

occurrence, 2) to count how many times an event happens at the beginning of a case, and 3) to count 

how many times an event is the last one in a case. All the information retrieved from those three 

queries is then stored, and in the DFR table data is stored with something such as: 

(𝑣𝑎𝑙𝑢𝑒(𝑎),𝑣𝑎𝑙𝑢𝑒(𝑎),frequency), or more clearly i.e., (x,y,20)[2]. 

In Neo4j, the directly follows relation is depicted as a relationship between the nodes. However, to 

create the relationship, certain steps must first be followed, as is shown in algorithm 1. 

Algorithm 1 – Create DFR 

1: procedure insert 

2:      for Each new inserted event do: 

3:             maxevid= count of all previously inserted events of the CaseID for the window to process 

4:             if maxevid=1 then 

5:                Insert a “START” node as the first event of the trace 

6:                Create “DFR” between the “START” node and the event inserted 



 

29 
 

7:                Insert a “END” node as the last event of the trace 

8:                Create “DFR” between the “END” node and the event inserted 

9:            if maxevid>1 then 

10:             maxpevid= maximum Eventid from the previously existent events of the CaseID   

11:             maxsimw= maximum simwin from the previously existent events of the CaseID 

12:             if simwini=maxsimw then 

13:                 Delete “DFR” from the “END” node of the CaseID from the new event window 

14:                 Create “DFR” between the maxpevid and the new inserted event of the CaseID 

15:                 Create “DFR” between the new inserted event and the “END” node of the CaseID 

 

Algorithm 1, refers to the directly follows relation as “DFR”. In Cypher, the use of relations is quite 

natural and the code to create the relationships between nodes looks as follows: 

1:     MATCH (a:"+tableName+"{CaseID:?,Eventid:?,simwin:b.simwin}), 

2:                    (b:"+tableName+"{CaseID:?,Eventid:?}) 

3:     CREATE (a)-[rtefe:DirectlyFollows]->(b) 

Moreover, the code to delete the relationships between nodes is shown below: 

1:     MATCH (a:"+tableName+"{CaseID:?,Eventid:?,simwin:?})-[r:DirectlyFollows]-> 

2:                    (b"+tableName+"{CaseID:?,Activity:'END',simwin:?}) 

3:     DELETE r 

Once a node is inserted, the directly follows relation is created or updated. The nodes are not  

independent and it is possible to see the graph in Neo4j(see Figure 4.6) 

 

Figure 4.6: DirectlyFollows relation in Neo4j for one trace 
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Retrieve 

The “retrieve” method is activated once the time to start the first mining passes. Furthermore, the 

method is activated periodically following the same time interval as in the first execution. The 

“retrieve” method executes two activities: 1)the retrieval of pairs to mine, and 2)the mining. In the 

first activity, the periodicity of the directly follows relation is quantified with the following query: 

1:    MATCH (n:"+tableName+"{simwin:"+(win-1)+"})-[r:DirectlyFollows]-> 

2:                   (m:"+tableName+"{simwin:"+(win-1)+"}) 

3:     RETURN n.Activity,m.Activity,count(r) as frequency 

And the information is processed to pass it to the mining algorithm. In the second activity, the mining 

algorithm receives the information to be processed and generates the process tree. 

4.3.2 Experiment 2 

For this experiment, two different approaches are considered for the creation of the directly follows 

relation: 1)create the relation at the moment of the insertion, and 2)create the relation before doing 

the retrieval of the data. 

Scenario 1 

This experiment is based on the Neo4j code from the experiment in section 4.3.1. As the experiment 

from section 4.3.1, the java code follows two main methods: 1) insert, and 2)retrieve. Below, the 

variations between both experiments are described. 

Insert 

As In experiment in section 4.3.1., the “insert” method takes periodically new events from the csv file, 

create the directly follow relation, and insert the “start” and “end” node from each case. However, 

some changes are done in the algorithm to execute this experiment. Below the descriptions of the 

changes is given. 

Creating the “Directly follows relation” in Neo4j 

As mentioned above, this experiment follows the same steps from experiment in section 4.3.1 to insert 

a new event. Although, the directly follows relation follows different rules to create the relationship 

between nodes. In the experiment in section 4.3.1, nodes from different windows are not connected 

despite of being part of the same case. While, for this experiment the nodes will be connected showing 

a continuity in the case along different windows in the process. This variation brings two changes: 1)the 
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“end” node needs to move always to the last event inserted, and 2)each time that the end node is 

moved at the end of the chain of a case the existent directly follows relation needs to be deleted and 

connect the last previously inserted event with the incoming event. To introduce this changes the 

algorithm 1 from section 4.3.1 is changed as shown below: 

Algorithm 2 – Create DFR 

1: procedure insert 

2:      for Each new inserted event do: 

3:             maxevid= count of all previously inserted events of the CaseID  

4:             if maxevid=1 then 

5:                Insert a “START” node as the first event of the trace 

6:                Create “DFR” between the “START” node and the event inserted 

7:                Insert a “END” node as the last event of the trace 

8:                Create “DFR” between the “END” node and the event inserted 

9:            if maxevid>1 then 

10:             maxpevid= maximum Eventid from the previously existent events of the CaseID   

11:             Delete “DFR” from the “END” node of the CaseID 

12:             Create “DFR” between the maxpevid and the new inserted event of the CaseID 

13:             Create “DFR” between the new inserted event and the “END” node of the CaseID 

 

Algorithm 2, refers to the directly follows relation as “DFR”. The code in Cypher to create and delete 

the relationships is shown below: 

Delete DFR (line 11) 

1:     MATCH (a:"+tableName+"{CaseID:?,Eventid:?})-[r:DirectlyFollows]-> 

2:                    (b"+tableName+"{CaseID:?,Activity:'END'}) 

3:     DELETE r 

Create DFR (line 12) 

1:     MATCH (a:"+tableName+"{CaseID:?,Eventid:?}),(b:"+tableName+"{CaseID:?,Eventid:?}) 

2:     CREATE (a)-[rtefe:DirectlyFollows]->(b) 

Create DFR (line 13) 

1:     MATCH (a:"+tableName+"{CaseID:?,Eventid:?}),(b:"+tableName+"{CaseID:?,Activity:'END'}) 
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2:     CREATE (a)-[rtefe:DirectlyFollows]->(b) 

Retrieve 

The “retrieve” method, as in section 4.3.1, executes two activities: 1)the retrieval of pairs to mine, and 

2)the mining. The only variation against the experiment in section 4.3.1 is the query to quantify the 

periodicity of the directly follows. The query for this experiment is shown below: 

1:    MATCH (n:"+tableName+")-[r:DirectlyFollows]-> (m:"+tableName+") 

2:    WHERE n.simwin<="+winr+" and m.simwin<="+winr+" 

3:     RETURN n.Activity,m.Activity,count(r) as frequency 

Scenario 2 

For this scenario, the java program follows three main methods: 1)insert, 2)initialize, and 3)retrieve. 

These methods were originally implemented with a relational database[25] and the code was adapted 

to Neo4j. Below, the actions taken to integrate Neo4j, for this experiment, are described.  

Insert 

The “insert” method takes periodically event data from the csv file and creates a node in Neo4j. In this 

experiment, the directly follows relation is not created at this point and all the newly inserted nodes 

are independent from each other(see Fig. 4.7). As experiment 1, the “insert” method is active until it 

reaches the end of the file. 

 

Figure 4.7: Inserted nodes before the retrieval date 

Initialize 

In the “initialize” method, the time is measured to start the creation of the intermediate structure. For 

example, imagine that a business analyst from a bank needs to analyze the process deviations each 

week. In order to do so, a whole week needs to pass before the analysts has sufficient information 

with which to work. The “initialize” method instead keeps a record of the time, i.e. one week, and 
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when the week passes another method is called to create the directly follows relation, meaning the 

business analyst could start immediately the process mining tasks. 

The “initialize” method executes three sub-methods: “createDfr”, “createAutoDfr” and “mine”. The 

“createDfr” and “mine” methods are only executed the first time the start time of the process 

discovery activity is reached.  

The “createDfr” and “createAutoDfr” methods are in charge to create the directly follows relation. 

Differently from the “createAutoDfr” method, the “createDfr” method is executed only one time and 

is going to retrieve the directly follows pairs that the “mine” method needs to create the process tree. 

Creating the “Directly follows relation” in Neo4j 

As mentioned in section 4.3.1, in Neo4j the directly follows relation is depicted as a relationship 

between the nodes. The steps to create this relationship are shown in algorithm 3. 

Algorithm 3 – Create DFR 

1: procedure createAutoDfr 

2:      for Each new trace id CaseID do: 

3:            contev =0 

4:             maxevid= count of all previously processed events of the CaseID 

5:             maxevcid=count of all existent events of the CaseID 

6:             for Each new event from the CaseID do: 

7:                    contev= Increased in one each time a new event of the CaseID is processed 

8:                    newevid= Assign new event id to follow the sequence of events of the trace 

9:                    if newevid=1 then 

10:                      Insert a “START” node as the first event of the trace 

11:                      Update bs flag to 1 

12:                   if bs=0 and contev=1 then 

13:                        Delete the “END” node and its relation with the processed events for this CaseID 

14:                   Update the Eventid of the new event to follow the sequence of events of the trace 

15:                   if bs=1 and maxevcid=newevid  

16:                       Insert “END” node 

17:                    if bs=0 and maxevcid-2=newevid 

18:                        Insert “END” node 

19:     Create directly follows relation between the nodes 
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Algorithm 3, line 19, refers to the creation of the directly follows relation. However the Cypher clause 

is not shown. The code, in line 19, to create or add relationships between nodes looks as follows: 

1:     MATCH (a:"+tableName+"{Eventid:b.Eventid-1,band:1}), (b:"+tableName+"{band:1})  

2:     WHERE b.CaseID=a.CaseID              

3:    AND a.simwin<="+win+" AND b.simwin<="+win+" 

4:     MERGE (a)-[rtefe:DirectlyFollows]->(b) 

Once the code is executed, the directly follows relation is created or updated for all the nodes of the 

current and previous windows.  

Retrieve 

The “retrieve” method executes a query to quantify the times that a directly follows relation occurs. 

The query in CYPHER is shown below: 

1:    MATCH (n:"+tableName+"{band:1"})-[r:DirectlyFollows]-> (m:"+tableName+"{band:1"}) 

2:     RETURN n.Activity,m.Activity,count(r) as frequency 

The result of this query shows the directly follows pairs, which are imported to ProM to latter be 

transformed into a process tree. The time when the “retrieve” method needs to be executed is defined 

in the variables “startRetrieve” and “retrieveInterval”. 

 

 

 

 

 

 



 

35 
 

  



 

36 
 

 

 

Chapter 5 

Experiment 

5.1 Experiment Preliminary 

As stated in the previous chapters, the experiment here focused on the live event scenario discussed 

in [5]. In [5], two approaches are discussed from the periodicity point of view:  1) recurrently i.e., each 

week, each month, always at the same point; 2) starting from certain point i.e., a specific date, month, 

or year.  

The experiment here is recreated from [5] using DB-XES and Neo4j and by focusing on the first 

periodicity scenario, where information about the week is retrieved at its end. Furthermore, the 

performance of Neo4j for the second periodicity scenario is tested, as described  in section 2.2.2 above. 

The experiment is executed under the following conditions:  

Databases: H2 v.1.4.196 with directly follows built in as an operator[26], Neo4j v.3.1.3 

Hardware: Intel® Core™ i7-4710MQ CPU @ 2,50GHz. RAM: 8 Gb.  

Operative System: Windows 8.1 Enterprise. 

5.2 Experiment Data 

The data used for this experiment was taken from BPI challenge 2017[24]. The data log contains two 

files, one with the applications and its details and one called offers. The application file has 1,202,267 

events, with 31,509 applications and 26 different activities. The offer file has 193,849 events with 

31,509 applications and 8 different activities. For the purpose of this experiment, a small sample was 

taken from the offers file. This sample contains all the events from January and February 2016.  

In order to gain the sample data, the event log was ordered by the timestamp to extract the first 25,304 

events which corresponded to the months mentioned above.  



 

37 
 

The sample contains 31,509 applications and the 8 different activities, which correspond to the 

number of applications and activities from the complete log. Thus, the sample considers all the 

different scenarios (see Table 5.1). 

 

Table 5.1: Data sample original Offers event log 

Moreover, the original event log contains 17 attributes. The name of the properties can start with the 

letter T or the letter E. This starting letter indicates whether a property belongs to the event itself or 

refers to a trace property. For this experiment, the focus is on the events and the unique id from the 

trace. Thus, that information is inserted in Neo4j (see Table 5.2). 

 

 

Table 5.2: Data sample from the event log inserted in Neo4j 

5.3 Experiment Setup 

The experiment setup of this project has two objectives: 

1) Compare the performance of a SQL database vs a Non SQL Database (H2 vs Neo4j) for one 

periodicity scenario.  

The intention is to discover which database performs better at executing discovery tasks, 

taking as a performance parameter the execution time. 

The steps to follow when evaluating are:  

o Ordering and filtering the data set 
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o Set up of the SQL database and Non SQL database 

o Set up of DIIM[25] and the experiment from [5] 

o Execution of the experiment in both environments and recording the times of each 

phase 

o Comparison of results  

2) Perform the discovery task of process mining by implementing the other time scenario with 

Neo4j 

This experiment is conducted to discover the advantages of using Neo4j when performing 

process discovery, having as its basis the experience of the experiment mentioned above. The 

steps to conduct this experiment are: 

o Implement the time scenario from objective 1 in Neo4j 

o Record the times 

o Compare the times 

o Comment on suitability of applying new scenarios in Neo4j 

5.4 Results 

This section shows two approaches. It starts by comparing the performance of H2 and Neo4j for a 

weekly periodicity scenario from the live event scenario. This is followed by Neo4j results for process 

discovery from a certain point in time onwards. 

5.4.1 Comparison between SQL “H2” and Non-SQL databases “Neo4j” 

The aim of this experiment is to compare the performance of a SQL database against a Non-SQL 

database. In this specific experiment, the databases used are H2 and Neo4j, respectively.  

The periodicity scenario for the experiment is weekly process discovery, focusing first on the discovery 

time. In this experiment, three main activities are measured: insertion, deletion, and mining of the 

data. These activities are implemented in the most similar way in both cases so as to be able to 

compare the databases properly. 

Insertion 

The insertion of the data follows conceptually the same process in both scenarios. The data is inserted 

at intervals to simulate an online scenario, and it is then stored in a persistent media: H2 or Neo4j. 

Latter, the directly follows relation is inserted or updated. However, despite following the same 

process for both databases, three variations are encountered. 



 

39 
 

The first variation is the language used for the insert clause, as Neo4j uses Cypher and not SQL, which  

H2 uses. The second variation is that, the properties of the node in Neo4j are specified in the insert 

clause, as the node is created at the moment of insertion. This is different in H2 where the structures 

are created prior to insertion(see Table 5.3). 

H2 Insert Neo4j Insert 

"insert into " + tableName + " values (?,?,?)"; 

 

"CREATE(Eventep:" + tableName + 

"{CaseID:?,Activity:?,CompleteTimestamp:?,Time

stampmili:?,Eventid:?,band:0,simwin:?})"; 

 

Table 5.3: Insert clause H2 vs Neo4j 

The third variation is that, H2 has a trigger to update the directly follows relation when a new record 

is inserted. While, Neo4j updates the directly follows relation in the method itself and not with a 

trigger. Moreover, the “start” and “end” node are inserted or updated as well. The detailed 

explanation of the implementation in Neo4j is given in algorithm 1 in section 4.3.1. 

As the aim of the experiment is to compare the performance of the databases, a timer is established 

prior to the insert clause and stopped once the directly follows relation is inserted or updated. The 

results are shown in the figures below. 

H2 Results 

For the H2 database, the insertion time is stable having, in almost all  cases, an insertion time between 

the range of 0 to 5 milliseconds. Some cases fall outside of this range. Furthermore, H2 does not show 

any scalability issues on the insertion time as the number of cases on the database increased (see 

figure 5.1). 

 

Figure 5.1: Insertion times in H2 
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Neo4j Results 

The insertion times in Neo4j are mainly between the 0 to 200 milliseconds range. However, other 

records are in different insert time ranges, and those records fall mainly between the 200 to 300 

milliseconds range. Moreover, a scalability issue does not seem to be related to the insertion time as 

the increase in nodes does not show a linear increase in the insertion times(see Figure 5.2). 

 

Figure 5.2: Insertion times in Neo4j 

H2 vs Neo4j 

As mentioned above, H2 has a better response time than Neo4j. In H2, the longest insert time is done 

at 40.88 milliseconds and in Neo4j at 921.89 milliseconds. Moreover, Neo4j shows less stability than 

H2, where the insertion times are more constant. The average insertion time in H2 is 1.26 milliseconds 

while in Neo4j it is 74.86 milliseconds. This difference in insert times means that H2 can insert 

approximately 59 records while Neo4j can insert only 1. A clearer comparison is shown in figure 5.3, 

where the blue dots represent the insertion in H2 and the orange dots represent the insertion in Neo4j. 

 

Figure 5.3: Insertion Comparison H2 vs Neo4j 
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Deletion 

Section 4.3.1 has explained the implementation of the experiment in Neo4j where two main methods 

are mentioned: insert, and retrieve. In H2, the “initialize” method is activated to create for the first 

time the DFR relation and to indicate that the retrieval and the mining can occur. Moreover, this 

method indicates that the deletion activity can start as well.  

The deletion activity, which is only part of H2, keeps track of the expired pairs of the DFR relation to 

keep it up to date. As a result, the DFR relation stores only the pairs of the processed week. 

As in the insertion activity, the deletion time is measured via a timer which commences counting 

before the activity starts and stops when the deletion is complete. 

H2 Results 

In H2, the time taken to delete the expired pairs is not constant as can be seen in the figure below. In 

this experiment, the deletion activity is executed 72 times and the total time spent on the activity is 

15083.06 milliseconds. The average deletion time is 209.49 milliseconds. Moreover, the maximum 

time to delete the expired pairs is approximately 856 milliseconds(see figure 5.4).  

 

Figure 5.4: Deletion times in H2 

Furthermore, of the 72 executions only in 54 of the executions was deleted a pair. If the numbers of 

deleted pairs is needed to know the average deletion time, then H2 takes approximately 0.49 

milliseconds per deleted pair which is lower than the average insertion time. 

Retrieve 

The “retrieve” method starts once the time established to start process discovery has passed. In this 

method two main activities are done: 1) query the data from the database, and 2)import the DFR pairs 

to ProM. For the first activity, the query used by each database is shown below: 
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H2 Query Neo4j Query 

"select * from dfr" match(n:"+tableName+"{simwin:"+(win-1)+"})-[r:DirectlyFollows]-> 

(m:"+tableName+"{simwin:"+(win-1)+"})  

return n.Activity,m.Activity,count(r) as frequency 

Table 5.4.: Query clause H2 vs Neo4j 

Table 5.4 reveals how the H2 query is simpler than the one used in Neo4j. The difference lies in the 

structure and the nature of each database. In H2, a separate structure is created to store the DFR 

relation, and this relation is updated with the deletion activity. This is different to Neo4j where the 

relation is part of the structure itself. Thus, H2 only queries the structure directly where the times a 

relation occurs has already been quantified. In Neo4j, by contrast, the occurrence of the relation is 

quantified when the DFR is searched.  

In the second activity, the result of the query is received and is prepared to pass it to the mining 

algorithm. 

In order to compare the performance of both databases, the execution time is measured via a timer 

which is commenced before the query is executed and stopped when the information is ready to pass 

it to the mining algorithm.  

H2 Results 

For the H2 database, the retrieval times are in the range of 60 to 90 milliseconds. The maximum 

retrieval time is around 110 milliseconds and occurs before the last two executions. The retrieval time 

drops to approximately 5 milliseconds when the DFR structure has no more information to retrieve. 

 

Figure 5.5: Retrieval times in H2 
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Neo4j Results 

In Neo4j, the maximum retrieval time is a bit under 120 milliseconds. Unlike the rest of the retrieval 

executions, that occur in a lower range, mainly in the range of 50 to 100 milliseconds.  

 

Figure 5.6: Retrieval times in Neo4j 

H2 vs Neo4j Results 

For the retrieval activity, H2 has an average mining time of 71.98 milliseconds whereas Neo4j has an 

average mining time of 71.85 milliseconds. Both databases perform almost equally in this activity. If 

the few milliseconds of difference in the average used time are taken into account, it can be concluded 

that Neo4j exhibits better performance in the retrieval activity(see figure 5.7). 

 

Figure 5.7: Retrieval Comparison H2 vs Neo4j 

Mining 

The mining of the data activity starts after the retrieval of the data finishes. The mining is performed 

in the same way in both scenarios. The process consists of receiving the information to mine and create 

the process tree.  
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Once the process tree has been created, the output file can be imported to ProM to visualize a 

PetriNet(see figures 5.8 and 5.9). 

 

Figure 5.8: PetriNet created from Process tree generated by H2 

 

Figure 5.9: PetriNet created from Process tree generated by Neo4j 

As there is no differences in the process for both cases, the performance of the mining activity is 

measured via a timer which is commenced when the information to mine is received and stopped 

when the process tree is created. 

H2 Results 

For the H2 database, the mining times are in the range of 4 to 9 milliseconds. The maximum mining 

time is approximately 14 milliseconds and occurs in the first execution. The mining times drop when 

there is no more information to mine. 
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Figure 5.10: Mining times in H2 

Neo4j Results 

In Neo4j, the maximum mining time is right under 120 milliseconds. Unlike the rest of the mining 

executions, that occur in a lower range, mainly in the range of 0 to 5 milliseconds.  

 

Figure 5.11: Mining times in Neo4j 

H2 vs Neo4j Results 

For the mining activity, H2 has an average mining time of 6.97 milliseconds whereas Neo4j has an 

average mining time of 11.54 milliseconds. Both databases show stable mining times after the first 

execution where the times are greater in both cases. As time is the measurement used to compare the 

performance of these databases, it can be concluded that H2 exhibits better performance in the mining 

activity(see figure 5.12). 
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Figure 5.12: Mining Comparison H2 vs Neo4j 

 

H2 vs Neo4j Conclusions 

In first instance, H2 seems to have a better performance than Neo4j. H2 proves to be superior showing 

stability and better response times when looking at individual activities. However, the difference on 

the number of activities between H2 and Neo4j have an impact in the average total time to perform 

recurrent process discovery. H2 executes four activities whereas Neo4j only executes three 

activities(see Table 5.5). 

 Insert Delete Retrieve Mining 

H2 1.26 209.49 71.98 6.97 

Neo4j 74.86 - 71.85 11.54 

Table 5.5: Average activity times H2 and Neo4j 

Thus, when the average time of all the activities is considered, Neo4j shows to be faster than H2. Neo4j 

has an average total time of 158.25 milliseconds while H2 has an average total time of 289.70 

milliseconds(see Figure 5.13).  

 

Figure 5.13: Mining Comparison H2 vs Neo4j 
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5.4.2 Other scenarios in Non-SQL database “Neo4j” 

The aim of this experiment is to determine how Neo4j performs in other process discovery scenarios. 

In this second approach, Neo4j executes process discovery on an online event data scenario from a 

certain point in time for example since last month or since last week. In the experiment, the data is 

inserted periodically and retrieved weekly so as to mine it. Moreover, unlike the experiment in section 

5.4.1, the data universe to be mined grows as the weeks pass.  

The growth in data over time means two things: 1) The end node needs to be moved when new events 

arrive and 2) The DFR relation needs to be updated considering new events and old ones showing 

continuity in a case(see figure 5.14). 

 

Figure 5.14: Graph in Neo4j week 1 vs week 2 

The figure above shows an example of the growth scenario for one case in Neo4j. On the left is  the 

structure of the graph in the first week, which contains a start node, an end node, three activities, and 

the DFR relation. On the right is same case but in the second week and now with two new activities, 

the previous ones, and the updated DFR. Furthermore, the end node is placed after the two new 

activities and the relation between the end node and the “O_Sent(mail and online)” activity is deleted. 

As per the DFR relation, the graph is updated and the continuity between the new and old activities 

exists. On the right side of the graph, the new activities are in the blue circle and the previous activities 

are in the red circle. 

As the example shows, this scenario requires additional steps compared to other process discovery 

scenarios. However, it has the advantage that the data is inserted in real time and the DFR is updated 

as the information increases. This can translate into no import times; no pre-processing of the 
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information i.e., dividing the information into specific period of time; or other activities that may be 

needed to perform process discovery under other scenarios.  

Results 

Scenario 1 

For this experiment in Neo4j, the directly follows relation is created when a new event is inserted and 

the “end” node and “start” node are created at the same moment as well. 

In order to measure the performance timers are set up in the “insert”, “retrieve” and “mine” activities. 

The timers are started before the activity begins and stopped when the activity finishes. Furthermore, 

the retrieve and mining activities are performed weekly so as to identify whether performance has 

been affected by data growth.  

Insert Results 

Figure 5.15 shows the insertion time is generally between the 0 to 200 milliseconds range. However, 

some insertions are above this range showing any specific pattern or direct relation to the data 

increase.  

 

Figure 5.15: Insert times in Neo4j 

Retrieve Results 

In figure 5.17 is shown the variance in the retrieval time. Neo4j does not show a stable time pattern to 

retrieve the information. The invested time to retrieve the pairs are between 80 to 140 milliseconds 

range. Moreover, the figure shows that the maximum time to retrieve pairs does not occur when all 

the events exist in the database, which could be interpreted as not having scalability issues as the data 

grows.  
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Figure 5.16: Retrieve times in Neo4j 

Mining Results 

For the mining activities, figure 5.17 shows that the maximum mining time around 95 milliseconds and 

the minimum time is between 0 to 10 milliseconds range. The mining activity show stable execution 

times after its first execution.  

 

Figure 5.17: Mining times in Neo4j 

Conclusion 

Figure 5.18 illustrates the insertion, retrieve and mining times in Neo4j for this experiment. The figure 

shows that almost all the cases for all the activities occur between 0 to 200 milliseconds range. Looking 

at the figure, Neo4j seems to have stable execution times. However, looking at the individual activities 

shows that the time is not linear and specifically in the retrieve activity is visible a time variation along 

all the executions. Moreover, for this experiment the average execution times are 76.77 milliseconds 

for the insertion, 120.78 milliseconds for the retrieval of pairs, and 10.54 milliseconds for the mining.  
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Figure 5.18: Process discovery in Neo4j 

Furthermore, if the results of this experiment are compared to the average times of the experiment in 

section 5.4.1, it can be seen that the only activity which has a significant time variation is the retrieval 

of pairs. In this experiment, the retrieve activity invests 68.1% more time than the experiment in 

section 5.4.1(see Table 5.6). 

 Insert Retrieve Mine 

Experiment section 5.4.1 74.86 71.85 11.54 

Experiment section 5.4.2 76.77 120.78 10.54 

Table 5.6: Time comparison in milliseconds Neo4j experiments 

Finally, when looking at the whole average time invested in each experiment the variation reduces to 

31.5% between both experiments(see Figure 5.19).  

 
Figure 5.19: Average Process discovery time in Neo4j 
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Scenario 2 

For this scenario, the directly follows relation is created just before the retrieval of pairs, which means 

that the nodes will be unrelated at the moment of the insertion. Moreover, the “end” node and “start” 

node are created at the same moment as well. 

In order to measure the performance timers are set up in the “insert”, “createdfr” or “createautodfr”, 

“retrieve” and “mine” activities. Furthermore, the retrieve and mining activities are performed weekly 

so as to identify whether performance has been affected by data growth.  

The aforementioned timers are set up before starting an activity and after it is executed. Below, the 

results for each activity is shown. 

Insert Results 

The insertion time is generally below 50 milliseconds. However, some insertions are above the 50 

milliseconds range showing any specific pattern or direct relation to the data increase(see Figure 5.20).  

 

Figure 5.20: Insert times in Neo4j 

Create Directly Follows Relation Results 

For the creation of the directly follows relation of each window, Neo4j does not show stables execution 

times. The maximum execution time is just below 450,000 milliseconds and the lowest is under 600 

milliseconds. The executions that are under the 1000 milliseconds are the ones where no new records 

are added. Thus, no new relations are created. All the executions where new relationships are create 

are above 140,000 milliseconds. Figure 5.21 shows the behavior of this activity. 
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Figure 5.21: Create DFR times in Neo4j 

Retrieve Results 

The retrieval of pairs activity shows non stable execution times, having a variation each time the 

activity is executed. Figure 5.22 shows that the maximum retrieval time occurs around 275 

milliseconds, while the minimum retrieval time is just above 50 milliseconds.  

 

Figure 5.22: Retrieve times in Neo4j 

Mining Results 

For the mining activities, figure 5.23 shows stable execution times. All the executions are in the 0 to 10 

milliseconds range. Only the first execution takes around 95 milliseconds. 
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Figure 5.23: Mining times in Neo4j 

Conclusion 

Figure 5.24 illustrates the insertion, createdfr, retrieve and mining times in Neo4j for this experiment. 

The figure shows that the creadtedfr activity is the most time costly at the moment to perform process 

discovery.  

 

Figure 5.24: Process discovery times in Neo4j 

For this experiment, the execution of process discovery invests in average 87059.43 milliseconds. If 

the average total amount of experiment in scenario 1 and 2 are taken into account, it can be concluded 

that creating the directly follows relation before the retrieval of pairs is not the best scenario. 

Experiment in scenario 1 can be executed approximately 418 times, while the scenario 2 can be 

executed only 1 time(see Figure 5.25). 
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Figure 5.25: Average Process discovery time in Neo4j 
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56 
 

 

 

Chapter 6 

Conclusions and Future Work 

6.1 Conclusions 

This thesis has analyzed the performance of the process mining technique process discovery. Process 

discovery is performed in two environments: SQL databases and non SQL databases. The intention was 

to identify the advantages of each environment and to perform this process mining technique 

recurrently in a live event data scenario. For this reason,  two different experiments were 

implemented: 1)Live event data scenario process discovery in H2 and Neo4j in a period of time, and 

2)Live event data scenario process discovery in Neo4j from a certain point on time. 

For the first experiment, H2 would appear to have better performance than Neo4j. The insertion and 

mining times are faster than the times recorded for Neo4j, while the retrieve time is not a relevant 

factor as both databases perform almost equally. Moreover, H2 shows greater stability and at this 

point seems to be a better choice when performing process discovery in a live event data scenario. 

However, H2 has the deletion activity which implies time, and this activity is not executed in Neo4j. 

Thus, when the average time of the total activities is considered as a performance parameter, Neo4j 

is evidently the faster. Neo4j has an average total time of 158.25 milliseconds while H2 has an average 

total time of 289.70 milliseconds. Furthermore, Neo4j is more flexible at the moment of creating and 

querying the DFR relation. By contrast, H2 requires a special structure to keep the DFR information, 

and the DFR is updated with the help of the deletion task. Additionally, the DFR table only contains 

information for the current period to analyze, whereas in Neo4j the DFR from previous periods can be 

queried directly and the relation is not deleted. 

In the second experiment, it has been demonstrated that Neo4j can perform live event process 

discovery from a certain point in time. The experiment was divided in two scenarios: 1)when the DFR 

relation was created at the moment of the insertion of the node, and 2)when the DFR relation was 

created before the retrieval of pairs. While both scenarios showed to be able to execute properly 

process discovery, scenario 1 showed to be superior as the times were much lower than the times 

showed in scenario 2. 
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Additionally, as in the first experiment, Neo4j proved to be extremely flexible as the nodes and 

relations could be easily removed and updated as per the needs of the user. 

6.2 Future work 

This thesis has demonstrated that it is indeed possible to apply live event process discovery in graph 

databases. However, the live event scenario here was simulated and this experiment has not been 

applied in a scenario where the information flows directly from an information system. Consequently, 

further evaluation is required that uses a real data inflow and which in turn translates into greater 

information volume and greater complexity. 

In addition, this experiment has been implemented using the Neo4j Community 3.3.0 version which is 

now not the most recent. In newer versions, Neo4j has included new functionalities in the graph 

database. These new functionalities were unavailable at the point when this experiment was 

conducted. However, they could be beneficial for process discovery, i.e. data type date has been 

added. Further, the enterprise edition has not been tested, and it claims to be fast and generate 

efficient results[27]. This edition was not used in this experiment as it is offered only as part of a thirty-

day period trial. An evaluation of the enterprise edition could be done to appreciate the differences in 

performance between H2 and the Neo4j enterprise edition. 
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