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1 Introduction 

This paper proposes a procedure for prosodic marker assignment in the 
POLYGLOT text-to-speech system. Prosodic markers include: 

• locations of sentence accents; 

• locations of intonational phrase boundaries, indicating boundary type. 

These markers are output to the central data-structure by a rule system 
that uses as input: 

• a representation of the syntactic structure of the input sentence, i.e. 
a list of one or more of the following: 

a major syntactic phrase ( a so-called "s_cat" in the WCP-syntax); 

a wild card ( a word that could not be analyzed by the WCP ); 

an punctuation symbol; 

• lexical exception data concerning the inherent accentability of words; 

• user-defined exception data concerning accents and boundaries. 

The system we propose is highly general, and should be applicable to all 
languages in the POLYGLOT project. It differs from other approaches 
to accent and phrasing in that it makes optimal use of the hierarchical 
structure assigned to an utterance by a context-free grammar. 

First, syntactic structures are mapped onto "metrical trees" (Liberman & 
Prince 1977, Liberman 1978), which define relative prominences of words 
and phrases with respect to accent. Next, "focus" is assigned to certain 
nodes in the tree. Together, the metrical and the focus assignments di
rectly determine accent, but also potential phrase boundaries. Finally, 
both accent and phrase boundaries are subjected to "readjustment" rules. 

In our view, the system compares favorably to other approaches which are 
often string-oriented rather than structure-oriented. String-oriented rules 
for sentence prosody are often rather ad-hoc, highly language-specific, and 
rather hard to maintain. 

The algorithms we propose are based on focus-accent theory (Ladd 1978, 
Baart 1987), and derive from the program Pros2, developed by Dirksen for 
the Dutch experimental text-to-speech system Speech Maker. They include 
the following steps: 

• prosodic labelling; 
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• focus assignment; 

• assignment of intonational phrase boundaries; 

• readjustment of intonational phrase boundaries; 

• rhythmic readjustment of accent. 

Section 2 briefly introduces ( our version of) focus-accent theory. In sections 
3 and 4, we lay out the algorithm for prosodic labelling in some detail. For 
reasons of clarity, we adress accent and phrasing separately. Next, Section 5 
discusses how, on the basis of the prosodic marker assignments, intonation 
contours are generated. Finally, section 7 summarizes our proposals, and 
indicates how the different components may be integrated into the system 
architecture. 

In discussing the algorithm for prosodic labelling, we often abstract away 
from implementation details, as not all of these are fully understood at 
the present moment. However, we are confident that these "unknowns" 
can easily be resolved, should they necessitate modifications of the system 
architecture. We expect that, if our proposal is adopted, a prototype im
plementation for Dutch may be available by summer 1991, but probably 
sooner. The prototype will come with "mini-applications" for at least three 
languages, and will serve to demonstrate the technology, as well as provide 
a working environment for adapting the system to a particular language. 
Also, the prototype will provide a "blue-print" for actual implementation 
in the system architecture. 
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2 Focus-accent theory 

Focus-accent theory 1 aims to reconcile two approaches to accent: the se
mantic and the syntactic approach. The semantic approach ( e.g. Bolinger 
1972) assumes that a speaker will use accent to indicate which parts of his 
message are of special interest from a communicative point of view. In prac
tical systems, this is often approximated by making a distinction between 
so-called "content" words ( e.g. nouns, verbs, adjectives) on the one, and 
so-called "function" words ( e.g. determiners, prepositions) on the other 
hand. The former carry the informational content of a message, and thus 
are potential candidates for accent, while the latter, supposedly, provide 
"syntactic sugar", which is not to be accented. The syntactic approach, on 
the other hand, originated from Chomsky & Halle (1968), abstracts away 
from informational content, and assumes that, as a general rule, the final 
element of a syntactic phrase is accented. 

These two approaches run into trouble when dealing with, for example, the 
contrast between (l)a and b. (Small capitals indicate accent). 

(1 )a he saw a GIRL 

b he SAW her 

Both (1 )a and b may serve as answers to "discourse-neutral" questions such 
as "What happened next?". (By contrast, the question "Who did he see?" 
is not discourse-neutral, and (l)b would be infelicitous in that case). This 
means that .!law in (1 )a is as informative as it is in (1 )b. But, normally, .!law 
in (1 )a will not be accented, whereas in (1 )bit will. This contrast between 
(1 )a and b cannot be accounted for in strictly semantic terms. 

A purely syntactic approach, on the other hand, runs into trouble as well. 
If, as a general rule, the final element of a phrase is to be accented, then the 
accent on girl in (l)a comes as no surprise. However, as (l)b is structurally 
similar to (l)a, one would expect accent on her rather than saw. 

Focus-accent theory succesfully combines the two approaches by making a 
distinction between: 

• focu.!I markers indicating which parts of a structure are "interesting" 

• a metrical tree associated with a syntactic structure, in which nodes 
are labeled as either w(eak) or 8(trong) with respect to a sister node 

Focus markers come in two types: +F and -F. If a node X in a syntac
tic tree is marked + F, this means that the corresponding information is 

1The version of the theory presented here is our own, in fact a generalization of Baart 
1987. 
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A A 
w s 8 w 

Figure 1: Two possibilities for metrical labelling 

focused upon, i.e. is of special interest. This information includes all infor
mation which is contained in the daughters of X, that is, a compositional 
semantics is assumed. Also, information may be excepted from focus by 
being marked -F. This makes sense only if a +F marker is present at a 
higher level. Assuming that pronouns are typically marked -F (normally, 
they carry "given" rather than "new" information), we might represent the 
distribution of focus in (1 )a and b as indicated in (2 ).2 

(2)a [+F [-F he ] saw a girl ] 
b [+F [-F he] saw [-F her]] 

Now, for each +F marker there is a corresponding accent, and metrical the
ory specifies the relation between the two. Metrical theory applies to the 
(binary) branching nodes of a syntactic tree: one daughter is marked metri
cally s(trong), and another is marked w(eak). So, there are two possibilities 
for prosodic labelling, shown in figure 1. Which of these two labellings is 
selected depends in part on the compositional semantics of a node, in part 
on the presence of focus markers. 

The relation between focus and accent is mediated by the metrical tree 
in the following manner: for each + F node, follow a path crossing only 
s-nodes down to a terminal element, which is accented. For example, in the 
lefthand tree of figure 2 the terminal element B is accented. 

Assuming that for each focus there is exactly one accent, then if a node 
is marked -F it cannot also be marked s(trong). This is so because, if a 
-F node is marked s(trong), then the -F marker cannot effectively block 
focus, which is what it intends to do. Thus, a -F marker at a lower level in 

2It might seem that the representations in (2)a and b are notionally equivalent to those 
in (i). However, we assume that the "narrow focus" representations of (i) are not discourse 
neutral. 

(i)a he !+F saw a girl] 
b he [+F saw ] her 
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+F +F +F 

I\ I\ /\ 
w 8 8 -F 

A /\ Al\ A /\ 
8 W -F 8 -F -F 

B C B C B C 

Figure 2: Illustrations of the focus-accent relation 

the tree causes accent to "bounce off", as it were, to a neighbouring node. 
This is illustrated by the middle tree of figure 2, where C is accented. A 
special case arises when two sister nodes are marked -F. Since they cannot 
both be marked w(eak), the directly dominating node becomes blocked for 
focus, and the actual labelling is no relevance (by convention, the "default" 
labelling applies -see below). As a result, accent "bounces off" to a higher 
level in the tree. This is illustrated by the righthand tree of figure 2, where 
A is accented. 

So, the metrical tree dynamically adapts itself to the distribution of focus as 
a result of the requirement that -F nodes cannot be marked 8( trong ). These 
adaptations, if any, take as a starting point a "default" labelling reflecting 
rather general properties of syntactic phrases. Baart {1987) distinguishes 
several grammatical relations, such as specification and complementation, 
which determine the default prosodic labelling associated with a phrase. 
For example, given a syntactic rule Z ---t X Y or Z ---t Y X, if Y is a 
complement of X then, by default, Y is strong and Xis weak. However, we 
prefer an even more general approach, in which prosodic labelling directly 
reflects the ( compositional) semantics of an utterance. Without going into 
too much detail, if two elements X and Y are combined to form a phrase 
Z, then either X or Y is a functor/, the other one is an argument a, and 
Z evaluates to a function I( a) {read: / applied to a). By default, functors 
are weak and arguments are strong. Some examples are shown in figure 3. 
Note that in the first two examples the lefthand node supplies the functor, 
where as in the last example (where NP is an argument of VP) this situation 
is reversed. This is directly reflected in the metrical trees associated with 
the structures. 

As figure 3 shows, we need not know very much about the compositional 
semantics of utterances. In fact, all that is needed is that we know which 
element in a structure supplies the functor, and which is the argument. In 
most cases, this can easily be determined. ( As a rule of thumb, determiners, 
modifiers and adjuncts are functors, as well as relational items such as verbs 
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NP f(a) 

/\ I\ 
Det N f a w s 

VP f(a) 

/\ I\ 
V NP f a w s 

s f(a) 

/\ I\ 
NP VP a f s w 

Figure 3: Three illustrations of the relation between syntactic structure 
(left), functor/argument status of nodes (middle) and default metrical 
structure (right). 
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+F +F 

/\ /\ 
-F s -F s 

he I\ he /\ 
w s s -F 

saw I\ SAW her 

w s 

a GIRL 

Figure 4: Metrical trees for ( 1 )a and b 

and prepositions). 

Summarizing, in order to derive accent, we need to know a) the distribution 
of focus in a sentence, b) its syntactic structure and c) functor /argument 
status of nodes. Together, these three types of information fully determine 
the metrical tree associated with a sentence, from which accent values may 
be read off in a conspicuous manner. We can now account for the contrast 
between (1 )a and b. Assuming that pronouns are typically -F items, the 
metrical trees for (1 )a and b are those of figure 4. 

Some more examples will be discussed below. However, a more fully de
veloped account of how focus-accent theory applies to syntactic/semantic 
structure of sentences is beyond the scope of this paper. The next sections 
discuss how focus-accent theory may be implemented in the POLYGLOT 
text-to-speech system. 
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3 Implementing focus-accent theory 

A direct and theoretically sound implementation of the theory outlined in 
section 2 requires information about the semantic and discourse structure 
of sentences. Clearly, this information is not provided for in the system 
architecture. However, as we show in this section, some simple and rather 
natural simplifications of the theory allow us to do without, and provide 
for a fast and efficient implementation. 3 

The following subsections discuss 1) lexical and user-defined information, 
2) the algorithm for prosodic labelling, and 3) a heuristic rule for focus. 

3.1 Lexical and user-defined information 

The lexical information that is needed to derive sentence prosody is highly 
restricted: one needs to know which combinations of a word and a syntac
tic category are inherently specified for accent. Since these combinations 
are few, they can easily be listed. The list includes words which are not 
normally accented (the less normal case is well out of reach, at least for 
now), as well as words which, as a general rule, are always accented. As 
an example, consider the determiners "the" and "each": the former cannot 
carry accent, while the latter cannot very well do without. 

Note that syntactic category information is important here. For example, 
the Dutch word "haar" is either a noun ("hair") or a pronoun ("her"); only 
the latter case is inherently specified for accent. 

We propose to regard lexical specifications for accent as exception data, 
which are taken into account before the prosodic labelling algorithm ap
~lies, and directly after disambiguation of word class information. If a 
word/category combination is lexically specified as +accent or -accent, 
the corresponding value is inserted in the common data structure. These 
values must be respected by the labelling algorithm. 

The presence of an accent marker is interpreted by the prosodic labelling 
algorithm in the following manner. If a word is specified as -accent, this 
is interpreted as indicating that the word is blocked for focus. That is, 

3In Pros2, the progra.m from which our algorithm derives, the ma.in bottleneck is syn
ta.ctic pa.rsing. Currently, the progra.m uses a. ra.ther rich gra.mma.r formalism (encoding 
dependencies a.mong constituents by fea.ture annotations, necessitating many computation
ally expensive unifica.tions). Lexical information is obtained from morphological a.nalysis, 
which is often highly ambiguous. Also, input sentences a.re parsed exhaustively, that is, 
all analyses of all substrings allowed by the grammar are computed, and ma.inta.ined in 
a chart. By contrast, the WCP does not allow features, but uses only atomic categories. 
Also, lexical information is of a more restricted kind, and the parser computes but one 
analysis for a sentence. So, in our case, syntactic parsing need not become a bottleneck. 
The algorithm for prosodic labelling is strictly deterministic, and computationally rather 
simple. Thus, we do not expect any problems with respect to speed and efficiency. 
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accent always "bounces off" of these words, as illustrated in section 2. On 
the other hand, if a word is specified as +accent, this value takes priority 
over any value computed by the labelling algorithm. However, a +accent 
specification does not influence the algorithm in any way (i.e., there is no 
"bouncing off"). 

The very same applies to exception data supplied by a user (in order to 
experiment with the system, or to correct known errors beforehand). For 
example, if the user specifies girl in (3) as -accent, then as a result the girl 
becomes blocked for focus ( assuming that the determiner the is lexically 
specified as -accent), and saw will be accented. 

( 3) he saw the girl 

On the other hand, specifying girl as +accent will not change anything, 
except make sure that this word will be accented. (In most cases, one 
will use this facility to accent words that would otherwise receive the value 
-accent, e.g. he or saw in (3)). 

In order to allow the user to specify these exception data, the user-interface 
to the central data structure must provide for escape sequences to mark a 
word as either +accent or -accent. Most TTS systems allow only the 
former, and simply bypass the prosody rules if escape sequences are used. 
This is far from optimal, in our view, as it requires that the user specify all 
accents. Instead, the user might want to trust that the system will derive 
accent correctly, except within a well-defined domain, which is under user
control. To this end, we propose the following ( or any equivalent) notation: 

I did not realize {you bought +John's car}. 

Here, the user indicates that within the domain { ... } only John is to be 
accented. This notation is fully equivalent with the more cumbersome: 

I did not realize -you -bought +John's -car. 

However, this is how the user-supplied information is stored in the central 
data structure. Now, prosodic labelling may supply the remaining accents, 
producing: 

-I -did -not +realize -you -bought +John's -car. 

In this manner, we allow the user full control over the distribution of accent, 
without introducing the need to switch off the prosody rules.'4 

4 Note, that we must also make sure that late readjustment o{ accents (cf. section 4) 
does not destroy user-generated accent. To this end, we must also encode whether an 
accent is supplied by the user or generated by the system. 
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3.2 Prosodic labelling 

In section 2, we showed, rather informally, how the syntactic structure of a 
sentence is mapped onto a metrical tree. Here, we will develop an algorithm 
implementing this mapping. 

In order to simplify the exposition, we start by considering only strictly 
binary branching trees. Further on, we show how the algorithm may be ex
tended to deal with more complex structures. These extensions are neces
sary to make sure our algorithm will work with already existing grammars, 
so no effort is waisted. 

From a strictly metrical point of view, the ideal grammar is one which is 
encoded in Chomsky Normal Form ( CNF). Such a grammar allows for only 
two kinds of rules: 

Z -+ a 

Z-+XY 

Here, X, Y and Z are syntactic categories, and a is a terminal element. With 
such a grammar, the prosodic labelling algorithm needs to consider just two 
cases, one for each kind of rule. As a preliminary attempt, we propose the 
following algorithm for prosodic labelling. Some slight modifications will 
be suggested below. 

Prosodic Labelling Algorithm 

Given a node Z, then 

% case 1: Z is a terminal element 
if Z -+ a then 

if a is marked -accent then 
Z is "not focusable" 

otherwise 
Z is "focusable" 

otherwise 

% case 2: Z is a branching node 
if Z -+ X Y or Z -+ Y X 
where X is the functor, and Y the argument, then 

1. label X 
2. label Y 
3. if Y is "focusable" then 

X is "weak" 
Y is "strong" 
Z is "focusable" 

otherwise 
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if X is "focusable" then 
X is "strong" 
Y is "weak" 
Z is "focusable" 

otherwise 
X is "weak" 
Y is "strong" 
Z is "not focusable" 

The algorithm may seem rather complex on first reading, so we will discuss 
it in some more detail. Two main cases are distinguished: a node is either 
a terminal or a branching node. The algorithm is started at the top node 
of a tree, so, normally, case 2 will apply first, which tells us that in order 
to label a branching node one must first label its left and right daughters. 
Thus, the algorithm recursively performs a depth-first search of the tree. 
Once it bottoms out on a terminal element ( case 1 ), lexical and user-defined 
exception data are taken into account, and propagated to higher levels of the 
tree as a boolean called "focusable" ( meaning: able to be in focus), which 
becomes false only when a word has been marked -accent. On return, the 
actual labelling rules apply to the node at hand. An argument is marked 
as metrically "strong" on the condition that it is "focusable" (i.e. focus 
has not been blocked). If this condition fails, then the functor is marked 
strong, provided that, this time, the functor is a focusable item. In any of 
these cases the mother-node will count as focusable on the next level up. 
However, if again the condition fails (i.e. neither argument nor functor is a 
focusable item), then the default labelling applies, and the node becomes 
blocked for focus. 

Let us illustrate the algorithm with some examples. In ( 4 )a and b, we see 
accent shift to the preposition if a pronoun is used instead of a full NP. 
In ( 5 )a and b, however, accent shifts, not to the preposition, but to the 
element nezt, which is at a higher level. 

(4)a near my HOUSE 

b NEAR me 
( 5)a next to my HOUSE 

b NEXT to me 

The Prosodic Labelling Algorithm accounts for both cases, if we assume 
that a pronoun is lexically marked as -accent, and that the same holds for 
the preposition to, but not for the preposition near. (Perhaps other uses of 
to allow accent, but let us assume, for now, that this is not the case). As 
a result, accent bounces off to the preposition in (4)b, whereas in (5)b it 
bounces off one level up. The metrical trees assigned to (4)a, b and (5)a, 
b are shown in figure 5 and figure 6, respectively. 

It might seem that the workings of the labelling algorithm are highly sensi
tive to how exactly the syntactic structure is conceived of. However, while 
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+F +F 

I\ /\ 
w 8 8 -F 

near/\ NEAR me 

w s 

my HOUSE 

Figure 5: Metrical trees for ( 4 )a and b 

+F +F 

I\ /\ 
w s 8 -F 

nex/ \ NEXT/\ 
-F s -F -F 

to I\ to me 

w s 

my HOUSE 

Figure 6: Metrical trees for ( 5 )a and b 
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+F 

-F 
/\ 

/\ me 

s -F 

NEXT to 

Figure 7: Alternative analysis of (3)b 

this is true, the system allows a great deal of flexibility. For example, if 
we were to conceive of ne~t. to as a complex preposition, the distribution of 
accent would not change, as shown in figure 7. 

The above should suffice as a first illustration of how the Prosodic Labelling 
Algorithm deals with the distribution of accent when given a syntactic 
structure. Note that, in our conception, the metrical tree is fully determined 
by syntactic structure on the one, and functor/ argument status on the other 
hand. As a consequence, grammars must be optimized so as to work well 
with the labelling algorithm. Also, information about functor/ argument 
status must be supplied. 

Starting with the latter, we propose that information about functor argu
ment status is hand-coded into the grammar. (The same solution is used 
in Pros2). To this end, we propose the following notation. (Note: The 
notation is different from the one proposed in an earlier version of this 
paper. However, the new notation is, in our view, more conspicuous and 
also more general). If two nodes, X and Y, combine to form a phrase, then 
(X/Y) or (Y\X) indicates that Xis the functor and Y the argument. Some 
examples of how existing grammar rules may be augmented to take into 
account functor/argument status are shown below. 

S--+ NP VP 
VP--+ V NP 

⇒ 

⇒ 

S --+ (NP\ VP) 
VP --+ (V /NP) 

Naturally, nothing crucial hinges on the exact notation. The extra informa
tion will be ignored by the parser when analyzing the syntactic structure 
of a sentence, but passed on to the prosody module. This requires some 
small modifications of the WCP parser-generator. 

The algorithm, as it stands, deals only with binary and terminal nodes, 
that is, it requires that syntactic structures are in Chomsky Normal Form. 
However, the WCP makes no restrictions at this point, and allows the 
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VP 

/\ 
VP' PP 

/\ 
V NP 

Figure 8: Binary interpretation of a multi-branching tree 

grammar writer to use unary, binary, as well as multi-branching rules. We 
propose the following solution. 

Unary rules are unproblematic, as the algorithm can easily be adapted to 
deal with these ( all that is needed is that the boolean "focusable" is passed 
on from daughter to mother). Also, allowing unary rules makes a lot of 
sense, as their use reduces the size of the grammar. 

Allowing for multi-branching rules is somewhat less trivial, but can be done 
by using the slash-notation recursively. For example: 

VP - V NP PP VP - ((V /NP)/PP) 

The syntactic structure assigned by this rule is interpreted by the labelling 
rules as if the following two rules had been used (here, VP' is a "virtual" 
VP node): 

VP - (VP'/PP) 
VP' - (V/NP) 

That is, the rule is interpreted as saying that in a construction such as put 
the book on the table the verb put combines with the NP the book, forming 
a "virtual" VP, which in turn combines with the PP on the table. The 
corresponding structure is shown in figure 8 . 

The use of "virtual" nodes allows the prosodic labelling rules to treat "fiat" 
syntactic trees with arbitrary many nodes as if they had a rich internal 
structure. In our view, this situation is optimal. 
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3.3 Focus assignment 

The labelling algorithm characterizes relative prominences of words in a 
sentence with respect to accent, it does not, by itself, tell us whether or not 
a word should be accented. To this end, we need to know the distribution 
of focus. It would be far too ambitious, for now, to perform some variety 
of discourse analysis in order to retrieve this information in a manner that 
would satisfy a linguist, and still perform well. So, we need a heuristic. 
We propose a very general one, that will work correctly in the majority of 
cases. 

When the WCP analyzes a sentence, it will search for one more phrases that 
appear as the righthand daughters of the so-called "s-cat" rule. Roughly, 
these are phrases that can "stand by themselves", and, normally, only major 
syntactic phrases are included in this category (i.e., S, NP, VP, PP, AdjP 
and AdvP, but not, for example, Det and Prep). Let us call these categories 
XP's. 

The heuristic, we propose, is expressed by the following rules: 

Focus rule: 
Each XP-node which is "focusable" is accented. 

Accent rule: 
A node X is "accented" if either X is marked + F, or X is marked 
s{trong) and the node which immediately dominates X is ac
cented. 

Thus, we have a recursive definition of accent. The Focus rule amounts to 
saying that each major phrase which has not been blocked for focus contains 
at least one accent. (It is not the same, however, as saying that all content 
words are accented). The Focus rule may be applied in tandem with the 
labelling algorithm, so there is no need for an extra processing step. As an 
example of how it is applied, consider the syntactic and metrical trees in 
figure 9 and figure 10, respectively. 

The major phrasal categories (XP's) in this structure are S, VPi, VP 2 

(a "virtual" VP-node), VP3 , NPi, NP2 and NP3 • The nodes which are 
marked +Fare the following: S, VPi, VP2 ; other nodes are already marked 
s(trong). Note that, if NP 1 were replaced by a pronoun, VP1 would become 
s{trong), hence would not be marked as +F by the Focus rule. 

The Focus rule is rather generous with accents. In our view, this is as should 
be; in the majority of cases it will assign highly acceptable accentuation 
patterns. 

The Focus rule works well with the WCP's "s_cat" phrases. But what if 
the parser fails to find an "s_cat", and needs to use a "wild card", i.e. a 
word that cannot be analyzed by the grammar rules. We propose that in 
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s 

I\ 
NP1 VP1 

/\ /\ 
Det N VP2 VP3 

the man/\ /\ 
V NP2 V NPa 

saw / \ leave / \ 

Det N Det N 

the girl the house 

Figure 9: Application of the Focus rule ( syntactic tree) 

+F 

/\ 
s +F 

I\ I\ 
w s +F s 

the man /\ /\ 
w s w s 

saw / \ leav°/ \ 

w s w s 

the girl the house 

Figure 10: Application of the Focus rule (metrical tree) 
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this case the word is accented, unless it is lexically marked as -accent. 
Note that lexical ambiguity must be dealt with first. The WCP does not 
disambiguate in the case of a wild card. However, alternative categories 
have been prioritized by Markov modeling, so it makes sense to use the 
word class with the highest priority. 

By now, we have specified a fairly complete system for dealing with accent. 
What is still missing is a rule for rhythmic readjustment of accent, the so
called "Rhythm Rule". This is a late rule that applies after the phrasing 
component. We will deal with it in section 4. 

Our proposals so far imply a tight integration of syntax and prosody. This 
is optimal in our view. On the down side, it requires a careful consideration 
of the grammar rules, which do most of the work, and which implement for 
a large part the language-specific aspects. Thus, one cannot say that any 
grammar that correctly disambiguates the input sentences will do. Rather, 
prosodic considerations will strongly influence grammar design. 

A problem we might mention is that in some cases function/argument status 
(which is crucial to the labelling algorithm) is not altogether clear. This is 
the case, for example, with post-nominal PP's. Let us assume the following 
grammar rules: 

NP - (Det/NB) 
NB - (N?PP) 
NB- N 

It makes a difference whether the PP is considered the functor of the rule 
in which it appears or the argument. In the former case, our system assigns 
one accent, in the latter two accents appear. Compare figure 11. 

Now, most theorists assume the structure with one accent. Also, post
nominal PP's are normally considered complements of the head noun, so, 
in our terminology, are arguments. However, speakers generally seem to 
realize two accents, one for each noun, suggesting the second structure as 
the correct one. Theoretically, this structure might be motivated by saying 
that the PP is an adjunct rather than a complement. That would make the 
PP a functor, which is what we want. However, it shows that theory is often 
rather flexible, making the syntax-prosody relation less than clear-cut. 
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+F +F 

I\ I\ 
w s w s 

. I\ ·/\ 
w s s +F 

man/\ MAN /\ 

w s w s 

with/\ with/\ 
w s w s 

a DOG a DOG 

Figure 11: Two analyses of post-nominal PP's 
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4 Phrasing 

This section discusses intonational phrasing, and how we propose to deal 
with it. We show that once a representation of the metrical tree, augmented 
with focus markers, has been established it is rather easy and straight
forward to identify potential phrase boundaries. These "soft" boundaries 
block certain phonological processes ( e.g. French liaison), and may or may 
not become "hard" boundaries, which are realized by intonational means 
(for example, a pause followed by an FO reset). The following subsections 
discuss how we might derive both kinds of phrase boundaries. First, how
ever, we briefly discuss intonational phrasing from a theoretical perspective. 

4.1 Syntactic and intonational phrasing 

The literature on intonational phrasing (e.g. Selkirk 1984, Nespor & Vo
gel 1986) emphasizes differences between syntactic and intonational con
stituents. These differences are often illustrated with examples like (6), (7) 
and (8). 

(6)a [s this is [NP the cat [s that caught [NP the rat [s that ate the 
cheese ]]]]] 

b this is the cat I that caught the rat I that ate the cheese 

(7) Abernathy gesticulates 

( 8 )a John I eats potatoes 
b John eats I potatoes 

The syntactic structure shown in (6)a is strictly right-branching. At the 
level of intonational phrasing, shown in (6)b, this sentence consists of three 
independent constituents. Thus, there seems to be a "mismatch" between 
syntactic and prosodic constituency. In (7), there may or may not be a 
phrase boundary between Abernathy and gesticulates, while, of course, syn
tactic constituency does not change. In (8)a, there is a phrase boundary 
between subject-NP and VP, whereas (8)b breaks up between verb and 
direct object. Examples such as (8)a and b are favorite among catego
rial grammarians, as they seem to suggest that the Chomskyan view of 
syntax (that each unambiguous utterance is associated with one and only 
one syntactic representation) is inherently wrong. By contrast, a catego
rial grammar allows the two structures shown in figure 12, suggesting a 
one-to-one correspondence between syntactic and prosodic phrasing - see 
Moortgat 1988, Steedman 1990. (Note that in figure 12 the slash is used 
with an interpretation which is different from what is proposed in section 
3. In categorial grammar, X/Y or Y\X indicates a category X from which 
a category Y is missing). 
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s s 

/\ /\ 
NP NP\S S/NP NP 

John/\ I \potatoes 
(NP\S)/NP NP NP NP\(S/NP) 

eats potatoes John eats 

Figure 12: Categorial grammar allows two structures for (8) 

In our view, the problem posed by (8)a and bis quite real, and categorial 
grammars seem to have the advantage here. However, a text-to-speech 
system does not need to be able to produce more than one phrasing for an 
utterance. So, if our system consistently produces (8)a, there is nothing 
wrong with that. Thus, even if there is a problem at the theoretical level, 
we need not deal with it here. 

As far as (6) and (7) are concerned, we are not impressed. These sentences 
seem problematic only if a one-to-one correspondence between syntactic 
constituents and intonational phrases is assumed ( or considered desirable). 
In our view, there is indeed such a one-to-one mapping (at least, initially), 
but it is concerned not so much with constituents as with boundaries be
tween constituents. Also, the point of departure is not syntactic structure, 
but the metrical tree. 

4.2 Assignment of intonational phrase boundaries 

In our view, accent and phrasing are related in the sense that both are 
dependent on the distribution of focus, and of metrical organisation. Like 
accents, potential phrase boundaries are derived directly from the metrical 
tree. 

Consider, for example, the metrical tree associated with (6)a, shown in 
figure 13. This structure immediately suggests a very general rule for in
tonational phrasing: given two sister nodes X and Y, if both X and Y are 
accented, then there is a "soft" boundary (i.e., a potential phrase boundary) 
in between X and Y. 

The rule applies in the following manner. There is a boundary between 
cat and the adjacent that because at the point in the tree where these two 
elements "meet", one node is s(trong) and "linked" to a +F node, whereas 
the other node is itself marked +F. Analogously, a boundary between rat 
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+F 

I\ 
w s 

this /\ 

w s 

is/\ 
s +F 

I\ I\ 
w s w s 

the CAT that / \ 

w s 

cau1 \ 
s +F 

I\ /\ 
w s w 

the RAT that 

Figure 13: Metrical tree for (6)a 
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NP +F 

/\ /\ 
Det Nl W 8 

/\ /\ 
AdjP N +F 8 

Figure 14: Syntactic and metrical structure of le! heureuz en/ants 

and the second that is predicted. 

An additional requirement is, probably, that of the two sister nodes involved 
in soft boundary assigment, the right one is an XP (i.e. major syntactic 
categories). This is to avoid boundaries being inserted between, for ex
ample, heureuz and en/ants in les heureuz en/ant" ( asuming the structures 
shown in figure 14), which would erroneously block liaison. By contrast, if 
a postnominal adjective phrase is used, as in les maiMns italiennes, AdjP 
is the righthand node, and liaison is indeed blocked. (See Nespor & Vo
gel 1986:179). Thus, admittedly, boundary assignment is also syntactically 
constrained. 

We can now formulate the following Phrasing rule: 

Phrasing rule: 
A "soft" phrase boundary occurs between X and Y if: 
a. X and Y are sisters, 
b. Y is an XP, and 
c. both X and Y are accented. 

The above rule has been implemented in Pros2, and appears to work rather 
well. One requirement, though, is that not all boundaries are treated alike. 
For example, a 200 ms. pause accompanied by an intonational reset at each 
potential boundary would be disastrous. To avoid such disaster, we must 
be able to prioritize boundaries somehow. 

It is well-known that there is a relation between syntactic structure and 
"prominence" of phrases (e.g. Gee & Grosjean 1983). For example, the 
break after cat in (8) occurs higher up in the tree than the break after rat, 
and as a consequence is considered more prominent. We may represent this 
by annotating phrase boundaries with complexity indices as indicated in 
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(10). Increasing values indicate decreasing prominence. 

(10) this is the cat I that caught the rat I that ate the cheese 
1 2 

Observe that one cannot delete (i.e. not realize) the boundary with com~ 
plexity index 1 without also deleting the boundary with index 2. On the 
other hand, the boundary with index 2 may be deleted freely (but see be
low). Thus, there is a certain amount of freedom in intonational phrasing, 
which is constrained by dependencies among phrases. 

We propose to account for these phenomena by assuming two levels of in
tonational phrasing (implemented as streams in the system architecture). 
One level characterizes "soft" boundaries as indicated above. A set of read
justment rules derives a second level, which characterizes "hard" bound
aries. Both levels are maintained in the central database. 

4.3 Readjustment of intonational phrase boundaries 

The readjustment rules must take into account not only structural depen
dencies among phrases as expressed by the complexity indices, but also 
phonological factors, such as phrase length. (Perhaps other factors are in
volved as well, but let us assume that this is not the case). Generally, 
speakers will tend to make a phrase not too long, not too short. Here, 
what counts as too much or too little depends, at least in part, on speaking 
rate. In fast speech phrases will be relatively long ( as a measure of, say, 
number of words and number of syllables), whereas in slow speech they will 
be relatively short. For example, the presumed break between Abernathy 

and gesticulated in (7) requires that speaking rate is relatively low. 

These different factors may be in conflict with one another, and in that case 
a proper balance must be found. We will illustrate this with some simple 
examples. (From now on, we assume phrase boundaries at the beginning 
and end of sentences with complexity index 0). 

(ll)a I NP I uses the media I to win the war I with lrak I 
0 1 2 3 0 

b I NP I left I . 
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0 1 0 

According to structural complexity, if a break occurs at the boundary with 
index 2 in {ll)a, there must also be a break at index 1. However, while this 
is true if NP is the pre8ident of the USA, there are no such requirements if 
NP is simply Bu8h. In fact, in the latter case one will tend to ignore index 
1, in order to optimize on phrase length. On the other hand, in (ll)b it 
makes little difference whether NP reads the pre8ident of the USA or Buah. 
In either case, one may or may not break at index 1, ignoring the fact that 
left is a very short phrase by any standard. 

These observations strongly suggest the following preferences in the case of 
a conflict between structural complexity and phrase length. When evaluat
ing a boundary with respect to its lefthand context, phrase length is more 
important than complexity. When evaluating a boundary with respect to 
its righthand context, this situation is reversed, and complexity wins from 
phrase length. These preferences are taken into account in the algorithm 
for readjustment of boundaries presented below. 

In order to see how the algorithm applies, consider the following situation, 
where numbers indicate boundary indices, and the long dash indicates ma
terial inbetween: 

0-2-3-1-2-0 

These are all "soft" boundaries, and the readjustment rules must determine 
which boundaries are to be copied to the level of "hard" boundaries. To 
this end, the algorithm must start with the boundary with index 1, decide 
whether or not it must be copied, and, if so, evaluate the parts to the left 
and right of 1. (Note that the two boundaries with index 2 are indepen
dent of one another). Thus, we need a recursive rule readjud{ Left, Right, 
Boundary, lndez), where the parameters Left and Right are boundaries 
which define the domain of application, Boundary represents the boundary 
under consideration, and Index the complexity index associated with this 
boundary. 

Initially, Left and Right point to the two boundaries with index 0, and 
Boundary points to the boundary with Indez = 1. 

The algorithm below assumes some auxiliary functions. One is 8pan{X, Y), 
which calculates the number of words bet.ween two boundaries X and Y. 
Another is a boolean function ezi8t(X, Y, Boundary, Index), which searches 
the domain defined by X and Y for a Boundary with a specified Index, and 
fails if such a boundary does not exist. Finally, copy(Boundary) copies a 
boundary from the "soft" boundary stream to the "hard" boundary stream. 

Boundary readjustment is defined as follows: 

readjust{Left, Right, Index) : 
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Next Index = Index + 1 
if exist(Left, Right, Index, Boundary) then 

% case 1: evaluate the lefthand context 
1. if span(Left, Boundary) > max then 

a. copy(Boundary) 
b. readjust(Left, Boundary, Nextindex) 
otherwise 
if span(Boundary, Right) > max 
and span(Left, Boundary) > min then 

copy(Boundary) 

% case 2: evaluate the righthand context 
2. if span(Left, Right) > min then 

readjust(Boundary, Right, Nextindex) 

In this rule, there are two parameters min and maz, which supply values 
for minimum and maximum phrase length, in terms of number of words, 
number of syllbales or some combination of these. These parameters are 
language-specific, and their values must be fixed by careful experimenta
tion. Also, they must take into account speaking rate. Let us assume, for 
sake of exposition, that phrase length ranges between two and four words. 

As an example of how the rule applies consider again (11 )a and b. If NP 
is just Bush, then in (11 )a case 2 applies to the boundary with index 1 
(the span of the string to the left of the boundary is one word, which is 
below minimum; however, the span of the entire string is above minimum). 
Thus, the rule ignores the boundary with index 1 and by case 2 proceeds 
with index 2. Now case 1 applies: the part to the right is six words, which 
is above maximum, and the part to the left is four words, which is above 
minimum. Next, case 2 also applies, and the rule is called recursively, again, 
to examine the boundary with index 3, whose domain of evaluation starts 
from the 2-boundary. Here, the left part is four words and the right part 
is two words, so we ignore that boundary as well. This leaves us with only 
the boundary with index 2 at the level of "hard" boundaries. 

Next, consider (ll)a with NP being the president of the USA, which we 
will count as five words. This time, the boundary with index 1 is copied, 
as the left part is above maximum, and the rule recurses into the NP which 
contains an internal boundary preceding the prepositional phrase. This 
internal boundary will not be realized, as its left part is two words, its right 
part three words. After this excursion, the rule proceeds by considering 
the part to the right of NP. Here, the boudary with index 2 has a lefthand 
span of three words, and a righthand span of six, so it is copied. Finally, 
the 3-boundary is ignored just like in the previous case. 
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In (11 )b, with NP is Bush, no boundary is copied. However, with the full 
noun phrase, it is. 

Summarizing, we propose a highly general way of dealing with intonational 
phrasing, which takes the metrical tree as a starting point. Soft phrase 
boundaries are derived directly from the distribution of focus. Prosodic 
complexity of a boundary is a function of the corresponding position in 
the tree. In the next step, a readjustment rule takes into account phrase 
length and complexity in deriving the level of "hard" boundaries. This 
rule will ignore complexity if there is the danger of a phrase becoming too 
short, except if the phrase is sentence-final, in which case this cannot be 
avoided. This seems in accordance with human performance, and should 
give highly acceptable results, provided, of course, that we find optimal 
values for the parameters min and ma:r: in the readjustment rule. It should 
be noted, however, that the material presented in this section is still highly 
experimental, and has not been tested. 

Some problems remain to be dealt with. The above system is highly depen
dent on syntactic structure. So, what happens when a sentence cannot be 
fully analyzed by the WCP? In that case, the output of the parser is a list 
of "s-cat" constituents, wildcards (unanalyzed words) and/or punctuation 
symbols. We propose to indicate boundaries between the elements of these 
lists with a complexity index of 0. Compare (12)a and b, where .!lrwa is an 
unanalyzed word. 

(12)a I the man I saw a girl I . 
0 1 0 

b I the man I srwa I a girl I . 
0 0 0 0 

In (12)a, there is full sentential structure, hence the complexity index 1 
between NP and VP. In (12)b, on the other hand, all that is known is 
that the man and the girl are NP's, which do not have phrase-internal 
boundaries. Therefore, all boundaries are phrase-external, and are marked 
with a complexity index 0. We propose that, if such a boundary occurs 
at a punctuation symbol, it is copied to the level of "hard" boundaries. 
Typically, these boundaries are associated with a standard pause duration 
and intonational movement appropriate for the symbol. In other cases, a 
boundary with index O result from parse failure, and is not to be trusted. 
These latter boundaries should probably be ignored. 

A somewhat thornier problem occurs when punctuation symbols appear 
phrase-internally (i.e. the grammar used by the WCP contains a rule which 
allows a punctuation symbol to be part of a phrase; this makes sense in 
the case of, for example, a relative clause). These are also associated with 
"hard" boundaries. The problem is that the readjustment rule mustr be 
adapted to accommodate these boundaries. 
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Similar problems occur when one or more boundaries have been predefined 
by the user. Allowing the user to define "soft" boundaries would probably 
complicate the readjustment rule too much; "hard" boundaries can easily 
be accomodated for. Therefore, we propose that, at least for the moment, 
only "hard" boundaries may be user-controlled. 

4.4 Rhythmic readjustment of accent 

Before we can proceed to a discussion of how accent and phrasing are 
integrated, we need to say a few words about rhythmic readjustment of 
accents, which applies after the phrasing rules. Rhythmic readjustment 
is triggered in sentences such as (13). (We will restrict our attention to 
Dutch). 

(13) hij kan HEEL ERG HARD ZINGEN 

he can very terribly loud sing 
(he can sing very very loud) 

The phrase-internal boundary structure of this sentence is as indicated in 
(14). Assume, for sake of argument, that the boundary with index 1 may 
or may not be realized as a "hard" boundary. In that case, there are two 
realizations for (13), presented in (15)a and b. 

(14) 

(15)a 
b 

hij kan HEEL ERG HARD I ZINGEN 

1 

hij kan HEEL erg hard ZINGEN 

hij kan HEEL erg HARD I ZINGEN 

In (15 )a, there is one phrase, and by rhythmic adjustment only the first 
and last accent within the phrase are retained. In (15)b, on the other hand, 
rhythmic adjustment applies only within the first phrase. 

We will not give a formal definition of rhythmic readjustment here. One for
mulation, by Baart (1987), is very precise, but structurally rather complex. 
When developing Pros2, the rule was found very difficult to implement cor
rectly. In fact, we expect that a simpler rule might work appropriate in 
the vast majority of cases. However, further study is needed here. What 
is important, though, is that the rule applies after boundary readjustment. 
Also, it is important to note that rhythmic readjustment of accent must be 
implemented in such a way that it will not destroy user-defined accents. 

In a similar manner, there may be other "late" rules, further modifying 
accent and phrasing, perhaps also heuristic rules catering for circumstances 
that cannot be dealt with by the more general algorithms described in this 
paper. 
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5 Acoustic realization of prosodic structure: 
duration and intonation 

This section is concerned with the acoustic realization of the prosodic struc
ture that has been generated by the algorithm outlined in the previous 
sections. The acoustic realization primarily involves temporal and funda
mental frequency variation. In the following, we will first go into general 
aspects; next, we will treat some procedural aspects; finally, we will consider 
implementation aspects within the POLYGLOT framework. 

5.1 Acoustic realization of prosodic structure 

5.1.1 Duration 

Several factors have been reported to systematically affect the duration of 
speech units ( we leave out of consideration variations in segmental duration 
due to neighbouring segments, such as longer vowels before plosives than 
for nasals. We assume that these effects are captured by rules for segmental 
synthesis). The two main factors appear to be the presence or absence of 
an accent, and prepausal lengthening. Another factor is the number of 
unstressed syllables following a stressed syllable (Nooteboom, 1972). 

On the perceptual side, considerable perceptual tolerances have been re
ported: variations in segment duration below 25 % appear to go unnoticed. 
This suggests that, particularly in the first stage of rule development, most 
attention should be given to the strong effects such as presence or ab
sence of accent and prepausal lengthening. On the other hand, subjective 
impressions suggest that listeners are rather sensitive to violations of eu
rhythmy. Thus, some attention will have to be given to compensatory 
lengthening/shortening for undershoots and overshoots. 

5.1.2 Intonation 

With respect to intonation, two main approaches have been taken, a phono
logical, i.e. basically linguistic approach, known as "autosegmental phonol
ogy", and a more phonetic, i.e. basically psychophysical approach. The 
main distinction is that the linguistic approach is interested in linguistic, 
i.e. distinctive aspects of intonation, and leaves out of consideration those 
aspects of FO variation which are non-distinctive from a linguistic point 
of view, whereas the phonetic approach is interested in describing those 
aspects of FO variation which are perceptually relevant, including both as
pects which are linguistically relevant and aspects which are assumed to be 
relevant from a perceptual point of view but not distinctive at the linguis
tic level. Autosegmental accounts need to be supplemented with phonetic 
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realization rules in order to relate linguistic representations to actual F0 
trajectories. Since our purpose is the synthesis of natural sounding F0 
trajectories, we will adopt the phonetic approach. By doing so, we put em
phasis on the perceptual point of view, that is, on the question of whether 
synthetic intonation sounds natural. 

Within the phonetic approach, the perceptually relevant F0 change, i.e. 
the pitch movement, is the basic building block of the pitch contour. Pitch 
movements can be characterized by the following parameters: size (rising 
or falling pitch), slope (fast or gradual), position within the syllable (early, 
middle or late) and range (full or partial). The inventory of pitch move
ments and the precise specifications for slope or duration, position within 
the syllable and range are language-specific. 

A further condition for synthesizing intonation contours is a set of com
binatory rules, since not all possible combinations will be well-formed, i.e. 
acceptable to the native speaker /listener of the language in question. The 
combinatory rules are also language-specific. 

Once a specification has been given of the inventory of pitch movements in 
the language and the combinatory rules, a second task is to select one 
contour out of the set of possible contours for a given input string of 
words. This selection is in part driven by functional considerations. From 
a functional point of view, several classes of pitch movements can be distin
guished: some types of pitch movements make a syllable prominent; some 
types of movements are used for marking prosodic boundaries; some types 
of movements are used as linking movements. Further selectional restric
tions are imposed by positional constraints; e.g. some prominence-lending 
pitch movements can only be selected for the last accented word in an in
tonation phrase. Furthermore, some of the possible combinations of pitch 
movements carry strong attitudinal connotations, and seem less applicable 
within the framework of text-to-speech conversion. The distribution of the 
remaining possibilities appears to be related to syntactic properties of the 
input string. 

In addition to rules to select a particular sequence of pitch movements for 
an input string of words, we also need rules for specifying the scaling of 
the pitch movements in the overall frequency range. This comes down to 
specifying rules for the course of baseline and topline declination, and for 
the respective domains. In a model for synthetic intonation for Dutch, 
baseline and topline declination are both defined in terms of the intonation 
phrase, i.e. a stretch of speech between two pauses. Perceptual evaluation 
has shown that this algorithm produces quite natural sounding intonation. 
Up to now, evidence has been collected that rules for computing declina
tion should make a distinction between intonation phrases as a function 
of their position in the sentence. Three different categories appear to be 
required: initial, medial and final position. In applications involving con
version to speech of coherent text, more sophisticated algorithms are needed 
containing rules for computing declination as a function of the position of 
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a sentence in the paragraph. 

A note must be made about the size of prominence-lending pitch move
ments. The size of these movements must be specified before a symbolic 
representation of a sequence of pitch movements can be turned into actual 
FO values. For languages such as Dutch, variation in the size of movements 
makes an important contribution to the naturalness of synthetic speech. 
The size of prominence-lending movements determines to a large extent 
the degree of emphasis. The algorithm for prosodic structure indicates 
which words have to marked by accents, but is does not provide informa
tion as to how emphatic each accent should be. So, additional rules are 
required as part of the algorithm for prosodic structure, on the basis of 
further investigations. For the present, the size of pitch movements may be 
obtained from the range between baseline and topline. For Dutch, this ap
proach provides quite acceptable results. More sophisticated rule systems 
may take into consideration syntactic and lexical information. 

For slope or duration and position within the syllable, appropriate values 
can be stored in a table. Up to now there is little evidence that these 
properties have to be specified by rules which are sensitive to information 
at other levels of representation, with one exception: the precise acoustic 
realization of prominence-lending movements is sensitive to features of the 
pre-vocalic consonant in the syllable marked for accent. Taking into consid
eration this information in the realization of the movement may contribute 
to segment identification. 

5.2 Specifying algorithms for duration and intonation 

Algorithms for duration and intonation concern the application oflanguage
specific linguistic/phonetic rules. The rules consist of an action part and 
a condition part. The action part specifies what action is performed at 
a given level of operation. A distinction must be made between symbolic 
rules and numerical rules. Symbolic rules involve the insertion, deletion or 
modification of parts of symbolic representations. Numerical rules involve 
the assignment of numerical constants or the computation of numerical 
values by means of arithmetic expressions. The condition part specifies 
what conditions have to be fulfilled before the action can be performed. 
The action consists of inserting or changing or deleting information. 

5.2.1 Duration rules 

Duration rules perform the task of changing the durations of speech units 
which are generated by rules for segmental synthesis in correspondence with 
the prosodic structure. As has been outlined above, two main actions seem 
to be required: lengthening of syllables which are marked for accent, and 
lengthening of prepausal segments. This means that the action part will 
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specify a change in segment c.q. syllable durations by means of an arith
metic operation, and that the condition part will specify information at the 
level of prosodic structure and, if required, the segmental level. Schemati
cally: 

segment duration --+ duration o: X 
IF condition A applies at the prosodic level 
AND condition B applies at the segmental level, 

where o: specifies an arithmetic operation and X specifies a certain numeric 
value or arithmetic expression. Although from a linguistic point of view 
it may be preferable to specify rules in terms or syllables, from a compu
tational point it will be more convenient to specify the rules in terms of 
segments, since durations are specified as properties of segments. 

If the conditions specified in the condition part are fulfilled, the action is 
performed and segmental durations are adjusted accordingly. 

The number of rules will be small, and the ordering of rules will be of limited 
importance: for additive and multiplicative models different rule orderings 
for accent lentgthening and prepausal lengthening will give the same result; 
for mixed models, however, different orderings will give different results (for 
the general appropriateness of additive and multiplicative models cf. Van 
Santen & Olive 1990). 

5.2.2 Intonation rules 

Intonation rules perform the following tasks: they generate a sequence of 
symbolic representations of pitch movements; they specify values for the 
size of pitch movements (as has been argued above, the slope or duration 
and the timing of pitch movements may be fixed in tables); in addition, 
they specify values for baseline and topline declination. This implies the 
following actions: 

• symbolic rules select specific types of movements for syllables which 
are marked for accent and for syllables which precede prosodic bound
aries; the selection is dependent on positional constraints and on syn
tactic factors. 

• numerical rules specify values for the size of pitch movements in order 
to establish the desired degrees of prominence ( alternative approaches 
are possible; for instance, differences in prominence can also be estab
lished by rules which specify the scaling of FO maxima relative to the 
range defined by baseline and topline; or the value of FO maxima can 
be simply defined by the topline ); differences in prominence can be 
established on the basis of positional, lexical or syntactic information; 
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• numerical rules specify values for the parameters determining the 
course of the baseline and the topline; we assume that by default 
the intonation phrase, i.e. a fragment of speech between pauses, 
is the domain both for baseline and topline declination (intonation 
phrases are provided by the algorithm for prosodic structure). In 
more sophisticated rule systems, the topline and baseline may have 
different domains. Rules for baseline and topline declination take into 
consideration several types of information: information at the level of 
prosodic structure, in order to determine the position of an intonation 
phrase within the utterance; information about syntactic structure, 
because the course of the baseline appears to be sensitive to syntac
tic properties of the utterance; information about the position of the 
sentence in the paragraph (paragraph onset may be specified by the 
user) or information that the system deals with an isolated utterance. 

In the previous paragraphs, we have summarized what information the 
rules for intonation produce, and what information they need to address. 
Now, we must consider some properties of the algorithm for intonation. 
The actual algorithm is language-specific. Some general remarks can be 
made, however. There seems to be a natural ordering of components of the 
algorithm. We assume that the intonation phrase is the primary domain 
of operation of the rules. Proceeding from left to right, for each intonation 
phrase the values for the declination parameters are determined, a sequence 
of pitch movements is generated, and the size of pitch movements is deter
mined. The values for timing and duration of pitch movements can be read 
from tables, and can be used in the process of converting the output of the 
rules to actual F0 values. 

5.3 Implementation 

The rules for duration and intonation will be stored in rule files to be 
interpreted or compiled by a rule interpreter/ compiler. The format in which 
the rules will be written and the performance aspects of the formalism 
have been treated in documents I-200009 (Terken), N-010116 (Willemse) 
and N-010600 (Van Son). In document N-100600, Van Son has proposed 
to adopt an extension of a formalism which has been developed for the 
experimental Dutch text-to-speech system Speech Maker by Van Leeuwen. 
This has the same general properties as the proposal made by Terken and 
Willemse (both proposals use essentially a SPE-format ), but requires a 
more explicit specification of source and target focus. We will adopt the 
proposal by Van Son and use the Speech Maker formalism to illustrate 
implementation aspects. The formalism has not yet been tested, although 
a rule compiler has been developed for a different working environment 
within the framework of the Dutch national research programme Analysis 
and Synthesis of Speech. Furthermore, exploratory tests will have to make 
clear whether the formalism can handle rules for declination, or whether 
task-specific tools must be developed. 
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The condition part of the rules describes information at different streams 
of the central data structure. We make the following assumptions about 
the way in which different types of information are stored. 

• Prosodic information wil be coded at different streams. Information 
about the distribution of accents will be coded as attributes of words: 
each word will be coded for + or - accent. Since the rules for the 
temporal and intonational realization of accents will refer to syllables 
rather than words, we have to the associate the output of the rules 
with the stressed syllables of accented words rather than with the 
words themselves. 

• In addition, separate streams will represent the division of the sen
tence into "minor" prosodic phrases ( defined by the "soft" boundaries 
described in section 4) and "major" prosodic phrases, i.e. intonation 
phrases, defined by the "hard" boundaries described in section 4 . 

• The representation of syntactic information has been treated in doc
ument N-010120. 

• Lexical information is stored in the Word stream. 

• Segment durations are stored as attributes of segments, i.e. at the 
phoneme level. 

5.3.1 Duration rules 

For duration rules, no separate structures are required: the rules change seg
ment durations which are stored as attributes of segments at the Phoneme 
level. Rules (16) and (17) illustrate the operation of duration rules. Rule 
( 16) handles accent lengthening. Here, it is assumed that accent lengthen
ing applies monotonously to the vowel and consonant parts of the syllable 
carrying the accent. Rule (17) handles lengthening of the vowel part (17a) 
and the postvocalic consonants of prepausal syllables (17b). 

The rule format has not yet been distributed. Therefore, some explanation 
is called for. Rules consist of a lefthand side and a righthand side. The 
lefthand side indicates one or more streams, including the source focus. By 
definition, the source focus is given by the lowest stream in the lefthand side. 
The righthand side indicates the target focus. The target focus concerns the 
same stream as the source focus. The lefthand side described the pattern 
that has to be matched. Vertical bars represent synchronization markers. /\ 
/\ indicates the focus. Further internal structuring of the focus is obtained 
by labelling synchronization markers with a and b. Vertical synchronization 
is obtained in two ways: two synchronization markers which are vertically 
aligned indicate that the fields must begin or end at the same position in the 
central data structure. A synchronization marker which is aligned with I < 
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or > I means an instruction to search Jeftward or rightward, respectively, 
from the present position for the occurrence of the first boundary at the 
higher level. For instance, the structure 

syll: I< > I 
seg: I I 

represents the instruction to look for the first syllable boundary to the left 
and right of the current segment. 

(16) word: I< +ace >I 
syll: I< +str >I 
seg_dur: I I => •= 1.2 

(17)a pros: i 
syll: I< >I 
seg : I +v I 
seg_dur: I I => •= 1.15 

(17)b pros: i 
syll: I< >I 
seg : I +v -v I 
seg_dur: I => •= 1.20 

5.3.2 Intonation rules 

As has been described a.hove, three different types of intonation rules can 
be distinguished: 

(A) rules which generate a sequence of pitch movements; 

(B) rules which generate sizes for pitch movements; 

(C) rules which generate values for the declination para.meters. 

For the present, we assume that the size of pitch movements is simply 
determined by the distance between baseline and topline. For languages 
involving three levels - baseline, midline and topline - different codes are 
used for movements between the different levels ( cf. Willems, Collier & 't 
Hart, 1988). Here again, the size of a pitch movement is simply determined 
by the interval between the relevant levels. This leaves us with rules of 
categories A and C. 
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The rules of category (A) generate a symbolic string representing the se
quence of pitch movements. In condition part of these rules, information is 
addressed at the word stream, at the stream containing syntactic informa
tion and at the stream containing prosodic information. The stream con
taining syntactic information represents hierarchical information by means 
of a number of substreams. The number of substreams corresponds to the 
number of constituents beginning at a certain word. We assume that the 
syntactic stream will be searched from top to bottom to match the pattern 
specified by the condition part of the rule. There are two exit conditions. 
Either the match succeeds or it fails. In the latter case, the whole syntactic 
tree is searched. The following rule illustrate the search procedures. In 
words, the rule says: 

Action: associate a sequence of a prominence-lending rise * R and a promi
nence-lending fall * F with successive syllables marked for accent. 
Condition 1: the accents are the last two accents in the sentence. 
Condition 2: the two words containing the syllables marked for accent 
belong to the same constituent. 

I\ I\ indicates the focus. A further structuring of the focus is obtained by 
labelling synchronization markers with a and b. The bottom stream is the 
stream in which the action has to be performed. ( +acc)O represents zero 
intervening accents. 

sentence: >I 
synt: I< xp >I 
word: l<+acc>I (+acc)O l<+acc >I 
syll: l+str I l+str I 
into: I I I I => l•R I l•FI 

a b a b A 

The application of this rule can be illustrated with respect to the input 
string "he likes coffee with milk", where the prosody algorithm has marked 
"coffee" and "milk" for accent. The relevant syntactic information is stored 
as follows ( the full syntactic representation of this sentence is shown in 
document N-010120): 

WORD STREAM 
word: he likes coffee with milk 
word_class: n V n p n 

SYNTACTIC STREAM 
constituent s VP NP2 NP4 
scope 5 4 3 1 

-------------------------------------------------------
constituent 
scope 

NP1 
1 
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We assume that the label XP in the stream coding the syntactic information 
has been defined as a set consisting of constituents of the type NP and PP. 
So, when the conditions at the syllable stream and the word stream succeed, 
the stream representing the syntactic information is entered from the top. 
Here, it is found out that. "coffee" starts an NP consitsting of three words, 
including the word "milk", and the condition specified by the syntactic level 
succeeds also. 

The situation becomes slightly more complicated if the first of the two 
accented wordsis not the first word of the constituent, such as in "John 
lives in a small house", where "small" and "house" are marked for accent. 
The syntactci information is stored as folows: 

WORD STREAM 
word: 
word_class: 

SYNTACTIC STREAM 
constituent 
scope 

constituent 
scope 

John 
n 

s 
6 

NP1 
1 

lives 
V 

VP 
5 

in a small house 
p art adj n 

'PP1 NP2 
4 3 

Here, the word "small" does not itself start an NP or a PP. So, the search 
reiterates from the preceding word, and now the condition succeeds, because 
"a" is the first word of an NP. 

Of course, these are very simple examples. Once the system has been 
implemented, it can be found out whether it is powerful enough to handle 
more complicated cases also, and what adjustments are needed. 

As we have assumed above, rules of type B, specifying the size of pitch move
ments, can be discarded for the present. If they must be added, the data 
structures constituting the intonation stream can be extended by adding 
an attribute coding the size of each pitch movement. 

For rules of type C, we assume that parameters for topline and baseline 
declination are stored as attributes of intonation phrases, i.e. in the stream 
representing the prosodic structure. 



6 Integration 

So far, we have discussed accent, phrasing and intonation rules separately. 
Here, we indicate how they are integrated, and which tools are needed for 
implementation. Starting with the latter, we make a distinction between 
a) data files (e.g. lexical information, context-free grammars), b) system 
tools (e.g. the WCP), and c) stream-oriented rules encoded in the rule 
formalism for prosody rules, proposed in documents 1-200009 (Terken), N-
010116 (Willemse) and N-010600 (Van Son). 

a) In two places, our system for accent and phrasing uses information which 
must be encoded in data files. This information is language-dependent. 
First, the lexicon must be expanded to include information about inherent 
accentability of words ( section 3.1 ). Lexical information concerns only a 
limited number of words (say, 500), and requires a relatively small effort. 
Second, the grammar rules used by the WCP must be annotated with 
information about functor/argument status of categories in a rule (section 
3.2). Again, this information is language-dependent, and effort depends 
on the size of the grammar. Also, existing grammar rules may sometimes 
require slight modifications. 

b) The language-independent parts of our system might be implemented as 
a system tool, one that works in tandem with the WCP. This concerns the 
following steps: 

• prosodic labelling (i.e. derivation of the metrical tree; section 3.2); 

• focus assignment (i.e. application of the Focus Heuristic; section 3.3); 

• assignment of intonational phrase boundaries (i.e. derivation of "soft" 
phrase boundaries and complexity indices; section 4.2). 

There are several reasons for implementation as a system tool. One is that 
these algorithms either work for all languages in the POLYGLOT project, 
or not at all. Thus, there is no need to keep them in a human-readable 
format. Another, and more compelling, reason is that these algorithms 
are oriented towards hierarchical representations (trees), upon which they 
need to operate recursively. By contrast, the system architecture is stream
oriented. Now, although trees can be represented as information which is 
conta.ined in streams, a depth-first search of a tree represented in this man
ner cannot be processed efficiently. A final consideration is the sheer exe
cution speed of a (properly implemented) system tool, which will improve 
throughput. 

The following two steps might also be implemented as system tools (or, 
rather, be integrated with the "prosody" tool proposed above): 



• readjustment of intonational phrase boundaries (i.e. derivation of 
"hard" boundaries; section 4.3); 

• rhythmic readjustment of accent (section 4) 

In the case of boundary readjustment, one consideration might be that it 
is formulated as a recursive procedure. We do not know, at the moment, 
whether the rule in its present formulation is suitable for implementation 
in the rule formalism, and, if not, whether it can be reformulated as a non
recursive rule, without compromising on clarity. On the other hand, the rule 
operates on information which is contained in streams, and no hierarchi
cal representation is required. So, this matter needs further investigation. 
Similar considerations apply to rhythmic readjustment of accent. As we 
have not decided on an exact formulation, we also do not know whether we 
need structural or stream-oriented information (if we use the formulation 
by Baart, we will need a representation of the the metrical tree). 

c) We propose that intonation rules and other "late" rules are implemented 
using the rule formalism for prosody rules. The reasons for implementation 
as rules are the following. First, these rules require language-specific tuning. 
Hence, they must be in human-readable format. Also, extensive tuning of 
parameters is necessary anyway. Second, these rules are by their very nature 
stream-oriented. Third, we have no reason to believe that these rules will 
become a bottleneck. 

Note that our proposal meshes well with the existing architecture of the 
POLYGLOT text-to-speech system, in which lexical access is followed by 
syntactic parsing ( using hierarchical representations), which in turn is fol
lowed by stream-oriented processing (e.g. grapheme-phoneme conversion). 
Thus, our proposal builds upon what is already there. 

We expect to implement our system for accent and phrasing in two phases: 
1) prototyping; 2) integration into the system architecture. We will briefly 
discuss each. 

1. Currently, Dirksen is working on a prototype implementation in Turbo 
Prolog, which will probably go by the name of Pros3. 5 Presently, Pros3 im
plements a simple syntactic parser and the Prosodic Labelling Algorithm, 
including focus assignment. The syntactic parser resembles the WCP in 
several respects. First, it uses the grammar rule notation used by the 
WCP, augmented with information about functor/argument status of cat
egories in rules. Second, like the WCP, the parser searches for one or more 
"s_cat" phrases, and, if necessary, uses wild cards (the search algorithm 
is less sophisticated, however, so there may be subtle differences in this 

5Turbo Prolog is a fast PC implementation of Prolog. It is not true Prolog, as it uses 
features of Pascal-like languages to achieve an efficient implementation (which is why it is 
sometimes called "Pascal with backtracking"). It was selected because it allows for fast 
prototyping of programs. Also, unlike other Prologs, it compiles to stand-alone .EXE files, 
that run efficiently even on a lowly XT. 
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respect). Third, like the WCP, the parser is deterministic in that it will 
consider only one analysis of the input string. A difference with the WCP 
is that the Pros3 parser allows left-recursive rules (it implements a version 
of the left-corner algorithm described by Pereira & Shieber 1987:178-185 ). 
Also, the algorithm uses a combination of partial execution and interpre
tation of grammar rules, and is not as fast as the WCP, which uses fully 
compiled grammar rules. Another difference is that the parser does not 
allow rnetarules, i.e. rules which do not contribute to the final analysis, but 
implement the search strategy (instead, the search strategy is wired-in). 
However, porting grammar rules from the WCP to Pros3 and vice versa is 
trivial. Lexical information in Pros3 is obtained from a small lexicon, which 
must be provided by the user. The program displays its results graphically 
on the screen ( so, trees are presented as trees). 

It is expected that the prototype program will be finished by summer 1991, 
but probably sooner. It will also implement phrase boundary assignment, 
and (perhaps) the readjustment rules. It will come with small grammars 
and tiny lexicons for several languages (probably Dutch, English and Ger
man or French), which demonstrate the technology. Also, it will work with 
the Dutch WCP Grammar, developed by Rijk Willemse of Nijmegen. It 
will be distributed to partners as a demonstration and development tool. 
The program will ship as a stand-alone executable file, which runs on MS
Dos PC's. Thus, users need not have Turbo Prolog in order to run the 
program. In fact, no knowledge of Prolog is required. It goes without say
ing that there will extensive documentation, which will supply more details 
(also about theoretical notions) than could be supplied in this paper. 

Once the prototype system has become available, partners will have the 
necessary tools to adapt the prosody system to their language. 

2. The prototype system and its documentation will serve as a blueprint for 
integration with the system architecture. This will require small modifica
tions of the WCP, and implementation in C of the prosody module. We have 
discussed the necessary modifications of the WCP with llijk Willemse, and 
do not expect any difficulties in this area. Implementation of the prosody 
tool in C will be done at IPO. We expect that it will be available by the 
end of 1991. 

We end this paper with an example of how the different components of 
our system for accent and phrasing work together, concentrating on flow of 
processing and interaction with the central data structure. Let us assume 
that the user of the text-to-speech system types in the following lines at 
the system prompt: 

> He gave the nice girl a book 
versus 
He gave her a book 

After scanning the input text and lexical access the central data structure 
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should contain the following streams ( assume that the word "versus" is not 
known to the system): 

vord: he I gave the nice girl a book 
cat: Prol V Det Adj N Detl N,V 
accent: I - I - I 

word: versus 
cat: ? 

accent: I 

word: he I gave her I a book 
cat: Prol V Pro I Detl N,V 
accent: I - I I - I 

This information is input to the parser. We assume that the grammar 
used by the parser contains, among others, the following grammar rules, 
annotated with functor/ argument information: 

s : (NP\VP). 

NP : (Det/NB); 
NB; 
Pro. 

NB (AdjP/NB) i 
(N\PP); 
N. 

AdjP (Adv/Adj); 
Adj. 

pp (P/NP). 

VP ((V/NP)/NP); 
(V/NP); 
v. 

In order to illustrate the structures assigned by the parser and by the 
prosody module, we include a snapshot from the screen of Pros3 in fig
ure 15. (The program, although not yet finished, already parses these 
simple sentences using the above grammar rules). 

The top window shows three syntactic trees assigned to the input string: 
a sentence (S), a wild card, another sentence. The bottom window shows 
the corresponding metrical trees after processing by the prosodic labelling 
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Figure 15: A snapshot taken from the graphics screen of Pros3 
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algorithm. Note that the multi-branching VP-node has been converted to 
a binary branching tree before the labelling rules were applied. Also note 
that in both sentences there will be a "soft" phrase boundary directly before 
"a book" with a complexity index of 1. The information implicit in this 
structures is output to the central data structure, which now reads as follows 
(for convenience, we indicate boundaries by annotating sync markers with 
a complexity index - sync markers at the end of a line are repeated at the 
beginning of the next line): 

word: he I gave the nice girl a book 
cat: Pro I V Det Adj N Detl N 
accent: I - I + + - I + 
soft: 0 1 0 

word: versus 
cat: ? 

accent: I 
soft: 0 0 

word: I he I gave her I a book 
cat: I Prol V Pro I Detl N 
accent: I - I + I - I + 
soft: 0 1 0 

Next, the readjustment rules come into play. With typical values for the 
parameters min and maz of the boundary readjustment rule, the boundary 
with index 1 will not be copied in either sentence. However, with a value 
max = 4 ( which is rather low), a "hard" boundary between girl and a book 

in the first sentence will result. Rhythmic readjustment of accent should 
not apply in this sentence. However, if we were to replace the singular 
noun phrase a book with the plural books, then, according to Baart's (1987) 
formulation of the Rhythm Rule, girl would be deaccented. We wonder 
whether we should really want that to happen. (Rhythmic readjustment 
should not change the contextual meaning of a sentence, and that is exactly 
what appears to happen here). 

Summarizing, we have proposed a very general system for prosodic marker 
assignment in the POLYGLOT text-to-speech system. As shown above, 
the system, which was developed primarily for Dutch, appears to work 
for other languages as well. Large parts have already been implemented 
in a prototype system. Though the system is conceptually rather com
plex, its implementation is straightforward and, potentially, highly efficient. 
Language-specific details are few, and can easily be separated from process
ing aspects. 

Also, we have indicated how intonation rules and duration rules might make 
use of prosodic markers (and syntactic information), and how these rules 
might be formulated within a Speech Maker-type rule formalism. However, 
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as we have not had on-hands experience with this rule formalism, many 
details must remain unknown for the moment. 
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