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Abstract 
 
The rapid growth of data science and machine learning applications across industries has given 
rise to new challenges. Looking deeper into the problems of data professionals, it is observed that 
the main bottleneck in leveraging machine learning methods in the industry is not a technological 

one but lies within the ability to communicate the developed solutions. Business decision makers, 
who are usually not data experts, need to understand and trust the data science tools and results. 
Involvement of business stakeholders and domain experts in the development process is essential, 
also, to assure the compliance with regulations and establish accountability when deployed. 
 
To support communication between counterparties as well as to increase transparency in the 
developed solutions the thesis proposes combining visualization and data storytelling. The thesis 
explores the use of a narrative visualization solution, which aims to give an inclusive overview 

of the problems and motivations, explain the machine learning algorithm, and enable its 
exploration through the means of visual interaction. Sequential data and random forest classifiers 
were examined as a preliminary case-study for narrative visualization.  
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Zusammenfassung 
 
Das rasante Wachstum von Anwendungen aus den Bereichen Data Science sowie Maschinellem 
Lernen über verschiedene Wirtschaftszweige hinweg, hat neue Herausforderungen 

hervorgebracht. Betrachtet man die Probleme professioneller Data Scientists näher, so stellt man 
fest, daß der Flaschenhals zur erfolgreichen Anwendung von Methoden Maschinellen Lernens in 
der Industrie oft kein technologischer ist. Vielmehr ergibt sich ein Flaschenhals oft aus den 
begrenzten Möglichkeiten, die entwickelten Lösungen verständlich zu kommunizieren. 
Entscheidungsträger in der Wirtschaft, die oft keine Experten in genannten Bereichen sind, 
müssen Data Science Werkzeuge und deren Ergebnisse verstehen und ihnen vertrauen, um sie 
sinnvoll einsetzen zu können. Die Einbringung von Wirtschaftsakteuren und Domänenexperten 

in den Entwicklungsprozeß ist von essentieller Bedeutung, um die Konformität mit Vorschriften 
und Richtlinien sowie Rechenschaftsfähigkeit garantieren zu können. 
 
Um die Kommunikation zwischen den beteiligten Akteuren zu unterstützen, sowie die 
Transparenz im Entwicklungsprozeß zu erhöhen, schlägt diese Masterarbeit einen Ansatz vor, 
welcher Visualisierung und sogenanntes Data-Storytelling kombiniert. Es wird der Einsatz einer 
narrativen Visualisierungslösung ergründet. Diese verfolgt das Ziel, einen umfassenden 
Überblick über betrachtete Probleme und Beweggründe zu verschaffen, Algorithmen 

Maschinellen Lernens zu erklären und deren Ergründung mithilfe einer visuellen Interaktion zu 
ermöglichen. Als vorläufige Fallstudie für narrative Visualisierungen, wurden sequentielle Daten 
und Random Forest Klassifikatoren untersucht.  
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1. Introduction 
 
In this section, general background of the thesis is provided to give an overview of its context and 
motivations. Additionally, the background of machine learning and data visualization are 
discussed in greater detail as they are at the core of the project at hand. Finally, the objectives of 

the thesis are outlined. 

1.1 General Background 
We are currently at a pivotal point for the adoption of artificial intelligence due to the availability 
of big data, high-powered computing and advances in algorithms – which all make AI cheaper 
and faster to implement (Pollard et al., 2017). Companies across industries from startups to 
established corporations embrace the potential of big data by hiring data experts, investing in data 

infrastructure, tools and most importantly integrating machine learning into the core business 
model. Already in 2013, 35 percent of what consumers purchased on Amazon and 75 percent of 
what they watched on Netflix came from product recommendations based on such machine 
learning algorithms (MacKenzie, Meyer and Noble, 2013). The transformative impact of machine 
learning in the industry must not be underestimated. In understanding the implications of large-
scale machine learning applications it is important to go beyond the known slogans of “AI-
powered” products which make machine learning sound like abstract magic that can fix 

everything. In reality, machine learning represents a set of tools used on top of software 
engineering. Like any other tool it should be subject to testing in order to validate its performance 
and more importantly to make sure that the selected tool fits the task at hand. 
 
Applying machine learning to real-world problems has given rise to new challenges. Firstly, 
model developers must verify that their model is dependable in a messy production setting. 
Machine learning models have to be able to handle the 5Vs of Big Data: volume, variety, velocity, 
variability and value (Jain, 2016). The true value of machine learning is not to make algorithm 

perform well on a set of data available for training and testing but to be able to scale it. Big Data 
is the magic sauce of machine learning. Whereas measuring the model performance in production 
setting in terms of processing speed is relatively easy, understanding the quality of the results is 
a challenge yet to be solved. 
 
Secondly, potential non-expert users want to understand and more importantly trust the model 
before using it. This is especially relevant in industries where decision responsibility lies with the 

domain expert. Machine bias is a serious issue as racist models in the justice or employment 
system can be a source of injustice and human rights violation (Buranyi, 2017). Article 15 of EU 
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General Data Protection Regulation requires the ability to provide “meaningful information about 
the logic involved” even in the case of automated decision-making (Vollmer, 2018). It is 
important to enable domain experts to have clarity about the relevant features of the model and 
communicate it accurately or step in when necessary rather than to have blind trust in an algorithm 
that they cannot test nor understand. 

 
Thirdly, data experts involved in working with the machine learning algorithms are not 
necessarily familiar with the domain in which the model should be applied. On one hand, wrong 
interpretation of the data could lead to erroneous models. This could easily happen when a 
company outsources the model by providing the dataset but no specifications or documentation 
to help interpret it. On the other hand, inability to involve domain experts in the model building 
process can mean missing out from insights that could be relevant to improve the model. As 
domain experts might not be acquainted with data modeling and machine learning, additional 

explanations and tools are required to support and ease their involvement in the modeling process. 

1.2 Machine Learning Background 
Machine learning is a subdiscipline of artificial intelligence. As a field in computer science, 
machine learning has been around since 1959 (Samuel, 1959). In its essence, machine learning is 
defined as computer’s ability to learn from data without being explicitly programmed to do so. 
Using mathematical models and probability theory a machine learning model can find patterns 

and relations in the data that can be used to make predictions or to analyze data points yet to be 
observed. As shown in Figure 1 the two main types of machine learning are supervised and 
unsupervised learning. Supervised learning tasks include classification and regression using 
labeled data to train the model. Unsupervised learning uses unlabeled  data to find patters in the 
data based on which the data points can be clustered (MathWorks, 2016). 
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Figure 1. Machine learning hierarchy and definitions 

The foundation of every machine learning model is the training data it is built on. This is why 
even though the data science brand is mostly about powerful methods that could elevate industries 

to a new level the reality of a data science professional is to spend about 80% of the time on data 
preparation and only 20% of it on analysis (CrowdFlower, 2016). Data preparation includes the 
data collection process, performing necessary transformations to make sure its usability for 
analysis, conducting quality checks to remove erroneous data points – all in all, making sure that 
the data is an accurate representation of the real world. The better the quality of the data and the 
greater the volume the better will the built model be. 
 
The dependency on the training data meant that until computers had processing power to handle 

big volume of data, the use of machine learning was limited. As the computing power and memory 
capacity grew, so did the relevance of machine learning. Figure 2 shows how the frequency of 
the term has increased in literature since 1950 (Google, 2013). Now that smartphones are millions 
of times faster than the computer that put the man on the moon (Puiu, 2017) machine learning is 
more relevant than ever before. 

ARTIFICIAL  INTELLIGENCE 

the capability of a machine to imitate intelligent
human behavior 

MACHINE LEARNING 

 
computer’s ability to learn from data without  

being explicitly programmed to do so 

SUPERVISED LEARNING 

 

develop predictive model based on both  
input and output data

UNSUPERVISED LEARNING 

group and interpret data based 
on input data only 

CLUSTERING 

find hidden patterns or
groupings in data

REGRESSION 

     predict continuous  
  responses

CLASSIFICATION 

classify input data into
categories
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Figure 2. Google Ngram for "machine learning" 

In 2017 machine learning was the third-fastest growing category in terms of all patents granted 
with technology giants like IBM, Microsoft and Google being the biggest machine learning patent 
producers (IFI Claims Patent Services, 2018). J.P. Morgan report (Pollard et al., 2017) estimates 
that the spending on AI-focused hardware, software, and services will grow from ~$12bn in 2017 

to $58bn by 2021 making this one of the fastest-growing technology segments (growing at nearly 
50% 2017-2021 CAGR).  
 
There are several motivations fueling this rapid growth. Firstly, by gleaning insights from big 
data organizations are able to work more efficiently or gain an advantage over competitors (SAS, 
2018). Advanced analytics and predictive models can enable organizations to quickly adapt to 
market changes and make better decisions when developing their services or products. For 

example, many B2C companies use A/B testing, to determine what could be the optimal price or 
user experience, and predictive models to estimate a customer lifetime value. In these examples, 
data plays a supportive role in the business strategy but there is also an increasing number of 
businesses who use machine learning as a core part of their product. Machine learning and deep 
learning have been an integral part of developing autonomous vehicle technology (Dale, 2018). 
In the case of autonomous vehicles machine learning is not only in a supportive role but a 
disruptive technology that can transform the mobility industry altogether.  

1.3 Data Visualization Background 
The aim of data visualization is to enhance understanding of the data by translating it to a form 
where overall meaning becomes clear with reduced cognitive effort. In the context of big data and 
machine learning data visualization could be considered as an enabler of understanding as when 
dealing with large datasets or complex systems a layer of abstraction is crucial to derive meaning. 
Finding the right balance between representing the data accurately and highlighting the points of 
interest without representation bias can be a challenge. Every visualization could be viewed as a 
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decision of what to show and how to show it. Where there are decisions to be made there is a 
decider. Data visualization curation transforms individual visualizations into a holistic narrative. 
 
Data visualization involves more than just representing data in a graphical form. The information 
behind the data should also be revealed in a good display; the graphic should aid readers or 

viewers in seeing the structure in the data. The term data visualization is related to the new field 
of information visualization. This includes visualization of all kinds of information, not just of 
data, and is closely associated with research by computer scientists. (Wu, Tzeng, & Chen, 2008, 
p.6) 
 
The earliest seeds of data visualization date back to the origins of the oldest maps in 6200 BC 
(Friendly, 2008) but it was only in the 18th century that statistical graphics - length and area to 
show quantity, time-series, scatterplots, and multivariate displays - were invented (Tufte, 2001, 

p.11). As an example, Figure 3 displays a narrative graphic of space and time of Napoleon’s 
devastating campaign to Russia by Charles Minard. This is a single graphic telling a holistic story 
of defeat by incorporating dates, temperature, size of the army, location, direction of movement. 
In “Visual Display of Quantitative Information” Tufte states that this might be the best statistical 
graphic ever drawn (2001, p.40).  
 

 
Figure 3. Carte Figurative of Napoleon’s 1812 campaign by Charles Minard 

The principal motivation for data visualization could be summarized by the famous saying that 

“a picture is worth a thousand words”. A white paper by Dr. Holden (2015) says that is due to 
humans increased cognitive ability when it comes to processing images over text – visual 
information is absorbed faster, it is usually remembered better because most people are visual 
learners (Bradford, 2012), and it is more engaging. However, despite the wide use of visual 
elements, the evaluation of their cognitive effectiveness remains to be a challenge. For example, 
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in the case of process modelling, evaluating, comparing and constructing visual notations is 
mainly guided by intuition and the rule of thumb as there is no theory or a systematic body of 
empirical evidence to rely on as a guide (Moody, 2010). Still, for simple use-cases, the intuitive 
assessment of the cognitive effectiveness of a visualization can be enough. Figure 3 shows 
information on the left in textual form and next to it the same information plotted in a bar chart. 

If presented with the task to identify the youngest person most people could perform it much 
faster with more confidence given the chart rather than the text. In this example, the data 
visualization can support the speed and memorability of information but the visualization itself 
does not provide any additional knowledge or insights. 
 
In the context of large multivariate datasets too big for a human to read through, not to mention 
fully comprehend, data visualization can offer a layer of abstraction and enable to see the big 
picture and, thus, lead to insights otherwise unobtainable. A world health expert and data 

visionary Hans Rosling famously said in one of his TED Talks “Let my dataset change your 
mindset” (2009). He referenced to the problem of the western world having an outdated view of 
the developed and developing world. The view of a distinct split needed an update and he had the 
data to facilitate that. The data on its own, however, was not enough. To convey a complex story 
of the development of world’s countries over time and several domains like income, child 
mortality and life expectancy, Gapminder visualization tool was created (Figure 5). Not only does 
the tool enable to transform the data into a holistic narrative but as, it is fun and interesting to play 

around with, it encourages further exploration and curiosity around the topic. 
 

 
Figure 4. Textual versus visual information 
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Figure 5. Gapminder visualization shows how the life expectancy, income and population changes for all 
countries over the past centuries (Gapminder, 2005) 

Data visualization can help companies run better. A report by the Aberdeen Group (White, 2013) 
found that employees in organizations that used visual data discovery were more likely to find 
the information they need, when they need it. In addition, these same companies were able to 

scale their use of scarce IT skills more effectively. Timely information can be crucial when 
forming strategies to drive the business forward. BI tools like interactive dashboards give a wider 
access to data and information. In recent years more and more companies have adapted a 
dashboarding tools like Tableau (Tableau, 2018), Looker (Looker, 2018) or Power BI (Microsoft, 
2018). The dashboards, when containing relevant information for the different domains in the 
company, can be used independently from the data experts who created them. This can transfer 
the actual analytics task from a data specialist to the domain expert, thus, relieving the workload 

of the data personnel and insuring that the questions asked and answered are the correct ones. The 
scenario where domain experts can take ownership of the analysis provided, they have the visual 
analytics tools to explore the data requires data visualization literacy. Similarly to normal literacy, 
it does not matter how well a book is written when nobody knows how to read. For that reason, 
it is increasingly important for the organizations to ensure that their employees know how to 
interpret different types of graphs and make full use of the BI tools available to them. 
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1.4 Objectives of the Thesis 
The thesis at hand is part of a research project initiated by the Siemens Mobility GmbH1 Data 

Analytics Center2 and co-supervised with TU Berlin DIMA Group to enhance data analytics tools, 
process and the quality of delivery. Visualizations in dashboards and reporting are already a 
standard approach to present the results in the projects, however, it has been observed that the 
response to them is greatly dependent on client for whom the lack in data literacy and 
understanding can mean reluctance to put the results into use. 
 
This thesis investigates data visualization practices to introduce transparency in machine learning 

applications. The practical part of the thesis is based on a case-study by Siemens Mobility GmbH 
Data Analytics Center where a model for anomaly detection was developed given a multivariate 
timeseries dataset. In the scope of the thesis a problem statement is drafted, analysis performed, 
and a narrative visualization proposed and developed on top of the data and model. The key 
aspects of the implementation are described in detail. To validate the narrative visualization 
created qualitative feedback from data specialists and non-experts is collected and analyzed after 
interacting with the prototype. Based on the feedback and learnings obtained during the 
development process improvements, adjustments and next actions are outlined in the “Future 

Work” chapter. 
 
The objective of the thesis is to explore the opportunities and limits of data visualization as an 
additional layer of machine learning applications rather than to offer a definitive solution to the 
lack of transparency in machine learning applications. According to “no free lunch” theorem there 

                                                   
1  Siemens Mobility GmbH combines all Siemens businesses in the area of passenger and freight 

transportation, including rail vehicles, rail automation systems, rail electrification systems, road traffic 
technology, digital solutions and related services. Siemens Mobility also provides its customers with 
consulting, planning, financing, construction, service and operation of turnkey mobility systems. Moreover, 
it offers integrated mobility solutions for networking of different types of traffic systems. The principal 

customers of the Siemens Mobility are public and state-owned companies in the transportation and logistics 
sectors. Markets served by Siemens Mobility are driven primarily by public spending. Customers usually 
have multi-year planning and implementation horizons, and their contract tenders therefore tend to be 
independent of short-term economic trends. (Siemens AG, 2017) 
 
2 Siemens Mobility GmbH Data Analytics Center is a team on experienced analysts, developers and data 

scientists providing analytics and development services to departments of Siemens Mobility to help 
improve their products and drive decisions. The projects can vary greatly in terms of length and scope. At 
any given time there are multiple projects running in parallel with different involvement of team members.  
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is no single algorithm that performs the best in every setting (Wolpert and Macready, 1997), 
similarly, the requirements for the visualization tools are dependent on a specific algorithm and 
use-case. Thus, other than general observation and industry research the concrete solution and 
analysis is limited to the case-study by Siemens Mobility GmbH. 
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2. Data Science in Industry 
 
In this section, we look into the general state of data science in the industry by discussing the 
main methods and challenges of data professionals. We see that, in addition to data visualization, 
advanced machine learning techniques are a standard practice among the data professionals. 

When looking into the challenges related to the everyday work of data professionals, we observe 
that the most common problems revolve around communication rather than the specific 
techniques used. That goes to emphasize the importance of coming up with methods and tools to 
support the conversation between different counterparties. Better communication around machine 
learning solutions could improve initial project definitions as well as manage expectations for 
deliverables.   
 

In the second part, we focus on a specific problem, namely, the lack of transparency of machine 
learning models. This can be a hindering factor when it comes to applying the developed models 
in production. For one, if the machine learning model performance is below required threshold 
then rather than systematically trying to improve it by model parameter tuning the more effective 
way would be to identify the concrete situations where model behaves unexpectedly and work 
with the training data directly. Interactive machine learning tools enable model exploration and 
the inclusion of domain experts into the development process.  

2.1 Data Maturity in Industry 
Data, to some extent, is used by every business entity. At the most basic level that means having 
a clear overview and estimates of companies' profits and expenses. This is often required in the 
form of quarterly or annual reports to business stakeholders and more importantly for the 
managers themselves to plan their resources. A step beyond monitoring cost and revenue metrics 
is to use data as part of the business decision-making process. That can include analyzing user 
data to improve the product or to identify bottlenecks in the user journey. Another use-case would 

be to identify best customer segments to target with marketing campaigns with a tailor-made 
messaging. Being data-driven or at least data-informed is a must for a modern business.  
 
Data plays even more of a central role in the IoT industry where collecting and processing the 
data is part of the product’s core functionality. Improving the accuracy, speed, and scale of supply 
chains is an area many organizations are concentrating on with IoT. IoT has the potential to 
redefine quality management, compliance, traceability and Manufacturing Intelligence. The IoT 

market is predicted to grow rapidly in the following 5 years (Columbus, 2017). 
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According to the annual Kaggle user survey various machine learning methods are widely used 
by data professionals (Kaggle, 2017). Still in general, the most popular method, according to the 
survey, is data visualization (Figure 6). The underlying reason for it is quite simple, as whether it 

is advanced machine learning techniques, A/B testing or simple statistics, the results need to be 
translated into an understandable form for business stakeholders and domain experts who are not 
necessarily data specialists. The best way to achieve that is via data visualization. Therefore, 
creating graphs, dashboards and visual reports is usually a big part of the job.  
 
Another question from the same Kaggle survey reveals that the reality of a data professional is 
lined with challenges (Figure 7). Problems like lacking support from the organization, the 

difficulty to integrate the results of the data science team into the decision-making process and 
the challenge of explaining data science to others, show that data models and results derived from 
them can be useless if it its value is not understood by business counterparties. As with most 
companies the decision and responsibility to deploy a solution lies with managers not specialists 
who deliver the solution. The problem with clear direction and problem statement, also reveals 
that there could be a discrepancy between the expectations and deliverables of a machine learning 

Figure 6. Main methods of data professionals (Kaggle, 2017) 
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project.  With top-down hierarchies it is usually the managers who define priorities, come up with 
projects and problems to tackle. Without a clear understanding of what is and what is not possible 

with the data and tools available, the defined goals could be either unachievable or irrelevant. For 
example, a predictive modeling solution cannot deliver good results when there are no good 
predictive features to work on or where the real-world dependencies are too messy to model. To 
find the most relevant issues to focus on to make most of the data it is imperative to have good 
communication established between managers and data specialists. 
 
Considerable part of the organizational challenge comes from misunderstanding the data maturity 
level of the organization. According to the maturity model developed by IBM IT architects Chris 

Nott and Niall Betteridge, there are five maturity levels each of which considers not only the 
technology to lay out a path to success, but more importantly also takes into account the business 
factors (Nott, 2015). The maturity levels are “Ad hoc”, “Foundational”, “Competitive”, 
“Differentiating” and “Breakaway” in the ascending order of maturity. As with other level-based 
frameworks the higher level cannot be achieved before the requirements for the lower ones are 
fulfilled. Therefore, a company wanting to use machine learning for a competitive edge should 
first ensure the quality and accessibility of the data, the existence of a good data infrastructure 

Figure 7.Main challenges of data professionals (Kaggle, 2017) 
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and readiness to apply the results. If, however, these requirements are not met and a skilled 
machine learning engineer is hired, it is highly unlikely that they can deliver any meaningful 
work. This relates to the lack of clear direction and difficulty to manage expectations as the few 
outlined challenges of data professionals. 
 

Big data and its transformative effect on the industry was a major topic for 2011 McKinsey report 
revisited again in 2016 (Manyika et al., 2011; Henke et al., 2016). The 2011 report outlines that 
the major challenge of big data in addition to the lack of data science talent is to find managers 
and analysts who know how to operate companies by using insights from big data.  This goes to 
emphasize the importance of communicating the results in a meaningful way to incentivize 
managers to incorporate the results into running the business. Another aspect of the challenge is 
that the existing managers without the experience of working with data need to be brought up to 
speed. Data professionals have to be aware that data-driven or data-informed management is a 

relatively new concept and in order to help managers adapt to new processes and tools the data 
professionals should advocate the importance and potential of big data in a way that is relatable. 
On the one hand, data literacy3 could be supported by organized workshops and tutorials. On the 
other hand, increasing awareness and familiarity with data must be a continuous effort that is part 
of every meeting and presentation with stakeholders. For that reason, the tools and vocabulary 
used must not only accurately present the solution but be understandable to non-experts.  

2.2 Transparency of Machine Learning Models 
Predictive models in machine learning are based on information that is automatically derived 
from training data. The usual way of assessing and choosing the model is by performance metrics 
like accuracy, recall and precision (Zander, Williams and Armitage, 2006). However, knowing 
what the accuracy or confidence of given prediction is, does not tell us based on what the 
prediction was made or how the prediction could be improved. 
 

Despite widespread adoption, machine learning models remain mostly black boxes. 
Understanding the reasons behind predictions is, however, quite important in assessing trust, 
which is fundamental if one plans to take action based on a prediction, or when choosing whether 
to deploy a new model. Such understanding also provides insights into the model, which can be 
used to transform an untrustworthy model or prediction (Ribeiro, Singh and Guestrin, 2016). 
With the increasing use of machine learning in the industry the transparency and interpretability 
of the models has become more relevant and has been subject to extensive research. Proposed 

                                                   
3 Data literacy is the ability to derive meaningful information from data just as literacy in general is the 
ability to derive information from the written word (Rouse, 2015) 
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interactive machine learning tools like Prospector (Krause, Perer and Ng, 2016) or ModelTracker 
(Amershi et al., 2015) allow end users to interact with predictions and explore the data and its 
features. In a research paper “It' s not a Bug, it' s a Feature: How Visual Model Evaluation can 
help to incorporate Human Domain Knowledge in Data Science” a heat map based technique is 
proposed for model error visualization to facilitate discussions of the results between data 

scientists and domain experts (Eilers et al., 2017). In addition to allowing human domain experts 
to be part of the modeling process and, therefore, potentially enable further discovery and use of 
insights that go beyond the model, it is important to note that this continuous involvement 
encourages trust and deeper understanding of the model and processes involved. Note, that the 
developments in interactive machine learning remain still largely in the academy and there is yet 
to be a standard approach or a tool that could be used across different industries the bring more 
transparency into the various predictive models that are actively in use. 
 

Unlike traditional programs which have large amounts of code, machine learning tasks use 
programs with relatively small amounts of code (written in machine learning libraries), but 
voluminous amounts of data. Just like developers of traditional programs debug errors in their 
code, developers of machine learning tasks debug and fix errors in their data. Current 
implementations of machine learning techniques provide little insight into why a particular 
decision was made. Because of this absence of transparency, debugging the outputs of a machine 
learning algorithm has become incredibly hard. (Chakarov et al., 2016) 

 
Depending on a chosen machine learning model or algorithm the level of interpretation available 
to experts can vary greatly. It is argued that the most problematic machine learning model in terms 
of transparency are deep neural networks (Lipton, 2017). With often several hidden layers of 
neurons and backpropagation, it is difficult to understand what the real driver of the final output 
is. There has been a lot of research done into how to bring transparency into neural networks. A 
survey “Visual Analytics in Deep Learning: An Interrogative Survey for the Next Frontiers” 
compares 22 research works done over the past five years to increase transparency in deep 

learning by visual analytics (Hohman et al., 2018). The target users for these works are mostly 
model developers and builders but also model users and non-experts. 
 
The increased focus on deep learning analytics is not only driven by the complexity of the model 
but its increasing popularity in the industry. The black box problem, however, is present in most 
machine learning models dealing with multidimensional data. Especially because the difficulty 
of interpreting or debugging the model output does not lie in the code of the algorithm (which is 

most likely part of a machine learning development package) but understanding the data and the 
features. As data is the foundation of every machine learning model, we see that the transparency 
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must include an overview of the raw data and its features as well as testing for trained model 
outputs given different input data.  
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3. Methodology 
 
In this section focus on the key considerations related to creating a visual narrative solution that 
would support and enhance understanding of machine learning applications. To develop a 
narrative visualization solution, we first analyze the data and the task involved. This is relevant 

as the raw data, transformations and features selected for the machine learning algorithm are the 
key drivers of the output. Then we look into the machine learning pipeline to identify the crucial 
parts that should be presented in the visual narrative. We outline the motivations for selecting 
D3.js as a data visualization framework for the current case-study. Finally, we present the initial 
designs of the selected episodes in the narrative visualization solution. 
 
The task for this case-study is to build an anomaly classification model based on sequential speed 

measurements. The measurements are obtained from trains which have forward and backward-
facing speed sensors on the wheels. The measurements from all sensors are collected in a 
timeseries with measurement intervals of 1 second. The average speed of those sensor 
measurements is reported as the actual speed. However, due to the combination of factors 
sometimes the wheel slips or slides and as a result incorrect speed is reported. When the speed 
measurements from sensors for the same timepoint differ significantly it is concluded that a slip 
or slide of a wheel has occurred and the data point can be labeled as an anomaly. A timeseries 
dataset containing unique sensor measurements, their average measurement and maximum 

measurement difference is used to develop a classification model. The training dataset is labeled 
for anomalies with binary “TRUE" and “FALSE“ values; thus, the classification task is 
supervised. On top of the created model, a visual interface will be designed and built to put the 
modeling process as well as the output into a holistic narrative interpretable by business 
stakeholders and explorable by data experts.  

3.1 Sequential Data and Feature Engineering 
The raw data in the core of this case study is sequential data of speed measurements. Sequential 
data means that the order of the measurements is relevant. In the current case each data point has 
a timestamp associated with it therefore, it is a time series dataset. What differentiates sequential 
data models from non-sequential ones is that the contexts of a data point, the data measured before 
and after, are relevant to the learning task at hand.  
 
In “Machine Learning for Sequential Data: A Review” Dietterich (2002) describes the principal 

methods for using sequential data in learning tasks. The methods analyzed in the paper are sliding 
windows, recurrent sliding windows, hidden Markov models, conditional random fields, and 
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graph transformer networks. The considerations of choosing the method are loss functions, 
feature selection and computational efficiency. With the current dataset of continuous speed 
measurements, the sequential pattern mining would require discrete abstraction where some 
information could be lost and as the potential patterns to be found would be generalizations. For 
this reason, it is decided that sequential pattern mining is not very relevant for the current use-

case and instead, we opt for the aggregation of measurements over a sliding window. Even though 
it was noted in the survey that the disadvantage of sliding window method would be not 
accounting for the recency of the measurements as the closer measurements have more 
importance. This could be targeted with recurrent sliding windows that take use the output of the 
previous window classification as an input for the next one. However, for the current case-study, 
where the quality of the model is not the main consideration, the use of recurrent sliding windows 
could unnecessarily increase effort required to communicate the step as well as the complexity of 
implementing it. 

 
Aggregation of speed in a time window would not provide the information of the direction of the 
change. Whether the speed is increasing or decreasing could be an important information to 
classify anomalies. To capture the direction of speed acceleration is calculated for every data 
point by the definition: 

𝐴𝑐𝑐𝑒𝑙𝑒𝑟𝑎𝑡𝑖𝑜𝑛 =
𝐶𝑢𝑟𝑟𝑒𝑛𝑡	𝑠𝑝𝑒𝑒𝑑 − 𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠	𝑠𝑝𝑒𝑒𝑑

∆	𝑇𝑖𝑚𝑒
 

 
Table 1 shows a random sample data before window transformation with both speed and 
acceleration measurements related to a timestamp and a label for anomaly classification. 
 

Table 1. Sample data before window transformation 

datetime speed accel_m_s_s is_anomaly 

2017-04-25 11:18:06.000000 68.34960000000001 -0.6060000000000009 FALSE 

2017-04-25 11:18:07.000000 66.132 -0.6160000000000012 FALSE 

2017-04-25 11:18:08.000000 63.964800000000004 -0.6020000000000003 FALSE 

2017-04-25 11:18:09.000000 61.92 -0.5680000000000006 TRUE 

2017-04-25 11:18:10.000000 59.7024 -0.6160000000000012 TRUE 

2017-04-25 11:18:11.000000 57.204 -0.6939999999999991 FALSE 
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The sliding window method converts the sequential supervised learning problem into the classical 
supervised learning problem (Dietterich, 2002). A sliding time window of the size 60 seconds is 
defined and aggregated features over speed and acceleration are calculated after every step of 1 
second which also corresponds to the frequency of measurements in the dataset. The choice of 
the window length of 60 seconds is rather intuitive. For one, it was observed from the raw data 

that one minute is corresponds to the time it usually takes for the train to accelerate or decelerate, 
therefore, providing us with enough of a context. Also, a minute is a standard time measurement 
unit. The calculated features are average speed, minimum speed, maximum speed, average 
acceleration, minimum acceleration and maximum acceleration (Figure 8). 

 
Figure 8. Sliding window metrics 

3.2 Machine Learning Pipeline 
The results of the Kaggle user survey (2017) in Figure 6 show that there are various supervised 
learning algorithms that are widely used in the industry by data professionals. These algorithms 
include decision trees, random forests, support vector machines, neural networks and naïve Bayes 
among others. Despite the fundamental differences of the algorithms, the machine learning 

pipeline is the same for most use-cases (Figure 9). The pipeline can be extended when deploying 
the model to the production environment. Then the complexities related to real-time stream and 
batch-processing should be considered, and big data processing tools selected to handle volumes. 
Often additional ETL processes need to be defined on top of the raw data to transform the data 
into the desired form for the model. The considerations related to the scalability of the solution 
are out of the scope of the current project and will not be discussed. 
 

 
Figure 9. Machine learning pipeline 
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The foundation of every machine learning model is the data. Consequently, the start of the 
pipeline is data collection. In some cases, it can also mean data creation where definitions for the 
data need to be composed and data collection environment set up.  In other cases, the data already 
exists but it can be unstructured or involve combining data from several sources. The output can 
then still require rigorous testing to confirm its veracity. The cleaning and transformation entail 

the transformation of the raw data collected in the previous step, so that it could be used as an 
input for the selected machine learning algorithm. In the cleaning step the data is filtered for only 
relevant entries; here duplicates and outliers can be removed. The amount of cleaning required 
also depends on the robustness of the selected algorithm as the sensitivity to outliers can vary 
greatly. When the model does not achieve the desired performance then the developer can return 
to this step to ensure that the amount of noise in the data is minimized before training the model 
again.  In natural language tasks often the stop words are removed in the data cleaning part. 
 

Transformation is a process of converting raw data into relevant features. This includes but is not 
limited to aggregation, tokenization, labeling, normalization and discretization. The purpose of 
transformation is, on the one hand, to enable the use of the data as an input to the algorithm. For 
example, several frameworks for natural language processing require text to be vectorized before 
it can be used to train the model (Spark, 2018) or Scikit-learn decision tree implementation 
requires categorical features to be transformed to binary ones using one-hot or dummy encoding 
(Scikit-learn, 2018b). 

  
After extensive data analysis and processing the model can be trained and tested. In supervised 
learning tasks the labeled training set can be split into training and testing dataset. A model is 
trained only given a subset of the data as input and then the performance is tested using the test 
dataset. In case of cross-validation, several models are trained and tested given different subsets 
of the data and then a model with best performance is selected. This is a common approach to 
avoid overfitting the training data which can result in high model complexity and increased 
estimation error as the model might not generalize well on data points yet to be observed. 

 
Finally, the trained and tested model can be deployed in production where the output of the model 
can be collected and used based on new data. A good practice would be to include a confidence 
metric associated with the model output based on which the reliability of the classification is 
assessed and next actions defined. 

3.3 Random Forest Classifier 
Random forests are an ensemble learning method that work by combining several decision trees 
as weak learners and use the majority vote or the average of the individual decision trees for the 
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output. Random forests have proven to be a robust, accurate and successful tool for solving 
countless of machine learning tasks, including classification, regression, density estimation, 
manifold learning or semi-supervised learning (Criminisi and Shotton, 2013). The robustness and 
ease of use has made it a popular algorithm in the industry (Kaggle, 2017). 
 

Random forest works based on three main ideas: (i) using bootstrap sampling which samples the 
original dataset with replacement (ii) growing decision trees based on the random features of each 
sample and (iii) making the final prediction using the major voting method. The performance of 
random forest is strongly correlated to two main parameters namely (i) the numbers of trees grown 
in the forest and (ii) the numbers of random features which are applied to decide the best split in 
each tree (Paing and Choomchuay, 2018). The optimal number of trees in a forest as well as the 
feature selection depends on a specific dataset. For the optimal choice of estimators several 
models with different number of trees could be built and their performance compared. To reduce 

the number of features considered when training the forest classifier the model could first be built 
with using all the features and then when the feature importance analysis reveals irrelevant 
features, they could be removed to improve the computational performance of the model. 
 
In the PhD dissertation “Understanding Random Forests” Gilles Louppe states that interpreting 
random forests remains a difficult task, for which even machine learning experts still fail at finely 
analyzing and uncovering the precise predictive structure learned by the procedure. In particular, 

despite their extensive use in a wide range of applications, little is still known regarding variable 
importance measures computed by random forests. Empirical evidence suggests that they are 
appropriate for identifying relevant variables, but their statistical mechanisms and properties are 
still far from being understood (Louppe, 2014). 

3.4 Data Visualization in Practice 
The Kaggle survey results showed that data visualization is the most common practice in the work 

of data professionals (Kaggle, 2017). However, data visualization is a very wide concept. For 
some companies the use of data visualization can be limited to simple Excel charts used mainly 
for reporting, whereas, other companies have employed a designated data visualization expert 
responsible for creating dashboard and exploratory tools.  
 
In this section, we look into the practical aspects of data visualization. An overview of data 
visualization methods including graph types and interactions is given. Then, we discuss the 
considerations of choosing D3.js for the current use-case. Finally, we present the initial designs 

of the distinct episodes that form the narrative visualization.  
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3.4.1 Methods 

Despite its name, data visualization does not only entail visual aspects. In the context of this 
project data visualization is considered as the general form of data representation. The most 
common data visualization methods are 2-dimensional graphs presented either on paper on screen 

but data could also be presented in 3-dimensional physical form4. In addition to the visual shape 
and form available, interactions can play important role in a data visualization solution to enhance 
the amount and quality of information that could be perceived. With solutions consisting of more 
than one visualization the data binding of visualizations can increase the explorative power and 
potential of discovery. For example, when filtered for a subset of data in one graph the information 
in others updates to correspond to the selection. As the update mechanism is not always intuitive, 
the event could be supported by animations which alert the user that a change has happened. 

3.4.1.1 Graphs 

Graphs are standard frameworks for data visualization that offer a 2-dimensional representation 
of the data. Often the meaning from a graph is derived from the size and location of the element: 

on time series line graphs every point on the line corresponds to the metric value given on y-scale 
and the timestamp on x-scale (Figure 10). On bar charts the height of the bar that varies and 
described the metric in question (Figure 11). To differentiate between categorical values shapes, 
and colors are used. It is important to note that color can also be mapped to continuous values as 
the color hue is continuous. Because of the limitation of color differentiation capability by the 
human eye the number of distinct categories presented by color is limited. 

 
Figure 10. Timeseries plot for train speed and anomaly occurrence indicated in red 

                                                   
4 Data sculptures could be considered in the border of art and science as the translatability to insights or 
mapping to data is not always intuitive for example Adrien Segal’s sculptures could be enjoyed in a 
exhibition space without knowing the data they are based on (Segal, 2018) 
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Figure 11. Histogram plot for acceleration distribution of anomaly and all events 

Some types of graphs like bar charts, line graphs or pie charts are familiar from the secondary 
school education. In their inherit primitivity lies the value – they are easy to learn and after 
learning the interpretation is intuitive. For this reason, the most basic graph types mentioned are 
also the most popular ones. These graph types are, however, insufficient for more complex 

datasets which have many features that cannot be presented using only x- and y-axes designed to 
show 2 features. Besides the limitation of the number of features, the standard graphs do not 
conform well the hierarchical or relational data. With the increase of use-cases for data 
visualization and the exploration tasks that they target, the range of visualization types have 
widened. Figure 12 shows some examples of visualization types available using D3.js library. A 
few of the most commonly used types presented are force-directed graphs and node-link trees that 
are suitable for displaying hierarchical or networked data. Both of them consist of circles that 

present individual nodes and lines between circles that describe the relationship between the 
nodes. Parallel coordinates graph enables the exploration of a multivariate dataset by plotting 
each feature value on a separate vertical axis. It is useful to visually identify feature correlations 
and clusters but it does not conform well to large datasets and the ordering of the axes can heavily 
influence the perception. 
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Figure 12. Examples of different graph styles (Bostock, 2018) 

Unlike the basic graph types, these graphs are designed to be looked at and interacted with in 
digital form. Digital graphs allow the presentation of the data in a layered form, meaning that the 
level of detail available for the person interacting with the graphs can vary so that at every point 
of interaction the amount of presented information remains comprehendible. Simply put as an 
example, in case of a scatter plot the amount of detail related to each data point is limited in a 

zoomed-out view and increased when zooming in to a specific point. The full comprehension of 
the data that is plotted is only possible when user interactions like filtering and zooming are 
available. For this reason, even though the overall representation quality and quantity of 
information could be better on those graphs, they are still not very widely used and for the 
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majority of the population not familiar with these it can take time and education to learn to 
interpret these graphs. With the increase of digital formats and learning tools, this situation is 
surely subject to change. 

3.4.1.2 Interaction 

User interaction coupled with visualization enhances discovery. For one, thanks to interaction the 
amount of information contained in a single graph is increased. For instance, when the entire 
dataset is visualized in a single graph click or hover interactions can reveal detailed information 
for selected data points. In addition to increasing the amount of information available, interaction 

gives some of the data storytelling power to the end-user. As it is up to the user to identify the 
focus areas of the graph and the level of interaction with the visualization. It is important to 
balance the amount of interaction, so that the entire experience stays intact while enabling further 
exploration for the user.   
 
The quality of the designed user interaction is achieved when it is intuitive and supports 
comprehension. Each additional interaction adds complexity to the data visualization solution; 
therefore, one has to make sure that it also adds value. Otherwise, the result of the interaction is 

counter intuitive; instead of informing it confuses. In the virtual environment clicking, scrolling 
and hovering are among the most basic user actions to interact with the content or visuals 
displayed.  Note that these 3 outlined interactions are also the ones available when using a 
computer mouse. With the increasing amount and improving quality of touch products the library 
of standard interactions is due to expand. A good example for this is the Apple trackpad that 
allows up to 16 different user interactions all available with using just one hand (Apple, 2018). 
This can be overwhelming at first but the over a period of continuous use the interactions will 

become intuitive. The new types of interactions are not only limited to touch. The advances of 
speech processing make voice commands available for a wider use, although, as with the trackpad 
these uses are usually limited to specific applications.  
 
Limiting the interaction to only known gestures means that the range and effect of interactions 
will be limited too. For the current purpose of data storytelling, this can be a good thing. For one, 
not getting lost in user-driven interactions enables to follow the designed story-line with less 

distractions. Another but perhaps more important aspect is that by limiting the interactions to 
what is already well-known for most users no additional guidelines or tools are needed to journey 
through the designed visualizations. 

3.4.1.3 Sonification 

Sonification is the practice of mapping aspects of the data to produce sound signals. In general, a 
technique can be called ‘sonification’ if it meets certain conditions. These include reproducibility 
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(the same data can be transformed the same ways by other researchers and produce the same 
results) and what might be called intelligibility - that the ‘objective’ elements of the original data 
are reflected systematically in the resulting sound. (Graham, 2016) 
 
In addition to visual abstraction of the data and a model, adding sound enhances the overall 

perception. The more senses the story can capture the more immersive the experience. As one of 
our primal senses, hearing could be used as effectively as sight to identify patterns as anomalies 
in data. When astrophysicist Wanda Diaz Merced lost her sight she discovered that the light 
curves she could no longer see could be translated into sound and, therefore, she could her 
continue her work in science (Merced, 2016). The way it is possible to map data visually to color, 
shape and size, when it comes to sound, the mapping could be done to volume and pitch at the 
most basic level but also to attack or combine sounds to create layers of harmony or cacophony.  
 

What makes sonification different from visual elements is that its meaning is often derived from 
the variability of sounds. That means that unlike a graph where all data is visible at once, making 
all sounds available at once as a constant would not enable interpretation. The nature of sound is 
temporal. For that reason, in order to use sonification as an additional layer to a visualization the 
visualization needs temporal mapping. To simplify, instead of a static graph, we should approach 
the visualization as a video with sound. In some cases, the design and mapping are rather intuitive, 
for example when dealing with timeline graph. There the temporal element already exists and the 

visual graph could be “played through” following the timeline, where each moment of the play-
through is also mapped to a sound. The only thing that would need to be decided in addition to 
the actual sound mapping would there be the speed of the play-through. In visualizations without 
a temporal component any this sort of mapping could be artificial at best and misleading at worst. 
The solution could be to map the soundscape to user interactions. User interactions are 
nonsimultanious and the sound mapping is intuitive to understand. The simplest example of this 
type of interactive sonification would be dialing a phone number on a pad where each number 
corresponds to a sound with a different pitch. 

3.4.2 Data Visualization Tools 

As concluded in the background part of the thesis there is nothing new in using visualization to 
enhance or support understanding. For that reason many companies rely on a dashboarding tools 

showing the relevant business KPIs. Integrated dashboarding tools can reduce the need for 
reporting and analysis. That is especially the case when the dashboarding engine is connected to 
the production database and updated in real time. This enables quick discovery of market changes 
and potential problems to be solved. However, the features and interactions available from the 
dashboarding tools are limited to the common use cases and techniques.  
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Another aspect is that the purpose of dashboards is to present results rather than illustrate 
processes. A single dashboard usually consists of several graphs showing different 
representations of data focused on answering some overall question. Having considered 
dashboarding tools for the project implementation, it was clear that the standard interactions and 

data binding options available would not allow enough experimentation. Consequently, we 
decided to opt to a self-developed solution instead, that allows for more flexibility and 
experimentation with design. That said, should the final product be reproduceable in a known 
data modeling or dashboarding tool a rework could be considered after the prototyping phase 
covered by current thesis. The use of a production tool could solve the scalability and connectivity 
issues and therefore, support the expansion of the solution to a larger set of use cases. 
 
In addition to the freedom of developing custom visualizations and interactions, a self-developed 

solution would allow to have more control over the interaction flow. By interaction flow, we mean 
the ordering of the episodes in the narrative visualization solution as well as the transitions 
between them. A data story is a visual narrative where, in order to get a holistic understanding of 
the pipeline, the ordering of visualizations and interactions is relevant. We want to control the 
amount of information presented at once but also to make sure that the user follows the steps in 
order to maximize the comprehension. Much like stories in general, knowing the ending before 
the beginning can leave one confused. 

 
There are several web-based visualization frameworks that enable embedding the designed 
visualizations into a web app and allow similar interactions. Interoperability with the web 
development framework allows better control over the interaction flow which, as mentioned 
before, we consider a relevant factor when designing the visualizations. Also, a by using a web-
framework the final product could easily deployed as a website and therefore, accessed by 
everyone without additional effort to run the visualizations or application. When it comes to 
choosing a visualization framework then one cannot avoid D3.js which after its release in 2011 

(Bostock, Ogievetsky and Heer, 2011) has become the backbone of many new frameworks and 
can be considered the best framework in terms of both performance and functionality (Meeks, 
2018). There is an extensive web library of D3.js examples available which make up for the 
famously steep learning curve (Janes, 2018). 
 
D3.js is a JavaScript library for manipulating documents based on data. D3 helps bring data to 
life using HTML, SVG, and CSS. D3’s emphasis on web standards gives full capabilities of 

modern browsers, combining powerful visualization components and a data-driven approach to 
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DOM manipulation. It allows you to bind arbitrary data to a DOM and then apply data-driven 
transformations to the document (Bostock, Ogievetsky and Heer, 2011). 

3.4.3 Episodes in Narrative Visualization 

The visual narrative solution is composed of episodes describing different parts of the machine 
learning pipeline. Given the time and resource limitations of the current project, only a subset of 
steps in the process of developing the machine learning solution was selected for visualization. 
The most crucial part of the visualization solution was to present the essence of the selected 
algorithm and its performance. In addition, we wanted to show how this model was reached. For 
that purpose, the first episode displays the raw data of speed measurements and the second 

displays the data after sliding window transformation was performed, as only after the feature 
engineering step will the model be built.   
 
The purpose of the timeline shown in Figure 13 is to give an overview of the raw data which is 
essentially the changes of speed over time. On the y-axis the speed is plotted and the x-axis shows 
the timestamps. This visualization aims to describe the raw dataset as to what is the speed range, 
how smooth are the transitions when acceleration or decelerating. Also, the timeline goes to show 

how long are the sessions (defined here as the time between starting and stopping of the train). 

 
Figure 13. Timeline mockup for describing the raw data of speed measurements 

As the next episode, we want to show the dataset after the sliding window method is applied and 
6 aggregated features calculated. Here we are interested in showing the range of values as well as 
their distribution. Histogram is a type of graph used to show the distribution of numerical data. 
For continuous values, buckets are created to limit the number of bars in a histogram. Buckets 
can be created either by defining ranges or by rounding the data so that the number of distinct 
values is limited. 
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 Figure 14 shows the distribution of different features in the data for both anomaly and non-
anomaly measurements. The dataset is randomly down-sampled in order to have equal number of 
samples belonging to the either class. The histogram bars for the to “anomaly” and “normal” 
labels are stacked as to help to differentiate the distributions between those 2 classes. For every 
histogram presenting the distribution for a different feature a decision boundary is drawn as to 

illustrate the best split if the classification would be made only by that single feature. This serves 
as a proof of motivation to apply machine learning on the features as by looking at different 
features and the decision boundaries it can be observed that there is not a single feature, only 
based on which a significant split for anomaly classification could be found. 
 

 
Figure 14. Histogram mockup showing feature distribution for anomaly and normal samples after 
sliding window aggregation and down-sampling 

The chosen machine learning algorithm for this use-case is random forest. Random forests are a 
combination of tree predictors such that each tree depends on the values of a random vector 

sampled independently and with the same distribution for all trees in the forest. The generalization 
error for forests converges to a limit as the number of trees in the forest becomes large. The 
generalization error of a forest of tree classifiers depends on the strength of the individual trees 
in the forest and the correlation between them (Breiman, 2001). 
 
In designing the visualization for the random forest, the starting point is to analyze the algorithm. 
Random forest consists of a number of independent decision trees. Unlike random forests, there 
are standard approaches available to visualize decision trees. Figure 15 shows the result of a 

decision tree visualization using sklearn and pydotplus libraries (see Appendix for Python code 
to draw the decision tree). Other than the structure presented by the shape of the tree map graph 
and the color representing the node classification and its strength, the information is presented in 
a textual form. As random forest is just a set of individual trees then the first approach could be 
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to plot multiple decision tree visualizations together. However, when their number is more than 
3 not to mention 30 then the output would either be confusing or not obtainable given the 
limitations of an average screen size. Note, that the presented tree depth was 2 but for a balanced 
binary tree when the depth increases the number of nodes grows exponentially. Therefore, our 
approach to random forest visualization is to show a single element for each tree presenting only 

limited amount of relevant information.  

 
Figure 15. 2-level decision tree visualization using sklearn and pydotplus libraries 

For the random forest visualization we pick the root node of every tree as a representative element. 
The visualization for the random forest is an unlinked force-directed graph with randomly placed 
nodes each representing a tree in the forest. The shape of each node is a circle and the color of 

Figure 16. Forests and tree visualization abstraction. Blue section corresponds to 
random forest visualization where the tree trunks are mapped. Orange vertical 
section corresponds to the individual tree visualization. 
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each node is mapped to the feature based on what the first split in the decision tree will be 
performed (Figure 17). That way the visual identification of the most common color would 
immediately convey the most relevant feature in the data. This representation is an abstraction of 
a real forest where in order to see the full map a horizontal profile section is taken near the ground 
so the profiles of the circular tree trunks are visible. In that case, the individual tree visualization 

could be view as a vertical section drawing of a forest (Figure 16). 
 
On click, a single tree node would convert into an expandable and collapsible tree map with same 
color mapping for features. The hover interaction would reveal the feature and the decision 
boundary for each split. When in forest visualization all the nodes had the same size, then in the 
decision tree visualization the area size of the node is proportional to the sample size in the 
training dataset assigned to each node (Figure 18). That way the root node is the largest and with 
the increase of depth the nodes grow smaller. The motivation here is to show the relevance of 

nodes as decision paths with very few samples do not converge to rest of the data. The last node 
is the leaf node that shows the final classification made for samples in that path. The classification 
and its confidence label depend on the proportion of training samples per each label in the leaf 
node.  

 
 

Figure 17. Random forest decision tree nodes and primary features with split threshold 
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Figure 18. Decision tree mockup 

To show the model in action, a timeline graph is added to the bottom of the random forest 
visualization. In the timeline graph the raw speed data of a train is plotted. The interaction with 
the timeline is enabled through a 60-second window brush. The user can move the brush around 

to select interesting points in the raw data. The random forest visualization is bound to the brush 
selection and shows the classification made for the specific data. The border color of root nodes 
shows the classification label. In Figure 19 the orange border color helps to distinguish the trees 
that would classify the selected window as an anomaly. That way, a user can visually inspect how 
much in concordance the trees in the forest are. On the right corner, the overall classification for 
the forest is shown as well as the associated confidence measure. By expanding any individual 
tree node one can observe the decision path related to the specific data window (Figure 20). 
Helping user to follow through the classification splits related to the selected data. 
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Figure 19. Random forest classification visualization mockup 

 
Figure 20. Decision tree with decision path mockup 
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4. Implementation 
 
In this section, we look into the key aspects of implementing the narrative visualization solution. 
For the prototype development first raw data is transformed to features using the sliding window 
aggregation method. Based on the transformed data, a random forest classifier is trained and 

tested. Once the model is selected, the visualization process using D3.js is described. The 
development of the narrative visualization solution is split into sections according to the episodes 
that represent the selected steps in the machine learning pipeline. For each episode the key design 
and technical implementation considerations are discussed.  The developed episodes are 
combined modularly in the control flow of a web application. A general overview of the 
implementation of the web application and transitions between the episodes is given. 

4.1 Data Preparation 
The raw data of sensor speed measurements is stored in a PostgreSQL database. SQL commands 
are used both to retrieve the data from the database and to perform the sliding window aggregation 
in order to create features based on which the machine learning model will be trained (see 
Appendix for SQL code to generate sliding window features). The transformed data is stored as 
CSV local file to limit networking request required to access the data. Especially, as the model 
training is an iterative process. 

 
In addition to the feature engineering, the generated window data need to be labeled with “TRUE” 
and “FALSE” labels for supervised anomaly classification task. A previous analysis done within 
in Siemens Mobility GmbH Data Analytics Center concluded with 99.9% confidence that an 
event can be classified as an anomaly when the speed measurements from two forward-mounted 
wheel sensors differ for more than 1 km/h. Mapping this knowledge to sliding window metrics a 
window is classified as anomaly when at least one of the 60 events in the timeframe had a sensor 
speed measurement difference greater than 1 km/h.  

 
The initial dataset consists of about 6 million rows. The entries in the dataset are of several trains 
over multiple days. Before applying the sliding window method we define a session as a group 
of consecutive measurements (timestamp difference is 1 second) per train. All sessions with 
duration less than one minute are excluded from the aggregation. As a result we get a total of 5 
521 292 samples of aggregated sliding window metrics of which 85 215 are labeled as anomalies. 
The proportion of 1.5% anomaly events does not entirely reflect the probability of speed 

measurement anomalies occurring in the real-world setting. The occurrence of anomalies is 
considerably higher in the test dataset because the data was gathered during experiments 
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specifically designed to produce anomalies. As the focus of the current project is not to provide a 
deep analysis into the specific use-case, but to map it to a visualization that could help to 
determine the quality of the approach then this discrepancy will not be considered when moving 
on with the modeling process. 

4.2 Machine Learning Model Development 
Once the data is processed, the model development process can begin. A Python project is set up 
to facilitate both backend and frontend development tasks. The main consideration for choosing 
Python and Scikit-learn library for machine learning, other than its good fit with the purposes of 
the current project, is author’s familiarity with it. Scikit-learn features most relevant machine 
learning algorithms for classification, regression and clustering. For supervised learning tasks 
Scikit-learn includes ensemble methods like random forests and AdaBoost, support vector 
machines, neural network models and many others making it a good fit to the current use-case 

(Scikit-learn, 2018d). Thanks to its popularity in the data science community there is extensive 
documentation available and community help forums focused on specific problems that might 
occur during the implementation. 
 
Figure 21 shows the code snippet to initialize the random forest classifier using the Scikit-learn 
library. From many initialization parameters available we manually define two. From the data 
preprocessing step a highly imbalanced dataset was derived where only 1.5% of the samples are 

labeled as anomaly. Without balancing the dataset the model would be 98.5% accurate by 
classifying 100% of the inputs as not an anomaly. In this case, it is clear that the high accuracy 
would not reflect the quality of the model as it would not help us to identify anomaly events and 
situations in which they occur. By marking the class weight as balanced the model penalizes the 
misclassification error inversely proportionally to class frequencies in the input data. In our case 
that would mean that the cost of misclassifying an anomaly event would be 98.5% / 1.5% = 66.7 
times higher than for misclassifying a non-anomaly sample. If it was our aim to catch all 

anomalies in the expense of an increased number of false-positives we could increase the weight 
for the anomaly class even more. This could be very important in healthcare applications where 
rather than having a fairly accurate model that sometimes misclassifies serious diseases as 
irrelevant, we would preference a model that often misclassifies irrelevant issues as serious but 
would catch all serious diseases with 100% recall. 
 

 
Figure 21. Code snippet to create random forest classifier 

 

 
from sklearn.ensemble import RandomForestClassifier 
 
rfc = RandomForestClassifier(n_estimators=31, class_weight='balanced') 
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Another parameter to define is the number of estimators. In the context of random forest the 
number of estimators means the number of decision trees to be built. Each decision tree would be 
based on a random subsample of training data. For classification, each decision tree processes the 
input data and classifies it. The overall classification made by the random forest classifier is the 
majority vote of unique trees. It is rather intuitive to say that the greater the number of decision 

trees in the forest the better the classification. However, it is also clear that the performance 
improvement cannot be infinite. With many estimators the subsamples for different trees are more 
likely to overlap and the resulting decision trees would not improve the classifications as they 
would just be near duplicates of already existing trees. Another aspect is that the computational 
performance of the model decreases with the increased number of estimators. Therefore, in setting 
the number of estimators one should aim to find a threshold from which increasing the number of 
trees would bring no significant performance gain, and would only increase the computational 
cost (Baranauskas, Oshiro and Santoro Perez, 2012).  In “How Many Trees in a Random Forest?” 

the model performance is tested for various datasets given a set number of estimators. The desired 
threshold depends on the dataset density and number of relevant features.  
 
From experiments it can be observed that for most datasets the optimal number of estimators is 
between 16 and 128 (Baranauskas, Oshiro and Santoro Perez, 2012). That also corresponds to the 
default value setting in Scikit-learn library, which was 10 in version 0.20 and 100 in version 0.22  
(Scikit-learn, 2018c) indicating that the optimal value is most likely in that range. In order to 

determine the optimal number of trees for our use-case, a set of experiments were run with results 
shown in Table 2. Namely, we test the accuracy of the model given 11, 31, 51 and 71 estimators. 
An odd number was chosen because with binary classification, we want to make sure that the vote 
is not tied. We see that the difference in accuracy between a classifier with 11 and 31 decision 
trees is only 0.2% and does not improve when increasing it from 31 to 71. Moving on with the 
project we settle for a random forest classifier with 31 estimators. 
 

Table 2. Number of estimators and performance in random forest 

 

 

 

 

 

 

 
 

# TREES ACCURACY 

11 98.2% 

31 98.4% 

51 98.4% 

71 98.4% 
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To measure the accuracy of a given model we use five-fold cross-validation score. The 
implementation is shown in Figure 22. The method splits the labeled dataset into 5 parts and then 
trains 5 models each time leaving one of the five subsets out to test the performance. This 
validation approach is a common practice to avoid overfitting and reduce the potential variability 
of the accuracy measurement dependent on the selection of the test dataset. 

  

 
Figure 22. Code snippet to cross validate classifier performance 

As observed in the earlier discussion, accuracy is not necessarily the most relevant metric to 
understand the model qualitative performance. To get a better overview of a model performance 
a confusion matrix shown in Table 3 is created based on the test dataset which is a 20% subset of 
the entire labeled dataset available. Green diagonal cells show the samples that are classified 
correctly by the trained model. The pink diagonal shows the false-negative and false-positive 

classifications for anomaly. We can observe that, despite the adjusted class weights set when 
building the model, while most of the non-anomaly events are classified as such more than a third 
of anomalies are misclassified as non-anomalies. If our intent would be to catch all anomalies the 
weights could be adjusted, however, this is not currently the case. 
 

Table 3. Random forest classifier confusion matrix 

 FALSE TRUE 

FALSE 1 087 181 35 

TRUE 5 952 11 091 

 

4.3 Episodes in Narrative Visualization 
In this section, the distinct visualizations in the narrative visualization flow are presented. In 
addition to the episodes, we present the color scheme to be used throughout the designs. The 
episodes aim to give a conclusive overview of the raw data, feature distribution and the random 

 

 
from sklearn.model_selection import cross_val_score 
 
scores = cross_val_score(rfc, data[feature_names], data[target_name], cv=5) 
accuracy = scores.mean() 
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forest classifier used to perform the learning task based on the training data. We present the final 
visualizations as well as the key implementation aspects. 

4.3.1 Color Scheme Selection  

When starting to implement the actual visualizations, first a unified color scheme needs to be 
defined that could be used across different visualizations. We want to differentiate between 6 
features: maximum speed, minimum speed, average speed, maximum acceleration, minimum 
acceleration, average acceleration. Also, we need to map two Boolean labels for ‘is anomaly’ to 
a scheme. 
 

After some experimentation with 6 categorical colors for the features, it became clear that even 
though there are qualitative color palettes available with up to 9 colors that still make it easy for 
the user to distinguish between classes (Brewer and Harrower, 2013) it would be still be hard to 
comprehend the meaning of the visualization. Especially, if the colors do not have a very clear 
semantic connection with the classes one would have to heavily rely on the legend to read the 
visualization. To simplify, the visual representation of the 6 features we only use pink and blue 
color for the base metric types speed and acceleration. The aggregation methods maximum, 

minimum and average used on those metrics are presented as a pattern overlay on top of the base 
colors (Figure 23). These patterns have a weak semantic meaning as maximum is presented with 
vertical stripes, minimum with horizontal stripes and average with diagonal stripes. This solution 
is aimed to reduce cognitive load when interacting with the visualizations as well as the 
dependency on the legend. 
 

 
Figure 23. Color and pattern schema 

The blue and pink color that were chosen to present speed and acceleration aim to be neutral in 
terms of positive or negative connotation. For example, they are often used to distinguish gender 
variables. However, for the Boolean values representing the anomaly event or non-anomaly event 
we steer away from the neutral connotations and map normal state to green which is often used 
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to present a state where everything is in order. For the anomaly event color we decided to go for 
an orange rather than the red as orange still conveys good contrast with the green but is less 
aggressive in the visualizations.  

4.3.2 Timeline Visualization for Raw Data 

Timeline visualization gives an overview of the raw data of consecutive speed measurements. On 
the main x-axis time is plotted, left y-axis shows the change of speed over that time and on the 
right y-axis the difference in sensor speed measurements is plotted so that the critical interest 
points could be found by visual inspection (Figure 24). The line showing the differences of speed 
measurements, based on which the anomaly is identified, has a gradient color so the transition 

from green to orange corresponds to the likelihood of a presence of an anomaly. 
 
The challenge was to find a good way to present a representative amount of data without 
overwhelming the visualization with interactions needed to explore specific moments. To achieve 
that the timeline was created in three levels of granularity. The top timeline graph shows 50 
consecutive sessions of a selected train, the middle graph shows 30 minutes of data and the bottom 
graph shows the data plotted just on a one-minute timescale. 

 
The two upper timeline graphs serve as illustrated scrollbars where the gray opaque brush 
selection on the data is bound to the data shown on the next level. This solution allows to have an 
overview of the raw data as well as detailed exploration.  Figure 25 shows a code snippet to bind 
the “brush end” event of the first timeline brush, so that both lines on other timelines would be 
updated and the data shown on the consecutive graphs. 
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Figure 24. Timeline visualization of speed and measurement differences shown in 3 time-scales. 

 

 
Figure 25. Code snippet to update time axis on brush update 

4.3.3 Histogram for Training Data Feature Distribution 

Histogram visualization shows the distribution of labeled samples across 6 one-dimensional 
feature spaces (Figure 26). The dataset is randomly down sampled so that the number of anomaly 
events and non-anomaly events is the same. The motivation of down sampling is to enable visual 
identification of the distributions for the either label. As anomaly samples only make up for 1.5% 

of the dataset it would not be possible without down sampling. By selecting a new feature with 
radio button there is an animated updated to show the new distribution as well as the best decision 
boundary. The classification accuracy, that would result when the classification would be made 
given the displayed sample distribution by the presented boundary, is shown on the right. By 

var brush1 = d3.brushX() 
    .on("brush end", function () { 
        let start_time = x2.domain()[0]; 
        let s = d3.event.selection || x1.range(); 
        x2.domain(s.map(x1.invert, x1)); 
        timeline2.selectAll(".line--speed").attr("d", line2); 
        timeline2.selectAll(".line--opg").attr("d", line2_2); 
        timeline2.select(".axis--x").call(xAxis2); 
 
        let end_time = x2.domain()[0]; 
        let secondOffset = d3.timeSecond.count(start_time, end_time); 
        x3.domain([d3.timeSecond.offset(x3.domain()[0], secondOffset), 
d3.timeSecond.offset(x3.domain()[1], secondOffset)]) 
        timeline3.selectAll(".line--speed").attr("d", line3); 
        timeline3.selectAll(".line--opg").attr("d", line3_2); 
        timeline3.select(".axis--x").call(xAxis3); 
    }); 
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going through the features, it can be observed that the highest classification accuracy is 60% given 
the current sample set. This observation performs as a segue to the random forest classifier, as it 
is clear that one-dimensional feature boundary is not sufficient for a good classification model. 

 
Figure 26. Histogram visualization with feature selection and decision threshold 

The input for the histogram visualization is the raw training data. The axis values and aggregated 
sample counts corresponding to a specific value range are calculated in the preprocessing step of 
the visualization (see Appendix for D3.js code to preprocess data for histogram visualization). 

The buckets for histogram are calculated based on the input data feature by feature so that the 
visualization is independent from the use-case and could be easily reused for different datasets. 
The real continuous values for the features are rounded to limit the number of values presented 
on the x-axis. The output of the data preprocessing step is a dictionary containing the counts and 
bucket values for the features. This reduces the computation needed for data update, as the data 
used for visualization can be accessed in the dictionary by the new selected feature key. 
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4.3.4 Random Forest Model Visualization 

To visualize the random forest classifier that was built using the Scikit-learn library, it must first 
be transformed to a format that is compatible with D3.js. The Python script to transform random 
forest classifier to JSON can be found in the Appendix. The classifier is persisted after creation 

using ‘joblib’ library which is efficient on objects that carry large NumPy arrays internally as is 
often the case for fitted Scikit-learn estimators (Scikit-learn, 2018a). To transform the model to 
JSON the saved model is read back to a Python object. Then a function that goes recursively 
through every child of parent node is called on every classifier estimator. An index is added to 
every tree root node as a unique identifier. For every node in the tree the splitter feature, decision 
threshold, training sample count per label and accuracy is saved. In addition, unique indexes for 
the nodes in a decision trees are saved so that the decision paths could be saved as an array of 

node indexes on the path, rather than the full objects themselves.  
 
The forest visualization is a random placement of root nodes for every estimator. The node pattern 
fill corresponds to the feature based on which the first split of the decision tree was made. On 
hover, a tooltip with the feature name as well as the first decision threshold is shown (Figure 27). 

 
Figure 27. Random forest visualization with a pattern legend and random node placement 

Figure 28 shows a code snippet to configure D3.js force simulation so that the original placement 
of the nodes is based on a random location calculated for tree nodes so that it would leave space 
for the legend describing the feature pattern. With “collide” parameter we define the minimum 
required distance between two nodes as to keep the distinct nodes from overlapping. The force 
simulation automatically adjusts the node location from the original position so that the defined 
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radius requirement would be met. The force simulation allows animation when laying out the 
nodes. In the visualization the nodes are also draggable. 
 

 
Figure 28. Code snippet to define force simulation with random node placement 

Using patterns as a fill inside SVG element is not a trivial task. SVG element does not support 
pattern definitions done in CSS style file as class attributes (Graham, 2017). Figure 29 shows how 
a pattern is defined within the SVG element using D3. First the pattern is defined with the ID that 
is the same as the feature the pattern corresponds to. Then a rectangle is added to the pattern 
where the fill is either blue or pink depending whether the feature is speed or acceleration. Then 
either a horizontal, vertical or diagonal path is drawn on top of that patter. To access the pattern 
in the visualizing process an URL with the node feature as identifier is called.  

 

 
Figure 29. Code snippet to define pattern for SVG element 

4.3.5 Decision Tree Visualization 

From the random forest visualization, the tree map opens on click of a root node. This transition 
is animated. While the selected root node changes location and expands, the other root nodes 
disappear. The nodes with children have the pattern corresponding to the split feature and the leaf 

nodes have color based on the classification based on the distribution of samples in that node. The 
size of a node is proportional to the training examples classified into that node making it intuitive 
to identify more and less relevant decision paths. All the nodes in the tree can be dynamically 

var simulation = d3.forceSimulation() 
    .force("charge", null) 
    .force("forceX", d3.forceX().strength(.1).x(d => d.x_random)) 
    .force("forceY", d3.forceY().strength(.1).y(d => d.y_random)) 
    .force("center", d3.forceCenter().x(this.width * .4).y(this.height1 * .5)) 
    .force("collide", 
d3.forceCollide().strength(.5).radius(30).iterations(1)); 

var avg_accel = svg 
    .append('defs') 
    .append('pattern') 
    .attr('id', 'avg_accel') 
    .attr('patternUnits', 'userSpaceOnUse') 
    .attr('width', 8) 
    .attr('height', 8); 
avg_accel.append('rect') 
    .attr('width', 8) 
    .attr('height', 8) 
    .attr('x', 0) 
    .attr('x', 0) 
    .attr('fill', '#EE2A7B'); 
avg_accel.append('path') 
    .attr('d', 'M-2,2 l4,-4 M0,8 l8,-8 M6,10 l4,-4') 
    .attr('stroke', '#000000') 
    .attr('stroke-width', 2); 
 
nodes.attr('fill', d => 'url(#' + d.feature + ')'); 



 49 

collapsed and expanded. Once the root node is collapsed, the random forest visualization with all 
root nodes appears again (Figure 30). The transition to the random forest view is animated. For 
the decision tree visualization the maximum depth of the tree was capped at 5. 

 
Figure 30. Decision tree visualization 

4.3.6 Classification Visualization with Interaction 

In order to show the classification in action, a timeline graph is added to the random forest 
visualization. The window brush extending over 60 seconds of data is bound to the random forest 
classification. A pie chart with a percentage label shows the random forest classification 
probability that the selected data is not an anomaly. The overall classification would be “non-
anomaly” is the percentage is above 50% and “anomaly” if it was below that. The surrounding 
border color of each decision tree root node represents the specific classification done be the 
individual tree. The visual inspection of the border color would tell how unison is the 
classification vote. When the brush selection is less than 60 seconds of data, because of the gaps 

between sessions on the timeline, the pie chart disappears and no border color is shown for the 
nodes. 
 
Figure 31 shows a state where the overall classification is “non-anomaly” as the percentage is 
above 50 and from the tree nodes’ green border color it can be observed that all the estimators are 
in unison with that classification. In Figure 32 the window is moved to the right where a quick 
deceleration is taking place. Here the overall classification is “anomaly” and most tree nodes have 

orange border color, however, there are a few nodes that are not in accordance with the majority 
classification. 
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Figure 31. Classification visualization with no anomaly 

 

 
Figure 32. Classification visualization with anomaly 
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To bind the new data with the classification made by the model the predict function is called for 
every data point in the timeline and result saved to a JSON (see Appendix for Python script to 
classify and save new samples to JSON). The outer loop iterates over the data and inner loop 
iterates over the estimators recording the classification result made by every tree as well as the 
leaf node ID where the data point would be placed. All trees and nodes have unique IDs, for the 

dataset the unique identifier is the start time of the sliding window. 
 
Similarly with the visualization without classification, binding the random forest estimators can 
be expanded and collapsed on click. In the decision tree view the only difference is that he 
decision path that corresponds to the selected data window. Figure 33 shows findPath that is 
recursively called starting from the root node to find the IDs of all the nodes on the decision path. 
The resulting expanded tree view is shown in Figure 34. 
 

 
Figure 33. Code snippet to find decision path 

  

var decisionPath = null; 
function findPath(stack, d) { 
    //Copy stack without a reference to the array object 
    var s = JSON.parse(JSON.stringify(stack)); 
    s.push(d); 
    if (d._children != null) { 
        d._children.forEach(function (node) { 
            findPath(s, node); 
        }); 
    } 
    else if (d.leaf_id == leaf_id) { 
        decisionPath = s.map(d => d.node_index); 
    } 
} 
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Figure 34. Decision path for the tree classification 

4.4 Web Application Control Flow 
When designing the web app combining all the visualization episodes presented, the key 
motivation was to have the episodes designed in a modular way with no interdependencies. For a 
lean solution the HTML file only contains the main container element that will contain all the 

episode visualizations (Figure 35). A container to every episode is created simultaneously to the 
episode view controller. That way the number of elements can increase indefinitely without any 
modifications needed to the HTML file. 
 

 
Figure 35. index.html body 

All visualizations depend on different data from different data sources. In order to control the 

order of the object creation regardless of the data reading speeds Promise.all() is used (Figure 
36). The function calls the “then”-closure only when all the data is completely loaded and stored 
in the “values” array (Mozilla, 2018). 
 

<body> 
<div class="wrapper row"> 
    <div class="col-2"> 
        <div class="sticky-top sidebar-nav-fixed" dir="rtl"></div> 
    </div> 
    <div class="container col-10"></div> 
</div> 
</body> 
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Figure 36. Loading data from multiple sources 

After all the data is loaded a JavaScript object is created for every episode. The object receives 
its container, data and dimensions in the constructor (Figure 37). Then the object itself is 

responsible for processing the data, creating, displaying and updating the visualization elements 
in its container. Containing the visualizations in a JavaScript object makes it convenient to 
structure and reuse the code. Instance variables can have same function and variable names 
without causing conflicts when used in the same global environment. 
 

 
Figure 37. Creation of Timeline object 

The elements are placed in a single scroll-view with each element’s height corresponding to the 
full window height (see Appendix for the web app scroll-layout). To ease the navigation between 
episodes a sticky navigation bar is added. A click on the navigation bar item calls an animated 

scroll to the corresponding episode container. The creation and management of the navigation bar 
belongs to the Controller object which takes the episode object titles and container identifiers as 
input to the object constructor making the navigation bar dynamically scalable. 
 
The random forest, decision tree and classification visualizations are all part of a single Forest 
object. To differentiate between those views an instance state variable is created that is updated 
when interactions call for a view change. In the state updating function view elements are either 
shown or hidden. That way in the initial forest view we see a legend where in the forest 

classification view a hallow pie chart with classification probabilities is shown instead. Also, the 
timeline interaction is disabled when the tree view with decision path is opened. 
 
When switching between views using the navigation bar, then addition to the container URL 
setState()  function is called in the element to update the view. The initial idea was to make it 
possible to navigate through all episodes with manual scroll. To still support that interaction in 
the Forest object, the state automatically updates when a scroll event is triggered with a defined 

threshold even when the view element containing the visualization does not move. 
 

Promise.all([ 
    d3.csv("raw_data.csv"), 
    d3.csv("window_stats_downsampled.csv"), 
    d3.json("histogram_boundaries.json"), 
    d3.json("decision_trees.json"), 
    d3.json("classifications.json") 
]).then(function (values) { [...] } 

var timeline = new TimeLine({ 
    container: container.append('div').attr('id', 'timeline'), 
    data: values[0], 
    height: height, 
    width: width 
}); 
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The web application was built using Python-based Flask framework. The current prototype 
implementation keeps the backend for model creation and data preprocessing decoupled from the 
frontend responsible for processing and displaying the data. However, for future iterations of the 
project the Flask app enables to combine them. For example, the parameters of the model could 
be specified from the frontend web interface and the resulting model visualization displayed.  
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5. User Feedback 
 
When looking into the state of data science in industry two major topics where described. Firstly, 
the lack of data knowledge in the industry among non-data experts which has proven to be a 
hindering factor when it comes to supporting data related projects on a managerial level or taking 

the developed data solutions into use. It was proposed that a data visualization tool could help to 
communicate the solutions and results in a way that makes their value clearer to business 
stakeholders. The increased clarity in the value would consequently increase the likelihood of 
integrating them to business processes. Secondly, it was observed that developers and data experts 
would like to have more transparency in their built models to, on the one hand, validate them and, 
on the other hand, enable explorative analysis that might help to improve the model. The 
transparency of machine learning models would also help to improve the models by helping to 

identify unexpected behavior and results. These are two distinct motivations and user groups. In 
order to understand the value of the visual narrative solution, these user groups will be analyzed 
separately. 
 
To understand how and if the narrative visualization delivers on targeting the outlined problems 
the web app was presented to six people previously not involved in the project to describe the 
analysis process as well as the random forest model. Three of the people were without any 
technical experience, other than having been involved in some development projects on a 

managerial level or as project owners. Their work often entails setting priorities and allocating 
resources among projects. As project owners, they are also responsible for the final deliverables 
and how the project is communicated to higher level stakeholders. These characteristics of their 
role and limited technical knowledge make the selected test subjects a perfect fit to get feedback 
of the projected value of the preliminary prototype. In addition to the feedback, their experience 
in managing machine learning projects can result in meaningful additional inputs for better 
focused problem definition.  

 
Other three test subjects were data experts who work with machine learning models daily. All of 
the three experts work in a different commercial company varying in size. As common for data 
scientist and machine learning engineers working in the industry, the task of training, testing and 
optimizing machine learning models is not their only task. Other than data cleaning and technical 
tasks, a large portion is spent in meeting and on reporting. One data scientist stated that meetings 
to manage projects and align with business stakeholders can take up to half of their worktime. 

Two of the experts also noted that they have previously spent a significant amount of time 
working on projects that had no actionable outcome. This goes to show that they test subject are 
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personally familiar with the problem explored by the current paper and can provide feedback from 
the perspective of a data expert. 
 
The prototype with its available episodes and episodes was presented to the participants 
individually. As they were not directly related to the project of anomaly classification for train 

speed sensor measurements, also, they were briefed about the project specifics and the current 
use-case. Then the participants were asked questions regarding their comprehension, the 
perceived value of the visualization and the potential use of a similar tool in a professional 
environment. We also collected input regarding the additional features they would like to see in 
a tool similar to the current narrative visualization prototype. Additional qualitative feedback was 
collected in conversational form. 
 
When it came to visualization-specific and general comprehension, the non-data experts asked 

multiple questions originally not covered by the narrative. The sliding window method and the 
features obtained by that method required additional explanation. More than the essence of the 
window method, it was confusing to them as to why it was necessary. Also, it was not clear to 
them how the classification accuracy was calculated in the histogram visualization. One of the 
participants required further explanation on how the y-axis definition of the histogram view and 
the count relates to sample distribution. The test participants found the timeline view helpful to 
understand the initial problem as well as the use-case. The brush interaction for the timeline 

visualization and the radio button interaction for the histogram visualization were intuitive to 
understand. 
 
Although one of the participants had heard of random forest before, neither of them had any clear 
idea of what it entails. After having presented the random forest visualization with expandable 
decision trees, both of them were confident to understand the core principles and to be able to 
explain them to someone else. In the classification visualization view, they were excited to move 
around the input data using the timeline brush and see the classification result change. However, 

when interacting with the model both of the participants were constantly summarize the 
classification results for different states, which given the model complexity is not a trivial task. 
The decision path of a tree with depth five is essentially five AND-clauses without any inherent 
reasoning other than it was observed in the training data. 
 
When asked about the potential value or use in the professional environment, it was said that they 
would see a potential in a tool like that to enhance data literacy within a company or to be used 

with specific projects as a presentation tool. The tool would help to communicate the results but 
also make the presentation more inclusive. As when it comes to presenting technical solutions, 
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often a lot of domain specific language is used that might not translate to the general audience. 
When asked whether they would see themselves using the tool for insights, both participants said 
it to be unlikely, as formulating the results and the insights is not part of their role but rather the 
one of an analyst’s. They would see the use of a visualization tool for high-level conclusions and 
reporting. As for setting priorities and defining next actions, they would still rely on 

recommendations made by data professionals. This attitude also manifested when both 
participants asked for a concrete take-aways while interacting with the classification 
visualization. 
 
The participating data experts got immediately excited when the research project and its goals 
were described as both issues with transparency and communication are present in their everyday 
work. After the presentation, all the data experts said to have a solid understanding of the 
classification task and the model. The first two episodes of raw data plotted as a timeline graph 

and the histogram visualizations for feature distribution, were deemed less relevant as the experts 
were already familiar with the basics of timeseries data and feature engineering and considered 
the visual explanation redundant. Nevertheless, they said that this narrative step by step approach 
would be beneficial when presenting the project to someone not originally involved in the 
development process.   
 
The questions from the data experts about the tool revolved around the usability and technical 

functionality. Firstly, there was interest to know if and to what extent would the current solution 
be scalable to handle different types of data and features. Secondly, two of the three participants 
wondered if a similar visualization could be used for other algorithms. Despite random forests 
being widely used in the industry, it is just one of the many machine learning models. As for the 
value of visualizing the data and predictions, it was confirmed that a visualization could help to 
validate and explore the results. The participants had previous experiences with poorly of 
strangely performing models and the ability to interact with the classifications based on the input 
data, could help them to identify the cause. However, in addition to exploring the model it was 

said that there could be value in a visual interface for training the model and parameter tuning 
which would display different performance metrics. 
 
When data experts were asked about the value of a similar tool to facilitate conversation between 
them and business stakeholders, they said that a visual tool could definitely support them to 
explain the process. One participant said that when giving presentations of machine learning 
solutions in front of an audience of non-technical people there is always a challenge of “dumbing 

it down”. As part of a data science community, it is not always easy to estimate the level of 
comprehension that the audience as. He has been surprised more than once when the questions 
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asked show that he has overestimated the data literacy of the audience. A presentation tool, 
containing illustrations of relevant concepts, specifically designed to match the level of data and 
statistics knowledge of the general public could enable more meaningful communication between 
the counterparties. 
 

Overall, from the feedback of the two user-groups we see that their perspectives are different. On 
the one hand, the business experts would like to see more clarity and simplifications in a narrative 
visualization solution. Rather than data exploration and model specifics, they are interested to get 
a general overview and derive key take-aways. On the other hand, data experts would need the 
visualization tool to be scalable for different use-cases in order to support their development 
process. 
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6. Discussion 
 
The current research project explores two relevant problems, namely, the lack of understanding 
of machine learning solutions by executives and the lack of transparency of machine learning 
models, present in the industry. We proposed that both of these problems could be tackled or at 

least mitigated by a visual narrative solution. Conversely, after collecting feedback from users 
corresponding to two parts of the problem statement targeted by the visualization tool, it became 
apparent that there could not be a one-size-fits-all solution that equally delivers on both use-cases. 
That is, the visualizations and interactions required by business stakeholders to understand and 
value the machine learning solution are different from what data professionals need to increase 
transparency of machine learning models and support the development process in general (Figure 
38). 

 

 
Figure 38. Requirement differences between data and business experts 

The current preliminary prototype aimed to target the middle ground for both use-cases. The 
prototype can be considered a success as both user groups saw value in being able to visually 

explore the raw data as well as the machine learning model. Also, both user groups saw potential 
real-life application for a similar tool in their work. Nevertheless, multiple adjustments were 
suggested to fit the specific use-case that the tool would target. The current interface has too 
limited a number of supported interactions to bring significant added value to machine learning 
engineers in the process of building and validating the models. It was stressed that the training 
process could be integrated with the interface so that the changes made in parameter definitions 
could be reflected and assessed. Also, the data experts pointed out the necessity to support several 

different machine learning algorithms in order to bring real value to the development process. 
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On the other hand, the visualization targeting business stakeholders should be focused on 
generalization rather than details. It is important to bring clarity about a few selected core concepts 
and limit interactions as to not confuse the user. For the business user the visualization would 
serve as tool to illustrate and confirm highlights and key take-aways from the project rather than 
to explore and discover new concepts. Of course, these preferences can vary greatly among 

different people depending on the amount of interest that one has in regard to the approaches 
involved in a machine learning solution. Also, data literacy plays a role in identifying the optimal 
level of simplification in a solution. It is unreasonable to expect people to comprehend complex 
visual representations of multi-level data when the understanding of basic data visualization 
techniques like bar charts or concepts in statistics like probability is lacking.  
 
From the presented considerations, it is apparent that in order to target two different problems 
two different tools are needed. On the one hand, a half-way solution would not bring enough 

value for data experts to be actively used and, on the other hand, would unnecessarily complicate 
understanding for business stakeholders. The problem with separating the tools, is that it would 
add an implementation overhead for data scientists to create the visual narrative for the 
presentation purpose. As presentation is the final step in the development project there is a danger 
that it could be skipped entirely if it does not create additional value for the data expert, too.  
 
From the analysis made about the use of data science in the industry, we consider the 

communication issue more relevant when it comes to deriving value from machine learning 
solutions. Transparency is related more to the work-flow and model performance. As seen from 
the Kaggle survey results shown in Figure 7 the limitations in the state of the art of machine 
learning is one of the least prevalent challenges in the work of data professionals. Moreover, we 
saw that transparency of machine learning models as well as interactive machine learning are 
already established research fields. Unfortunately, the creation of an industrial solution is a 
challenge due to the heterogeneity of use-cases and variability of requirements. In contrast, our 
experimentation with the prototype showed that visualization could significantly improve the 

understanding of data science concepts among non-data experts and enhance communication. 
Therefore, it could be considered a tangible problem with a high impact. The main problem with 
focusing only on the communication side, is that it might be hard to get data experts to use it when 
its value is presented only as an illustrative tool.  
 
One solution to still offer value to data experts as well as business stakeholders, would be to 
design a single tool with two different modes or interfaces. One would be used to train, test and 

compare different models and their performances while the other would be to present the solution. 
Additional, visual modules could be added to the second mode illustrating some of the concepts 
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related to the project. This solution, when designed properly, would require minimal additional 
effort when switching from development mode to the presentation mode. This is because in the 
backend the same data and model would be used for visualizations in either mode. The differences 
would be in the level of detail, amount of interaction and available functionality. Splitting the 
interface in two modes would mean that there is a clearer understanding of the user type, so the 

visualizations could be designed specifically keeping that in mind. Also, the validation and user 
testing focused on the perceived value and usability of the tool could be more explicit when the 
participant belongs to the defined target group. 
 
As a first iteration, the current prototype validated that the problems explored are relevant to 
different stakeholders and a visualization tool could be the solution. Thus, in general the 
experiment was successful. User feedback helped to identify the weaknesses in the current 
approach but also new considerations to take into account when continuing the project.   



 62 

7. Future Work 
 
The analysis, prototyping and validation has resulted many learnings paving the way for future 
improvements of the prototype. In addition to improvements, we see new concepts and 
technologies that could be used in order to build an efficient scalable visualization tool. The 

enhanced visualization tool could support machine learning processes on several level. For the 
current prototype, specific minor improvements and bugs, which are present, will not be discussed 
as they carry little relevance in the context of future work. 
 
The current prototype could be extended with more episodes, specially, in regard to the model 
training process and parameter tuning. After the training episode there could one on the 
performance metrics like accuracy and recall of the model. For non-expert users a few episodes 

could focus just on the general concepts of statistics and machine learning before diving into the 
trained model. While integrating more episodes into the flow is supported by the current flow 
implementation, the scroll flow could be enhanced by integrating a web animation library to 
improve user experience when interacting with visualizations and switching between episodes.  
 
In the methodology chapter, sonification was looked into as an interesting option to use on top of 
the visualizations. During the implementation of the prototype, a few promising experiments were 
carried out using sonification on the raw data when interacting with the timeline visualization, 

however, it was left out of the final prototype as the sound-mapping for other episodes was not 
designed. The challenge of developing a holistic sound landscape that could be integrated with 
all episodes as a value adding feature rather than a distracting factor proved to be too big in the 
scope of this project. However, sonification remains to be an exciting tool to explore in the next 
iterations of the project.  
 
In addition to the vertical development of the prototype, in terms of additional steps in the 

pipeline, horizontal development is considered. That means supporting additional popular 
machine learning algorithms. Due to the fundamental differences between machine learning 
algorithms the visualizations mapping to those algorithms has to correspond to the specifics of 
the selected algorithm. More than designing the visualizations, it also means different data 
preprocessing to serve as input to the visualizations. Not only would expanding the range of 
supported algorithms make the tool more valuable for developers who could choose an algorithm 
that best fits their use-case, having multiple algorithms visualized would enable effective 

comparison of the model performance. 
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In addition to the improvements to be done on the prototype, the relevance of the problem makes 
it worth to consider building a production ready product that works not only in a descriptive 
capacity but offers a tool to interactively build and test machine learning models. After uploading 
the training data and selecting the algorithm, the model would be built in the back-end and results 
integrated with the visualizations. Another option to potentially enhance the speed and 

performance of the training process the web app could benefit from integration with AWS API-
driven Machine Learning services (AWS, 2018)  to be independent from the training logic as well 
as to benefit from the on-demand computation power characteristic to cloud computation. As 
briefly discussed in the discussion chapter, for a production tool the interface supporting the 
development process should be split from the interface used to present the visual narrative.  
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8. Conclusion 
 
In this thesis, we looked at the rising importance of data science applications in the industry. 
When diving deeper into the challenges related to development and deployment of data science 
solutions, we concluded that there is a major gap between the machine learning opportunity and 

actual derived value because of the lack of communication and clarity between data experts and 
business stakeholders. Another issue, when looking more specifically into the development of 
machine learning models, was the lack of transparency and interpretation available for model 
developers. Because of the black-box nature of many machine learning models, the issues in the 
input data are often hard to identify and the inclusion of domain experts into the development 
process is complicated. 
 

We proposed a narrative visualization solution where steps in the development process, as well 
as the developed machine learning model, are mapped to visualizations in a sequential 
presentation flow. The narrative visualization would serve as a tool to facilitate the conversation 
between relevant counterparties and provide transparency into the drivers and processes behind 
machine learning solutions. The ability to visually interact with model classifications would 
enable data experts to identify points of interest as well as potential errors present in the model. 
In the scope of this thesis, a prototype given an industrial case-study by Siemens Mobility GmbH 
Data Analytics Center was developed and validated. 

 
The technical implementation of the prototype consisted of, first, the analysis and processing of 
the raw timeseries data to create features for the machine learning model. Secondly, the training 
and validation of a random forest classifier were performed using Python Scikit-learn library. For 
the frontend development a Flask web application was set up. The web application consisted of 
modular visualization components that were created with D3.js framework. The modular episodes 
in a visualization flow where ordered in a scrollable single page with a navigation bar to help 

switch between the episodes. 
  
The final prototype was presented to several data experts and product owners who have been 
involved in industrial machine learning projects. Their feedback confirmed that the tool helped 
to bring more clarity into the initial data, as well as, illustrate the algorithm. However, both user 
groups also reported some limitations of the current prototype. The feedback and learnings 
obtained during the implementation pointed to potential enhancements of the prototype like 

adding visualizations for the training and validation steps as well as widening the range of 
supported algorithms and use-cases. Another pointer from the user feedback was to look into the 
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possibility of splitting the interfaces targeted to data experts and business stakeholders. This 
would allow to be more specific in designing the visualizations and the flow, as the level of 
comprehension as well as the requirements vary greatly between the two user groups. The 
improvements can be targeted as part of the continuation of the current exploratory research 
project.  
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Appendix 
Python Code to Draw Decision Tree 

  

from sklearn.externals.six import StringIO 
from IPython.display import Image 
from sklearn.tree import export_graphviz 
import pydotplus 
 
def draw_tree(dtree, feature_names): 
    dot_data = StringIO() 
    export_graphviz(dtree, out_file=dot_data, 
                    filled=True, rounded=True, 
                    special_characters=True, 
                    feature_names=feature_names) 
 
    return pydotplus.graph_from_dot_data(dot_data.getvalue()) 
 
 
Image(draw_tree(dtree, feature_names).create_png()) 
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SQL Code to Generate Sliding Window Features 

 

  

SELECT 
  *, 
  (CASE WHEN events_with_anomaly > 0 
    THEN TRUE 
   ELSE FALSE END) AS is_anomaly 
FROM ( 
       SELECT 
         datetime, 
         train_type, 
         s.global_session_id, 
         speed_odom, 
         AVG(speed_odom) 
         OVER ( 
           PARTITION BY s.global_session_id 
           ORDER BY datetime ASC 
           ROWS BETWEEN 0 PRECEDING AND 60 FOLLOWING ) AS avg_speed, 
         MAX(speed_odom) 
         OVER ( 
           PARTITION BY s.global_session_id 
           ORDER BY datetime ASC 
           ROWS BETWEEN 0 PRECEDING AND 60 FOLLOWING ) AS max_speed, 
         MIN(speed_odom) 
         OVER ( 
           PARTITION BY s.global_session_id 
           ORDER BY datetime ASC 
           ROWS BETWEEN 0 PRECEDING AND 60 FOLLOWING ) AS min_speed, 
         AVG(accel_m_s_s) 
         OVER ( 
           PARTITION BY s.global_session_id 
           ORDER BY datetime ASC 
           ROWS BETWEEN 0 PRECEDING AND 60 FOLLOWING ) AS avg_accel, 
         MAX(accel_m_s_s) 
         OVER ( 
           PARTITION BY s.global_session_id 
           ORDER BY datetime ASC 
           ROWS BETWEEN 0 PRECEDING AND 60 FOLLOWING ) AS max_accel, 
         MIN(accel_m_s_s) 
         OVER ( 
           PARTITION BY s.global_session_id 
           ORDER BY datetime ASC 
           ROWS BETWEEN 0 PRECEDING AND 60 FOLLOWING ) AS min_accel, 
         COUNT(anomaly_session_id) 
         OVER ( 
           PARTITION BY s.global_session_id 
           ORDER BY datetime ASC 
           ROWS BETWEEN 0 PRECEDING AND 60 FOLLOWING ) AS events_with_anomaly  
-- if > 0 than labeled anomaly = TRUE 
       FROM events_with_context_info i INNER JOIN ( 
            SELECT global_session_id 
            FROM events_with_context_info 
            GROUP BY 1 
            HAVING count(*) >= 
                   60 -- remove sessions that are less than 60s long 
          ) s ON i.global_session_id = s.global_session_id) windows 
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D3.js Code to Preprocess Data for Histogram Visualization 

 

  

var featureKeys = ['min_speed', 'max_speed', 'avg_speed', 'min_accel', 
'max_accel', 'avg_accel']; 
var selectedKey = featureKeys[0]; 
var anomalyKeys = d3.map(data, function (d) { 
    return d.is_anomaly; 
}).keys(); 
 
var allGroups = {}; 
var scalesX = {}; 
var scalesY = {}; 
featureKeys.forEach(function (featureKey) { 
    var subKeys = subKeysForKey(featureKey); 
    scalesX[featureKey] = d3.scaleBand().range([0, svgWidth]).domain(subKeys); 
    var grouped = []; 
    var maxCount = 0; 
 
    var featureBoundary = thresholds[featureKey].threshold; 
    thresholds[featureKey].roundedThreshold = roundThresholds(featureKey, 
featureBoundary); 
 
    subKeys.forEach(function (subKey) { 
        var filtered = data.filter(d => { 
            return roundData(featureKey, d) == subKey 
        }); 
 
 
        var counts = {}; 
        var total = filtered.length; 
        counts['total'] = total; 
        if (maxCount < total) { 
            maxCount = total 
        } 
        anomalyKeys.forEach(function (anomalyKey) { 
            var count = filtered.filter(d => { 
                return d.is_anomaly == anomalyKey 
            }).length; 
            counts[anomalyKey] = count 
        }); 
        grouped.push({ 
            key: subKey, 
            value: counts 
        }) 
    }); 
    scalesY[featureKey] = d3.scaleLinear().range([height, 0]).domain([0, 
maxCount * 1.1]); 
    allGroups[featureKey] = grouped 
}); 
 
var selectedData = allGroups[selectedKey] 
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Python Script to Transform RandomForestClassifier to JSON 

 

from sklearn.externals import joblib 
import json 
 
def main(): 
    features = ['avg_speed','max_speed','min_speed', 
  'avg_accel','max_accel','min_accel'] 
    labels = [False, True] 
 
    rfc = joblib.load('rfc.pkl') 
 
    jsons = [] 
    for idx, dtree in enumerate(rfc.estimators_): 
        tree_json = get_json_for_tree(dtree, features, labels) 
        tree_json['id'] = idx 
        jsons.append(tree_json) 
 
    with open('trees.json', 'w') as outfile: 
        json.dump(jsons, outfile) 
 
 
def get_json_for_tree(clf, features, labels, node_index=0): 
    node = {} 
    if clf.tree_.children_left[node_index] == -1: 
        count_labels = zip(clf.tree_.value[node_index, 0], labels) 
        total = 0 
        max_label = '' 
        for count, label in count_labels: 
            total += int(count) 
            node[str(label)] = int(count) 
            if (max_label == '' or node[str(label)] > node[max_label]): 
                max_label = str(label) 
 
        node['total'] = total 
        node['winner'] = max_label 
        node['leaf_id'] = int(node_index) 
 
    else: 
        feature = features[clf.tree_.feature[node_index]] 
        threshold = clf.tree_.threshold[node_index] 
        node['feature'] = feature 
        node['threshold'] = threshold 
        node['node_index'] = int(node_index) 
        count_labels = zip(clf.tree_.value[node_index, 0], labels) 
        total = 0 
        max_label = '' 
        for count, label in count_labels: 
            total += int(count) 
            node[str(label)] = int(count) 
 
            if (max_label == '' or node[str(label)] > node[max_label]): 
                max_label = str(label) 
 
        node['total'] = total 
        node['accuracy'] = node[max_label] * 1.0 / total 
        left_index = clf.tree_.children_left[node_index] 
        right_index = clf.tree_.children_right[node_index] 
        right_child = get_json_for_tree(clf, features, labels, right_index) 
        left_child = get_json_for_tree(clf, features, labels, left_index) 
        node['children'] = [right_child,left_child] 
 
    return node 
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Python Script to Classify and Save New Samples to JSON 

 

  

import pandas as pd 
from sklearn.externals import joblib 
import json 
 
def main(): 
    rfc = joblib.load('rfc.pkl') 
    dtrees = rfc.estimators_ 
    data = pd.read_csv("data.csv") 
 
    jsons = [] 
    for d in data.values: 
 
        features = d[3:] 
        if pd.notna(features[5]): 
            j = {} 
            j['datetime'] = d[0] 
            j['speed_odom'] = d[1] 
            j['diff_opgs'] = d[2] 
 
            features= features.reshape(1, -1) 
            j['predict'] = int(rfc.predict(features)[0]) 
            j['predict_proba'] = rfc.predict_proba(features)[0].tolist() 
 
            tree_estimations = [] 
            for idx, dtree in enumerate(dtrees): 
                tree = {} 
                tree['id'] = idx 
                tree['predict_proba'] 
=dtree.predict_proba(features)[0].tolist() 
                tree['predict'] = float(dtree.predict(features)[0]) 
                tree['leaf_id'] = int(dtree.apply(features)[0]) 
                tree_estimations.append(tree) 
 
            j['trees'] = tree_estimations 
            jsons.append(j) 
 
    with open('classifications.json', 'w') as outfile: 
        json.dump(jsons, outfile) 
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Web app scroll-layout 
 


