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ABSTRACT 

The current document is the resume of the internship work made on Telefónica Research 

and Development department as part of the EIT Digital Master’s School program in Data 

Science of the Technical University of Madrid and the Eindhoven University of 

Technology. 

The report focuses on data from the IoT service of Smart Machine to Machine service in 

Spain. With the implementation of state of the art techniques that will allow the analytics 

team to meet more demanding business requirements. 

The project is based on the data analysis of raw log data from monitoring and ticketing 

systems with a process-oriented mind. As the initial data from one of the sources 

contained over 600GB of raw text information, a small cluster has been setup with the 

use of Hortonworks Data Platform. Additionally using Apache Hive SQL queries, 

aggregated datasets have been obtained for further analysis on local workstations. 

With the use of R programming language, the obtained data has been analyzed and initial 

insights have been obtained. Furthermore, using the Disco tool, a Process Mining analysis 

has been done on the available operational data. Valuable insights have been found and 

it became a valid study case for similar projects in the future. 
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RESUMEN 

El presente documento es la memoria del trabajo de prácticas realizado en Telefónica 

Investigación y Desarrollo, como parte del programa de EIT Digital Master's School en 

Data Science de la Universidad Politécnica de Madrid y la Universidad Tecnológica de 

Eindhoven. 

El informe se centra en los datos IoT del servicio Smart Machine to Machine en España, 

con la implementación de técnicas avanzadas que permitirán al equipo de análisis cumplir 

con los requisitos comerciales más exigentes. 

El proyecto se basó en el análisis de datos de registros brutos de sistemas de monitoreo y 

emisión de tickets con una mente orientada a procesos. Como los datos iniciales de una 

de las fuentes contenían más de 600 GB de información de texto sin formato, se ha 

configurado un pequeño clúster con el uso de Hortonworks Data Platform. Además, 

utilizando consultas con Apache Hive, se obtuvieron conjuntos de datos agregados para 

su posterior análisis en estaciones de trabajo locales. 

Con el uso del lenguaje de programación R, se han analizado los datos obtenidos y se han 

emitido resultados iniciales. Además, utilizando la herramienta Disco, se ha realizado un 

análisis de Process Mining sobre los datos operativos disponibles. Se han encontrado 

valiosos conocimientos y se convirtió en un caso de estudio válido para proyectos 

similares en el futuro. 
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CHAPTER 1 

1. INTRODUCTION 

1.1 CONTEXT 

Telefónica is a global telecommunications company, with more than 300 million 

customers in 21 countries making it one of the largest telephone operators in the world 

[FPC].  

A key success factor in this business is providing an excellent quality of service. To 

achieve it, it is very important to react quickly to events that may generate unpleasant 

problems or even disrupt services. Their main office in Madrid, receives everyday 

terabytes of data related to global operations, meaning that they can obtain potential 

insights from this records. 

The current study has been made on the heart of the Direction of Development, 

Engineering and Technology of Global Platforms, which is in charge of several digital 

services deployed on global resources, for instance Video on demand or Machine to 

Machine IoT products. 

Within this, one of the key services provided by the company is an IoT managed 

connectivity solution that offers global real time control and connectivity management 

(Data, SMS and Voice). It also provides tools for visualization and monitoring that are 

easy to integrate with the customer systems. This service links automatically machines 

with each other to improve their business and operating processes (distribution, logistics, 

etc.). 
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This service, by April 2016 had 555,000 users, and by December 2017 already grew more 

than 3 million of users of different sectors as automotive, e-commerce, financial services 

or security; connected from Germany, Spain, Brazil, Argentina, Chile and Mexico. 

1.2 PROBLEM STATEMENT 

As the IoT service is critical for the business model, Telefonica needs to watch over the 

performance of these services at different architectural levels.  

For this, it has deployed a fault diagnosis tool (named KDAF) that uses automatic agents 

to monitor the status of different functionalities from the global network. Moreover, has 

an infrastructure monitor system (based on ICINGA) that continuously checks the status 

of the different hosts and services.  

Operation teams are complex organizations with groups working around the clock; both 

global and local operation engineers follow incident management protocols. All these 

activities are recorded in the case management tool, an in house development called UDO. 

This presents a challenge as gigabytes of raw data are available, but require a proper data 

analysis that could improve the performance of the services. 

The Telefonica’s R&D data analytics team is responsible of the definition and auditing 

of Development, Engineering, Technology and Operation best practices within 

Telefónica I+D. It ensures the quality of the data generated by these activities and they 

define the analytics strategy of the Area. The aim of this group is to find possible unseen 

patterns, with the goal of improve the service and allow the global operational team to be 

more proactive. 

1.3 MOTIVATION 

The assigned internship project wants to bring better data driven decisions in this research 

team, proposing a business case scenario that can work as a pilot example of how this can 
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be replicated in bigger scenarios. This team is at this time not using any parallel 

processing technology to handle their data, even though is common to have files or 

databases that are large enough to take advantage of this approach. 

Moreover, as part of a research and development team it is required to propose the use of 

new tools and technologies that can keep their business as part of the state of the art. In 

consequences this final degree project emphasis in propose and implement new 

technologies. The author of this document, and only intern of the team, was responsible 

to lead the development and execution of this project and any associated tool that has 

been used. 

Still, as in any data driven business project, many tools are involved, meaning that 

multiple technologies have to be learned and executed, without forgetting the financial 

constraints and budget that any company could have. 

This brings a clear motivation for the proposed internship, as different possible business 

case scenarios are in place, knowledge obtained in the past years can be executed, and it 

has to suit the business goals without forgetting about associated constrains. 

Grounded on this, and previous experience of the team, it has been proposed to use the 

Process Mining methodology in a specific business challenge. Still, to implement this 

methodology, it is required to gather data form different sources, and do a proper pre-

processing and data exploratory analysis. Therefore, the use of the right tools must be 

decided to generate valuable datasets, for this an additional motivation is found as the 

whole business case scenario will depend on how reliable this datasets are. 

As part of the research and analytics team, I have been assigned the full responsibility on 

this project, with the guidance of my company supervisor and the backing of my academic 

supervisor to successfully develop my final project degree. 
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1.4 OBJECTIVE 

Based on the proposed scenario, it is required to setup a proper Data Infrastructure that 

can handle the amount of information, following an established Data Mining 

methodology, and to obtain meaning full insights of the operational work, is required an 

appropriate study using Process Mining. 

Is important to consider the technical, financial and resources constrains that this 

internship project could have, as limited budget is available, a suitable business case 

scenario and results must be presented to the head of the department. 
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CHAPTER 2 

2. STATE OF THE ART 

This chapter covers the most relevant topics in innovative technology for the current 

intern proposal project. Each section analyzes the current state of the art with a business 

data driven set of mind.  

2.1 DATA MANAGEMENT SOLUTIONS FOR ANALYTICS 

As each year services and information becomes more relevant for any industry, also the 

amount of available generated data has exponentially increased. Even though this brings 

multiple opportunities for data analysis, it also results in a challenge on how to manage 

these vast amounts of data properly. Moreover, multi skilled teams with different 

backgrounds and expertise in different technologies require a suitable working 

environment. 

Currently there are available different alternatives as data analysis platforms. One of the 

main advantages of these platforms is that they consist of many different technologies, 

and at its core are able to provide usually data management services via standard APIs. 

Such as Open Database Connectivity (ODBC), Java Database Connectivity (JDBC), 

representational state transfer (REST) or Object Linking and Embedding Database 

(OLEDB), making it compatible with any type of data as a cross industry standard. 

Moreover, these management systems, usually provide a front-end application software 

that enables an administrator to setup with ease various parameters of the available data 

management technologies, configure different cluster architectures, and even comply 

with laws and regulations.  
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With this requirement in mind, different providers have arisen with sets of software 

systems that can support and manage data. The spectrum of solutions can vary depending 

on the company or individual’s prerequisites, the 2018 Gartner Magic Quadrant for Data 

Management Solutions for Analytics [GMQ] can be set as a good base ground reference, 

as it analyzes and compares from a neutral position twenty-two different providers, 

providing a comprehensive report on data management solutions. From this report is 

important to understand that a data management solution for analytics can include a vast 

amount of functionalities and software, from support for relational or non-relational 

databases, to machine learning modeling, and even the direct integration via 

programming languages such as JAVA, Python or R. The following quadrant from the 

Gartner report resumes the current state of the different solutions available in the market, 

including a resume of what are the strength and weaknesses, nevertheless it is required 

for each business to choose the more suitable tool based on their own needs and possible 

constrains. 

 

Figure 1 - Magic Quadrant for Data Management Solutions for Analytics 2018 [GMQ] 



 

Chapter 2 

 

7 

 

Another important aspect to consider is how these solutions will help analytical teams to 

share and overcome daily tasks, as well as how this tools can became important assets for 

the organization. For example, every team requires keeping track any changes on data or 

code, therefore the chosen tool should have at least a detailed log system that guarantees 

future assurances. 

2.2 DATA ANALYTICS CHALLENGES 

Even though there are available multiple data management solutions or tools, it is 

important to understand how crucial will be for the project to have a proper datasets that 

comply with the requirements of the project and the organization. 

Not only Telefónica, but also worldwide companies are asking if they are flexible enough 

to detect threats or opportunities based on data and how to react to them, and to make 

decisions that could influence, the quality of the data is a key. 

PwC states that there are four common implementation challenges that each company 

may face [PWC]. First is the absence of an stewardship role, as there has not been 

previously set the procedures that must be followed when issues related to data emerge, 

for example the corruption of a database and how this could impact future analysis. On 

top of this there is a lack of communication, making changes to the data hard to keep track 

in upstream systems, as between business units is rarely to see a smooth documentation 

or point of reference where anyone that extracts data from a different business unit can 

understand what is there. Also references to the low interest in data governance roles, as 

it is difficult to motivate people to be the assurance responsible that keeps tracks on how 

different units are handling the data, and if they are following established procedures, for 

example how to name an attribute in a database. The last and fourth challenge is related 

to make sense of data, as nowadays is common to see that many data is captured with 

multiple system, but companies usually do not know how or where to start to analyze it. 



 

Chapter 2 

 

8 

 

To overcome this challenges it is important that the top managers of the company 

understand how key this data approach is, and to give enough support and budget to the 

development and implementation of new data governance. Also, is important to have a 

clear and concise definition of responsibilities within the company, encouraging 

employees that a proper data handling will improve their position within the organization. 

Still the entire organization must recognize that to obtain reliable results, the quality of 

the data is everyone’s responsibility. Last, but not least, is essential to provide 

continuously training for everyone within the company, not only to appreciate the 

benefits, but also to encourage this data-driven mindset. 

Another question that often arise in companies is why they have not get the information 

that they require, being one if the principal reasons the concept of integrated systems 

architecture within units of a company. Generally, data, processes and systems have 

different purposes, and are usually developed independently; in consequence, technology 

used is not the same and leads to a disintegrated data. This also means that data 

maintenance work is more time consuming, where data quantity is growing in exponential 

rates. Besides, data management is an iterative work, where is required to follow a proper 

methodology that includes documentation for future references. 

It is important to emphasize, how continuous data education for everyone in the company 

is a key aspect for the global goals. All the employees should be able to understand how 

to read visualizations and statistical charts from business intelligence tools. In 

consequence, different units will generate similar data oriented results, which could be 

easily shared within the company.  

Companies that successfully overcome these challenges will have a competitive 

advantage, as with comprehensive and joined information, it would be easy to identify 

business trends and management risks.  
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2.3 DATA WAREHOUSE SOFTWARE 

When vast amounts of data is available new technology paradigms are required, to solve 

this demand parallel computing has become a standard for large data processing in every 

industry. 

In this part of the chapter, is discussed what tools have been proposed by the intern to use 

in the current project, and how they work as part of a proposed test case for a data 

warehouse environment.  

2.3.1 APACHE HADOOP 

Hadoop is an open source software framework that has the goal of enabling machines to 

communicate between each other, store and process large amount of data in a highly 

distributed way [IIY]. In the beginning, Hadoop mainly consisted of two components, the 

Hadoop Distributed File System known as HDFS and a distributed computing engine that 

enables to implement and run code as MapReduce jobs. 

MapReduce has become one of the most popular programming models for parallel 

processing, it uses Map functions over key-valued pairs of subsets of data, and a Reduce 

task that when executed produce an output. Each task runs in isolation from one another, 

allowing parallel and fault tolerant computation. Moreover, Hadoop also provides a high-

level API to implement custom Map and Reduce functions in multiple programming 

languages, but the most relevant feature is that Hadoop can handle complex aspects of 

parallelization, scheduling, resource management, fault tolerance and hardware failures. 

Nonetheless, still one of the biggest limitations of classical MapReduce model is the 

scalability, resource utilization and support of tasks that are different from the 

MapReduce model. To understand this limitation is important to understand how the job 

executions is controlled by two type of processes. 
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Job Tracker is the single master process, which coordinates all running jobs on the cluster, 

and assigns Map and Reduce task to run on the available Task Trackers, that are 

subordinate processes, which run the assigned tasks, and periodically give feedback of 

the current state to the Job Tracker. 

 

Figure 2 - Classic Apache Hadoop MRv1 

In detail, the Job Tracker mainly has two responsibilities, the management of 

computational resources of the cluster, which involves maintaining a list of the live nodes, 

a list of available and used Map and Reduce slots, and allocate the available slots to 

appropriate jobs and tasks according to the configured policy.  

In addition, it coordinates all the tasks running on the cluster, this involves telling the 

Task Trackers to start Map and Reduce tasks, monitor the execution of the tasks, restart 

failed tasks, and so on. This causes that the Job Tracker gets a vast amount number of 

responsibilities in a single process, being a problem for scalability on a large cluster, as it 

has to constantly keep track of thousands of Task Trackers, jobs, and Map and Reduce 

Tasks. Additionally, the Task Tracker usually runs only a few dozens of tasks, which 
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were engaged by the Job Tracker, the following graph resumes how the issue becomes a 

problem on parallelization. 

 

Figure 3 - Job Tracker bottleneck 

With the arrival of large Hadoop clusters, this model showed a limitation of scalability as 

the Job Tracker became a bottleneck. According to Yahoo!, in practice, this approach 

reaches its limits in a cluster with near five thousand nodes and forty thousand tasks 

running concurrently [NK], in consequence this generates limited and less powerful 

clusters.  

Another restraint is that the cluster administrator presets on each slave node (data node) 

a fixed number of Map and Reduce slots. In a given scenario where a MapReduce job has 

already taken all the available map slots, and requires more map tasks to run, it would not 

be able to do it even if all the Reduce slots are empty (computation power available). 

Additionally, Hadoop was designed to run MapReduce jobs only, and with the appearance 

of alternative programming models such as graph processing, there was a continuous 
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increasing demand to support new programming paradigms beside Map reduce, that could 

use the same cluster and share resources.  

Based on this, on 2010, Yahoo! engineers began to work on a completely new 

architecture, to overcome this scalability issue, it was proposed to reduce the 

responsibilities of the Job Tracker and delegate some of them to the Task Trackers, since 

a cluster has many of them available. The new design splits clearly the Job Tracker in two 

distinct types of processes, a cluster resources management and a task coordinator.  

Now, for each job submitted, a dedicated Job Tracker with a limited lifespan is started to 

control the execution of tasks within that job only. Moreover, this smaller Job Trackers 

are started now by the Task Trackers that are running on the slave nodes, making the 

coordination of jobs to spread across all the machines in the cluster, increasing the 

performance of scalability. 

2.3.3 YARN Framework 

With the arrival of Hadoop 2.0, and the overcome of the previous problems, Yet Another 

Resource Negotiator (YARN) was introduced as the next generation of Hadoop’s 

compute platform [TAY], now it has a layer that separates the resource management layer 

with the processing components layer. In addition, terminology changed from Cluster 

Manager to Resource Manager, from Task Tracker to Node Manager, the limited Job 

Trackers were assigned the name of Application Master and any MapReduce job was 

changed to the broad term of distributed applications. 
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Figure 4 - Architecture of YARN 

In the YARN architecture, the global Resource Manager works as a master service that 

manages the available cluster resources, tracks how many live nodes are available and 

coordinates when an application get access to this resources. When an application is 

submitted, an instance of Application Master is started to coordinate the execution of all 

the tasks within that application. At the same time this Application Master and tasks run 

in resource containers that are controlled by the Node Managers.  

Node Managers, instead of having a fixed number of Map and Reduce slots, has a 

dynamically created resource containers, and it will depend on the amount of resources 

such as memory, CPU, disk and network input and output speed. In consequence, now 

each Application Master can run any type of task inside a container, improving the general 

performance of the cluster. 

As now the Application Master runs separately, any given distributed application, enables 

the option to use in a single Hadoop cluster different types of frameworks and models as 

Map Reduce, Giraph, Storm, Spark, Tez, and much more. Allowing teams to have a 

higher cluster utilization, a lower operational cost, with the advantage that same data 

stored on HDFS can be used in different models. 
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2.3.2 AMBARI 

With the arise of multiple frameworks, a proper administration tool is required, for this 

Apache Ambari arrives as an open source administration tool that is deployed on top of a 

Hadoop cluster, and enables a web-based management tool to administrate and monitor 

the health of the cluster. 

Through Ambari dashboard, an administrator is able to visualize the progress and status 

of every application running over the Hadoop cluster, having available a range of tools 

such as Map Reduce, Hive, Pig, Spark, and many other popular frameworks. It also gives 

the option with user-friendly configuration to have instantaneous insights into the health 

of the cluster with pre-configured operational metrics. At the same time, authentication 

and authorization allow different profiles or even LDAP integration to give access for 

specific needs across multiple teams, making it ideal for enterprise environments.  

 

Figure 5 - Ambari Architecture [HMH] 
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A key advantage for cluster administration is that Ambari provides a simple architecture 

containing only two major components, an Ambari Server and an Ambari Agent. The 

Server is the authoritative process in charge to communicate with the Agents that are 

installed on each node of the cluster; and coordinates what services and tools are available 

on each of them. On the other hand, the Agents are the active members that sends the 

health status of each node and service to the Ambari Server.  

Moreover, Ambari can efficiently create a complete Hadoop cluster at scale, making it 

easier for developers and data engineers that require an enterprise level cluster, as it 

includes pre-configured key operational metrics that monitor the health of Hadoop core, 

HDFS, MapReduce and many other additional components such as Hive or HBase.  

At the same time, Ambari is platform independent, as it supports different operating 

systems and hardware architectures, allows maintaining versions and upgrades with ease, 

and can add more functionalities as existing applications are added to the Ambari 

environment. 

Furthermore, Ambari has a failure recovery system, if something goes wrong when a job 

is executing, as a power outage, Ambari will automatically recover from it. This is done 

based on preconfigured actions and a set of rules, were Ambari will for example, run the 

last five minute jobs or to completely run again a given task. 

Finally, one of the key features of Ambari is the ease of extensibility of nodes, as it is 

only required to install the Ambari Agent and configure it from the master, where it will 

automatically synchronize and install the chosen services. If any error arise, Ambari keeps 

a detailed log of information and many levels, allowing to properly debugging possible 

errors. 
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All this makes Apache Ambari to become a popular technology among the existing big 

data tools [IAA]. With their enterprise level support and continue development of new 

features, it is ideal for clusters of all sizes that require a stable and scalable growth.  

2.3.3 HIVE 

Apache Hive, is a data warehouse system for Hadoop, and arrives as an alternative for 

users that are more fluent with SQL programming language and want to leverage the 

power of the Hadoop Platform. Hive allows SQL developers to write Hive Query 

Language (HiveQL) statements that are similar to the standard SQL approach. Similar to 

other database management systems, queries can be run from a command line interface 

(Hive Shell), a Java Database Connectivity (JDBC) or Open Database Connectivity 

(ODBC) applications. Moreover, Hive allows running a client within applications written 

in C++, Java, Python and other client side languages [IAH].  

On a first approach, Hive looks similar to traditional database code that use SQL to access 

data, but as it uses Apache Hadoop and it is intended for long sequential scans, is 

important to consider that this can result in high latency requests. In consequence, Hive 

is not appropriate for applications that need very fast response or transaction processing 

that typically involves a high percentage of write operations. 

Nevertheless, Hive is a powerful tool for batch processing data on business requirements 

that require to process vast amounts of structured or semi-structured data. Making it ideal 

for multi-disciplinary teams that already have experience with the traditional SQL 

language and need to optimize the development cost.  

Another important aspect is that by default Hive uses Apache Tez, instead of MapReduce, 

to process the given operations. In general, Tez is a framework that allow data intensive 

batch applications to run efficiently at scale, making Hive queries to perform only in a 

single job, avoiding the intermediate writes to disk that could result from multiple 
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MapReduce jobs, and therefore can dramatically improve the performance [HAT]. The 

following graph compares MapReduce and Tez framework on an example HiveQL 

scenario. 

 

Figure 6 - MapReduce vs Hive example [HHT] 

Likewise, it as an alternative to the more popular Apache Pig framework, even though it 

does similar tasks as Hive, the data model is different. On Pig, the data objects operate 

within the generated script, and once the code completes the job, all the data objects are 

deleted unless they are stored. On the counterpart, Hive uses Apache Hadoop as data 

store, and any query, table created or data generated persists from query to query, making 

it more reliable for failure recovery. 

2.4 DATA MINING METHODOLOGY 

Within any organization, it is required to follow an appropriate set of rules to process the 

lifecycle of data mining. The Cross Industry Standard Process for Data Mining (CRISP-

DM) methodology provides a structured approach to plan any data-mining project; more 

important it has been for years a robust and well-proven approach in practice for the 
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industry. Essentially the model is a sequence of events that guide a data-mining project 

that requires the need for a repeatable approach, but still does not cover all the possible 

paths or actions that could arise in any given scenario; therefore, it should not be taken as 

a strained guide. 

 

Figure 7 - Complete CRISP-DM approach [JT] 

The first stage is the Business Understanding, as it will set the bases of what are the 

objectives the organization want to accomplish, as well as addressing possible questions 

that require an answer. This stage also needs to produce a project plan that describes the 

business goals and steps to perform, including the team that will be part of the project, 

and the details of the required tools and techniques. Besides, it has to be set the business 

success criteria, which determines whether the project has been successful from a 

business point of view, as at the end it has to produce valuable results for the organization. 

The following step in this stage is to assess the current situation, in means of inventory of 

resources, requirements, assumptions and possible constrains. Is important to compile a 

glossary of terminology that will be relevant for the project, as well as understand the 
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possible risks and contingencies that might delay or cause to fail the project. Finally yet 

importantly, a cost-benefit analysis for the project is required to understand the potential 

benefits for the business.  

The second stage is the Data Understanding, here is necessary to acquire the data 

previously listed in the project resources. This initial data collection, lists the data sources 

available together with the locations, responsible, and methods used to obtain them as 

well as possible problems encountered. Is important in this stage to describe the format 

of the data, including the quantity, number of records, available fields, or any other feature 

that allows to understand if this data satisfies the project requirements [CDM]. 

With multiple sources of information, quality of data is key for future work, completeness 

is a future that must be addressed, as missing data could impact deeply on predictive 

models. Still if there are missing values it has to be analyzed how common they are and 

how they are represented.  

In this stage, data mining questions need to arise, as what are the key attributes, if there 

is any current relationship between any pair of attributes, what are the result of simple 

aggregations, if there are any significant groups to segregate and a first glimpse on 

statistical analysis. Within an organization, usually an employee can address multiple 

questions on this first findings as it can help to set initial hypothesis and possible impacts 

on the remainder of the projects. If appropriate, graphs and plots are useful to indicate 

data characteristics that suggest further examination in possible time frames or subsets of 

data. 

The third stage focus on Data Preparation, as first step is necessary to list the data to be 

included, not always the whole dataset and all the attributes are used, is important to keep 

only the relevant information for the project goals. As part of cleaning the data it may 

involve the creation of tables, assignment of formats attributes, creation of subset or even 
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perform data format transformations. Additionally, it might be required to create new 

attributes that are constructed from one or more existing attributes, is important to 

describe and document correctly this new attributes. Operations can be, but are not 

limited, to merge, join and aggregation of tables and data, this process must be done with 

proper criteria as it is key for the performance of the project. 

On the fourth stage, the actual Modeling technique is selected, this can be the analysis of 

the data using popular machine learning models or complete the analysis with techniques 

as Process Mining to obtain quality measures, here might be required to set a training, 

test and evaluation datasets, that will allow to assess the accuracy of the model. Is 

important to consider what tool or programming languages can be used as well as the 

possible parameters to be adjusted. In this stage, the partial results must be accompanied 

by the criteria of a person with domain knowledge, as will judge how valuable the results 

are in the business context.  

For the fifth stage, the Evaluation focuses on the degree to which the model meets the 

business objectives, and looks for business reasons to determine in what the model can 

improve. Is common that in this stage, partial results reveal findings that are not related 

to the original business project objectives, but give additional information or hints on 

future directions. After more than one iteration of evaluation and if the results meet the 

business criteria it can become an approved model. A summary of the process is reviewed 

and is required to determine if there are any other important factors or tasks that somehow 

have been overlooked, if more insights are required a new model including more 

information might be necessary, therefore it could jump again to the first stage. 

The final stage is the Deployment, being the strategy as a standard procedure to create 

models based on the future data with common business objectives goals. Is important to 
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create a maintenance strategy as well as a final written report that summarize the previous 

stages. 

Not always mentioned, but is it is important that there is a feedback momentum once the 

project finishes. This must be carried out with the personal that was involved in the 

project, for example to analyze what where the gains during the project, any pitfall 

encountered or misleading approaches. This feedback of the team would be a key start 

point for future projects, as well as desirable fixes to current systems on how they obtain 

and store data. 

Finally is important not to only follow strictly the CRIPS-DM methodology, as new 

methodologies as the Team Data Science Process also include an updated method that 

considers in the detail the challenges that Big Data or Machine Learning in cloud 

computing services such as Azure, from Microsoft [ABC]. 

2.5 PROCESS MINING 

There are many data mining tools that are used to support business decisions in specific 

areas, such as marketing campaigns or financial predictive modeling; at the same time 

organizations spend a lot in the creation of business process modeling (BPM), which 

represent how any given process is done and what steps should follow. This creates a gap 

of data analysis that can be achieved with the use of Process Mining, which is the 

confrontation between the event data and process models. 
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Figure 8 - Process Mining first approach [PM] 

Process Mining combines the strengths of Data Mining (event data) and Business Process 

Modeling by automatically creating process models based on existing logs of data 

obtained from one or multiple enterprise systems. Is from this information where Process 

Mining can create complete process models that can highlight where possible bottlenecks 

are found and to understand how really the proposed business process is being followed. 

The two main drivers for the growing interest in Process Mining are that more events are 

being recorded, in consequence, providing detailed information about the history of the 

processes, and at the same time there is a need to improve business processes in a rapidly 

changing environment. 

A feature of process mining is to include automated process discovery, conformance 

checking, network mining, automated construction of simulation models, as well as case 

prediction and history based recommendations. This approach helps to describe the 

process in current activities within a company, search for bottlenecks, detect deviations 

or lack of compliance, and help to predict problems in business processes. 

There are three main techniques of Process Mining [WA], the first is the Discovery 

technique, where it takes an event log and produces a process model without using any 

previous information. The second technique, Conformance, takes an existing business 

process model and compares with an event log of the same process; it aids to check if the 

recorded system logs conforms to the business model and vice versa. Finally, the third 

technique is Enhancement, where it looks to improve an existing business process model 
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using information about the actual process recorded in an event log, and propose a new 

model that solves the issues found. 

The following graph resumes the three main Process Mining techniques with each input 

and expected outcome. 

 

Figure 9 - Main Process Mining Techniques 

As Process Mining focuses on the relationship between business process models and 

event data, and there are three main relationships. Play-out, is to start from a prior model, 

and from that model generate a behavior example to understand better the model, as well 

as to find possible dead ends or infinite loops that may occur in a process.  

On the other hand, the Play-in relationship takes examples of behaviors of event data and 

automatically infer a model from it. With more examples, more traces or paths can be 

find in the model. Moreover, a rich feature of this approach is that no prior business 

modeling is needed to generate a model from raw event data. 

As is not enough to just to infer models from raw data, is important to validate them with 

the Replay of reality on top of the model. This relationship helps to find missing events 

that where expected and deviations appear, being of high value on assurance or audits of 
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the business process. Replay is not only about conformance, but also about performance 

analysis, as with the use of timestamps, allows to measure the time it took between each 

event. 

 

Figure 10 - Position of the three main types of Process Mining [WA] 

A comparison of Process Mining with a Data Mining classification technique allows to 

understand better how the mental model differs and works. The following graph compares 

a trivial example from a widget factory dataset, were it has the attributes Name, Salary, 

Sex, Age, and Buy Widget; each row represents one instance in the dataset, being an 

instance a learning example that can be used for the classification rules. This example 

shows how a decision tree is made out of selecting the column Buy Widget as the 

classification target, quite a common scenario that can be found in data mining work. 
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Figure 11 - Data Mining example dataset [DUG] 

Still, for Process Mining the mental model differs as the data is looked form a process 

perspective. Again, an example dataset from a call center process is illustrated in the 

following graph. In contrast to the previous example, here each individual row does not 

represent a complete process instance, but just an event. Event logs are necessary for 

process mining, as each event corresponds to an activity executed in a process, multiple 

events can be linked together to the same instance or case id, and as it is part of a sequence 

of events, they can be ordered by a timestamp [DUG]. 

As it is common to have multiple processes going on at the same time, and each timeframe 

differs from each case, the analysis of this data with traditional tools makes it quite a 

challenge, therefore a process oriented model helps to understand better this information. 

In the given example, the three main attributes for process mining are selected, and tools 

such as Disco, can help to automatically sort and create process maps. 
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Figure 12- Process Mining example dataset 

Still some constrains are found to generate Process Mining models and minimum 

requirements of the attributes of the event log must be met. The Case ID is the attribute 

that determines the scope of the process, groups together same events, and also sets where 

the process starts and where it ends. This means that pre-processing of data might be 

required, as not always a unique attribute for each event is available in different log 

systems [DUG]. 

The second required attribute is the Activity, this represents the step made in the process, 

for example in a bank loan process the related activities could be Create, Update, Submit, 

Approve, or similar events. Again, this means that all the instance should have in common 

a list of activity name, and the extend of available activities will determine the level of 

detail it can be mapped. 

The third required attribute is the Timestamp, as not always log files are sorted by their 

creation date, the timestamp indicates when an activity took place. Additionally, is 
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recommended to have two timestamps for each instance, as will let now the execution 

time from when it started until it ended that particular instance. 

Other attributes should be included if helps to answer relevant questions to the process, 

as what kind of product the event is related or to what department it belongs. 

To help organizations to prepare for Process mining is important to understand initially 

which process is required to be analyzed. Is better if the process is already clearly defined, 

as what actions belong to it, and it is executed frequently, as a support desk role. Here 

questions that require to be answered should arise, and it should be taken into 

consideration the time constrain, as it will be impossible to analyze the behavior of a 

process without a proper timestamp of each activity. 

Also is necessary to know which IT systems are involved in the mentioned process, and 

which one of them contains relevant data to be extracted. Databases are typical for process 

supporting systems such as Enterprise Resource Planner systems, or Customer Relational 

Management systems. Sometimes data is not available in standard structured format, 

therefore a proper processing will be needed [DUG]. 

In parallel, is required to decide which are the main attributes available in the data, as at 

this point the main goals for the process analysis should be already known. Other 

additional attributes can also be included, that might be related with the process and could 

be useful to find unseen patterns in the data. 

In addition, a central decision will be what would be the Timeframe that the extracted 

data should cover. This will depend on the time that usually is required to complete a 

process, for example if a process usually completes its lifecycle in 5 months, for example 

a building permit process, valuable timeframe data will be of at least one year. In contrast, 

if the process completes in just a few minutes, then the extraction of a few hours would 
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be enough. This means that the more the company understand the process, the better will 

be for the process mining analysis. 

Once minimum data is obtained and Process Mining is applied on top of it using one of 

the multiple available tools in the market, the outcome will be a process map. Being a 

map that shows the flow of an automatically reconstructed diagram based on the sequence 

and time of the different activities previously imported. Thus, without further knowledge 

about the process, or any previously existing model, an objective picture of how the 

process behaves is acquired. Each activity will be followed by line connectors, that 

represent how often an activity occurred, and where multiple paths can be found. 

This quick result is one of the biggest strengths that process mining has, as does not 

require any prior knowledge of the model, or to previously configure the tool to 

understand the data.  
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CHAPTER 3 

3. DEVELOPMENT 

This chapter describes the development of the project that has been carried out by the 

intern. The particularities of its implementation and the characteristics of the tools that 

made data pre-processing and process mining possible.  

3.1 SOLUTION DESIGN 

Based on the business project requirements and the internal Request for Proposal (RFP), 

that included the given budget and associated risks, the following roadmap has been 

planned. It takes into consideration the different available data, how to process, analyze 

and validate it. This section of the chapter discuss each of the selected sources, tools and 

project planning leaded by the intern. Moreover, as the amount of information and 

available data is huge, for the Process Mining step, a study case will be used as a pilot 

example for future references.  

 

 

Figure 13 - Solution Design Roadmap 
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3.1.1 DATA SOURCES 

As the scope of the inter project is to analyze possible insights from the Smart Mobile to 

Mobile (SM2M) service, three different data sources have been identified that could 

potentially have information that could be used in the following process mining steps. 

This section of the chapter, reviews the different data sources available. 

The initial data source is the detailed event log alerts from ICINGA, an open source tool 

that constantly monitors infrastructure from multiple live services from machines in 

Germany, Spain, Brazil, Argentina, Chile and Mexico. In consequence, this generates 

gigabytes of data per minute.  

ICINGA, allows Telefónica to get in detail the status of their infrastructure, and for 

example, if a critical host goes down an alert and operational support ticket is immediately 

generated. The instantly response time and the accuracy of the alerts can impact 

significantly the provided service, therefore the log data makes it ideal to analyze how it 

is configured and to look into possible improvements. 

Telefónica on top of their infrastructure and service alert, has also implemented in the last 

year a tool, named KDAF, that allows monitoring the performance of some services using 

automated probes. KDAF uses an ELK Stack; that consist of Elasticsearch, Logstash, and 

Kibana open source tools. The main goal of KDAF is to simulate the response of different 

configured services. The automated probes, continuously simulates a customer doing 

common tasks, such as registering a new mobile SIM, send SMS messages or even 

subscribe to a new customer service. 

The KDAF tools is not limited only to SMS services, as it has also been implemented to 

check on other business core services such as Video on Demand. One of the good 

particularities of the ELK stash is that through the Kibana dashboard it was possible to 

perform direct queries with focus only in the desired study case service. 
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Additionally one of the main data sources is an in-house case management tool named 

UDO. This system records all human interactions with operational incidences reported 

from multiple sources, including data from ICINGA or KDAF, so there is a wealth of 

process oriented available information.  

UDO includes in detail what is the life span of a support ticket, including what host or 

service has been affected, as well as the severity of the ticket. This operational 

information also gives insights on what timeframes should be taken into consideration for 

data mining from other sources. For this tool it has been considered information of the 

last year. 

3.1.2 HORTONWORKS DATA PLATFORM 

Currently the assigned unit of the intern does not have a cluster to process large amounts 

of data, therefore any data management is done with local machines or single node 

servers. As part of the internship, it has been proposed to implement a small cluster pilot 

that shows the benefits of using parallel computing, as well as reducing the processing 

time of queries on large amounts of data.  

Still one of the constrains is that the data has to be always inside the company and the 

hardware in use, in control of the IT department. These rules out possible quick cloud 

solutions as Amazon Web Services or IBM Azure. In order to comply with this policy, 

an open source data platform has been proposed. 

Hortonworks Data Platform (HDP) provides a scalable enterprise open source platform 

for storing, processing and analyzing large volumes of data from many different sources 

and formats in a very quick and cost effective approach. HDP uses Apache Hadoop 

YARN framework as a resource manager and job scheduler technology, enabling projects 

based on Hadoop, Pig, Hive, HBase, Zookeeper, and Ambari [HDP].  
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Figure 14 - Hortonworks Data Platform Services  

One of the main reasons of to select this platform is that enables to setup a completely 

functional cluster in-house without the requirement to connect to cloud services, as the 

data to be processed must be always in hardware operated by the local team. Moreover, 

the community version of HDP does not have any license costs associated, making it 

suitable for the current project. 

Additionally, Hortonworks invests many on their online open community; this brings the 

advantages of shareable knowledge through forums, guides and low cost support, of 

course, if necessary professional or enterprise support is available via demand. 

As it part of its core software, HDP uses parallel data warehouse technologies as HDFS, 

YARN, Tez, Ambari and many other tools previously discussed available for many 

business case scenarios. 

The traditional approach of this unit in the company is to send jobs to a single processing 

server or local machine. This approach has the downside that with the arrival of vast 

amounts of data, on even small queries would take much more time than the desired. 

Based on this, and to show it as a proof of concept, the following pilot cluster was 

implemented by the intern. 
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Figure 15 - Initial Cluster 

This initial cluster is the base for the HDP, the main virtual machine, on the main host 

“HDP - Ambari VM TID” the Ambari service is installed, and this machine is the one 

that coordinates the different tools or services to enable across the cluster. An advantage 

of the HDP is that enables administrators to manage and monitor the cluster from the 

Ambari dashboard, allowing to have a proactive response to any possible issues that might 

arise. 

This HDP requires that each server of the cluster meet minimum system requirements 

[HAA], for this cluster this are the chosen requirements: 

 OS: Centos 7 

 Python version: 2.7 

 JAVA version: 1.8 
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The following table resumes the hardware specifications requested for each server: 

HDP - Ambari VM TID 

Hostname dev-dgpt-amba-01 

OS CentOS Linux release 7.4 

Processor Intel Xeon CPU E5-2650 v3 @ 2.30GHz 

RAM Memory 2 GB 

Storage 20 GB 

HDP - Node 01 MF TID 

Hostname dev-dgpt-hdp-01 

OS CentOS Linux release 7.4 

Processor Intel Xeon CPU X3430 @2.40GHz 

RAM Memory 16GB 

Storage 362 GB 

HDP - Node 02 MF TID 

Hostname dev-dgpt-hdp-02 

OS CentOS Linux release 7.4 

Processor Intel Xeon CPU X3430 @2.40GHz 

RAM Memory 16GB 

Storage 362GB 

Table 1: Cluster Details 

Another advantage of this approach is that new data nodes can be added with minor 

complications, as it will be only required to configure the network and install the Ambari 

client. For each new node, the Ambari dashboard will detect it and allow any 

administrator to enhance or improve the cluster. 

With the Hortonworks Data Platform in mind, internal IT operational team provide three 

machines for the initial cluster with the requested hardware requirements. These servers 

consisted only of CentOS 7.4 pre-installed with shell access.  
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Nevertheless, through Apache Ambari, a cluster setup is simplified, still it is not trivial 

task to configure properly each machine and required service, in the Appendix A of this 

document it is available the details of installation and configuration for this cluster. 

The following image shows the resume of the available HDP cluster for the project, and 

one of the main frameworks that will be used is Apache Hive. 

 

Figure 16- Cluster Available 

Nevertheless, as it is a complete data platform, it enables the unit of the company to have 

now a cluster where future projects that require different parallel computing technologies, 

such as Spark or HBase, can be immediately put into development. 

 

3.1.3 R DATA ANALYSIS 

When it comes to analyze data, currently there are two main popular programming 

languages for data analysis, being this R and Python. The extensive amount of libraries, 

growing worldwide community and short learning curve, allows to quickly grasping the 

necessary skills to apply data analysis [DC]. 

R has been used primarily in academics and research, but in the latest years is expanding 

into more traditional industry. This programming language focus a lot on statistical 



 

Chapter 3 

 

36 

 

model, a key element for data analysis. Eventough it is considered that R has an steep 

learning curve, compared to Python, once the basics are understood, many advance 

libraries can be used with ease. 

Most of the more important R libraries are available in the CRAN repository, being the 

Comprenhensive R Archive Network. Here there are available multiple packages of code 

that are collections of R functions that could solve many common data analysis tasks. 

R additionally has a quite mature visualization package named ggplot2, which allows to 

create custom made plots, layered and visually informative. A crucial element in the 

enterprise market as senior management levels require to understand with ease the 

obtained results. 

Based on the power of R programming language, and the previous experience of the intern 

and the team of the unit, R will be used for data mining, pre-processing and data analysis 

on the different data sources.  

Moreover, Telefonica has a private GitHub repository where code can be maintained and 

shared between colleagues as a backup or future reference.   

3.1.4 PROCESS MINING TOOL 

Based on previous experience of the unit leader, and from the intern at the Technical 

University of Eindhoven, the recommended and chosen tool to do the Process Mining 

analysis is Disco from the Fluxicon company, this tool allows to generate process maps 

that are intuitively for professionals in different areas, and not necessarily experts in 

process mining. A key aspect of Disco is that contains a set of the fastest process mining 

algorithms, as well as log management and a filtering framework to work with different 

versions. 
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Disco requires that the event dataset that must have attributes such as the Case Id, Activity 

and Timestamp, from this attributes and once the event log is imported in the system it 

provides an automatic process discovery mapping. 

When it comes to choose the exploratory event data analysis, the Timeframe is a key 

element for each instance, and here disco allows to select with precision what proportion 

of the dataset will be included in the model as this can influence in the different type of 

analysis. The following graph resumes the different available options and how it can 

cover the most common different scenarios [DUG]. 

 

Figure 17 - Timeframe cases filter 

This Timeframe Filter have 5 different options, the first option is Contained in 

timeframe, which are the cases which start and finish in the same selected interval. 

Intersecting timeframe, takes as a reference the first and last timestamp for any 

individual case. Started in timeframe, are the cases that only start in the given boundary, 

in opposite, Complete in timeframe are the cases that finish in the selected period. 

Finally, Trim to timeframe, will only use the timestamps of cases that happened in a 

particular period [DUG].  
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Additional embedded filters in Disco allow to get more details into the dataset, for 

example the Variation Filter is a way to focus the analysis on either the most common 

or on the most exceptional behavior in a process map. In Disco, a variant is an activity 

sequence pattern, meaning that cases that follow the exact same activity sequence, belong 

to the same process variant. This approach allows grouping and quickly detecting 

behavioral patterns. There is also available the Performance Filter, that allows to set a 

certain performance criteria or threshold that cases must meet. This includes, but is not 

limited, to see which cases do not comply to a service level agreement for a process, or 

which cases lost most of the time between activities. Additionally, many other filters are 

available, such as the Attribute Filter that allows to filter vents or cases based on any 

attribute selected from the dataset, or the Follow Filter, that permit to specify a simple 

process pattern based on relations. This set of filters give flexibility to the end user, 

improving the data exploratory process. 

Finally another important aspect of Disco is that it reads pre-configured datasets in 

various standard formats such as csv, txt, xls, xlsx or more standard formats for event 

logs as mxml (Mining XML) or xes (Extensible Event Stream), standard approved by the 

IEEE Task Force on Process Mining in 2016 [WA]. Moreover, Disco automatically 

detects the encoding of the text in the dataset, still is recommended to upload files in the 

Unicode UTF-8 format. This mentioned features as well as other non-technical 

characteristics, as being a tool which license cost adjust to the project budget, makes it an 

ideal solution. 

As in any other data science tool, it is important the features that has to analyze the 

datasets. In this case, disco allows to approach the data from three different analysis views 

[DUG]. 
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 The first approach will be the Map View, after a log is imported in the event log of Disco 

immediately displays a process map. This is the most important analysis in Disco, a 

process flow will also be discovered based on the sequence and timing of the imported 

activities. 

The revealed process is presented in an intuitive way, where it starts in the top of the map 

with a triangle symbol. In the opposite side, at the end of the process map is illustrated 

with a stop symbol. Everything in between represents the found activities. 

The following example illustrates a demonstration process map, where it is pointed out 

the start and end of the process. 
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Figure 18 - Disco Process Map Start and End Demonstration [DUG] 

All the activities are represented in boxes, and between two or more activities, arrows 

represent the direction of the flow. Next to the arrow, a number is displayed, by default 

is the absolute frequency, additionally thickness and coloring of the arrow support this 

frequency, or other metrics, to emphasize the most common path between activities. 

Is common that process map can be represented as an “spaghetti” of activities, paths and 

arrows. This is because all the activities and possible paths are displayed, making it 
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difficult to read or understand. Disco comes with a detail slider that allows to show only 

the most frequent activities or paths, getting as a result a more clean and concise process 

map. The rang goes between 0% that represents showing only the most frequent activities, 

and 100% that shows all the possible activities that ever occurred. 

 

Figure 19 - Activities and Path slider [DUG] 

Also in this view, Disco allows to show three different metrics, being the absolute 

frequency, the case frequency and maximum repetitions. This variants are immediately 

applied to the process map and in a matter of seconds the results are displayed, therefore 

lets to quickly compare different scenarios. 

 

Figure 20 - Available Metrics [DUG] 
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Case frequency is an interesting metric as it will ignore repetitions and just see the relative 

numbers on how many different cases occur through each activity. Cases are defined as 

a single process with a unique map, or followed path. 

Another way to display the process map is to use the Performance metric, this lets to 

understand better how time is spent in different parts of the process. Total duration, mean 

duration and maximum duration options allows to quickly identify which paths or 

activities are taking the most of the execution time. 

 

Figure 21 - Mean Duration example [DUG] 

This type of metrics come handy as it allows to understand better how some activities, 

cases, or paths are becoming a bottleneck in the actual process. Moreover, Disco has a 

live animation feature that lets to see in parallel to the timeframe what process are going 

on and at which point. 
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The other available vision is the Statistics view; this gives more details on the available 

data, allowing understanding better what is happening with each case, event or activity. 

For example, it can display a classical histogram to analyze the activities with more or 

least frequency, this information can lead to further statistical analysis in other tools 

 

Figure 22 - Statistical Histogram example [DUG] 

 Finally the Case View gives an understanding about each individual case, showing raw 

data. This is important, as once a strange behavior is detected, is important to drill down 

on the details on what caused this and start asking questions. 

 

Figure 23 - Cases view example [DUG] 



 

Chapter 3 

 

44 

 

3.1.5 VALIDATION GOAL 

As part of the data mining methodology it is necessary to apply some validation on the 

obtained results, therefore it is also part of the intern project to validate the results with 

other units in the company to present possible valuable insights. 

3.2 EXECUTION 

3.2.1 DATA SOURCES 

The first step was to obtain access and retrieve data from the three available data sources 

previously named. In this section of the chapter is discussed how data was obtained in 

each case, and what where the steps required to be done by the intern to clean this data. 

With the proper access granted the first database to mine was ICINGA. Even though has 

detailed information, one of the initial challenges to do further analysis is to transform 

the data to a more structured format, the following example shows how raw information 

is delivered from the ICINGA tool. 

 

Figure 24 - TXT Raw Data 
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Moreover, and based on pre-configured thresholds, this raw data mixes information about 

alerts from hosts, services and automatic alert tickets that are generated. This initial TXT 

file has over 600 GB. 

As analyzing all the available data is out of the scope, and after discussing with the 

manager of the unit, it has been selected to focus in data only from Spain and the IoT 

Smart Machine to Machine SMS service, and with a time frame of one year; still this 

generated almost 2 million observations. 

To understand the raw data it was required to follow the guidelines of the ICINGA 

responsible team, some fields or additional information that is not relevant for the project 

is not included, therefore only appropriate attributes are taken into consideration. The 

following data structure was generated. 

 

ICINGA SM2M 
ES ALERTS

Host Alerts

<fecha_epoch>;
<severity>;

<tipo>;
<num_reintentos;

<output>

Service Alerts

<fecha_epoch>;
<service>;
<severity>;

<tipo>;
<num_reintentos>;

<output>

Automatic 
Generated 

Tickets

Host Tickets

<fecha_epoch>;
<host>;

<persistencia>;
<usuario>;

<comentario>

Service Tickets

<fecha_epoch>;
<host>;

<service>;
<persistencia>;

<usuario>;
<comentario>
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As planned, the pre-processing of these files has been done with R coding, giving a more 

concise and structured format to the data. The generated output, as it is a large enough 

file to process in a single machine, it was loaded to the Hortonworks Data Platform, as 

HDFS files for further analysis. 

On the other hand we have KDAF data, even though data here is already in an 

environment ready to receive queries through Kibana or Elastic Search, is important to 

understand properly what are the correct parameters that have been previously set, for 

this also the guidelines of the responsible KDAF team is necessary. At the same time 

when raw data is downloaded, as CSV files, is quite important to do some 

transformations, for example from epoch to human-readable dates, considering the 

current time zone.  

In the case of KDAF data, different source files where generated, considering of course 

only the current business case scenario. Nevertheless, one limitation was that data from 

KDAF was only available from the last 6 months, making it uneven with the other two 

sources timeframes. The generated source files where not large enough to be necessary 

to process with a distributed platform, therefore queries and data extraction was done 

directly in a local machine. Here the main interest was to obtain the median time of 

response every hour of the SMS service in Spain in the last 6 months. 

Finally, data from the operational ticketing system UDO was retrieved using a native API 

that allows to extract the data from their NoSQL Mongo Database, here the challenge 

again was to work with an unstructured database, but with the flexibility of Mongo. To 

take advantage of the available API, and with focus on the given business case scenario, 

a compact file was obtained, therefore it was not required to load it in the created data 

platform. The following attributes have been selected as a base for future analysis. 
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Extracted UDO Attributes 

 

Type 

Status 

Priority 

Severity 

Ticket Id 

Customer name 

Service 

Submission Date UTC  

Originator 

Response time s  

Restoration time s  

Resolution time s  

Delayed time s  

Restored Date UTC  

Solved Date UTC  

Closed Date UTC  

Responsible Group 

Originator Group 

Delegate Group 

Initial Date UTC  

Restoration Date UTC  

Responsible User 

Submission Date UTC 

 

The data mining process generated the following datasets. 

Source Observations Timeframe Loaded in HDP 

ICINGA 1 969 136 Log Alerts 19/04/2017 – 

10/06/2018 

Yes 

KDAF 133 920 SMS Response time 29/01/2018 

30/04/2018 

No 

UDO 5 740 Operational Tickets 01/01/2017 – 

25/03/2018 

No 

Table 2  - Obtained data sources 
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3.2.2 HIVE EXECUTION 

In the case of data related to ICINGA, as it has nearly 2 million observations with detail 

information of the log, to optimize the query time it has been loaded to the HDP cluster. 

From the Ambari console manager the unit now is able to create views and instances that 

allow querying this HDFS data or any other future loaded source. 

 

Figure 25 - Generated HIVE View 

Is quite important than when the instance is being created all the service checks pass as 

from the nature of HDFS on how it stores information is important for future queries. 

 

Figure 26 - HIVE Service Checks 
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As mentioned before one of the key advantages of HIVE is that it empowers users with 

only knowledge in classic SQL to use the features of a parallel processing. 

The following examples are SQL Queries used in HIVE to generate aggregated files from 

the ICINGA HDFS file, the generated files depend on the necessary outcomes for further 

data analysis with R or Process Mining with Disco. 

Create a table with six columns and each with its type: 

CREATE TABLE alertado_servicio (fecha_epoch INT, service 

STRING, severity INT, tipo STRING, num_reintentos INT, output 

STRING); 

Load a previously loaded HDFS file and overwrite in a table: 

LOAD DATA INPATH '/user/TID/icinga_marzo_2018.csv' 

OVERWRITE INTO TABLE alertado_servicio; 

Show the first 1000 rows of a table: 

select * from alertado_servicio limit 1000; 

To get specific queries from a table: 

SELECT MAX(num_reintentos) AS MaxReintentos FROM 

alertado_servicio; 

SELECT SUM(DISTINCT severity) AS "Severidades" FROM 

alertado_servicio WHERE num_reintentos > 3; 

SELECT service, COUNT(*) AS total FROM alertado_servicio 

WHERE num_reintentos > 3 GROUP BY tipo; 

This cluster processes the necessary HIVE queries and generates the final outputs 5 times 

quicker than the given laptop for the internship, a good processing time for batch 

processing over 600 GB of data. Besides, the final output files have a size of less than 

500MB, allowing end workstations to process this data with more ease. 
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This approach allows iteratively repeating the extraction of this data or even replicating 

with a different business case scenario or service, making it ideal for the performance of 

the team and possible future tasks. 

3.2.3 R DATA ANALYSIS 

Once the aggregated files where obtained from the three different data sources, using R 

an exploratory data analysis is done. This section of the chapter reviews the most relevant 

insights found by the intern. 

A key step in the analysis is the completeness of the data, using the R programming 

language for statistical computing; plots have been generated to confirm it, and allows 

seeing the evolution of, for example, the ticket recurrence in the last year generated by 

ICINGA. 

 

Figure 27 - Alert Recurrence 
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Additional insights of this data are looked into detail, as the different types of the severity 

versus the number of retries of alerts. For example, here we see that for most of the Host 

alerts, only when it reaches the 10th retry, it will generate a critical alert. 

 

Figure 28 - Host Recurrence of Retries 

In opposite, in the case of services alerts, and depending on what type of service it is, 

even after a first alert it will generate a critical alert. 

 

Figure 29 - Service Recurrence of Retries 
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Each alert in ICINGA includes a comment section that explains what the alert is about, 

and for nearly two million observations, it would be difficult to get more insights on what 

information is being reported. To overcome this, using a text mining technique in R a 

word cloud was generated, allowing to visually represents the most frequently used 

keywords. Even though the data is only from Spain, many other countries appear reported 

as part of the alerts, this was validated as other countries do use servers in Spain to provide 

services. In the following graph, the bigger the word, the most frequent has been used. 

 

Figure 30 - Word Cloud 

At the same time the frequency of words found in the alerts can be generated, this gives 

additional insights in the type of data that is being handled. This also enables to quickly 

detect if the proper description are being used for the service, or if ticketing guidelines 

are being followed. 

 

Figure 31 - Frequency of Words 
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From ICINGA has been detected some spikes from the median amount of expected tickets 

alerts, even though, the following spike is of a slight alerts, generates doubts on what host 

and services have been affected in this timeframe. 

 

Figure 32 - Spike of alerts 

Once an insight from ICINGA was obtained, it was proceeded to extract information from 

that period of time from the KDAF system. It is suspected that also the median response 

time of the service has also been affected.  

 

Figure 33 - Kibana Dashboard for KDAF 
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Indeed, one of the most relevant cases found is that since the end of April 2018, the 

median response time of the SM2M service in Spain, had drastically duplicated or even 

triplicated, but still this did not generate a critical or major alert in the operational team.  

Looking into detail, this happens because there was actually no interruption of the service, 

but actually a degradation of the service. ICINGA sends an alert when is unable to reach 

a host or service, but in the current case no alert was generated as the service is taking 

only more time than the expected. The following graph shows how also in this period, the 

median time of response has drastically gone up. 

 

Figure 34 - Median Response time SM2M ES 

This approach helps to understand how log data from different monitor systems can be 

compared to get better insights of the data and how it can actually help to improve the 

service for end operational users. Following step is to also analyze what happen in the 

same timeframe at the level of UDO operational ticketing system. 
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The following graph show how in the ticketing system of UDO, there has been also a 

spike of generated tickets, nevertheless, most of this spikes are related to Slight tickets, 

they indeed show anomalies that should be look more into it.  

 

Figure 35 - UDO Severity Recurrence 

Another important aspect form the UDO data is to understand whom the responsible 

operational teams are. This affects directly to how each team is managing the operational 

process and will allow to understand if they follow properly the response life cycle. 

 

Figure 36 - UDO Responsible Group 
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3.2.4 PROCESS MINING STUDY CASE 

The service of IoT managed connectivity solution, SM2M, enjoys in Spain the operational 

support of 24/7. Teams have a maximum of 5 hours to restore the Service in case of 

Critical disruption and 12 hours in case of Major degradation, and the committed 

availability target is 99.5%. 

1. - After doing the data analysis with the information of KDAF, is observed that the 

median response time of the SMS service in Spain, has increased from two to five seconds 

during the period of 29th of April to 14th of May 2018, going back to its normal median 

value in the following days. 

2. - In the data available from ICINGA, it is seen that there has been an spike of alarms 

in the same period of time, still this has happen before and hasn’t produce a degradation 

of the SMS service. Still is not discarded it might have affected other services. 

3. - The following step is to analyze the incidences registered with the ticketing tool of 

UDO from a process-oriented mind using the technique of Process Mining. 

However, before jumping into the Process Mining analysis, is important to understand 

what the incidences UDO life cycle is.  

First, an incident is defined as an unplanned interruption or reduction in the quality of a 

service. The incident management process ensures that normal service operation is 

restored as quickly as possible and the business impact is minimized. 

The following graph shows how the process of an incidence must be done. Exceptionally 

an incident can be Cancelled or Delayed, but should not be the norm.  
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Figure 37 - UDO Response Life Cycle 

 

Additionally a Severity is the seriousness of an incident and is a measure of the impact in 

the correct functioning of the service and business. 

These are the four severities managed in UDO:  

Critical: A service disruption has happened ant it requires immediate corrective action.  

Major: An incident is partially impairing service. It requires urgent correction.  

Minor: An incident impairs service but not seriously. 

Slight: The incident does not currently impair service, but the condition needs to be 

corrected before it becomes more sever. 

The motivation behind applying Process Mining on the given scenario, is to give a 

different perspective on how an spike of alerts in ICINGA and KDAF, from different 

sources, could have potentially degraded the service. 

With all the information gathered, using R and based on the aggregated files a dataset 

containing the required structure for Process Mining is generated and loaded into the tool 

of Disco. 

The initial process map shows all the activities related to the process of operational tickets 

in UDO. It is the desire to find more insights on how the responsible group, and associated 

tasks, performed during the degradation of the service.   
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Figure 38 - First Process Map 

Moreover, to be precise with the analysis, the following filters are applied: 

 Focus only on tickets that happen between the periods of 1st of 

January to 14th of May 2018. 

 Only data related to the Spain operator. 

 Only data related to the service of SMS. 

 Cancelled incidences have been omitted. 

 Only the related responsible groups are included. 

The initial visual feedback from the process map shows that the groups related to this 

service do not follow a proper life cycle of the process, having even some tickets that go 

from restored to active again. 
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For this period, the following severities have been recorded in total for the SMS service: 

 Critical: 0 

 Major: 13 

 Minor: 43 

 Slight: 5 

Still, to get a better insight on the service degradation, and to do a fare comparison, the 

same analysis is done into two periods. 

 Period A: from 1st of January to 28th of April 2018 (Before the spike) 

o 17 Weeks 

 Period B: from 29th of April to the 14th of May 2018 (During the spike) 

o 2 Weeks 

Using DISCO, a comparison of each period can be done, for each of the severities that 

had tickets from UDO. The goal of this approach is to compare what happened before 

and during the incident, and how this could have impact to the service performance.  

As no Critical tickets were generated, no comparison is made for this type of severity. 
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Figure 39 - Comparison of Major Incidences 

From this process, and focusing only on the most relevant variants of paths, we see that 

there are two responsible groups, with two levels of responsibility. The process maps 

show a similar response time between each activity. As a Major incidence is of high 
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degradation, all cases do comply with the established threshold by the company, of less 

than 12 hours until the first restoration point. 

 

Figure 40 - Comparison of Minor Incidences 

For the Minor severities, the same previous responsible groups appear, but in this case 

there is one ticket from period B that after being solved was re-opened and put in an 
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delayed status. This kind of behaivor is not normal, and further insights should be done 

on the UDO ticket that follow this path, as it might be related to the previous degradation 

of service found before. 

 

Figure 41 - Comparison of Slight Incidences 
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For the Slight incidences even though the period A, shows some Delayed incidences, as 

being of type Slight they are not of medium or high risk for the business. 

If we take the statistics of each period, the following table resumes how there has been an 

increment of incidences related to the SMS service, showing some possible link with the 

previously find insights of KDAF and ICINGA. 

 Critical Major Minor Slight Total 

Period A 0 11 36 2 49 

Period B 0 2 6 3 11 

 

Considering these two scenarios, of the last 17 weeks (period A) preceding the 2 weeks 

(period B) of the degradation, a ratio of 17:2 can be obtained, and this allows 

understanding the increase of incidents in the mentioned period. 

 Critical Major Minor Slight 

Increase of incidents 0% 55% 42% 12% 
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3.2.5 VALIDATION 

As possible insights have been found on the mentioned Minor severity incidence that was 

re-opened, an additional operational process map is generated. 

 

Figure 42 - Operational Process  

Initially is seeing that between the responsible operators from m2m_l2 and m2m_ocs took 

many hours to solve the ticket, and even it bounced back and forward. This might 

insinuate that the operators in charge of the ticket could not find an actual problem, or 

required more information related to the reported issue. 
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Figure 43 - Validation Activity 

If the activity process map is looked only for this case, it represents how it was delayed 

or even restored and active again. This gives the clue that the operational team had issues 

with this ticket and did not know how to proceed and follow the life cycle properly. 

Moreover, to rule out that the slowdown in the response could be associated with a 

massive increase in active SIMS, this data was consulted and it was found that the 
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evolution of the number of active SIMS followed the expected smooth growth, as seeing 

in the following graph. 

 

Figure 44 - Spain SIMS Evolution 

With a clear proof of case, a meeting with the operational responsible was requested, and 

they found that a Major release software was implemented during this time. Part of this 

Major release included the implementation of a new set of rules for the Voice and SMS 

service, but was misconfigured.  

The root cause is found, whenever a SMS message, from the Smart Machine two Machine 

service was sent, from the three main possible routes to follow in Spain, only two were 

configured correctly, and the third one was using a gateway from the United Kingdom. 

Whenever KDAF, using the automatic probe, failed to send an SMS, it retried until it 

reached one of the two properly configured gateways and did not raised an alarm.  

This behavior caused a degradation of the service; moreover, it took over two weeks to 

the operational team to realize that this issue was going on and correct it, that was 

confirmed with the process mining map that shows how the open ticket was being sent 

from one responsible to another. 
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4. RESULTS 

4.1 OBTAINED OUTCOMES 

From the proposed project, it was possible to mine relevant insights for the business 

process.  

In one hand the implemented data platform, enables to handle vast amount of information 

from the ICINGA monitoring system. The cluster management through Apache Ambari 

allows an enterprise approach for the cluster administration, as it will be the more suitable 

tool to add or remove data nodes. 

With the available cluster and with the use of Apache Hive queries, final datasets of 

information could be obtained. Moreover, Apache Hive is a great framework for people 

without prior experience on Hadoop, but that have vast experience in SQL language. This 

approach empowers the analytical team to have already a set of technology to process 

future projects of similar characteristics.  

Once the initial data has been processes, R programming language is a great environment 

to handle data frames and get deep insights from the data in a reliable way. Likewise, the 

available set of packages and libraries that are constantly improved by the worldwide 

community, make it an ideal data language. 

Considering three different sources of information, insights were find on a period of early 

May 2018, that result in the degradation of service of the Smart Machine to Machine SMS 

service in Spain. To mine the root cause of the problem the Process Mining technique 

was applied using the tool of Disco, finding that in general, the number of incidences 

related to this service increased, and a particular incidence of type Minor was generated. 
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Further insights of this data, and after talking with the operational responsible of the 

services conclude that this degradation of time was caused by a misconfiguration in a 

Major release of software related to the Video and SMS service, and immediate actions 

to correct it have been already take in place. 

4.2. CONCLUSION 

With the growth of available data is important to choose the right tools for every task. 

Not all the available data requires Hadoop or parallel processing, nowadays many 

workstations have enough computing power to process large amounts of data, still there 

are some thresholds where the use of parallel computing is recommended. 

The Hortonworks Data Platform is a good low cost enterprise alternative for analytical 

teams of all sizes, that even though the initial installation and configuration might take 

several steps, the available documentation and online resources make it suitable as an 

starting point for big data analysis. 

For any data wrangling project, R programming language has the flexibility R to create 

reproducible, high-quality data analysis. Next to the multiple data-oriented libraries 

available, make it a good tool for this type of projects.  

The Process Mining technique, arrives as an alternative to the traditional approach of data 

mining, as it looks with a set of mind more process oriented. Ideal for projects that handle 

operational data such as support ticketing systems. 

Current monitoring systems depend mostly on how the parameters and rules are 

configured, this project showed how a degradation of service might not be properly 

alerted and an error can continue without correction for several days. 

In a Telecommunications Company, such as Telefonica, for any major release of 

software, is important to also measure the response time of the service and find possible 
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anomalies. Even though could be a non-trivial task, the use of data analysis methods can 

help to overcome this. 

4.3. FUTURE ROADMAP 

With the initial business case scenario as a proven test, now is recommended for the 

analytical team to setup the automatic process to use the same scenario for different 

services of the company. 

Even though Apache Hive, allows to use the power of parallel computing with similar 

SQL queries, is recommended that on future projects it be implemented the use of a more 

general-purpose language such as Scala. As the possible bottlenecks of performance can 

be overcome, moreover on an automated process when queries are made on a daily or 

hourly basis. 

The set of rules of current monitor systems should be reviewed, as they might be limited 

to alert different layers of a service. Still, in a big company that handles thousands of 

machines, is a non-trivial task, and a proper request for change implementation must be 

carried out. 

Additionally the whole scenario of data analysis can be merged and automated with the 

use of R, which already has implementations of using a Hortonworks cluster, plus the 

analysis with the process mining technique, generating operational maps that can alert 

immediately when performance is not being met. 

Using the advantage of now having a business intelligence tool such as Power BI, it is 

recommended that the unit automate the results to make them available to managers of 

other operational departments, making it easier for them to get immediately results. 
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APPENDIX A – CLUSTER INSTALLATION 

The following document details how the setup of the Hortonworks Data Platform was 

done and important aspects to consider. It is included as an appendix, as the lack of clear 

documentation, mostly because of different versions, difficult the installation process. 

Node Setup 

Each node in the cluster has SSH access, and using the “sudo –su”, privileged user, the 

following commands where used for each node: 

Update Centos 7 packages: 

yum update -y 

yum upgrade -y 

Install JAVA 1.8 JDK, and verify version1: 

yum install java-1.8.0-openjdk-devel 

java -version 

Verify Python 2.7.x version: 

python --version 

HDP Software requirements2: 

yum install -y scp curl unzip tar wget nano 

Verify NTP is up to synchronize the system clock across the cluster3: 

yum install -y ntp 

systemctl enable ntpd 

date -R 

                                                 
1 https://www.digitalocean.com/community/tutorials/how-to-install-java-on-centos-and-fedora 

2 https://docs.hortonworks.com/HDPDocuments/HDP2/HDP-2.6.4/bk_support-matrices/content/ch_matrices-ambari.html#ambari_software 

3 https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-

installation/content/enable_ntp_on_the_cluster_and_on_the_browser_host.html 

https://www.digitalocean.com/community/tutorials/how-to-install-java-on-centos-and-fedora
https://docs.hortonworks.com/HDPDocuments/HDP2/HDP-2.6.4/bk_support-matrices/content/ch_matrices-ambari.html#ambari_software
https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/enable_ntp_on_the_cluster_and_on_the_browser_host.html
https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/enable_ntp_on_the_cluster_and_on_the_browser_host.html
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Setup the Host File4: 

Open for each node, the hosts file:  

nano /etc/hosts 

For each node, add the IP address and the FQDN.  

For example, add to the hosts file the line: 

10.95.133.134 dev-dgpt-amba-01.hi.inet 

Verify the configured hostname (otherwise set it): 

hostname -f 

 

Edit the Network Configuration File: 

 Open for each node, the network configuration file: 

nano /etc/sysconfig/network 

For each node, modify the HOSTNAME property to set the fully qualified domain 

name. 

 For example, add to the configuration file: 

NETWORKING=yes 

HOSTNAME=dev-dgpt-amba-01.hi.inet 

To use MySQL with Hive, the MySQL Connector/J JDBC Driver is required. 

On the Ambari Server host, run5: 

wget https://dev.mysql.com/get/Downloads/Connector-J/mysql-

connector-java-5.1.46.tar.gz -O /tmp/mysql-connector.tar.gz 

tar -xvzf mysql-connector.tar.gz 

                                                 
4 https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/edit_the_host_file.html 

5 https://stackoverflow.com/questions/23308493/how-to-download-mysql-jdbc-jar-file-on-centos 

https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/edit_the_host_file.html
https://stackoverflow.com/questions/23308493/how-to-download-mysql-jdbc-jar-file-on-centos
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ambari-server setup --jdbc-db=mysql --jdbc-driver=/tmp/mysql-

connector-java-5.1.46/mysql-connector-java-5.1.46.jar 

Ambari Installation  

The Ambari 2.6.1.5 service automates the installation of HDP, therefore only in the main 

node machine the following commands where used: 

Get and add the public Ambari repository6: 

wget -nv http://public-repo-

1.hortonworks.com/ambari/centos7/2.x/updates/2.6.1.5/ambari.repo -

O /etc/yum.repos.d/ambari.repo 

Verify that the added repo: 

yum repolist 

Install the Ambari service. This also installs the default PostgreSQL Ambari database 

(choose Y when prompted to confirm transactions, including Hortonworks GPG Key): 

yum install ambari-server 

Successful installation output is expected. 

Set Up the Ambari Server 

Is required to setup Ambari, to start use the following command and instructions7: 

ambari-server setup 

Respond to the setup prompt: 

By default, Ambari Server runs under root. Accept the default (n) at the Customize user 

account for ambari-server daemon prompt, to proceed as root. 

                                                 
6https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/download_the_ambari_repo_lnx7.html 

7https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/set_up_the_ambari_server.html 

 

https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/download_the_ambari_repo_lnx7.html
https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/set_up_the_ambari_server.html
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Select a JDK version; enter 1 to download Oracle JDK 1.8, and accept the Oracle JDK 

license when prompted.  

Answer y to accept license agreement and to enable Ambari to download and install LZO 

data compression libraries on any new host in the cluster. 

Select n at Enter advanced database configuration to use the default, embedded 

PostgreSQL database for Ambari. The default PostgreSQL database name is ambari. The 

default user name and password are ambari/bigdata. 

Setup completes and a successful message confirm this: “Ambari Server 'setup' completed 

successfully”. 

Installing, Configuring, and Deploying a Cluster 

Use the following commands to manage the Ambari Service8. 

    On the Ambari Server host, to start the service: 

ambari-server start 

#Confirmed with the message “Ambari Server 'start' completed 

successfully”. 

    To check the status Ambari Server processes: 

ambari-server status 

    To stop the Ambari Server: 

ambari-server stop 

Once with the server setup and the Ambari service running, point your web browser to 

the port 8080 and use the default username and password (admin/admin): 

                                                 
8 https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/hdp_start_the_ambari_server.html 

 

https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.1.5/bk_ambari-installation/content/hdp_start_the_ambari_server.html
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http://dev-dgpt-amba-01.hi.inet:8080/ 

 

On the next screen start the setup of the cluster using the button Launch install Wizard: 

 

Image 1: Launch Wizard 

Step 1 - Get Started 

On the first setup screen, select a name for the cluster; it should not contain spaces or any 

special character. 

 

Image 2: Cluster Naming 

Step 2 - Select Version 

Then the version of correct HDP has to be chosen: 
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Image 3: Select Version 

In addition, select the correct repository based on the used OS, in this scenario, Red hat 

7. 

 

Image 4: Select Repository 

Step 3 - Install Options 

On the following screen of the Install Wizard, is required to include the FQDN (Full 

Qualified Domain Name) of each of the hosts or nodes that will be part of the cluster. 
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Additionally a SSH Private Key is required to connect to the nodes without a password 

and with sudo permissions. 

In the current cluster a new SSH Key has been created, the public key has been added to 

the .ssh/authorized_keys file on each host, the user is sysadmin, and finally the default 

SSH port 22 is used. 

 

Image 5: Add hosts and SSH Key 

Step 4 - Confirm Hosts 

Ambari will try to confirm the hosts, under status there is a link for each node with a log 

for possible errors to fix. The message to get must be Success for all nodes: 
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Image 6: Confirm Hosts Check 

Additionally a host check runs to verify some possible issues.  

Some warning require a manual clean from the shell of each host, running the following 

command: 

python /usr/lib/python2.6/site-

packages/ambari_agent/HostCleanup.py --silent --skip=users  

It is required for Ambari to communicate during setup with the nodes and certain ports 

must be open and available. To avoid issues during installation, temporarily we can 

disable the firewall with the following command9: 

systemctl disable firewalld 

service firewalld stop 

After the cleanup command, a Rerun check executes, no additional warnings should be 

present.  

                                                 
9 https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.0.0/bk_ambari-installation/content/configuring_iptables.html 

https://docs.hortonworks.com/HDPDocuments/Ambari-2.6.0.0/bk_ambari-installation/content/configuring_iptables.html
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Image 7: Host Individual Check 

Step 5 - Choose Services 

The following screen allows to choose what Services will be installed in the data platform. 

Some Services have dependencies and are required. If one of these dependencies is not 

choose, HDP will alert you and select for you. 

 

Image 8: Select Services 

For this scenario, the selected services are HDFS, YARN + MapReduce2, Tez, Hive, 

HBase, Pig, Zookeeper, Ambari Metrics, Smart Sense and Slider. 

Step 6 - Assign Masters 
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Each service components must be pointed on which host it will be installed or configured. 

Review the distribution proposed by HDP, and modify if needed. 

 

Image 9: Assign Master Nodes 

 

 

 

Step 7 – Assign Slaves and Clients 

Slaves and clients have to be configured, in the current scenario both hosts will host real 

data, therefore DataNode must be selected. Optionally you can choose other components 

to add to the hosts. 
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Image 10: Assign Slave and Client Nodes 

 

Step 8 - Customize Services 

This part of the installation is essential, as it sets individually the parameters for each 

service. Is important to configure it correctly, as it can affect the deployment of the 

cluster.  

HDFS and YARN Directories 

As what to configure on each parameter is out of this guide, is important to highlight that 

the correct NameNode and DataNode directory has to be selected based on the server 

configuration. By default, HDP chooses all the possible partitions found in the server, and 

will replicate HDFS files on each of the proposed ones, therefore is important to correct 

this. 
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Image 11: Customize NameNode and DataNode Directories 

Under YARN service select the correct directory for local and log files. 

 

Image 12: Set YARN local and log Directories 

Hive 

In the case of Hive, to avoid installation problems, will be required to have a MySQL 

service installed on the selected host that will serve Hive. To install MySQL follow use 

this commands10: 

wget http://repo.mysql.com/mysql-community-release-el7-

7.noarch.rpm 

sudo rpm -ivh mysql-community-release-el7-7.noarch.rpm 

yum update 

sudo yum install mysql-server 

sudo systemctl start mysqld 

sudo mysql_secure_installation 

                                                 
10 https://linode.com/docs/databases/mysql/how-to-install-mysql-on-centos-7/ 

https://linode.com/docs/databases/mysql/how-to-install-mysql-on-centos-7/
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Create a new DB and User for HIVE 

mysql -u root -p 

> create database hive; 

> create user 'hive'@'localhost' identified by 'xxxxxxxxx'; 

> grant all on hive.* to 'hive' identified by ' xxxxxxxxx'; 

Then, on the Ambari page use the correct parameters and test the connection. 

 

Image 13: Test Hive Connection 

Ambari & others Metrics  

Additional parameters must be configured as the password of Ambari Metrics or 

SmartSense, please refer to individual documentation on how to set other service 

parameters. 

Step 9 - Review 

Before deploy, and actually installing services review one more time the selected 

configuration. 
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Image 14: Review Cluster Setup 

 

Step 10 - Install, Start and Test 

Finally, HDP will execute the installation, will start the services and test them. If 

everything is successful, no errors or warnings should be displayed, otherwise read the 

log of errors, correct them and start again on step 1. 

 

Image 15: Successful Installation 
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Step 11 - Summary 

Finally review the successful summary of the install process and complete the cluster 

installation: 

 

Image 16: Review Summary 

 

With a successfully completed setup, now you can login to the Ambari dashboard control 

panel. 
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Image 17: Ambari (HDP) Dashboard 

Is important to 

 Change the Ambari default user and password. 

 Start again the firewall on all the hosts, and if needed configure ports correctly. 

 


