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Resumen

Gracias a la creciente difusión de Learning Management Systems (LMS), cada día ten-
emos disponibles más datos que describen el comportamiento online de los estudiantes.
Esta información puede ser extremadamente útil para las instituciones educativas para
monitorear y obtener información sobre sus programas y, finalmente, tomar medidas pre-
ventivas o correctivas. Por lo tanto, presentamos el desarrollo completo de un proyecto de
data-mining llevado a cabo para IE Exponential Learning (abreviado IEXL, una unidad
de negocios dentro del reconocido IE Business School) con el objetivo principal de ofre-
cerles un sistema de soporte de decisión basado en datos. Utilizamos datos de las últi-
mas seis convocatorias de un pequeño curso online privado (SPOC) que ofrecen. Como
principales contribuciones de este trabajo, primero proponemos una nueva definición de
conocimiento y compromiso de los estudiantes como distintos conjuntos de variables.
Junto con esto, presentamos también una metodología para extraer tales características
de las importancias directamente de los datos, lo que nos permitió demostrar finalmente
la correlación entre estos dos conceptos. En segundo lugar, discutimos la realización de
un modelo predictivo de las calificaciones de los estudiantes y su posible uso como un
sistema de alerta temprana. Para concluir, mostramos cómo la poca cantidad de datos
afecta negativamente la calidad y la aplicabilidad de los resultados, lo que llama a futuras
mejoras.

Palabras clave: learning analytics, learning management systems, decision support
systems, rendimiento estudiantil, educación superior



Abstract

Thanks to the growing diffusion of Learning Management Systems (LMSs), more and
more data describing students’ online behaviour is becoming available every day. This
information can be extremely useful for educational institutions to monitor and get in-
sight about their programmes and eventually take preventive or corrective actions. We
therefore present the full development of a data-mining project carried out for IE Expo-
nential Learning (abbr. IEXL, a business unit within renowned IE Business School) with
the main objective of offering them a data-driven decision support system. We used data
from the last six intakes of a small private online course (SPOC) they offer. As major con-
tributions of this work, we firstly propose a new definition of students’ knowledge and en-
gagement as distinct sets of variables. Together with this, we also present a methodology
to extract such features importances directly from data, which allowed us to eventually
prove the correlation among these two concepts. Secondly, we discuss the realization of a
predictive modeling of students’ grades and its potential use as an early-warning system.
To conclude, we show how the little amount of data affects negatively the quality and the
applicability of the results, which thus calls for future further improvement.

Keywords: learning analytics, learning management systems, decision support sys-
tems, student performance, higher education
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1 INTRODUCTION

The work here presented is the result of a six months internship at IE Exponential Learn-
ing, a quite small business unit within Instituto de Empresa in Madrid. Instituto de Em-
presa (from here on abbreviated with the initials IE) is a world’s leader institution in the
field of higher education and they offer a wide selection of programs on different topics,
with different durations and formats. Within IE, IE Exponential Learning (abbreviated
IEXL) is specifically oriented towards intensive courses and bootcamps targeted mostly
to professionals and workers. Among all the products they offer, the work of these months
focused specifically on courses called HIOPs (High Impact On-Line Programs) which are
intensive 5-weeks fully-on-line courses.

In this chapter, a first overlook of the background of IE and IEXL together with a
discussion about the reasons for the development of such a data mining project is given
(Section 1.1), followed by the explanation of its objectives, both from a business point of
view as well as from an academic one (Section 1.2).

1.1 Rationale

IE Exponential Learning is a quite small unit that offers alternative programs in the form
of intensive fully-on-line courses called HIOPs (High Impact On-Line Programs). Al-
though among fully on-line courses the most known format is the MOOC (Massive Open
Online Course), that is freely available courses designed for thousands, hundreds of thou-
sands or even million of students (in most of cases) without any time constraint, HIOPs
currently represent the exact opposite: they are private, they are attended by a small
amount of students and they are much more intensive as they are only 5 weeks long.

Being HIOPs fully on-line courses, it means that in principle all students’ activity
and interactions with course materials, staff and peers is performed on-line and thus is
traceable and that data can be collected and analyzed to extract useful insight. Also, given
that IEXL is a relatively new and dynamic unit, it is still under development and it is more
prone to test new approaches and use the power of data to improve their products and
services. Because of this, HIOPs represent a sort of sandbox and have thus been chosen
as a starting point for the acquisition, testing and deployment of data science mindset,
techniques and tools.

This context represents the very first raison d’être of this project: while most of the
research went either in the direction of blended undergrad programs or massive on-line
open courses, no valuable insights are available for this restricted type of courses. Thus,
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the need to develop a very ad-hoc analysis specifically for HIOPs.
The fact that HIOPs are entirely on-line courses means also that all students interac-

tions are (possibly) stored somewhere and can be accessed. At the time of writing, the
Learning Management System (abbr. LMS - that is the web platform where courses are
made available) chosen by IE for HIOPs is Canvas. This means that to get all course and
students data it is necessary to retrieve it from Canvas servers.

For, as always, the main obstacle to data analysis is getting, cleaning and structuring
the data, data architecture, their collection (and automation) is the another fundamental
issue. Indeed, before the development and implementation of the project here described
the only reports or pieces of insights available were coming from small batches of data
manually downloaded at irregular intervals of time. Being it clearly distant from an opti-
mal approach, it was a very long and unpleasant task that was requiring more time than
supposed to the person in charge, whose realization was dependent on the said person’s
load of work. On top of that, up to that time the type of data analyzed was either the one
already provided by the LMS in the form of downloadable reports or scraped using exter-
nal tools for the browser. It was then evident that the automation of the previous process
and the expansion of the set of retrieved information could go along together. Expand-
ing and automatizing this process made necessary a fully understanding of Canvas LMS
REST API to be aware of which data are (and - most importantly - are not!) available, as
well as some deeper thinking about how data can be structured and stored.

Other important aspects to take into account are the purpose and the beneficiaries of
the analysis here above mentioned. To better understand this point, a small explanation
of the parts involved, how work and responsibilities are distributed, as well as some clar-
ification about some popular words is required. The first terms to make clear are course
and intake: despite the general understanding, course could be interpreted as "topic",
like for example "Digital Marketing" or "Leading Innovation". A course can then have
multiple intakes, that is "sessions". The intakes are generally indicated by the corre-
sponding course name and the month and year when they start (e.g. Digital Marketing
09.2017). Depending on its popularity and demand, the same course can have 3 or 4 non-
overlapping intakes per year. However, different course may have overlapping intakes,
meaning that at the same time there are (often) more intakes open. While professors and
assistant professors are course-specific and follow one intake at a time, there is another
professional figure, namely the project manager that is responsible to inform, help and
monitor all the students from multiple courses and intakes, as well as to take care of more
technical matters such as deadline extensions. Indeed, while the main professor only pro-
vides the video-lectures, the assistant professors are responsible to solve students’ doubts
and questions regarding exclusively the content of the lectures; project managers are thus
accountable for all the other issues.

Although single intakes are currently attended by a small amount of people, for a
project manager this number (and consequently the workload) easily grows with more
intakes open and this represents an important bottleneck for potential future growth. If it
is true that a project manager can effectively handle n students at a time, what happens
if in one or two years this number grows by 50% or 100% or the institution aims at such
a growth? Since incorporating new project managers linearly to the number of students
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is not scalable, this situation implies the need for a tool for the monitoring of students’
activity that could enable the identification of struggling or at-risk students. It is important
to note that besides the advantages for the staff, this tool brings in value for the students
and the institution as a whole, too. Indeed, in an on-line environment where there is less
little interaction and little opportunity for staff and professors to understand who is really
struggling, as well as for students to evaluate and compare their performance with those
of their peers, the proposed solution can give students that feeling of safety, that certainty
of not being left behind. This is not a negligible detail especially in the case of private and
expensive courses, whose purchase may represent an important investment. Hence, apart
from its pedagogical utility, the tool is significant from a pure marketing aspect, too, as it
adds value to the service offered.

1.2 Objectives

Complying with the methodology proposed by CRISP-DM[48] (see more in Section 3.1),
the most well-known open standard process model for data mining projects, the first step
in a project is to understand its objectives from a business point of view (i.e. from client’s
perspective) and only later, where possible, to translate them in specific data mining goals.
Following this structure, the next sections will first examine in depth the business goals,
followed by data mining goals.

1.2.1 Business Goals
On the business side, the main goal is to have a decision support system that could help
managers, teachers and staff in general to take decisions using the power of the data
available. Yet it is possible to divide it into these following objectives:

BG.1. Improvement of previous models for students’ learning journey monitoring
The only model deployed before the implementation of the work here presented
was an algorithm that scored engagement and knowledge for each student and
plotted these two values in a 2D space, with the goal of helping academic staff
monitoring students’ learning journey and identifying students at risk. However,
the methodologies used to collect data, as well as the variables and the algorithm
were still very naive, for example assigning arbitrary weights to variables. The
goal here is then to improve this model, investigating if there are more realistic
and accurate ways to define and score students’ knowledge and engagement. The
key performance indicators should address four main macro-areas:

(a) assignments & quizzes: although knowledge is not only about grades, it is
still a good part undoubtedly;

(b) discussion forums & communication: in an on-line environment discus-
sion forums become arguably the main place for students to interact and
express themselves. The participation and the quality of the interventions
are considered to be good measures of students’ engagement and knowledge,
respectively;
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(c) contents & resources: as in every on-line course, video contents and other
resources are the means through which students learn. Because of this their
consumption must be measured;

(d) time on platform: time can be used as a measure of activity, thus it must be
taken into account.

BG.2. Early identification of at-risk or low-performing students
Monitoring knowledge and engagement as just explained may not be enough. Staff
judgment may fail. Hence, IEXL would like to have an auxiliary tool that can give
suggestions about which students are falling behind and that staff could use to
take decisions, especially at very early stages of the courses. Since intakes are
only five weeks long, predictions should be generated before the beginning of the
fourth week at last, since later there would not be any room for changes; the best
scenario would be having predictions within the third week of course.
Key element for success here is not over-estimating student performance, being
cautious: it is better to offer a bit more of assistance to a not-at-risk student than
neglecting a needy one. Also, it must be noted that given the will by IEXL to push
its students to the best possible results, the goal of prediction is not only to identify
failing students, but rather all students that are performing worse than they should.
Here-hence, the importance of the two categories: at-risk and low-performing.

BG.3. Identification of key behavioural differences between differently performing
students
Teachers and staff would be also interested in finding out which factors draw an
important line between students that perform differently, apart from grades. For
example, in which areas do passing and failing students differ more? Which are
the factors that make a difference between excellent students and good ones or,
similarly, between failing students and low-performing ones?

BG.4. Improvement of courses design
Managers and course designers are interested in getting insights about HIOPs to
find out how students behave and how courses design could be changed and im-
proved to adapt to students needs.

1.2.2 Data Mining Goals
The business goals just mentioned rise can be translated into a set of data mining goals,
each implying an action plan and a set of criteria for evaluation:

DG.1. Extraction of engagement & knowledge features
Business Goals Tackled: BG.1.

Previously, engagement took into account only the total number of page visited
and the number of interactions with the platform (as in assignments submissions
or messages postings), while knowledge was computed simply as the weighted
average of all students’ grades. The idea is too go beyond these simple represen-
tations by adding broader and more complex variables (Section 4.2.1), using new
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and more data (Section 4.2) than in the past. The extracted features should mea-
sure the KPIs identified by the staff: assignments and quizzes, communication,
learning resources and time on platform.

DG.2. Extraction of engagement & knowledge features importance
Business Goals Tackled: BG.1., BG.2.

Although engagement and knowledge can be interpreted as two sets of variables, it
should also be possible to score them for one student at any given point in time. To
do this properly, each variable considered should have a weight proportional to its
importance. While so far these values have been assigned arbitrarily (all variables
have same weight), the challenge is to extract them from data. To do this, students
should be first assigned to different groups based on their levels of knowledge
and engagement using either clustering or arbitrary labels; then, a classification
algorithm should be trained to classify students maximizing accuracy; finally, the
coefficients or the importances of the features should be extracted and used as
importance weights.

DG.3. Proof of correlation between knowledge & engagement
Business Goals Tackled: BG.1., BG.4.

Even though the correlation between knowledge and engagement is often consid-
ered obvious, some scholars [15][16][37] did not find such evidence, so it must
be proven. This is particularly true in the context of on-line courses attended by
working people, who may learn and study a lot although not being very engaged
with the on-line platform. Once all the weights for engagement and knowledge
features are set, it is possible to compute an engagement and knowledge score per
each student as a weighted sum of his features. The two variable can be finally
compared to investigate if they are correlated and how.

DG.4. Independent t-Test for groups of students based on final score
Business Goals Tackled: BG.3.

Independent t-Test is a statistical test to validate whether the mean values of a
variable across two distinct groups actually differ. In case it does, it is possible to
infer that the given variable is a key factor in discern among the two groups. By
defining the proper groups it is possible to answer the questions defined in BG.3..
The general condition to reject the null hypotesis (that is, the two groups have
equal mean) is the p-value being lower than 0.025.

DG.5. Training of a model for early (and "safe") predictions of final student grades
Business Goals Tackled: BG.2.

Using the engagement and knowledge features extracted all together, it is possible
to train a model to predict students’ final grades. Since it is important to make
early predictions, the data used for training must contain information about stu-
dents’ behaviour and activity over limited amount of days and not over all the
duration of the courses. This introduces the need for the features to be actually
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computable over arbitrary number of days.
Since the main utility of these classifiers is to provide support to staff members’ de-
cisions, in order to consider such classifiers as valid their accuracy clearly should
not be worse than a random guess (50%). Yet, recalling the importance of non
over-estimating students’ performance, among the misclassified students the per-
centage of students predicted with a lower score than the actual one (let us call
it safe predictions ratio) should be higher than 50% and as close as possible to
100%, meaning in that case that no students were predicted to score higher than in
reality. Please notice that by setting these criteria, the worst acceptable classifier
(50% of accuracy and 50% of under-estimated students) would already imply that
only 25% of students would be neglected.

DG.6. Identification of best predictors of student success
Business Goals Tackled: BG.2. BG.3.

The predictive model just mentioned can be tuned to produce safe predictions
for ear, but it can also be tuned to maximize accuracy. In that case, the features
importances of the model can give information about the best predictors of student
success, which represent an interesting piece of insight for project managers and
professors.
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2 STATE OF THE ART

The goal of the state of the art for this project was to investigate what it has already been
done in the literature and within the institution in terms of Learning Analytics in two main
areas: on one hand the definition and monitoring of knowledge and engagement, while
on the other the creation of a predictive modeling for student success. The following two
sections will discuss these two topics more in detail.

2.1 Knowledge & Engagement

The first step to make progress was understanding and evaluating the Learning Analytics
tools and models in place at the time at IEXL. Although the term model in the field of Data
Science is often confused or interpreted as a predictive model, it must be recalled that it
represents something wider than predictions. In fact, according to the Oxford Dictionary,
a model is "a simplified description, especially a mathematical one, of a system or process,
to assist calculations and predictions" [32]. Thus, a model can assist predictions but it does
not necessarily need to predict an outcome.

In fact, this is the case of the model previously in place at IE: it was simply meant to
describe students learning journey, so to possibly identify those students whose learning
experience was more troubled and intervene. The proposed model described a student’s
learning journey by splitting into two main components: knowledge and engagement.
That is, at every point in time a student can be visualized in a 2D space according to his
level of knowledge and engagement. Although this representation may seem too simplis-
tic, it is very powerful and extremely easy to read for people like teachers and project
managers. Yet, its alleged simplicity could be questioned by answering to these two
questions: "what is knowledge?" and "what is engagement?". In fact, knowledge and
engagement are two words that describe very vast concepts, potentially interpretable in
dozens or even hundreds of ways. They could be interpreted as simply as grades (knowl-
edge) and attendance (engagement), or in a much more complex way, depending on the
type and number of variables considered.

Not very surprisingly, the definition, and the study of these two concepts have been
at the center of a good number of publications in the field of Learning Analytics and
Data-Driven Education.
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Engagement

Between the two, engagement is probably the most discussed concept which is more sub-
ject to different theorizations and interpretations. This is reflected in the absence of a
widely accepted definition of engagement in Learning Analytics. Relatively recent works
have shown that this confusion has to be attributed to semantic and conceptual inconsis-
tency among the scholars [2][16][19]. On top of that, it must be consider that engagement
changes with respect to the context where it is measured and that there is an incredible
variety of contexts in (higher) education. Can engagement in a traditional course (i.e. pro-
vided with no use of digital means whatsoever) be interpreted and measured in the same
way as in a blended or fully on-line course? And even in the case of fully on-line courses,
is engagement for MOOCs students the same as for SPOCs students? Clearly, the type of
course andits modalities define where and how the student engages. Also, is it possible
to compare engagement in a traditional course attended regularly by full-time students,
a MOOC that has no time constraints and a HIOP, a 5-week intensive course designed
for working people? Given these considerations, at this stage the initial questions should
be rephrased to a more appropriate "what is engagement (and similarly knowledge) in a
HIOP?". The main issue with this question is that literature has either focused on tradi-
tional courses (roughly up to 10 years ago), on blended-learning or on MOOCs. It makes
sense that no studies are available for SPOCs, since private institutions generally do not
like to share their data nor results and the small amount of people their projects involve
often makes results not statistically significant.

A generic recipe for engagement, summarizing its main components and possibly
applicable to any context, can be found in Coates’ [11, p.122] who defines it as a combi-
nation of

1. "active and collaborative learning,
2. participation in challenging academic activities,
3. formative communication with academic staff,
4. involvement in enriching educational experiences,
5. and feeling legitimated and supported by university learning communities."

More recently, first [7] and then [16] have elaborated a bit more on this definition and
many previous publications and have offered and interesting and more strict theorization
of engagement, dividing it into three components:

• behavioural engagement, which encompasses all kind of measurable actions and
habits towards learning (such as attending classes, submitting assignments, etc.).
This is the type of engagement that is closer to the majority of previous theoriza-
tions of students’ engagement, such as the one by Ku et al. (2007) who define
it as "participation in educationally effective practices, both inside and outside the
classroom, which leads to a range of measurable outcomes" [26]. Also, behavioural
engagement seems to reflect points (1) and (2) in Coates’ theorization ("active [...]
learning", "participation");

• cognitive engagement, which refers to students’ "psychological investment in learn-
ing" like "planning, monitoring and evaluating one’s thinking" ([16, p.13]). This
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type of engagement is clearly harder to measure because it does not look just at the
actions but at their quality, at their thoughtfulness, drawing near points (3) and (4)
in Coates’ theory ("formative communication" and "involvement", which is a more
aware and thoughtful version of participation) as well as the definition by Hu et al.
who defined engagement as the "the quality of effort students themselves devote
to educationally purposeful activities that contribute directly to desired outcomes"
[22, p.3].

• emotional engagement, which refers to students’ feelings and opinions about the
learning and institutional environment they are in, that is the relationship and the
consideration they have for the institution but also peers, professors and academic
staff in general, expanding point (5) in Coates’ definition of engagement.

To the knowledge of the authors and for the time being these theorizations seem to be
the most complete and the most valid ones. It must not surprise then that these exact same
principles are the ones used in the National Survey of Student Engagement (NSSE)1, the
annual survey conducted among all higher education institutions (both public and private)
in US and Canada. As reported in [45], the five axis along which engagement is measured
are:

– active learning, that is students’ efforts to actively construct their knowledge;
– academic challenge, that is the extent to which expectations and assessments chal-

lenge students to learn;
– student and staff interactions, which measures the level and nature of students’

contact with teaching staff;
– enriching educational experiences, that is participation in broadening educational

activities;
– supportive learning environment, which reflect the feelings of legitimation within

the institution.

Knowledge

Like engagement, also knowledge has been (and still is) victim of semantic inconsistency.
Indeed, in almost every piece of literature analysed knowledge is mistaken with outcome,
or performance, intended as a grade. Also, knowledge is almost always introduced to-
gether and in relation with engagement but it has never been evaluated on its own. While
there are plenty of studies who theorized and defined engagement [11][22][26], investi-
gated its relation with knowledge [6][15][16][34], or tried to predict it from other vari-
ables [31][13][12], no studies actually tried to elaborate on the definition of knowledge,
defining its main facets and axis, especially in e-learning contexts.

Differently from the case of engagement, where literature suggested some guidelines
to measure it, in the case of knowledge the review of the literature did not provide any help
whatsoever. In all the works reviewed, knowledge is always solely associated to grades.
In fact, this has been true also for the previous analysis done at IE, where knowledge was

1http://nsse.indiana.edu/
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scored as a simple grades average. According to this author, however, this is a completely
erroneous approach and here lays the novelty of the project here presented. In contrasts to
other works where knowledge is given as a label, during this project we set a framework to
actually label knowledge, identifying its main facets and the importance of each of them.
Indeed, grades, albeit meant to measure knowledge, often simply reflect academic per-
formance. Although there is undoubtedly a correlation between knowledge and academic
performance (as confirmed in Section 4.3.2), every student has experienced situations
where he scored more (or less) of what he deserved according to what he knew/studied.
Also, as suggested by [31], in e-learning contexts where some tests can be re-taken or
answers can be given multiple times, a good answer may not necessarily be an indicator
of good knowledge if the number of attempts or hints given is also high. For this reason,
grades (or correct answers) cannot be the only element taken into account when it comes
to scoring knowledge and this work suggests novel variables and new food for thought.

2.2 Predictive Modelling for Student Success

Predicting students success is certainly one of the most well-known applications of Learn-
ing Analytics and Educational Data Mining. The reasons of this popularity might be the
fact that for most of the institutions, improving students learning performance has been
proven to be a key factor in LA adoption [46].

Despite its popularity, it has not to be forgot that all the field of LA is very recent
(the most widely accepted definition and the first international conference about LA date
back to less than 10 years from now [27]) and that the task itself is extremely complex
because of the irrational nature of learning and the hundreds of different contexts of higher
education. Citing Pepperdine University provost Darryl Tippens: "higher education is
not a single industry producing a single product, but an extremely varied enterprise, with
more than 4,000 institutions doing different things in different ways, with different ends in
mind" [44]. This is reflected in the incredibly diverse type of contexts, models, algorithms,
results and conclusions reached in the literature in the last 15 years in terms of student
success prediction, some of which are summarized in Table 2.1.

Because of this heterogeneity, no conclusions could be drawn about the best method-
ology nor a valid benchmark for the results could be set. Eventually, most of the effort
was put into compiling a list of most common features used as potential predictors of per-
formance in literature so to get a feeling of which are considered the most useful features
and whether there are variables that nobody has ever used for performance prediction.
From the analysis of such table (see Table 2.2) it emerged that none of the studies actually
extracted features from students’ messages using text mining techniques which according
to this author is an extremely useful tool to get insights about the quality of students’
writing.
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Work Context Problem Methodology & Results
[1] fully on-line + blended grades multiple regression: 45-54% var.
[15] blended (undergrad) grades correlation: engagement-grades
[24] blended (undergrad) risk decision trees 70-90% acc.
[25] fully on-line (postgrad) grades regression: 28% var.
[28] blended (undergrad) risk SVM: 83% sens., 91% spec.; logistic

regression: 88% sens., 90% spec.; De-
cision Trees: 59% sens., 97% spec.;

[30] fully on-line grades; risk linear regression: 33% var.; logistic
regression: 75% acc.

[33] fully on-line grades regression: 31% var.
[51] blended (undergrad) grades regression: 34% var.

Table 2.1: Overview of contexts, methodologies and results of researched works in
literature about student performance predictions.
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Assignments & Quizzes
Number of assignments submitted [16][30][52][25][24][28][23][13]
Number of quizzes started [16][30][52][25][24][28][13]
Average assignments grades [43][24][28][39][13]
Number of assign. views [30][52][25][13]
Number of quizzes passed [30][52][13][31]
Number of quiz views [52][25][13]
Number of quiz attempts [31]
Number of assign. completed [30]
Number of assign. not delivered [23]

Discussion Forums & Communication
Number of post/comments written [16][30][17][34][51][52][25][3][24][28][23][13]
Number of discussion posts views [33][30][52][25][24][28]
Number of posts created [16][33]
Number of posts/comments updated [25][13]
Number of mails/messages sent to professor [30][51]

Contents & Resources
Number of content page views [16][30][17][34][51][52][25][3][24][28][23][13]
Number of resources viewed [33][30][52][25][24][28]
Number of course page views [15][52][25][13]
Number of link viewed [30][25][13]
Number of wiki creations/edits [16][33]
Number of wiki views [25][13]
Number of views [15][38]
Number of downloads [51]

Time on Platform
Total time on-line (min) [43][30][51][52][38][23][13]
Time on contents/resources [33][25][23][31]
Average time per session (min) [17][23][13]
Irregularity of study time* [51][13]
Time on assignment page [25][31]
Time on discussion forum [33][25]
Time on writing posts [33][25]
Time Diff. due/submission dates [23][31]
Average resource view time [23]
Time spent updating posts [25]
Max period of inactivity (min) [13]
Time until first activity (min) [13]

Other
Number of on-line sessions [20][17][51][52][25][24][28][23][35][50][13]
Total number of clicks [43][1][3][18][13]

Table 2.2: Variables Used in Literature for Student Success Prediction (adapted from
[12])
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3 METHODOLOGY

In this chapter, the methodology followed to carry out the whole project and its steps is
presented (Section 3.1), together with the theoretical definition of some tools and tech-
niques deployed during the development (Section 3.2).

3.1 CRISP-DM

CRISP-DM (CRoss-Industry Standard Process for Data Mining), is one of the most (if
not the most) well-known and used data mining methodologies and process models in
data science [36][14]. Its function is to provide practicioners "with a complete blueprint
for conducting a data mining project" [40]. According to its first definition [48], CRISP-
DM is made of six phases: business understanding, data understanding, data preparation,
modeling, evaluation and deployment. Since these six phases are the same that will be
followed in the following chapter, here below a short description of each of them is pro-
vided.

1. Business Understanding
It is the very first and one of the most important steps of the model as it sets the
framework and the direction of future work. In this phase the first task is to fully
understand the goals of the business or client who commissions the work, in this case
the managers at IE Exponential Learning Unit. Some exemplifying questions that need
to be which is the context of the project? why do they need to develop a data mining
project? By whom and how is business success assessed? Once business goals have
been set they must be translated in measurable data mining goals, which will have
different success criteria. By defining data mining goals also tools and techniques
to be uses should become evident and should be presented as part of a first project
action plan, which represents the actual output of this phase. While business and data
mining goals have already been outlined in Section 1.2 as part of the Master’s Thesis
objectives, the tools and the techniques used are discussed in this chapter (Section 3.2).

2. Data Understanding
In this second phase we could say the action plan just defined "on-paper" for the first
time come across the harsh reality of the data. The goal of this phase is to investigate
about which data are actually available, collect them, describe them and assess their
completeness and/or quality through extensive data exploration. The questions that
must be answered here are: are all the data needed for the project actually present?
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In case they are not, is it possible to augment data, that is extracting the needed in-
formation from what it is available? Have data the quality needed to proceed further
and match the success criteria defined in step 1? In case of negative answer it is wise
to re-define the business goals: this explains why business understanding and data
understanding are connected by a double arrow in the flowchart in Figure 3.1.

3. Data Preparation
Once project and data boundaries have been all set, data must be cleaned and prepared
for future modeling. It is one of the longest and most tedious phases of the whole
project: according to a famous poll [5] by Kdnuggets1, around 65% of the data scientist
interviewed revealed that data preparation takes over than 60% of the total time of a
project. As a side note, this figure probably holds for this work, too. At this stage
the datasets defined in step 2 are transformed, integrated and merged to create all the
attributes and the records needed. The output of this phase should be a dataset ready
to be fed into a machine learning model.

4. Modeling
In this phase, different modeling techniques are evaluated, selected and applied. Data
are split into training and data sets and test data are fed into the built models. Also,
hyper-parameters are fine-tuned to reach optimal values.

5. Evaluation
After having picked up a model, in this stage it must be assessed whether and how
the model fulfils the business goals set in the first place. In case of negative response
this might imply starting everything again from zero, i.e. redefining the goals and the
action plan.

6. Deployment
At this final stage the trained and evaluated model must become operative: this means
that the customer (in this case teachers and staff) must understand what he got, how to
use it and possibly how to maintain it.

3.2 Data Mining Techniques

As part of the methodology used for this project, in the following sections a review of the
major techniques and algorithms is presented.

3.2.1 Data Scaling
Data scaling (often referred to as features scaling) refers to a set of techniques used to
transform data with the goal of homogenizing the range of its variables or features. Be-
cause of this, normalization and standardization are often used interchangeably to in-
dicate scaling, creating some confusion around the topic. Data scaling often uses the

1KDnuggets is a renowned and leading on-line data science community. URL:
https://www.kdnuggets.com/
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Figure 3.1: Process diagram showing the relationship between the different phases of
CRISP-DM. Source: ResearchGate.net

distributions of the variables to bring them down to common ranges but it is important
to underline that the transformations do never change their distribution: if a variable has
outliers, it will have the same outliers also after features scaling only with different values
associated to them.

From a practical point of view, scaling is useful because data often comes with many
different features that estimate many different concepts each in different units of measure
and this clearly makes them hard to compare. Because of this, scaling is a requirement for
many data mining algorithms, especially those that make use of Euclidean distance (since
distance between two points depends on their absolute coordinates) or that are gradient-
based (since the descend is faster when all the variables have homogeneous ranges and
variances).

The most common scaling techniques are two:

1. Min-Max scaling: with this approach all the values of a variable are rescaled in
the interval [0, 1] where 0 indicates the minimum value and 1 the maximum. This
technique is useful when it is important to bring the attention on the best or worst
scenario, but it gives almost no information about the distribution and it can be
easily misinterpreted. For example, 0 and 1 could indicate both two outliers, and it
is not possible to identify a common value for the mean across different variables.
Given a value x from a series S, the scaled value x̂ will be computed as

x̂ =
x−min(S)

max(S)−min(S)
∈ [0, 1] ∀x ∈ S

2. Z-scaling (standardization): in this case values are transformed assuming an un-
derlying normal distribution in the non-scaled data; the scaled variable will have
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null mean and unit variance. This technique allows to easily identify which values
are "normal" (around the average, thus close to 0), and which values are instead
outliers (extreme values, maybe far 3 or 4 standard deviations from the mean). Yet,
like min-max normalization also this method is actually not very resistant to out-
liers exactly because of the initial assumption on normality. Due to this outliers
may be underestimated and their values may not exactly comparable across differ-
ent variables, which makes this technique not very much indicated for non-normal
data. Given a value x from a series S, the scaled value x̂ will be computed as

x̂ =
x−mean(S)

std(S)
∈ [−∞,+∞] ∀x ∈ S

Together with these two, a third technique is here considered:

3. Inter-quartile scaling (robust scaling): while minimum and maximum values, as
well as mean and standard deviations are very much influenced by the presence of
extreme values, quartiles are more resilient and can produce a much more robust
scaling, well-indicated whenever data contain outliers or normality is not guaran-
teed. Because of this, robust scaling is the technique that was ultimately chosen
to normalize the features datasets used for modeling (details are discussed in Sec-
tion 4.2, see Figure 4.12 for a comparison). Given a value x from a series S, the
scaled value x̂ will be computed as

x̂ =
x−Q2(S)

Q3(S)−Q1(S)
=
x−median(S)

IQR(S)
∈ [−∞,+∞] ∀x ∈ S

3.2.2 Dimensionality Reduction
Dimensionality reduction is an expression to indicate another set of techniques used, as
the name says, to reduce the number of dimensions (i.e. features, variables) of a dataset. It
is generally performed after features extraction. The reasons that motivate dimensionality
reduction can be various, yet it is generally used to identify and get rid of uninformative
variables and more in general to keep data as dense as possible, that is containing the
greatest amount of information in the smallest number of dimensions possible. This is
often done to forestall the so-called "curse of dimensionality" [4], that in machine learning
could be described as the inverse relationship that arises between model value and number
of dimensions when the latter grows above a certain threshold (see Figure 3.2).

The simplest way to reduce the number of features is to filter some out. The most
common ways to filter the variables are removing high-correlated features as well as low-
variance ones.

1. High-correlation filter: highly correlated features are likely to intrinsically contain
the same amount of information; thus, for each pair of correlated features one may
be removed. For example, if to predict the performance of a student one feature tells
his activity time expressed in number of days, knowing it in hours would not add
any additional information, so one of the two variables can be discarded without any
(big) loss of information. Although there is not a predefined value for the threshold
to use, a (absolute) correlation of 0.7 generally indicates a strong linear relationship.
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Figure 3.2: General relationship between number of dimensions and model value in
classification scenarios, often known as curse of dimensionality. The value (e.g.

accuracy) grows drastically up to a certain number of features after which data start to
get too sparse to be learned by the model.

2. Low-Variance filter: if it is true that each feature must be as much informative as
possible, features with low variance are more likely to be discarded. To understand
why, think about the extreme case of features with variance equal to 0: null variance
means that a variable is constant, which in turn implies that the variable cannot not
be of any help in distinguishing between two or more outcomes. Following this
line of reasoning low-variance are considered uninformative and thus should be
discarded. Also in this case there is not a default value for the variance to indicate
that a variable is uninformative. What must be taken into account, though, is that
variance of a variable is proportional to its numerical range, so data must be (min-
max) normalized before computing and evaluating the variance. As a general rule,
for the purpose of this project, 0.02 was considered to be a fair value.

It is also worth mentioning two other very popular techniques for dimensionality re-
duction: Principal Component Analysis (PCA) and (Backward/Forward) Features Elimi-
nation.

The former reduces the number of dimensions by iteratively looking for the directions
(technically, eigenvectors) along which most of the variance of the data is explained, and
then framing the data into the new set of axis. Even if it can be extremely powerful, PCA
was not used in this scenario because the eigenvectors (that is the dimensions of the new
space which data are shaped into) are linear combinations of the original features and are
very hard to interpret for a teacher or a member of the staff, who in turn would like to be
able to associate an importance to a very precise variable/dimension.

The latter sets up a classification scenario, iteratively removes (adds) features from the
training set and records the accuracy loss (increase) got for any experiment so to identify
the features that have less influence on final performance and should be removed. In this
case this technique was not used because of the small amount of data available.
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3.2.3 Resampling & Synthetic Data Generation

In case of supervised learning, and in the specific case of classification, a classifier learns
to classify samples as belonging to one or another label. The idea is that by observing
enough samples of a given label, the model should be able to generalize its features and
identify its main traits so to eventually classify with the same label every other unseen
sample that matches those criteria. Hence, it is of supreme importance that the model gets
to see enough samples for each label that wants to be predicted, otherwise its "judgement"
will be distorted. Put into technical words, this problem is called class imbalance. Class
imbalance represents a very serious issue that can impact negatively on the training of a
model and consequently on its final performance, too. Among the most common solutions
to this problem there are resampling and synthetic data generation.

The main resampling techniques are two: over-sampling and under-sampling data.

• Over-sampling: in this case, a minority class is balanced with the other(s) by ran-
domly re-sampling some of its observations. This is equivalent to repeating some
samples. Clearly, this procedure has the advantage that no data points are removed,
on the contrary the number of samples grows; on the other hand however, repeating
a sample multiple times introduces the risk of overfitting, especially in those cases
of strong imbalance.

• Under-sampling: contrary to the case of over-sampling, here the balance is reached
by simply down-sizing the majority class(es) to match the size of the minority class.
This technique avoids to repeat samples, but it is also true that by omitting samples
from the training process also the quality of training is degraded because many
informative observation may have been neglected. Also, although no mentions of
data quantity issues for this project have been made yet, it seems pretty obvious that
under-sampling is not a viable solution in cases of little data available.

Taking into consideration the strong downsides of both these techniques, they have
been discarded in favour of more recent ones. Differently from resampling techniques,
more recent solutions allow to balance classes by over-sampling with synthetic data.
Among these techniques, two of the most popular ones are certainly SMOTE (Syn-
thetic Minority Over-sampling Technique [8]) and ADASYN (ADAptive SYNthetic [21]).
While the "naive" over-sampler generates new samples by simply duplicating existing
data points, SMOTE and ADASYN generate new samples by interpolation. The generic
approach is the same is the following: pick a sample of the minority class to be balanced,
identify its k nearest neighbors (using kNN) within the same minority class, then pick
pairs of points from the cluster and generate new synthetic points at a random point on
the line that connects them. Yet, the approach to select the pair between which to in-
terpolate a third point differ. In fact, ADASYN uses a density function to create more
points around the samples of the minority class that are more difficult to learn (this is
done computing per each sample in the minority class another metric that is equal to the
percentage of its neighbors that belong to the majority class); on the other hand, the basic
implementation of SMOTE does not make any difference at all.
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By definition, ADASYN creates new samples interpolating outliers only; on the other
hand, SMOTE does not make any distinction so it may generate a new sample by interpo-
lating an inlier and an outlier, so each of these approaches has its own pros and cons.

3.2.4 Cross-Validation
Cross-validation is a technique used for model selection. The term validation is due to the
fact that this technique helps proving the generalizability and (consequently) the validity
of the results. To do this, the intuition is that only by repeating an experiment multiple
times it is possible to really evaluate the results; on the contrary, if a model is only trained
and tested once, whatever good or bad score it may get it might simply be result of good
or bad "luck" in the composition of training and testing sets. At this point, it is worth
recalling that these two datasets must be completely distinct as it is not possible to test a
model on samples that were already observed during training: staying on topic, it is not
possible to properly evaluate a student by testing him on exercises he already solved at
home. Here-hence, the need to split data into always different training and testing sets in
each run (i.e. experiment), which is referred to as crossing.

The strategies according to which data are split define different types of cross-validation.
The ones considered in the context of this project are two:

1. k-fold: in k-fold cross-validation, data are firstly split into k equally sized parts,
then k experiments are run every time using k − 1 folds (i.e. parts) for training and
1 fold for testing. This procedures ensures that each data point is used at least once
both for training and for testing and it is most probably the most common cross-
validation technique used in data science. Recalling the issues with class imbalance
just discussed, it is worth to mention that when data are split, the resulting datasets
might be suffer from class imbalance. Because of this k-fold cross-validation often
uses a splitting technique called stratified sampling which ensures the same propor-
tion of samples per each label both in training and testing set.

2. Leave-One-Out: it is actually a special case of k-fold cross-validation, more specif-
ically the case in which k is equal to the number of samples in the dataset consid-
ered. This procedure leaves the maximum number of samples possible available for
training at each run, thus maximizing the information available for training. On the
other hand, it is much more time and resource consuming, so it is well indicated in
those cases where little data are available.

3.2.5 Clustering
As specified in the data mining goals in Section 1.2, clustering is a technique that will be
used to identify groups of students. The algorithms tested are the following:

• k-Means
k-Means is arguably the simplest clustering algorithm. The algorithm starts select-
ing k points (called centroids) at random, then it assigns every remaining point to
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the closest2 centroid available and finally it updates the centroid to be the points
whose coordinates are the average values of the coordinates of all the points be-
longing to the same cluster. These three steps are repeated until no point changes
centroid.

• Hierarchical (Agglomerative)
Hierarchical clustering is an expression that indicates a family of algorithms rather
than a specific one. Among these algorithms, some build clusters by merging sub-
clusters (agglomerative), others by splitting them (divisive). Agglomerative clus-
tering are considered by far the most common ones [42, p.515]. Here the approach
is bottom-up: start considering each data point as a separate cluster, then iteratively
merge together the two closest clusters until the specified number of clusters is
reached.

To compare the quality of the clusters and find the best number of clusters the main
metric used was the silhouette score. Silhouette score is a measure that tries to account
for two different factors: cohesion and separation. The intuition is that the quality of a
cluster grows as the distance between its members is reduced and the distance with the
other clusters is increased. Let C be the set of clusters and xA be a data point belonging
to cluster A ∈ C. It silhouette score will be computed as follows:

1. compute the average distance of the object from all the other points in the same
cluster γxA

:
γxA

= mean
a∈A

||xA − a||

2. for any cluster C ∈ C − {A} (that is all the clusters except the one to which the
point considered belongs), let θxA,C be the average distance of the point to all the
points of the cluster:

θxA,C = mean
c∈C

||xA − c||

3. let θxA
be the minimum distances across all clusters:

θxA
= min

C∈C−{A}
θxA,C

4. finally compute the silhouette score σx as follows:

σxA
=

θxA
− γxA

max(γxA
, θxA

)
∈ [−1, 1] ∀x ∈ A

It follows that if the cohesion is maximum (γ = 0) also silhouette is maximum and
is equal to 1; on the other hand if the point is closer to other clusters than to its "peers"
(γ < θ), then silhouette has negative values. Hence, the best value for silhouette is 1,
while the worst is −1. Still, this measures regards one single point. To have a measure of
how good a whole clustering is, this value is computer for all the data points and averaged.

σ =

∑
C∈C

∑
xC∈C σxC∑

C∈C |C|
2Please notice that "closest" implies the adoption of a distance metric. Unless otherwise specified,

Euclidean distance is the one considered.
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3.2.6 Classification

For the classification tasks planned to predict students’ final grades, three algorithms have
been considered: Random Forest, (Decision Tree) Gradient Boosting and eXtreme (De-
cision Tree) Gradient Boosting. Although they all differ somehow, they are all ensemble
methods (that is, they are combination of multiple algorithm as explained shortly) and
they are all decision-tree based. Because of this, it seems wise to start first with a little
description of decision trees and move later to the algorithms mentioned.

• Decision Tree
A decision tree is a supervised machine learning algorithm used both for classifica-
tion and regression problem. Yet, in this case only classification trees are consid-
ered.

To classify data points, a decision tree repeatedly splits data into two or more groups
with the goal of maximizing their "purity", that is trying to create groups containing
points of one class only. More formally, the splitting strategy in a decision tree
is explained in terms of entropy and information gain. Entropy is a measure of
uncertainty in the data, the opposite of what has been previously called "purity".
Given a set of outcomes (i.e. classes) C with each possible outcome c ∈ C having
probability pc, the entropy E of the set of data S is given by the formula

E(S) = −
∑
c∈C

pc · log2pc ∈ [0, 1]

where 1 indicates maximum uncertainty (50%-50%) and 0 minimum uncertainty
(only one outcome present). Clearly, the goal of classification is to reach states
with null entropy.

On the other hand, information Gain is the reduction of entropy in a set of data after
splitting it according to a given attribute. When splitting, the entropy of the split is
computed by summing the entropies of all the subsets generated by the split, each
weighted by its probability

E(S,A) =
∑
a∈A

pc · E(a) ∈ [0, 1]

where A is the set of subsets generated by the split according to the selected at-
tribute. Therefore, the information gain of S according to the attribute that gener-
ates the set of splits A is given by

IG(S,A) = E(S)− E(S,A)

So the training algorithm of the decision tree starts with all data in one group,
then iteratively and recursively creates new branches splitting data according to the
attribute that maximizes the information gain, theoretically until all the reached
states have null entropy. To classify, new data points are run through the tree,
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following the splits that match their attributes until they reach a leaf, that is the
final class.

To conclude, it must be noted that training a decision tree to reach all states with null
entropy often leads to the generation of a very complex tree that overfits training
data and performs poorly on new unseen data. Hence, trees are often "pruned", that
is branches are stopped from growing although all the data in the last leaf has not
been perfectly binned yet (i.e. entropy is still greater than zero).

After this brief introduction about decision trees, the actual algorithms considered are
the following:

• Random Forest
As the term forest suggests, this algorithm can be thought as an ensemble of (deci-
sion) trees. On the other hand, the term random here refers to the fact that each tree
added to the forest is built starting from a set of data that is obtained by randomly
sampling rows (with replacement, what is called bootstrap sampling) and columns
(without replacement) of the original dataset. With this method, same data points
are generally used multiple times in all differently combined datasets to train many
independent trees, acting like a sort of cross-validation. This is a reason why Ran-
dom Forests are generally considered very resilient to over-fitting and very robust
to any type of data. To take decisions (i.e. to classify), random forest uses what it
is called majority vote: it takes the output of each tree in the forest and then returns
the "most voted" output, that is the class which most of the trees agree on.

This type of practice, that is aggregating results of many independent models, is
often referred to as bootstrap aggregation or bagging. Taking these aspects into
consideration it is clear why growing the number of trees in the forest (thus the
number of different "experiments") does not over-fit data; on the contrary, it is
generally considered a good practice to increase model accuracy (and performance
in general).

• (Decision Trees) Gradient Boosting
Often presented in juxtaposition to bagging, boosting "refers to a family of algo-
rithms that are able to convert weak learners to strong learners" [53, p.23], where
weak learner (in the context of classification) stands for a classifier that is just
slightly better than random guess. It is clear then that boosting is a technique that
can be applied to any algorithm; still, most of the times it refers to decision trees.
Among the boosting techniques, gradient boosting is surely one of the most famous
ones. The intuition behind Gradient Boosting is that subsequent learners can learn
from the errors of the previous ones. In practice, this implies that learners are no
more independent such in the case of bagging and also that data are no sampled
randomly any more as sampling now promotes those data points that have been
misclassified by the previous learner(s). This approach highlights both a weak and
a strong point of Gradient Boosting: since each new tree aims at reducing the er-
ror of its "father", by adding too many trees (thus, by doing too many iterations)
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the algorithm may start hunting for noise, causing serious over-fitting problems;
on the other hand, for the same reason Gradient Boosting can help solving cases
where model under-fits the data, that is bias-related problems. In any case this
implies that Gradient Boosting, as opposed to Random Forest, needs scrupulous
hyper-parameters fine-tuning.

• XGBoost: eXtreme (Decision Trees) Gradient Boosting
eXtreme Gradient Boosting (mostly known as XGBoost) is "an optimized dis-
tributed gradient boosting library" which "implements machine learning algorithms
under the Gradient Boosting framework" [49]. According to its author, eXtreme
Gradient Boosting could be simply defined as a more "regularized gradient boost-
ing", while its name actually "refers to the engineering goal to push the limit of
computations resources for boosted tree algorithms" [9]. XGBoost has been taken
into consideration for this work together with its own more classical definition not
only because of its novelty (its reference paper dates back to 2016 [10]) but also
because of its increasing popularity and impressive results: interestingly enough,
according to [47], XGBoost library "is taking over practically every competition
for structured data" hosted on Kaggle3, one of the largest and most active commu-
nities for data scientists worldwide, which makes it a very strong candidate.

3https://www.kaggle.com/
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4 DEVELOPMENT

In this chapter, the CRISP DM stages outlined in Chapter 3 are now extensively discussed.
Since business understanding has already been covered (first in Section 1.2 and then in
Section 3.2), here only the remaining phases will be presented: first data unterstanding
(Section 4.1) and data preparation (Section 4.2); then modeling and evaluation will be
presented together (Section 4.3) with an internal distinction between the model designed
for the definition of key knowledge and engagement indicators (Section 4.3.2) and the
model for predicting students’ success (Section 4.3.3); finally, the chapter closes with a
small digression about the final deployment of the models (Section 4.4).

4.1 Data Understanding

The first step required for the advancements commented in Section 2.1 was the automa-
tion of information retrieval. Given that all the HIOPS are currently provided on Canvas
LMS1, this meant exploring and mastering the use and knowledge of the Canvas LMS
API2. In this section, a first description and exploration of the raw data available in Can-
vas is presented (Section 4.1.1). The idea of this section is to document which were
the data available, how they were inspected, cleaned and in some cases filtered or aug-
mented in order to have all the important elements needed for the further steps of the
project. Also, it is worth recalling that data itself, through visualization, can already pro-
vide useful insight about the courses and at least partially fulfil some of the goals defined
in Chapter 1. Because of this, some relevant visualizations will be presented together with
their corresponding datasets by means of example.

4.1.1 Data Collection

Given that the information and the number of datasets that is possible to download through
Canvas API is almost endless, the first step in data collection was to explore all the pos-
sible calls and define which data were going to be collected. In the end, the raw datasets
selected were the ones showed in Table 4.1) and they could be divided into two macro-
areas:

1Learning Management System | LMS | Canvas by Instructure. https://www.canvaslms.com/. Last ac-
cess: 27th July 2018.

2Canvas LMS REST API Documentation. https://canvas.instructure.com/doc/api/. Last access: 27th
July 2018.
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1. course structure: this group includes all the datasets with information relative to
the courses and their contents, like the modules and the items contained in each
model, the assignments, the threads opened in the discussion forums, etc.;

2. users’ activity: it includes all the datasets that contain information about the in-
teractions of the students with the course and the LMS in general. In this category
fall the logs with users authentication events to the LMS (logins/logouts) or the
logs with their page views (unfortunately no clicks log is available), as well as all
the messages posted in the discussion forums, read and liked posts, etc.. These
datasets must be first cleaned from missing, redundant or irrelevant information as
for the others, but they can also be explored to extract useful insight about students’
behaviour.

Type Name Content

Course
Structure

Assignments Details about all exams, i.e. assignments
and quizzes

Discussion Topics Details about the threads opened in the
discussion forum

Items Course contents, such as video lectures,
readings and assignments or quizzes

Quizzes Questions Statistics about the questions present in
all the quizzes of the course

Users’
Activity

Authentications Log of authentication events (logins and
logouts) performed by users.

Page Views Log of pages visited by the course users

Peer Reviews Details about peer reviews

Peer Reviews Comments Comments written by course users in the
peer reviews section

Discussions Details about all threads and messages
posted by course students

Submissions Details about all assignment and quiz
submissions by course students

Table 4.1: List of raw datasets of interest accessible through Canvas API.

General Issues & Limitations

Although the REST API provides easy access to information, it does not mean it also
provides easily accessible data. Therefore, here some issues and limitations of Canvas
API will be briefly discussed.
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The first issue is related to the type of data returned by the API. Indeed, calls to
Canvas API return JSON objects, which could be defined as semi-stuctured data: although
JSON data have a well-defined structure, it is clearly not optimal for transformations and
searches. Therefore the structure of all the results returned by each API call had to be first
understood and then converted to more appropriate formats such as Comma Separated
Values.

The second issue has to do with API limitations, in particular the limitation in the
maximum number of results (read "rows") returnable in one call which is set to one hun-
dred (100) and cannot be raised. Because of this it was necessary to create wrappers for
each API call that would repeat the call as long as there are new results. The logic behind
it is really simple (see Algorithm 1): make the request, if the length of the returned results
is less than 100 then it means that there are no more results, otherwise the request has to
be performed again incrementing the number of the page requested until there will be less
than 100 results, each time appending the new results to the old ones.

Algorithm 1 Wrapper for Http GET requests to Canvas API.
1: procedure GET_RESULTS(REQUEST_URL, API_TOKEN)
2: results = None
3: page = 1
4: while True do
5: new_results = http_get_request(request_url, page, canvas_api_token)
6: results = append(results, new_results)
7: if len(new_results) < 100 then return results
8: page ++

Finally, it must be consider that Canvas API often provides information only for one
course or one topic or one student at a time, so many datasets must be composed by calling
the corresponding function multiple times and appending the results.

Automation

Each API call returns a JSON object that is converted and stored as a CSV. The idea here
is that it is possible to construct and look at a course as a set of CSVs (from now on
interchangeably referenced to as datasets or dataframes, from the popular Python pandas3

data structure), plus some basic attributes such as the name, the teaching language, the
starting and end date.

The datasets required to put a course together could be divided into two types: the
ones that are automatically produced (through Canvas LMS API calls) and the ones that
are required, i.e. that must be filled in by course staff.

All the datasets are stored on an Amazon S34 server. While the required datasets are
manually uploaded to S3 when necessary, the rest of the datasets are downloaded thanks

3"pandas is an open source, BSD-licensed library providing high-performance, easy-to-use data struc-
tures and data analysis tools for the Python programming language" - from https://pandas.pydata.org/

4Amazon S3 provides a remote (cloud) storage service. https://aws.amazon.com/s3/
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to a script on an Amazon S2 node that is automatically run daily.

Figure 4.1: UML Chart and Architecture of the software tool developed for automated
data collection, storage and processing.

4.1.2 Data Description

In this section, all the raw data accessible through Canvas will be described and the details
of how they were handled and cleaned will be given. Considering the large amount of
datasets, it is impossible to propose an exhaustive description/analysis of all of them.
Also, it is important to underline that most of these datasets come with many irrelevant
or unusable fields that were discarded beforehand and thus are not here described. As a
rule, the field dropped were those which had either 100% of missing values or had only
one unique value (constants), as well those which where redundant (duplicates) or simply
were not necessary for further use. Because of this, the list of attributes proposed in the
followings pages do not have to be considered the complete lists of attributes but rather
the list of attributes considered useful for the project. Still, the reader may notice that in
the different tables with fields descriptions, some fields are presented separately and with
italic font: these are all the fields that have been added to or extracted from raw data.

To keep things as clear as possible, the datasets will be discussed following the order
and the structure proposed in the previous section (Section 4.1.1).
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Course Structure

These datasets do not provide any insight in the way students access and use the platform
and the content, yet it is important to investigate whether the structures of the several
courses are actually comparable. As this data define the general framework, it must be
cleaned first.

• Assignments
Assignments dataset contains information about all kinds of tests, that is proper assign-
ments (that is graded homework) and quizzes (online tests) and it is one of the most
complex ones. Interestingly, also final satisfaction surveys are considered assignments,
but they have been removed because not actually graded.

In Table 4.2 it is possible to see that there are very few missing values and they interest
only two fields. In the case of content_id it can be shown that values are missing only
in case of proper assignments: as the name says, content_id strictly depends on the
content considered; quizzes are a special subset of assignments and can be considered
as a different content from proper assignments, so they have a different content_id. This
field can be easily filled using the assignment_id. On the other hand, the field unlock_at
is only missing just for the surveys just mentioned, so these missing values have been
removed by removing the entire corresponding rows.

Looking at the dates, there are 2 main fields: unlock_at and due_at. The former indi-
cates the date and time when the assignment was first made available for students (from
now on called publication date) while the latter specifies the last time available for the
assignment to be submitted (due date). By inspecting the second one (which has no
missing values) it emerges that there are two missing assignments: A1.1 in course 31
and Q2.1 in course 20. Looking at the first one, instead, it is possible to see that only
one publication date is actually missing: A1.1 in course 43. Interestingly, looking at
the days of the week Table 4.3, it is possible to observe an interesting pattern: with
the exception of the first two courses, the others always publish all exams on Fridays,
meaning that it makes very much sense to fill that only missing date with the Friday
of the corresponding week (2018-04-13); also, the value of A1.1 for course 15 clearly
makes no sense and has to be overwritten: using the value for A1.2 and Q1.1 seems a
much better choice. This last table highlights another very important point: courses 15
and 20, the oldest ones, follow two separate structures which are different compared to
the last four (31, 35, 43 and 47), which on the other hand seem to be more standardized.

Speaking about data consistency, an important aspect to validate here is whether assign-
ments have consistent names across courses (so that they can be compared) as well as
the same order in the course structure. About the names of the assignments, in theory
they should be the same across all the intakes with the same language because they are
"copies" of the same course; also, there should be only 6-7 different assignments names
per language: the initial one to assess students knowledge before the course, then one
for each week and (optionally) a final survey. Yet, looking at the possible values of the
name column, there are 34 different values. Table 4.4 shows all the different names
present in the dataset and how they have been changed to a new name, more suitable
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Field Name Type Description Nulls (%)

assignment_id id unique id for the assignment —
name string name of the assignment —
position int the position of the assignment in

the course structure
—

assignment_url string Canvas URL to access to the page
of the assignment

—

is_quiz_assignment bool whether the assignment is quiz or
not

—

omit_from_final_grade bool whether the assignment accounts
for the final grade or not

—

unlock_at datetime when the assignment was published
online

1.56%

created_at datetime when the assignment was created —
due_at datetime when the assignment is officially

due
—

group_id float id of the group the assignment be-
longs to

—

group_weight float weight of the group the assignment
belongs to

—

group_name string name of the group the assignment
belongs to

—

group_position int position of the group of the assign-
ment

—

points_possible float maximum points that is possible to
score

—

course_id int id of the course the assignment
refers to

—

content_id float id of the assignment as a course
content

64.06%

comparable_name string standardized name —

Table 4.2: [Assignments] Fields description.
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for comparison.
The second important issue has to do with the positioning of the assignments. In fact,
although there are two attributes meant to give information about the position of the
assignments (group_position and position), they are unusable because they happen to
reflect the position within the structure proposed on the course page rather that the ac-
tual position within the course structure. A more valid indexing could be obtained by
simply considering the first number of the new name and interpreting it as the week of
the assignment.

Assignments & Quizzes Publication Dates
week Week 0 Week 1 Week 2 Week 3 Week 4-5

id A0.1 A1.1 A1.2 Q1.1 A2.1 Q2.1 A3.1 Q3.1 A4.1 Q4.1 A5.1

15
2017-10-16 2017-05-18 ← 2017-10-18 2017-10-25 2017-11-01 2017-11-08

MON THU ←WED WED WED WED

20
2017-09-03 2017-09-08 2017-09-14 2017-09-11 2017-09-18 2017-09-25 2017-10-02

SUN FRI THU MON MON MON MON

31
2018-01-15 2018-01-19 2018-01-26 2018-02-02 2018-02-09

MON FRI FRI FRI FRI

35
2018-02-14 2018-02-16 2018-02-23 2018-03-02 2018-03-09

WED FRI FRI FRI FRI

43
2018-04-09 NaT ←2018-04-13 2018-04-20 2018-04-27 2018-05-04

MON NaT ←FRI FRI FRI FRI

47
2018-05-16 2018-05-18→ 2018-02-23 2018-05-25 2018-06-01 2018-06-08

WED FRI→ FRI FRI FRI FRI

Table 4.3: [Assignments] Publication dates of each assignment, together with the
corresponding day of the week. Inconsistencies are highlighted in bold text. Arrows

going from one cell to another indicate which values have been used to replace
inconsistent values.

Once assignments names and positions have been standardized, another point to discuss
is the importance of the assignment for the final grade. This information is provided by
a pool of attributes: group_id, group_name, group_weight and omit_from_final_grade.
In Table 4.6 it is possible to see how the initial assignment belongs to different assign-
ment groups across different courses and Q1.1 unexpectedly accounts for Module 2 and
not Module 1 in course 20, but also how same group assignments have different weights
in different courses. Moreover, inspecting omit_from_final_grade it appears that the
same assignments do not always count for the final grade. After having discussed this
issue with the teachers it was possible to find out that the assignment A0.1 never counted
and should never count, while the assignments A1.1, A2.1 and A3.1 have been actually
taken into account only since the course 31. Nonetheless, even though these assignment
may have not been taken into account in the past, they provide useful information about
the performance trend of the students and have been considered anyway. Differently,
all the initial assignments have been overwritten so to belong to the module 0 and to
have weight equal to zero. More in general, since all these small defects in data affect
automation, it was decided to overwrite the assignment groups and to rather consider
assignments and quizzes of the same week to belong to the same group. Also, to ho-
mogenize the final students’ scores, the weights have been overwritten so to be always
equal to 25%.
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Spanish Name New Name English Name

Ejercicio E0.1. Evaluación inicial
A0.1

A0.1. Initial Assessment
Ejercicio E0.1. Evaluación inicial Assignment A0.1 Intitial Assessment

Ejercicio E1.1. Encontrar a tu Buyer Persona A1.1
A1.1. Finding your Buyer Persona
Assignment A1.1 Finding your Buyer Persona

Ejercicio E1.2. Diseñar el Viaje del Cliente A1.2
A1.2. Customer Journey Mapping
Assignment A1.2 Customer Journey Mapping

Ejercicio E2.1. SEO A2.1
A2.1. SEO
Assignment A2.1. SEO

Ejercicio E3.1. SEM A3.1
A3.1. SEM
Assignment A3.1. SEM

Ejercicio E4.1. Redes Sociales A4.1
A4.1. Social Media
Assignment A4.1. Social Media

Ejercicio E5.1. Analítica A5.1
A5.1. Analytics
Assignment A5.1. Analytics

Test T1.1 Q1.1
Q1.1.
Quiz Q1.1

Test T2.1 Q2.1 Quiz Q2.1

Test T3.1 Q3.1
Q3.1.
Quiz Q3.1.

Test T4.1 Q4.1
Q4.1.
Quiz Q4.1.

Encuesta — Survey

Table 4.4: [Assignments] Assignments names transformation. The Spanish (left column)
and the English (right columns) names in their different forms have been brought down

to a common comparable name (central column). The survey has been discarded because
not relevant for further analysis.

group_position 1 2
position 1 2 3 4 1 2 3 4 5

course_id
15 A0.1 A1.1 Q1.1 A1.2 — A2.1 — — Q2.1
20 A0.1 — — — — A1.1 A1.2 — —
31 — A0.1 — — — A1.2 Q1.1 —
35 A0.1 A1.1 Q1.1 A1.2 — A2.1 — — Q2.1
43 — — — — — A0.1 — — —
47 — — — — A0.1 A1.1 Q1.1 A1.2 —

Table 4.5: [Assignments] Quality issues of attributes group_position and position. It is
possible to see, as an example, that the initial assignment A0.1 (highlighted in bold text)

has almost always different positions and group positions across different courses.

Finally, the last attribute to investigate is points_possible, which tells which is the max-
imum score for each assignment. However, since it is good to evaluate this attribute
together with the points scored by the students, this field is analysed later while dis-
cussing about the assignments submissions dataset.
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group_name Module 0 Module 1 Module 2 Module 3 Module 4
assignments weight assignments weight assignments weight assignments weight assignments weight

course_id
15 — — A0.1, A1.1, A1.2, Q1.1 25.0 A2.1, Q2.1 25.0 A3.1, Q3.1 25.0 A4.1, A5.1, Q4.1 25.0
20 A0.1 0.0 A1.1, A1.2 25.0 A2.1, Q1.1 25.0 A3.1, Q3.1 25.0 A4.1, A5.1, Q4.1 25.0
31 A0.1 0.0 A1.2, Q1.1 30.0 A2.1, Q2.1 20.0 A3.1, Q3.1 20.0 A4.1, A5.1, Q4.1 30.0
35 — — A0.1, A1.1, A1.2, Q1.1 25.0 A2.1, Q2.1 25.0 A3.1, Q3.1 25.0 A4.1, A5.1, Q4.1 25.0
43 A0.1 0.0 A1.1, A1.2, Q1.1 30.0 A2.1, Q2.1 20.0 A3.1, Q3.1 20.0 A4.1, A5.1, Q4.1 30.0
47 — — A0.1, A1.1, A1.2, Q1.1 25.0 A2.1, Q2.1 25.0 A3.1, Q3.1 25.0 A4.1, A5.1, Q4.1 25.0

Table 4.6: [Assignments] Assignment groups structure across different courses,
highlighting defects and inconsistencies in the data. The assignments that do not

accounted for final grades are highlighted with strike-through text. It is possible to see
how the initial assignment belongs to different groups in different courses, but also how
same groups have different weights in different courses (e.g. group Module 4 in courses
35 and 43) and how same assignments do not always count for the final grade (e.g. A2.1

in course 15 and 20)

• Items
This dataset contains all the details of each item accessible in the course and of their
corresponding modules. Item here stands for each element, content or resource acces-
sible by the students through the course page (Figure 4.2). It must be noted that also
assignments, quizzes and discussions created by teacher and staff are items because
they are always accessible from the contents page of the courses. However, since all
these three categories have their own datasets, they have been filtered out so to keep
only actual learning resources such as ExternalTools (video lectures), ExternalUrls and
Pages (links to external and internal resources) and Files.

Figure 4.2: [Items] Count plot by type. ExternalTool represent the vast majority of items
available. Also, it is possible to notice that discussions, assignments and quizzes are all

considered as items, but they have been filtered out.

Also in this case some irrelevant fields have been filtered out beforehand. Table 4.9
shows the list of fields kept together with their missing values ratio. The first element
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that surprises is the high number of missing values for the publication dates of the
contents (unlock_at), meaning that it is not possible to know when each content was
published and for example to measure the time difference between content publication
and consumption. Looking more in detail, the field appears to be missing for all items
that are not discussions or exams (Table 4.9b). To solve this issue, the proposed solution
is to assume (without deviating too much from the reality of things) that the contents
of a module are all unlocked when the module is unlocked, so the field is replaced with
the other field module_unlock_at.

Still, this solution introduces the need to evaluate the quality of the data relative to
the modules. The modules are identified by an identifier (unique, not valid for com-
parison), a name and a position. As for the assignments, these last two fields should
be comparable across different courses and Table 4.7 proves how this piece of data is
actually consistent in this case; because of this, to facilitate the integration with the
previous dataset, the module_position has been simply replaced with the relative week
of course (week = module_position − 1). The modules have also a publication date
(module_unlock_at), but it has missing and incorrect information. Yet, comparing the
correct dates with the dates in the assignments dataset (Table 4.3), it is possible to see
that most of the dates actually match, meaning that the assignments publication dates
often match and could be used as the modules publication dates.

week 0 1 2 3 4-5

module_position 1 2 3 4 5 6 7
course_id

15 Módulo 0: ... Módulo I: ... Módulo II:... Módulo III... Módulo IV:... — Live Sessi...
20 Module 0: ... Module I: ... Module II:... Module III... Module IV:... — —
31 Module 0: ... Module I: ... Module II:... Module III... Module IV:... Live Sessi... —
35 Módulo 0: ... Módulo I: ... Módulo II:... Módulo III... Módulo IV:... Sesiones e... —
43 Module 0: ... Module I: ... Module II:... Module III... Module IV:... Live Sessi... —
47 Módulo 0: ... Módulo I: ... Módulo II:... Módulo III... Módulo IV:... Sesiones e... —

Table 4.7: [Items] Comparison of modules names and position across different courses.
Since the module names and their positions are coherent across all the courses, it was

possible to simplify the modules to simple weeks (added on top). Also, additional
modules have been dropped because not relevant for the project.

module_unlock_at
week 0 1 2 3 4 -5
course_id

15 2017-10-18 2017-10-20 2017-10-27 2017-11-03 2017-11-10
20 2017-09-06 2017-09-08 2017-09-15 2017-09-22 2017-09-29
31 2017-12-06 2017-09-06 2018-01-26 2018-02-02 2018-02-09
35 2018-02-14 2018-02-16 2018-02-23 2018-03-02 2018-03-09
43 NaN 2018-04-06 2018-01-26 NaN NaN
47 2018-05-16 2018-05-18 2018-05-25 2018-06-01 2018-06-08

(a)

module_unlock_at
week 0 1 2 3 4 -5
course_id

15 2017-10-16 2017-10-18 2017-10-25 2017-11-01 2017-11-08
20 2017-09-03 2017-09-08 2017-09-18 2017-09-25 2017-10-02
31 2018-01-15 2018-01-19 2018-01-26 2018-02-02 2018-02-09
35 2018-02-14 2018-02-16 2018-02-23 2018-03-02 2018-03-09
43 2018-04-09 2018-04-13 2018-04-20 2018-04-27 2018-05-04
47 2018-05-16 2018-05-18 2018-05-25 2018-06-01 2018-06-08

(b)

Table 4.8: [Items] Publication dates of weekly modules, before (a) and after (b) data
cleaning. Given the inconsistency of data, all the dates have been substituted using the

dates from the assignments dataset.
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The second field with most missing values is content_id. Also in this case, the field
happens to be missing for two specific types of items: Page and ExternalTool.

Lastly, the URLs: quite surprisingly by looking at Table 4.9a it is possible to see that
the field url is missing only in the case of items whose type is ExternalUrl and that on
the other hand the field external_url is present only in the case of ExternalUrls. The
easiest solution was to fill missing url values with external_tool values and drop this
last column.

• Quizzes Questions
This dataset contains very basic statistics about each question in courses quizzes. Like
in many other cases, since Canvas allows to access only data of one course and quiz at
a time, the dataset is obtained by iterating the call for (course, quiz) pair. Table 4.10
shows a description of the fields available. Since it has no missing values and data are
consistent, no further manipulation is required.

Students’ Activity

• Authentication Events
This dataset contains logins and logouts for all course students. Actually, Canvas al-
lows only to access the authentication events by single user5, so this dataset is built by
appending to each other all the results obtained by repeating the call for all the stu-
dents. The dataset has very limited information: the id of the event, the time-stamp
and the type of event (login or logout). The dataset has no null values, but the most
interesting thing to notice here is that the number of logins and logouts is extremely
unbalanced (Figure 4.3). This is because although users must perform a login event to
access the course materials, they are not forced to logout so they rather let the session
expire. This is a quite important issue because it makes impossible to have an accurate
idea of users’ sessions duration. Also, since the dataset has no information that make
possible to integrate it, for example, with page views, it is not of much use and it has
been discarded.

• Page Views
As in the case of authentication events, also in this case Canvas API allows only to
access page views per single user so the dataset has been built by repeating the call
per each student and putting results together. This is surely one of the most important
datasets to extract information about students’ studying habits.

Table 4.11 shows all the fields of the dataset. The first attribute worth inspecting is
participated and its relation with the field http_method (Figure 4.4b): it emerges that
participated is False if and only if the HTTP request was GET and, on the other hand, it
is True only if the request is POST. Because of this, the field participated was dropped.
Also, given that POST requests cannot be really interpreted as page views (they are
rather actions) they have been removed. Eventually, only GET requests have been kept
and also the field http_method was removed.

5https://canvas.instructure.com/doc/api/authentications_log.html#method.authentication_audit_api.for_user
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Name Type Description Nulls (%)

id int unique id for the item —
content_id int 26.02%
course_id int id of the course the item belongs to —
external_url string URL of the external resource the

item refers to
21.16%

item_url string Canvas URL to access the item page —
locked_for_user bool whether or not the item is accessible

to users
—

module_id int id of the module the item belongs to —
module_name str name of the module the item belongs

to
—

module_position int position of the module the items be-
longs to

—

module_unlock_at datetime when the module of the item was
published

10.12%

position int position of the item in the course
structure

—

published bool whether or not the item has been
published

—

quiz_module_position int ... —
title string title of the item visible to users —
type string type of item; possible values: Ex-

ternalTool, ExternalUrl, Page, Dis-
cussion, File, Assignment, Quiz.

—

unlock_at datetime when the item was published 89.62%
url string main URL of the item 21.16%

(a)

Missing publication dates
field unlock_at
is_missing True False
type

Discussion — 18.0
Quiz — 21.0
Assignment 4.0 40.0
Page 37.0 —
File 41.0 —
ExternalUrl 161.0 —
ExternalTool 439.0 —

(b)

Missing URLs
field url external_url
is_missing False True False True
type

Assignment 44.0 — — 44.0
Discussion 18.0 — — 18.0
ExternalTool 439.0 — 439.0 —
ExternalUrl — 161.0 161.0 —
File 41.0 — — 41.0
Page 37.0 — — 37.0
Quiz 21.0 — — 21.0

(c)

Table 4.9: [Items] Fields description (a) and missing values inspection (b and c).
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Field Type Description

id int Unique identifier for the question
quiz_id int id of the quiz the question belongs to
question int Number of the question within the given

quiz
correct_student_count int Number of students who answered the

question correctly
incorrect_student_count int Number of students who did not answer the

question correctly
quiz_statistics_points_possible int Number of maximum points possible for

the question
correct_student_ratio float ratio of students who answered correctly

over students who answered incorrectly
incorrect_student_ratio float ratio of students who answered incorrectly

over students who answered correctly

quiz_name string Comparable name of the quiz (as described
in Table 4.4)

course_id id id of the course the quiz and the question
belong to

Table 4.10: [Quiz Questions] Fields description.

Figure 4.3: [Authentication events] Events count by type across all students data. It
emerges how logins and logouts are imbalanced in favor of logins. This is because users

rarely close their sessions and rather wait for the session to expire.

Moreover, looking at the field context_type it is possible to see that the page refer to
different contents such as Course, User, UserProfile, Account or do not have any con-
tent (see Figure 4.4c). By inspecting more in detail this field it was decided that only
the page views that refer to Course content are actually worth considering so all the
rest have been discarded. On top of that, once only Course context had been selected,
the field context_id happened to be the identity of the course each page view referred
to. This meant that, theoretically, the context_id of each page should correspond to the
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Field Type Description Nulls (%)

id int unique id for the page view —
session_id int id for the browser session; it changes every

time a new window is opened
—

context_type string type of context from which the request was
made; in the practice it always corresponds to
the string "course"

12%

context_id int id of the context from which the request was
made; in the practice it is the id of the course
the page view refers to

13%

controller string context section the request refers —
action string type of action requested —
created_at datetime date and time the http request was created at —
url string the url requested —
http_method string the http method of the request (i.e. GET,

POST, PUT)
—

remote_ip string the ip from which the request was sent —
user_id int id of the user who requested the url —

participated bool whether the http request counted as participat-
ing, such as submitting homework

—

course_id int id of the course attended by the student who
watched the page

—

Table 4.11: [Page views] Fields description.

course_id (i.e., the id of the course) attended by the student who visited the page (since
students clearly cannot access contents from other courses they are not enrolled in!).
Interestingly enough, a quick analysis found out the presence of entries in which these
two fields did not match (Figure 4.4d): this is due to the fact that some students are also
members of the institution and had sporadic access to contents/resources belonging to
courses they did not attend. Clearly, these views out of the correct context have been
dropped, too.

At this point, an important thing to consider is that this dataset is the only one from
which it is possible to determine which pages and which content each student visited.
However, the dataset as it is does not provide an explicit field that allows to merge it with
the dataset containing all the course items and their details. Looking at the attributes of
the dataset it is possible to conclude that the only way to match the page views dataset
with the items dataset is to use the URLs. In the following section it will be explained
why and how these two datasets have been merged.

• Discussion Posts
This dataset contains all the messages posted in the discussion forums. Actually, Canvas
does not provide a direct access to this kind of dataset and some workarounds are neces-
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(a)

(b)

(c)

(d)

Figure 4.4: [Page views] Data exploration and filtering steps. Firstly, only GET requests
are selected (Figure 4.4b), then an inspection of context_type and controller allowed to

filter out all page views that do not refer to "Course" context (4.4c and Figure 4.4a).
Finally, the page views relative to other courses than the course attended are also filtered

out (Figure 4.4d).
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sary, iterating first over the topics of one course (Table 4.12a), then for each topic, over
the main replies and finally, for each main reply, over all the nested replies recursively
(Table 4.12b).
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138 E1.2. Diseñar... <p>En este hilo... 2017-10-23
17:54:13

True False

140 Visibilidad y ... <p>¿Tienes una... 2017-10-15
22:25:21

True False

142 Preséntate... <p>Preséntate
ante...

2017-10-15
21:59:19

True False
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id

1733 32 <p>Hi every-
one,</p>\n<p>I
hope...

NaN NaN NaN 2018-02-14
14:48:54

1744 403 <div></div>Hi
Every-
one!!<div><br>...

NaN 3.0 [{’id’: 1748,
’user_id’: 32,
’message’: ...

2018-02-14
21:19:55

1818 393 <p>At my side on
social post...

NaN NaN [{’id’: 1826,
’user_id’: 32,
’message’: ...

2018-02-20
07:59:41

(b)

Table 4.12: [Discussion Forums] Example datasets: topics (i.e. main posts) (a) and main
posts (b). Students’ replies are nested in the replies object of the latter (highlighted in

bold text).

Certainly the core of this dataset are the messages, on which is possible to perform a lot
of text mining. As it is possible to see in Table 4.13, the additional features extracted
are several and will be discussed more thoroughly in the following sections.
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Name Type Description Nulls (%)

id int unique id for the message posted —
course_id int id of the course the discussion belongs to —
topic_id int id of the topic the message belongs to —
parent_id int id of the parent message (the message the

current message is reply of)
3%

created_at datetime when the message was posted —
user_id int id of the author of the message —
message string text of the message —
rating_count float number of likes received 7%

n_replies float number of replies to the message —
parent_user_id float author of the parent message 3%
length int number of characters of the message —
tokens list list of tokens of the message —
words list list of words of the message —
n_sentences int number of sentences of the message —
n_questions int number of questions in the message —
n_punct int number of punctuation characters —
n_tokens int number of tokens —
n_words int number of words —
n_unique_words int number of unique words —
n_paragraphs int number of paragraphs —
n_newlines int number of carriage returns —
n_emoticons int number of emoticons in the message —

Table 4.13: [Discussion Messages] Fields description.

Four important things have to be highlighted:

1. while the entries and the replies have the field rating_count the topics do not. This
is because it is only possible to like only entries (and replies), not threads;

2. the rating fields is empty not only in the case of entries with no likes but also in
the case of posts that cannot be liked. To properly handle this field, it has been
filled with 0 in all those topics that had allow_rating equal to True, while it has
been left null for the other topics;

3. the entries dataset (and all the nested replies) does not have an explicit field for
the number of replies to each message. This field had to been added (by simply
looking at the length of the list object in replies);

4. the new dataset just obtained, although fundamental, provides only limited infor-
mation. While it is true that it is possible to count the messages posted by user
or the number of likes received by user, it is also true that it does not provide any
information about the received likes or whether or not each post has been read by
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Figure 4.5: Assignments grades comparison for consecutive intakes

a given user, which are elements very useful to measure students’ activity. This
made necessary to build additional datasets.

• Submissions
This dataset contains one entry per assignment and quiz submission by each student.
The complete list of fields can be found in Table 4.14.

One thing to note here is that, by inspecting the attribute points_possible for each as-
signment in a given course and comparing it with the average grades (Table 4.15), it
is possible to find out that the values are not consistent (like quizzes in course 47 are
graded over 100 while over 10 in all the others) and in one case not even coherent (A0.1
and A1.1 for course 15). While in the former case the score can be normalized by sim-
ply taking the ratio of points scored over points possible, in the latter data had to be
manually changed.

Once cleaned, this dataset is extremely useful to get insights about grades and intakes
in general, which is one of the business goals set in Chapter 1. As an example Fig-
ure 4.5 shows a box plot with grades distribution comparison for all the assignments
across different intakes. In this plot it is possible to see, for example, that the first two
assignments (A1.1 and A1.2) are constantly year after year the ones with highest scores,
while the admission test (A0.1) has always the lowest ones; also, it is quite evident that
the fourth assignment (A4.1) is gradually reporting lower and lower scores, with almost
all the students in the last intake (intake 47, brown-coloured) failing the assignment,
thus suggesting that either the explanation of the topics or the quality of the learning
resources should be improved.

• Peer Reviews
The term peer review indicates the evaluation of a student’s assignment by one or multi-
ple students, i.e. peers. This dataset contains all the information regarding who assessed
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Name Type Description Nulls (%)

student_id int ID of the user who did the sub-
mission

—

assignment_id int ID of the assignment submitted —
due_at datetime due date for the submission of

the assignment
4.15%

excused bool whether the student was excused
for the corresponding assign-
ment

—

assignment_name string name of the assignment submit-
ted

—

points_possible int maximum number of points it is
possible to score in the corre-
sponding assignment

—

status string status of the submission —
submission_score float grade for the submission 18.34%
submission_submitted_at datetime timestamp of the submission 17.83%
unlock_at datetime timestamp when the correspond-

ing assignment was firstly pub-
lished

5.90%

is_quiz_assignment bool whether the corresponding as-
signment is a quiz or not

—

group_weight float weight of the group which the
submitted assignment belong

—

comparable_name string standardized name of the submit-
ted assignment

5.28%

week int week of course the submitted as-
signment account for (N.B. it
corresponds to the first number
in the comparable_name)

5.28%

Table 4.14: [Submissions] Fields description.

name A0.1 A1.1 A1.2 Q1.1 A2.1 Q2.1 A3.1 Q3.1 A4.1 Q4.1 A5.1
course_id

15 14.44 / 0* 98.30 / 0* 95.90 / 100 6.62 / 10 79.75 / 100 8.67 / 10 79.65 / 100 8.56 / 10 84.44 / 100 15.33 / 20 80.50 / 100
20 17.27 / 100 85.07 / 100 91.75 / 100 7.36 / 10 83.33 / 100 X 81.25 / 100 7.50 / 10 70.83 / 100 14.18 / 20 44.17 / 100
31 18.89 / 100 X 99.00 / 100 6.67 / 10 86.11 / 100 7.78 / 10 86.11 / 100 7.71 / 10 70.83 / 100 14.00 / 20 80.00 / 100
35 25.40 / 100 96.70 / 100 99.70 / 100 8.50 / 10 87.50 / 100 8.90 / 10 80.00 / 100 9.20 / 10 82.50 / 100 15.30 / 20 96.60 / 100
43 8.93 / 100 99.43 / 100 98.29 / 100 7.64 / 10 73.12 / 100 7.50 / 10 68.75 / 100 8.23 / 10 64.42 / 100 15.62 / 20 98.58 / 100
47 9.22 / 100.0 88.89 / 100 88.89 / 100 74.44 / 100 69.44 / 100 75.56 / 100 44.44 / 100 84.44 / 100 31.94 / 100 77.78 / 100 92.00 / 100

Table 4.15: [Students’ Grades] Average score per assignment compared to points
possible. Incoherent and inconsistent data have been highlighted in bold text. Values

marked with a star (*) have been replaced with 100.
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whom across all assignments: the main information is assessing and assessed students’
ids, status of the peer review and id of the assignment graded. Although the assessor
might actually be a group of people (who evaluate and grade together a given assign-
ment), in this case more students may grade the same student bu all separately. An ex-
ample is shown in Table 4.16: user 393 is assessed by user 391 and user 398 but while
the second user completed the review, the former did not (see field workflow_state).
This difference in the status of the review would be impossible if the two users were
grading as a group.

assessor_user_id assessed_user_id workflow_state assignment_id course_id
id

628 390 402 completed 272 31
627 390 403 completed 272 31
622 391 393 assigned 272 31
621 391 398 assigned 272 31
634 392 394 completed 272 31
633 392 395 completed 272 31
625 393 391 completed 272 31
626 393 398 completed 272 31
637 394 392 completed 272 31
638 394 395 completed 272 31
635 395 392 completed 272 31
636 395 394 completed 272 31
623 398 391 completed 272 31
624 398 393 completed 272 31
631 402 390 completed 272 31
632 402 403 completed 272 31
629 403 390 completed 272 31
630 403 402 completed 272 31

Table 4.16: [Peer Reviews] Example dataset

• Peer Reviews Comments
In addition to the submission of the review, users (i.e., staff, teachers and students) can
also add a comment to it to elaborate a bit more or add some notes about the review or
the assignment. Since according to teachers and staff adding comments to peer reviews
should be taken into account, also these comments have been retrieved and structured
in a dataset as shown in Table 4.17.

4.1.3 Data Augmentation

Understanding data means identifying its shortcomings and overcome them, too. Analysing
the information in the datasets presented in the previous section and crossing available
data with the business goals defined in Section 1.2, it was possible to conclude that three
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Field Type Description

assessing_user_id int ID of the assessing user in the commented peer review
assessed_user_id int ID of the assessed user in the commented peer review
assignment_id int ID of the assignment reviewed
author_id int ID of the user who posted the comment
course_id int ID of the course the assignment refers to
created_at datetime Time-stamp when the comment was published
id int Unique id of the comment posted
message string Text of the comment

Table 4.17: [Peer Reviews Comments] Fields description

many pieces of information were still missing. The new datasets that were needed are
mainly three:

1. item views: item view here is intended as a page view that refers to an item, that
is the view of a content, a learning resource. Since the page views dataset does not
provide any information about the items visited, this new dataset is the result of the
merge of page views and items datasets;

2. ratings: the discussion datasets provides only information about the number of
likes received by each post. However, it is possible to trace back the author of each
like and build a new dataset containing one row per message and one column per
author, and either 0 or 1 in each cell whether the post on the corresponding row was
rated or not by the author on the corresponding column;

3. read posts: since reading posts has been considered as an important indicator of
student activity and engagement, this is a very interesting piece of information that
was not made available in any of the datasets presented. However, it has been
possible to find a word-around for that so to create a new dataset containing for
each discussion topic and user the number of unread posts. Taking the difference
between available posts and unread posts per each topic, it is possible to trace back
the number of read posts per user.

Here below more details are provided for each of these two datasets.

• Item Views
This dataset is necessary to identify which page views actually refer to the visualization
of a learning resource (video lecture, link or file) and, for example, count the number
of contents viewed by each student. The goal is to associate to each page view the id of
the corresponding item (if any).

The only piece of information on which it is possible to merge the page views and the
items dataset just described is the URL of the page views. Reviewing the attributes of
these two datasets (see Table 4.9a and Table 4.11 for items and page views, respec-
tively), it is possible to see that the page views dataset has only one URL, while the
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items have three fields: url, item_url and external_url. As it is possible to see in Ta-
ble 4.18, the URLs are far from being standardized and there are a lot of differences:
for example, some URLs end with a backslash while others do not, or some have ad-
ditional parameters while some others have not. Clearly, joining on such long and
non-standardized URLs would result in very few matches. On the other hand, there is
no way to get every match between the item urls and the visited ones. To still get an
acceptable merge the following protocol was adopted:

type field value
item_id

3481 Page url https://...ie.edu/courses/31/pages/google-
micro-moments-christian

item_url https://...ie.edu/courses/31/modules/items/3481
external_url NaN

3485 File url https://...ie.edu/courses/31/files/3080
item_url https://...ie.edu/courses/31/modules/items/3485
external_url NaN

3483 ExternalUrl url https://www.thinkwithgoogle.com/nordics/
article/understanding-the-customer-journey-
three-critical-insights/

item_url https://...ie.edu/courses/31/modules/items/3483
external_url https://www.thinkwithgoogle.com/nordics/

article/understanding-the-customer-journey-
three-critical-insights/

3488 ExternalTool url https://...ie.edu/courses/31/external_tools/ ses-
sionless_launch?launch_type=...

item_url https://...ie.edu/courses/31/modules/items/3488
external_url https://iexl.instructuremedia.com/lti/launch?

custom_arc_launch_type=...

Table 4.18: [Items] Comparison for three URL fields (url, item_url and external_url)
across different item types.

– from Table 4.18 it is possible to see that in some cases the ID of the correspond-
ing item is already specified in the URL. These cases are two: it comes in the form
"http://..../items/(ID)" or as a parameter in the form "http://....?...&module_item_id=(ID).
Because of this, regular expressions were run over all the page views URLs to ex-
tract such IDs;

– after this, all URLs have been standardized: this meant removing http protocol
keywords and all http parameters (anything that comes after the question mark),
removing possible double slashes and remove the possible final backslash. Once
all the URLs were standardized (both in the page views as in the items datasets),
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32 96 353 474 475 476 478 479 480 user_id
post_id

3144 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 32.0
3165 0.0 0.0 0.0 0.0 0.0 0.0 0.0 1.0 0.0 479.0
3221 0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 32.0
3284 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 96.0
3293 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 475.0

...
3790 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 476.0
3795 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 476.0
3798 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 32.0
3800 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 32.0
3482 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

(a)

n_posts 96 353 473 474 475 476 478 479 480
id

732 50 20.0 24.0 50.0 9.0 0.0 8.0 8.0 10.0 16.0
733 25 3.0 21.0 0.0 0.0 0.0 1.0 10.0 8.0 7.0
734 16 4.0 1.0 15.0 0.0 0.0 0.0 12.0 5.0 5.0
735 58 11.0 11.0 48.0 13.0 0.0 6.0 12.0 5.0 5.0
736 7 4.0 6.0 3.0 0.0 0.0 2.0 0.0 2.0 5.0

...
740 37 4.0 20.0 12.0 13.0 1.0 2.0 1.0 8.0 17.0
741 38 8.0 29.0 31.0 7.0 1.0 4.0 1.0 10.0 4.0
742 65 10.0 8.0 47.0 14.0 0.0 3.0 1.0 11.0 1.0
743 29 7.0 9.0 4.0 10.0 2.0 17.0 13.0 14.0 18.0
906 1 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

(b)

Table 4.19: Additional datasets created for given likes (a) and unread posts (b).

the page views dataset was joined three times with the items dataset using each
time a different URL field as key.

As already mentioned earlier, this dataset is very useful to get insight about the course
and the way it is "consumed".

• Ratings
Unfortunately, Canvas API does not have a specific call to directly retrieve information
about ratings. Yet, it has been possible to find a workaround that allows to get for each
tuple (course, topic, user) a list of messages within the topic liked by the user. Thus,
iterating this call for all users and all topics allows to get a list of all posts liked by each
user. This results in a dataset very similar to the one shown in Table 4.19a, with posts
on the rows and users on the columns and each cell containing 1 or 0 whether or not
the post on the corresponding row was liked by the user on the corresponding column.
Also, merging the resulting dataset with the discussion messages dataset, it has been
possible to add the information about the original author of each post and the date of
publication. The resulting dataset allows to compute the total number of received and
given likes by grouping by user on the rows and columns, respectively, and summing
up all the values.

• Read posts
Very similarly to the case of ratings, it has been possible to find a workaround that
allows to get for each tuple (course, topic, user) the number of unread posts. Iterating
the call for all users and topics allows to get a dataset like the one shown in Table 4.19b.
Then, knowing from the topics dataset the total number of posts per topic, it is possible
to compute for each row the difference between total number of posts and the number of
unread posts to get the number of read posts. Summing across the rows gives the total
number of unread posts for each student, but it is also possible to compute the average
read post ratio.

Also, in the case of ratings and read posts it is worth to remember that it is not al-
ways gold all that glitter. Indeed, although the functions/calls here described allow to get
information about the posts rated by a student or the number of posts read, they do not
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(a)

(b)

Figure 4.6: Example of insightful visualizations that it is possible to extract from item
views dataset. On the top, each subplot shows the trend of views of the contents of a

different week of course, highlighting whether students view contents within the same
week or later; on the bottom, items are ranked by number of views to identify which

contents have generated the most and the least interest among students.
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provide any indication of time. That is, the information is relative to the time-stamp of
downloading. To put an example, given 10 posts and two students, if student A read them
one per day as soon as they were posted for 10 days while student B read them all on the
very last day, the result of the procedure described above could only tell that student A
and B read the same amount of posts, but it would not give any idea of how they did it.
Clearly, the same applies for ratings. This is very important because it means that it is not
possible to put likes and read posts on a timeline and compute them a posteriori over an
arbitrary interval of time. While using the publication date of messages it is possible to
count the number of posted messages per day or per week grouping by date, this is not
possible for these two pieces of data. The only way possible would be to download the
information each day or week during the course and then integrate it.

4.2 Data Preparation

In this section the focus will move towards how the dataset just described have been used
to produce the final features and the final datasets needed to do modelling, that is to predict
students performance or identify the factors that maximize knowledge and engagement.

The general idea is to end up with a dataset containing one row per each student and
one column per each indicator/variable/feature selected. Also, since the variables change
over time, it would be great to have a dataset per each day of course. This would allow
not only to show the evolution of variables over time to see if they are stationary, but
also to train different models for different time intervals so to pick up the one that gives
acceptable results as soon as possible. Because of this, each indicator will be a function
of two parameters: the user (more precisely: the student) and the time (as in number of
days from the start of the course).

Also, it must be noted that since different students attended different courses (more
precisely: different intakes), there is also a third hidden parameter: the intake. Rather than
hidden, this dimension was actually overlooked: since the number of students per intake
is very small and also the overall number of intakes is modest, the only way to build
up a dataset with an almost acceptable number of rows was not to put much attention
in the single intake and consider all students as belonging almost to the same course,
overlooking the issue about whether data from different intakes are actually comparable
or not. Still, to mitigate the differences about intakes, all the values have been somehow
standardized.

General Notation

Before proceeding with the description of the selected features, it seems wise to define
some general notation and rules:

• the calligraphic font is used for sets, like sets of words but also sets of IDs. For
example:

– U stands for the entire set of users;
– C stands for the entire set of courses (best: intakes);
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– D stands for the set of days of course (numbers from 1 to 35, since the intakes
last 5 weeks);

• the blackboard font is used for whole datasets, for example:

– M stands for the entire dataset of messages posted in forums;
– J stands for the entire dataset of item views;
– P stands for the entire dataset of page views;

Also:

• when a dataset is subscripted, the subscript acts like a rows slicer and only the rows
that match the subscript are selected: for example subscripting a dataset with u it
means that only the rows relative to the user u are selected. As a general rule, u
is always used to indicate the user ID, while D is used to refer to dates (the name
of the field may change in different datasets). As an example, Mu,d≤D is used to
indicate the sub-dataset of messages written by user u no later than the Dth day of
course; in Python Pandas it would be equivalent to:

>>> df = df.loc[(df.user_id == u)
& (df.created_at.apply(get_day_of_course) <= D), :]

• when a dataset is superscripted, the superscript acts like a columns slicer and only
the columns that are specified in the superscript are selected: for example Purl

indicates the list of URLs of all students’ page views; in Python Pandas it would be
equivalent to the following line of code:

>>> df = df.loc[:, [’url’]]

.

4.2.1 Features Extraction
After having reviewed the state of the art and having seen the most frequent indicators
used in the literature, these variables have been eventually cross-matched with the pieces
of data available to see which of them it was actually possible or it made sense to compute.
From this analysis it emerged that not all of them were actually feasible or relevant for the
specific case of HIOPs so some have been removed. Still, it must be also noted that after
having discussed with staff an managers some others have been added. As an example,
the number of clicks or the time on platform were two interesting variables used by many
scholars but they were not made available by Canvas REST API. Also, the number of
comments edited or the number of assignments submitted were among the most popular
indicators used in literature, but in this scenario the number of edits or the number of non-
submitted assignments were so low that both variables were discarded. On the other hand,
however, almost nobody performed some text mining and extracted new features from
students’ messages although very interesting according to this author, so they have been
added despite missing prior references in the literature. Also, in none of the cited works
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there has been specific mention about peer reviews and how many comments student
make to peer reviews, but as they are one of the key point in HIOPs they have been taken
into account.

Recall from Section 1.2.1 that the four major KPIs to be addressed in feature extraction
are:

1. assignments & quizzes;
2. discussion forums & communication;
3. learning resources;
4. time on platform.

In the following subsections all the features will be presented following this order,
each associated to the KPI they are meant to measure:

1. Assignments & Quizzes

(a) grades_admission It is simply the grade in the admission test.

(b) grades_assg It is the average grade in the assignments (excluding quizzes)
submitted before the Dth day of course.

(c) grades_quiz It is the average grade in the quizzes submitted before the Dth

day of course.

2. Communication

(a) n_messages This variable takes into account the number of posts written by a
user. However, since the raw number of messages cannot be compared across
different intakes (maybe in an intake there are more topics), this value is rep-
resented as a percentage of messages written by the user over the total: 0 will
mean that the student wrote 0% of the messages present in the forum, while 1
will mean that all the messages in the forum have been written by that student.
Let Mc be represent the whole dataset of messages written in the discussion
forum of course c (see examples in Table 4.12b), Mc,u ⊆ Mc the subset of
messages written by user u in the same course, and Mc,u,d ⊆ Mc,u the set
of messages written not later than the Dth day of course, then the number of
messages for a user will be computed as

nmuc,d =
|Mc,u,d|
|Mc,d|

∈ [0, 1] ∀(u,D) ∈ Uc ×D ∀c ∈ C

(b) received_replies While n_messages counts the written messages, this variable
accounts for the received messages, that is the replies to one student’s mes-
sages. As already commented in previous sections, the number of replies was
extracted and added as additional feature. By grouping the discussion posts
dataset by user and summing the number of replies it is possible to compute
this value. However, since the number of replies tends to be proportional to the
number of messages posted (the more you post the more probability you have
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Name Description

A0.1 admission test score
grade_assg average grade in assignments (no quizzes)
grade_quiz average grade in quizzes

n_messages percentage of messages in the forum written by the user
received_replies average number of replies received per user per message writ-

ten in the discussion forums
message_length median length of messages posted in the discussion forums (#

of chars)
sentence_length median length of sentences used in messages posted in the

discussion forums (# of chars)
word_length median length of words used in messages posted in the dis-

cussion forums (# of chars)
words_ratio median percentage of words over tokens in discussion forums

messages
uniquewords_ratio median percentage of unique words over words in discussion

forums messages
message_score median score of messages written in the discussion forums
given_likes percentage of posts that were given a like by the user
received_likes average number of likes received per post
teacher_likes percentage of likes received by a teacher over total number of

received likes
read_posts percentage of posts read (over number of posts published)
n_pr_comments percentage of comments in the peer reviews section written

by the user
pr_comments_length median length of the comments written by the user in the peer

review section (# chars)

n_views percentage of course contents viewed
in_time_views percentage of contents viewed in the same week they were

published

active_days percentage of days of course when the student visited at least
one content

consumption_speed median time (in s) that a user takes to watch a content after its
publication

consumption_time median time (in s) that a user spends on a content page

Table 4.20: List of features extracted per each user from the datasets described in
Section 4.1

to receive a reply), the value has been normalized dividing it by the number of
messages posted, becoming more the average number of replies received per
posted message.
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Let Mu,d≤D be the set of messages written by user u no later than the Dth day
of course. For each message m let mn_replies indicate the number of replies to
that message. The number of received_replies will be then computed as

rr(u,D) =

∑
m∈Mu,d≤D

mn_replies

|Mu,d≤D|
∀(u,D) ∈ U ×D

(c) messages_length To compute this variable the median length of the messages
is considered. Length here is intended as the number of single characters. Me-
dian has been chosen over mean here and in other cases. Indeed, by looking at
the distribution of the variable (Figure 4.7) it happened to be pretty asymmet-
ric, implying that mean is more likely to be affected by extreme values than
median.
Let Mu,d≤D be the set of messages written by user u in the first D days of
course. The variable messages length will be then computes as follows:

ml(u,D) = median
m∈Mu,d≤D

mlength ∀(u,D) ∈ U ×D

(d) sentence_length It is the median length of all the sentences written by a stu-
dent. It is measured with the assumption that students who write longer sen-
tences have also better writing skills and possibly convey more complex and
complete messages.
Let Mu,d≤D the dataset of messages written by user u in the first D days of
course. For each message m, let Sm be the set of sentences used in the mes-
sage, and let Su,d≤D the set of all the sentences written by user u in all the
messages posted in the first D days of course. The sentence length will be
then computed as

sl(u,D) = median
s∈Su,d≤D

len(s) ∀(u,D) ∈ U × D

(e) word_length It is the median length of all the words written by a student.
Similarly to the case of sentence_length, also the length of words is taken into
account assuming that longer words identify students who make use of a more
elaborate vocabulary, suggesting better written expression skills.
LetMu,d≤D the list of messages written by user u in the first D days of course.
For each message m, let Wm be the list of words used in the message, and let
Wu,d≤D the list of all the words used by user u in all the messages posted in
the first D days of course. The word length will be then computed as

wl(u,D) = median
w∈Wu,d≤D

len(w) ∀(u,D) ∈ U × D

(f) words_ratio This variable takes into account the ratio of words over tokens.
As already mentioned, the term token is a widely accepted term in data mining
and indicates any sequence of alphanumeric text (i.e. excluding white-spaces,
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punctuation, etc.). Although every token could be generally called "a word",
for the purpose of this project words here represent a subset of tokens com-
posed by all those tokens that are not numbers nor stop-words (articles, prepo-
sitions, common verbs, etc.), that is a sort of more refined and meaningful
tokens. The intuition is that the higher the ratio of words is, the better and the
more dense of information the message will be.
Let M be the set of all messages written. For each message m in this set, let
TmWm ⊆ Tm the two bags of tokens and words for the messages, respectively.
Then, for each message the words-tokens ratio wrm will be

wrm =
|Wm|
|Tm|

∈ [0, 1] ∀m ∈M

Now consider Mu,d≤D to be the subset of messages written by user u in the
first D days of course. It is possible to compute wrm for every message m ∈
Mu,d≤D and then take the median as such

wtr(u,D) = median
m∈Mu,d≤D

wrm ∀(u,D) ∈ U × D

(g) uniquewords_ratio While the previous variable considered the percentage of
words over tokens, this variable considers the percentage of unique words over
the total number of words used. This value should give an idea of how elab-
orate the message is. Is the student repeating a lot of words or looks for syn-
onyms and uses a wide vocabulary?
The formulas are identical to the previous variable words_ratio. Just consider
Wm to be the list of words and Wm to be the actual set of words (that is,
without repetitions); the variable will be then computed as

uwr(u,D) = median
m∈Mu,d≤D

|Wm|
|Wm|

∀(u,D) ∈ U × D

(h) message_score It has been decided to give a score to each message to measure
how much the student is on topic with the concepts explained in the course.
Although the scoring algorithm could constitute a topic on its own for another
Master’s Thesis, to keep it simple and fit in the given time constraints, together
with teachers and project managers it has been decided to start with a simple
weighted sum of all the words in a message. To make it possible, the teachers
provide a list of words that they consider to be relevant, each with its impor-
tance weight (Table 4.21).
Since different teachers may pick up different ranges for their importance
weights, once the teacher provides a list of words, each weight is replaced
with its proportion with respect to the total. That is, if zpx is the weight a pro-
fessor p gave to the generic word x, andW represent the total set of words in
the professor’s list, the final weight zx will be calculated as follows

zx =
zpx

maxw∈W z
p
w
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English Spanish Weight

ads anuncios 1
allocate asignar 5

allocation asignacion 5
attribute atributo 3

attribution atribucion 3
...

total total 1
unbranded sin marca 5

unique unico 1
visitors visitantes 2
visits visitas 1

Table 4.21: Example of words importance list provided by teachers.

By doing so, the total sum of the new weights is always equal to 1. Once
the weights are normalized, the message score msW (where W indicates the
list of words of the message) is simply computed as a sum of words weights.
However, exploratory data analysis showed that such a score is (as expected)
very highly correlated with the messages length. This means that with such
formula, high message scores tend to be associated to long messages rather
than to content-dense messages. To solve this issue, the score is eventually
divided by the number of words in the message, thus resulting in an average
score per word. The formula of the message score for the generic message m
with a list of words Wm is

msm =

∑
w∈Wm

zw

|Wm|
∀m ∈M

.
In this way, the message score could be ultimately thought about as the average
word weight. Also, since the weights after normalization range between 0 and
1, also the score ranges between 0 and 1, where 0 means that none of the
words used was considered relevant by the teacher and 1 that each word used
was among the most relevant ones.
To produce a value for a given user and a number of days, the median score of
all messages written by the user in the defined time interval is considered, like
so

ms(u,D) = median
m∈Mu,d≤D

msm ∀(u,D) ∈ U × D

(i) read_posts This variable considers the number of posts read by each user.
The intuition behind it is that the students who read more messages know also
more. However, since the raw number of read posts is related to the total num-
ber of messages posted in the discussion forum of one course (the more posts

55



written the more posts are there to be read), this value is normalized by the
total number of posted messages in the discussion forum of the corresponding
course.
Consider the dataset of unread posts (Table 4.19b): let Uc be the set of all users
attending course c,Tc the complete set of discussion topics in course c and ntc

the total number of posts for the topic t (belonging to course c), while ytc,u the
number of unread posts in topic tc by user uc. The number of read posts rp for
the user u will then be:

rpu =

∑
tc∈Tc

(ntc − ytc,u)∑
tc∈Tc

ntc

∀u ∈ Uc,∀c ∈ C

Unfortunately, in this case it is not possible to compute the variable for an arbi-
trary number of days because it was not possible to download daily information
about the number of posts read.

Figure 4.7: Distribution for some features related to students’ writing skills. Since all of
them happen to be quite skewed due to extreme values, median has been preferred over

mean to aggregate the values of a same student.

(j) received_likes This variable should give an idea of how many likes a student
received. Since the number of likes received depends on the number of posts
published, to reduce the correlation between number of posts and number of
likes received this last number has been normalized dividing it by the total
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number of posts written by the given user. In this way the variable actually
tells the average number of likes received per message posted.
Let M be the ratings dataset, with one row per posted message (as shown in
Table 4.19a). Since the ratings dataset has information about the author and the
date of each message, letMu,d≤D ⊆M be the portion of dataset with messages
written by user u within the first D days of course.
For the generic message m, let mreceived_likes be the total number of likes re-
ceived. The number of received likes rl for a generic user u is then computed
as the sum of likes to message written by user u over the total number of mes-
sages written by him, like so:

rl(u,D) =

∑
m∈Mu,d≤D

mreceived_likes

|Mu,d≤D|
∀(u,D) ∈ U × D

(k) teacher_likes This feature originates from the assumption that the like of a
teacher is more relevant and gives more information about the student than
a like from a peer. The idea is that if a student receives many likes from a
teacher, probably he is learning and performing well. Thus, the need to take
into account teachers’ likes, that is likes received by a teacher. Yet, since the
number of likes received by teachers is strictly correlated with the number of
received likes, the number is normalized by taking their ratio. In this way, this
feature can be interpreted as the percentage of likes received by the teacher
over the total number of received likes.
With the ratings dataset shown in Table 4.19a it is possible to count the likes
received by a teacher per each message. This is possible by filtering out all the
columns of users that are not teachers, then adding up the likes over the same
row. Let this number be denoted by mteacher_received_likes for each message m.
Then the number of teacher likes tl will be computed as follows:

tl(u,D) =
∑

m∈Mu,d≤D

mteacher_received_likes

mreceived_likes ∀(u,D) ∈ U × D

(l) given_likes This variable should give an idea of how many posts a given user
rates. Since the number of likes are correlated with the total number of mes-
sages posted in the forum, this correlation is removed by taking the ratio be-
tween the two values. In this way the variable is a percentage of available posts
rated by the user. The idea is that the more likes given, the higher is the interest
and engagement in the discussions and in the course topics.
LetMd be the slice of ratings dataset (see Table 4.19a) containing all the mes-
sages posted in the first D days of course. Let lm,u denote the number of likes
given by user u to message m. The number of given likes for user u and D
days will be then computed as

gl(u,D) =

∑
m∈Mu,d≤D

lm,u

|Mu,d≤D|
∀(u,D) ∈ U ×D
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(m) n_pr_comments This variable is very similar to n_messages. The only dif-
ference is that instead of counting the messages in the forum, it counts the
comments to the peer reviews.

(n) pr_comments_length This variable is very similar to message_length. The
only difference is that instead of considering the length of the messages in the
discussion forum, it considers the length of comments to the peer reviews.

3. Learning Resources

(a) n_views This variable measures the number of items (contents) visited by a
student. Since the same content can be viewed multiple times, it has been
decided to count the number of unique items viewed at least once. Since in
different intakes the total number of released items might change, the number
of unique items visited is divided by the total number of available items. Over
an arbitrary interval of time of D days the variable is computed simply as the
fraction of unique contents viewed before that day divided by the total number
of items unlocked so far.
Let Id be the set of items published no later than day D of course, while
Ju,d≤D the dataset of items published and viewed in the same time interval by
the user u. Now remove in Ju,d≤D views that refer to the same item to get
a set containing only unique items viewed, say Ju,d≤D. The variable is then
computed as follows:

nw(u,D) =
|Ju,d≤D|
|Id|

∀(u,D) ∈ U ×D

(b) in_time_views The idea of this variable is to measure how many of the con-
tents viewed are actually viewed on time. Since each item view has the date
of publication of the content (unlock_at) and the date of the visualization (cre-
ated_at), it is possible to compute also the corresponding weeks of course, say
created_at_woc and unlock_at_woc, respectively.
The views to be considered on time should be all the views for which cre-
ated_at_woc and unlock_at_woc match. However, let us think about a user
who generally watches all contents on time and he is so diligent that re-watches
some lectures after time just to refresh some concepts. In this case, all these
late views would be considered as not on time even though they are not an in-
dicator of poor attention but quite the opposite. For this reason, the item views
are immediately filtered to keep for each user and item, only the first view in
chronological order. Also, since the number of views on time is correlated
with the total number of views, the ratio between these two values is taken.
The variable can be then interpreted as the percentage of items viewed on time
(the first time) over the total number of items viewed (at least once).
Now, let J′u,d≤D be the filtered dataset containing only the first view per each
item viewed by user u in the first D days of course, while J′intime

u,d≤D =
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J
′
u,d,(created_at_woc==unlock_at_woc) ⊆ J′u,d≤D the subset of items viewed on time.

The variable will be then computed as

itv(u,D) =
|J′intime

u,d≤D|
|J′u,d≤D|

∈ [0, 1] ∀(u,D) ∈ U ×D

This ratio should be equal to 0 for a student who always watches the material
late, while it should be closer and closer to 1 as the student watches everything
on time.

4. Time on Platform

(a) active_days Using once again the item views dataset is also possible to have
an estimation of the number of days that a user was active. For the purpose
of this project it has been assumed that viewing at least one content can be
considered as a day of activity. Because of this, the number of active days is
the number of days when at least one item was viewed. To make this variable
a function of time, the number of active days is divided by the total number of
days considered. For example, the active_days in the first 10 days of course
will be computed considering only the subset of item views that took place in
the first 10 days of course and dividing the number of days with at least one
view by 10. In this way the variable actually represents a fraction of active
days: it is 1 if the student watched at least one content every day of course,
while it is 0 if the user did not watch any content at all.
Consider the item views dataset J and the created_at field, which gives in-
formation about the time-stamp when the item was viewed. Now, for each
timestamp extract the date as a new field, say created_at_date. Now consider
this column Jcreated_at_date. By removing the duplicates it is possible to create a
set of dates when at least one content was viewed. The variable will be then
computed as

ad(u,D) =
|{d : d ∈ Jcreated_at_date}|

D
∀(u,D) ∈ U × D

(b) consumption_time This is an indicator of how much does a student spend on
one content before switching page. To do this, the dataset considered was the
whole page views dataset P. For each student, the page views were ordered
chronologically. Then, in case of items views (recall that item views are a
subset of page views), the difference of time (in seconds) between the item
view and the subsequent page view was taken.
Let P a set of chronologically ordered page views, so that the generic page
view p is followed by the page view q = p + 1. Also, let J ⊆ P the subset
of page views that are also item views. For every page p, let tp the creation
time-stamp (i.e, the time when it was viewed). Then the consumption time of
the page ctp will be:

ctp =

{
NaN if p /∈ J
tp+1 − tp otherwise
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Now consider Pu,d≤D to be the pages viewed by user u in the first D days of
course. The final variable is computed as the median value of the consumption
times of such pages, like so:

ct(u,D) = median
p∈Pu,d≤D

ctp ∀(u,D) ∈ U × D

Median has been preferred over mean because of the asymmetric distribution
of the variable (see Figure 4.8), since median is more stable and less influenced
by extreme values.

(c) consumption_speed This variable takes into account how fast does a student
consume the learning material available by considering the difference between
the consumption time-stamp (created_at) and the publication time-stamp (un-
lock_at). Computing how much time has passed between the publication of
an item and its consumption (consumption delay) is pretty straightforward in
the items views dataset because each item view has both these fields. Once
this time difference has been computed for each item view, it is possible to
group this value by user and compute the median. Also in this case the median
proved to be the more stable measure and it has been chosen.
For each page p let the consumption delay cdp be equal to

cdp = pcreated_at − punlock_at

Now consider Pu,d≤D to be the pages viewed by user u in the first D days of
course. The final consumption delay is computed as the median value of the
consumption delays of such pages. like so:

cd(u,D) = median
p∈Pu,d≤D

cdp ∀(u,D) ∈ U ×D

It may be noted that consumption delay is high for poorly performing students
while for all the other variables high values are associated to good, positive
behaviours. To keep this semantics, the consumption delay is turned upside
down and converted in consumption "speed". The idea is to take the differ-
ence between the maximum time available to watch a content (i.e. the total
number of seconds in the considered number of days) and students’ median
consumption delay. This means that the consumption speed will be computed
as

cs(u,D) = (D · 24 · 60 · 60)− cd(u,D) ∀(u,D) ∈ U ×D

The reader may notice that although in previous sections it was told that ratings
could not be computed as a function of time, her they actually are. Indeed, the
solution adopted is a work-around: the received likes should be the number of
received likes before a given day, but it has been transformed to number of received
likes to messages posted before a given day; similarly, the given likes should be the
number of likes given in a interval of time, but it has been transformed to number of
likes given to messages posted in that same interval. Although this is a temporary
solution to approximate the number in absence of proper data, it must be highlighted
that it is not the same.

60



Figure 4.8: Distribution for some features related to time-on-task. Since all features
happen to be quite skewed due to extreme values, median has been preferred over mean.

Students’ Final Grades

To conclude this section about students features, the only information missing are the
labels, that is the final grades. Student final grades are computed automatically within
Canvas with a mathematical formula that takes into account assignments and quizzes
grades. To understand how they are computed, recall from Section 4.1 that each assign-
ment or quiz belongs to a so-called assignment group which in turn has an importance
called group weight. Also, each assignment has its own maximum score (called points
possible), while each user submission is graded with a number of points (named points
scored).

Now let A be the whole set of assignments and G the set of assignment groups. Let
ag denote an assignment ag ∈ A which belongs to the assignment group g ∈ G. Then
let pua be the number of points scored in assignment a by a student u, qa the total points
possible for assignment a, while wg the group weight of group g. The final score s of a
user is given by the weighted sum of the proportions of points scored over points possible
in each group, that is:

s(u) =
∑
g∈G

wg ·
∑

a∈A p
u
a∑

a∈A qa
∈ [0, 1] ∀u ∈ U

Given the continuous nature of this variable, it had to be discretized to fit to the clas-
sification modeling planned in Section 1.2.2. However, discretizing grades is not that
straightforward: there are many possible ways to discretize them, and if the underlying
distribution is asymmetric (see Figure 4.9) most of these strategies may generate very
imbalanced classes.
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In case of school grades, the most reasonable ways to discretize them are two:

1. binary, between passing vs failing grades, that is grades that allow students to
successfully complete the course (>= 0.6) and grades that imply a failure (< 0.6).
Looking at the balance of these two classes (Figure 4.9b) it is possible to see a clear
disproportion between the number of passing and failing students: in the intakes
under analysis most of the students have passed the course, while failure rate is very
low (luckily, someone would say). Because of this, this discretization approach can
be used for the independent t-Test planned in Section 1.2.2 (DG.4.), but is sub-
optimal for the multi-class classification problem (DG.5.).

2. multi-class, with letter grades, which are one of the most widespread ways to
discretize grades. In case of HIOPs the proposed grading scale has 12 classes (see
Table 4.22): A, A+, B+, B, B-, C+, C, C-, D+, D, D-, F. Being 12 a too high number,
a wiser solution is to reduce the number down to 5 by considering only the actual
letters, without additional signs. Yet, looking at the size of the classes (Figure 4.9c),
also this discretization seem to generate pretty imbalanced classes.

(a) (b)

(c) (d)

Figure 4.9: Students’ grades distribution according to different discretization
approaches: decimal (a), binary (b), 5-letters (c). To try to solve their balance issues, the

ultimate strategy uses 4 classes (d).
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Grade 12-Letters 5-Letters Binary

0.95 A A

Pass

0.90 A-

0.85 B+
B0.80 B

0.75 B-

0.70 C+
C0.65 C

0.60 C-

0.55 D+
D Fail0.50 D

0.45 D-

0.00 F F

Table 4.22: Grading schemas. The classes that have been eventualy chosen to discretize
students’ grades are highlighted with bold text.

As a matter of fact, it must be also noted that to choose a strategy balancing is impor-
tant but is not everything: consider, for example, to divide grades into two classes, those
below or equal to C on one side and those above C on the other. This strategy seems
to reach the best balance. However, this strategy would be of little practical relevance,
confusing and hard to interpret: is a professor interested in knowing if a student will score
more or less than C? If a student is predicted with the low-scoring class, should the teacher
be worried? Maybe the student is expected to score 0.65 and pass, maybe 0.2 and fail,
but they would require the same level of attention. Because of this, a third slightly worse-
balanced but more meaningful approach is proposed: four classes, the two failing letter
grades together (D and F), plus the three passing letter grades. In this case the model will
be trained to distinguish between passing (D and F) and non-passing students, and among
the letter, to distinguish between high (A), average (B) and low (C) performing students.
Figure 4.9d shows the ultimate labels repartition: A, B, C, F, where now F stands for
Failing grade. Although labels are still quite imbalanced, re-sampling will be discussed
after pre-processing (because the introduction of new synthetic samples may affect some
statistics such as variance and correlation).

4.2.2 Modeling Datasets Generation

With the features just described it is possible to generate all the different datasets needed
for modeling. Recall from Section 1.2 that the main problems to need modeling are two:
knowledge and engagement features importance extraction and students’ performance
prediction.

• K&E Features Importance
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For this first problem, the idea is to derive from all the most recent data which
is the importance of each feature when defining the two predefined concepts of
knowledge and engagement. Because of this, all the features are computed over
the total duration of the course (35 days), then the resulting dataset is split into two
distinct sub-datasets based on the features: all the features that are considered to
account for knowledge in one dataset and all the engagement features in the other.

Where possible, these two datasets will be described as if they were one single
dataset with 35-days features. Also, it must be noted that nor knowledge nor en-
gagement are labelled: in fact, no labels are available.

• Students’ Performance Prediction
For the second problem, the features over 7, 14, 21 and 28 days have been used to
generate four different datasets. To understand why, recall that the goal is to learn
to predict students’ final success so to perform early interventions on students that
are predicted to have bad performance. Since it makes no sense to predict the final
grade of a student once the course has already finished nor during the last week
(when there is no more room for any intervention), it is clear that the models must
be trained with "early data". Considering that courses are 5 weeks long but the last
one is not usable for prediction, it has been decided to train four different models,
one for each previous week. In this case there is no distinction between knowledge
and engagement and all the features are considered together.

Train-Test Split

Before proceeding further, it is important to recall that data preprocessing must be per-
formed on training data solely. Because of this, before performing any of the preprocess-
ing steps described in the following section, all the datasets just mentioned have been split
into 80% of training data and 20% of testing data.

While the 35-days dataset has been randomly split between training and test data, in
the case of the datasets for performance prediction, given the precarious balance between
the classes stratified sampling has been chosen to preserve the same proportion of labels
in the two datasets and ensure the presence of all classes in the test set.

Having a total of 66 students in each dataset, this leaves 52 students for training and
validation and only 14 for testing.

4.2.3 Data Preprocessing
Once it is clear how to compute all the indicators and generate all the datasets needed,
data must be still explored and cleaned from missing values or useless features. Given
the large number of generated datasets, it is unworkable to discuss all of them in detail.
Actually, the purpose of this section is rather to present the general rules applied to clean
any of these datasets. Cleaning has been divided into three main phases: missing values
treatment, dimensionality reduction and features scaling.

Please notice that all preprocessing is performed exclusively with training data. This
is because test data are not meant to be known in any step except final testing. The
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transformations outlined in this chapter are applied later to test data using training data
information still (by means of example, z-score normalization would be applied to test
data using training data mean and variance).

Missing Values Treatment

The first step in data cleaning is to handle missing values. Figure 4.10 gives a visual
representation of missing values in the various datasets used for students’ performance
prediction. In these figures it is possible to notice few interesting things:

• In the case of 7-days and 14-days datasets, the two features relative to peer reviews
are null for all the students. That is because peer reviews are done only starting
from week 3. More in general, columns with 100% of missing values are dropped;

• Speaking about items and page views features, in the 7-days dataset there are few
students who still have null fields, most probably due to temporary inactivity. Be-
cause of it, these fields are filled with zeros when missing;

• There are users for which all the discussion forums and/or peer reviews are null:
these students are those who never posted a message in the forum and/or a comment
in the peer reviews section. Since they still represent a minority, they have been kept
and all the corresponding values have been filled with zeros;

• Also for grades like for item views, some fields are missing for the earliest datasets,
meaning that some students may have started the course later. Also in this case all
the fields have been filled with zeros.

Dimensionality Reduction: Low-Variance Filter & High-Correlation Filter

To reduce the number of features, low-variance and high-correlation filters have been
applied. Please notice that dimensionality reduction is applied only to the datasets for
performance prediction; in case of the dataset for engagement and knowledge features
extraction all the features have been kept not to lose any piece of information at the mo-
ment of dividing up students into groups and also because a weight of importance is
required for any feature selected.

Variance is used because low-variance features encode less information and in some
cases tend to have less predictive power: taking it to the extreme, if variance is zero then
the feature is constant and clearly have no predictive power whatsoever. Yet, it must be
also acknowledged that extreme scenarios were this assumption does not hold may still
exist: think about the case of a dataset with two classes and a variable whose value is
always equal to 0.49999 for one class and 0.50001 for the other. Its variance would be
minimal, yet it would be of paramount importance for classification purposes. In any
case, since variance depends on the magnitude of the values range, variance must be
computed after having min-max normalized data (clearly z-score is not an option here).
The variance for the features after normalization can be found in Table 4.23. 0.02 has
been chosen as threshold value below which a variable is considered irrelevant; however,
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Figure 4.10: Missing values heat-maps for the 4 generated datasets for students’
performance prediction. Missing values are represented with black cells. It is possible to

see how the number of missing values decreases with time.

no features have been found to be below the threshold so no variables have been dropped
in any of the datasets.

Also correlation is used in feature selection because highly-correlated features tend to
have the same information and are thus redundant. 0.8 already indicates a strong linear
relation and it has been considered as a threshold.

Features Scaling

Since the features have all different ranges, are expressed in different units, it is wise to
scale the data before moving to modeling. Scaling is a procedure indicated for or required
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7 14 21 28 35

grade_admission 0.0396 0.0396 0.0396 0.0396 0.0396
active_days 0.0768 0.0614 0.0509 0.0423 0.0455
consumption_speed 0.0387 0.0267 0.0317 0.0329 0.0292
consumption_time 0.0570 0.0275 0.0461 0.0292 0.0341
given_likes 0.0733 0.0594 0.0392 0.0362 0.0363
grade_assg 0.0309 0.0254 0.0256 0.0268 0.0236
grade_quiz 0.0677 0.0471 0.0305 0.0303 0.0303
in_time_views 0.0441 0.0558 0.0592 0.0530 0.0509
message_score 0.0730 0.0542 0.0727 0.0632 0.0562
messages_length 0.0528 0.0504 0.0384 0.0480 0.0359
n_messages 0.0584 0.0384 0.0568 0.0430 0.0378
n_pr_comments — — 0.0763 0.0577 0.0380
n_views 0.0845 0.0588 0.0490 0.0475 0.0505
pr_comments_length — — 0.0586 0.0461 0.0355
received_likes 0.0553 0.0507 0.0701 0.0576 0.0466
received_replies 0.0778 0.0447 0.0307 0.0272 0.0311
sentence_length 0.0976 0.0589 0.0624 0.0503 0.0464
teacher_likes 0.2105 0.1514 0.1213 0.1140 0.1063
uniquewords_ratio 0.1254 0.0827 0.0698 0.0679 0.0658
word_length 0.1211 0.0945 0.0634 0.0534 0.0534
words_ratio 0.1369 0.1001 0.0842 0.0775 0.0767

Table 4.23: Features variance for all the 5 generated datasets. Since all values are above
the defined threshold (0.02), no feature was removed.

by many machine learning algorithm and its goal is to transform features so to make them
somehow comparable in terms of ranges, distributions and weights. The most common
scaling techniques are min-max scaling and standardization (z-score). According to liter-
ature, the former is more indicated in cases when data do not necessarily follow a normal
(Gaussian) distribution, while the latter assumes normality. Both, however, are not robust
to outliers or extreme values in general.

In the generated datasets, while normality could be assumed for many features, it
is also true that there are some other features whose distribution is very much skewed
and with long tails, thus with very extreme values. Hence data have been eventually
transformed using a third scaling technique, more robust to outliers: interquartile scaling
(sometimes called robust scaling).

To prove its benefits, Figure 4.12a shows the comparison of these scaling techniques
for two variables computed after 7 days that originally range in the same interval ([0, 1])
but have very different distributions: grade_assg (in black), very skewed to high grades
and with few examples of students who did not complete any assignment yet (left tail),
and active_days (gray-colored) which instead seems to be pretty normally distributed. It
is possible to see how interquartile scaling is indeed robust to outliers: while with min-
max and standard scaling the distributions are still very different, with the third technique
the distributions almost overlap. Also, it must be noted that robust scaling works great
also without outliers: Figure 4.12b shows the same comparison with the same features but
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computed over 35 days, when the outliers in grade_assg are now absent; in this case, with
normal distributions standard scaling works great as expected, but robust scaling proves
to be even better also in this case.

4.3 Modeling & Evaluation

Once all the necessary datasets have been cleaned and preprocessed, in this section they
are finally used to fulfil the data mining and business goals defined in Section 1.2. The
macro-problems that need to be solved are three: first, the identification of key differences
in the behaviour and the activity of differently performing groups of students; then the
extraction of knowledge and engagement features importance (Section 4.3.2; finally, the
prediction of students’ final grade from early activity in the course (Section 4.3.3).

4.3.1 Independent t-Test for Differently Performing Groups of
Students

Course managers are interested which are the main differences between differently per-
forming students. More specifically, four pair of groups are considered of interest:

1. A-scoring students and B-scoring students;
2. B-scoring students and C-scoring students;
3. C-scoring students and failing students (D+F);
4. passing students (A+B+C) and failing students (D+F).

To answer these questions, Student’s t-Test is used. Student’s t-Test is a statistical test
that validates the hypothesis that the mean value of a variable for two independent groups
is equal. Since t-Test has different definitions depending whether the variable for the two
groups has same variance or not, prior to the t-Test for equal mean, a Levene test for equal
variance is performed. In both cases the null hypothesis is rejected for p-values smaller
than 0.025.

Passing Students (A+B+C) vs Failing Students (D+F)

This test is meant to identify which features most differ between the students that succeed
in the course and those who do not. From Table 4.24 it emerges that the main differences
between these two groups are numerous:

1. speaking about overall activity, passing students tend to be active 52% of the days
of course and watch more than 80% of the contents available, while failing students
are active only 33% of the days and view less than 60% of the contents;

2. in the discussion forums and in the peer reviews section passing students are more
active as they write 10% of the messages against 4-5% of failing students. Also,
in the forum the students who pass receive on an average 1.14 likes per message,
while failing students only 0.7;
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3. the quality of writing is different, too: passing students write longer words, longer
peer review comments and more significant words (every 10 tokens, passing stu-
dents have used 7 words, failing students only 4).

Mean (Pass) Mean (Fail) Var (Pass) Var (Fail) Equal Var t-Test p-value

active_days 0.521 0.333 0.020 0.042 True 0.000
words_ratio 0.702 0.418 0.052 0.078 True 0.000
n_pr_comments 0.102 0.043 0.003 0.002 True 0.000
word_length 6.287 4.583 1.072 7.720 True 0.001
received_likes 1.136 0.702 0.137 0.275 True 0.001
n_messages 0.100 0.049 0.003 0.003 True 0.007
n_views 0.820 0.565 0.028 0.094 False 0.016
pr_comments_length 319.148 96.292 102699.100 9245.657 True 0.021

Table 4.24: Passing vs Failing students independent t-Test most significant results.

A-scoring Students and B-scoring Students

This test is meant to see which are the key differences, apart from assignments and quiz
grades, between excellent and good students. As expected, the number of differences is
much reduced. In fact, there is only one variable for which the t-Test had to reject the null
hypothesis: the admission test, with A students scoring on average 23.3 points over 100,
while B students only 11.4 points.

B-scoring Students and C-scoring Students

In this case the focus is on the difference between high-performing students and low-
performing students. Interestingly, also in this case the variable for which the test rejected
equal mean is only one: message_score, which accounts for the median of the average
word value across all messages. However, the result goes against the intuition: the value
is higher for C-students than for B-students (0.131 vs 0.072).

C-scoring Students vs Failing Students (D+F)

Finally, the last comparison of interest is between the low-scoring students and the failing
ones. Unfortunately, also in this case the t-Test did not provide interesting insights: the
only relevant variable is the number of peer reviews comments, with low-scoring students
writing on average 9% of the comments, while failing students only 4%.

4.3.2 K&E Features Importance
The question to be answered here is: which are the indicators that maximize students’
knowledge and engagement?

The first step to answer these question is to define what is knowledge and engagement.
Because of this, the features defined in Section 4.2 have been divided into two subsets,
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Knowledge Engagement

grade_admission active_days
grade_assg in_time_views
grade_quiz consumption_speed

n_views n_messages
consumption_time messages_length

received_likes n_pr_comments
teacher_likes pr_comments_length

received_replies given_likes
message_score

uniquewords_ratio
words_ratio
word_length

sentence_length

Table 4.25: Repartition of extracted features between knowledge and engagement.

each containing the indicators to account for the corresponding concept. The attribution of
a feature to one or the other subset is arbitrary: to do this, common sense and the opinion
of the academic staff at IE was used. The repartition of features between knowledge
and engagement is shown in Table 4.25. Yet, once distinct knowledge and engagement
datasets have been created, there is still one pending issue: they are not labelled. How to
find the elements that maximize these two concepts, then?

The solution proposed is the following:
1. create labels from the data, either by clustering or by arbitrary choice;
2. train (and test) a bag of models so to select the best performing one;
3. extract features importance from the chosen model.

Labelling: Strategies and Definition

The first strategy to create new labels was to use clustering. To do this, data were firstly
scaled using the robust scaling technique described in Section 3.2, then silhouette score
has been computed and compared for different number of clusters (2 to 7) and for two
different clustering algorithms (KMeans[29] and Hierachical Clusering[41]). Recall from
Section 3.2 that the silhouette score (also called silhouette coefficient) is a measure of
cluster quality: it ranges between -1 (worst scenario, it means that samples are possibly
assigned to wrong clusters, as a different cluster is more similar) and 1 (best scenario,
perfect clustering); 0 means that clusters are possibly overlapping.

The results obtained for engagement and knowledge datasets are shown in the plots on
the left side of Figure 4.13a. It is possible to see that the two algorithms behave more or
less the same way. However, while for knowledge the best number of clusters seems to be
2, for engagement the judgement is not so straightforward and all the silhouette score are
pretty low. Also, looking at the classes balance (Figure 4.13b, right side) the clusters are
really imbalanced, probably explaining the high silhouette score: few samples are really
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distant from the rest of population (almost outliers), while the rest is more homogeneous.
After taking these elements into consideration it was decided to discard this option and
change approach.

The second strategy was to create labels by diving students into two groups using the
values of the z-score of their features. Since the z-score gives an idea of how much a value
deviates (below or above) from the mean, it is possible to take an average of the z-scores
of all the features of a student and say that he is generally above or below the average
of the students looking whether the average z-score of his features is greater or less than
0. Before doing so it is important to highlight one issue: this method assumes that being
above the average is a positive condition for all the features and this is guaranteed by the
definition of the features given in Section 4.2.

Now let A indicate a user above the average, while B a user below the average. Then
let F be the set of features and zfu the z-score for the feature f ∈ F for user u ∈ U . It is
possible to associate to each user u a label (or to a class) lu according to this formula:

lu =

{
A if mean

f∈F
{zfu} ≥ 0

B otherwise
∀u ∈ U

By slightly exaggerating things, the former group could be interpreted as or called
the group of engaged/knowledgeable students (depending on the dataset), while the latter
the one of disengaged/uninformed students (see clusters centroids in Figure 4.14a). This
labelling strategy gave a silhouette score of 0.15 for engagement and 0.16 for knowledge,
which are pretty low values. Yet it has been preferred to the previous approach because
its centroids are easier to interpret and their repartition is more balanced. In any case,
SMOTE [8] has been eventually used to oversample the minority class and reach perfect
balance between the classes.

Model Selection & Results

At this point a bag of models was trained and validated in order to identify the best per-
forming one. The chosen algorithms are three decision-tree based algorithm (Random-
Forest, GradientBoosting and XGBoost) given their solidity, plus Logistic Regression and
Support Vector Machines because they are quite indicated in cases of binary classification.

For validation, to take the maximum advantage from the little amount of data Leave-
One-Out cross-validation was used. Given that the labels are perfectly balanced after
resampling, accuracy has been chosen to evaluate the models. Table 4.26 shows the results
for the cross validation procedure for the five algorithms with default parameters. Because
of the very high results of Logistic Regression, no further hyper-parameters tuning was
performed.

After having fitted the Logistic Regressor with all the available training data, the
weights of the classifier have been used as a measure of feature importance. The weights
(normalized over the sum) for the two models are shown in Figure 4.15. From these results
it seems that the most important indicators for engagement are the number of messages
and comments written, while for knowledge the number of likes received by the teacher is
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CV Accuracy (%)± Variance (%)

Engagement Knowledge

Random Forest 85.70± 12.24 89.39± 9.48

Gradient Boosting 71.42± 20.40 75.76± 18.37

XGBoost 82.14± 14.67 89.39± 9.48

Logistic Regression 96.43± 3.44 93.94± 5.69

SVM 69.64± 21.14 69.70± 21.12

Table 4.26: Cross-validation accuracies scores (with variance) for all algorithms tested.

found to be most significant by far. Interestingly enough, all the text mining features hap-
pen to be of very little importance, both for engagement and knowledge. Also, the quiz
grades seem to be a better predictor of knowledge than the assignment grades although
intuitively this should not be true. Indeed, since quizzes have multiple-choice questions
where students are automatically scored based on the number of correct answers, students
may even get high grades by just random guessing; on the other hand, assignments are in
the form of essays and are personally graded by the teacher who should be able to better
distinguish between a knowledgeable and a mediocre student.

Please notice that associating an importance to each variable is not only useful from a
didactic or academic point of view but also from a practical one, because it makes possi-
ble to compute weighted sums of students’ features and bring engagement and knowledge
down to single numbers. Let FE and FK denote the two sets of engagement and knowl-
edge features, respectively. Now let wf be the weight of a given feature f , belonging to
either one of the two groups of features, and let zfu denote the value of feature f for a
given user u. It is then possible to score the knowledge (ku) or the engagement (eu) of a
student by taking the weighted sum of his features, like so:

ku =
∑
f∈FK

wfz
f
u and eu =

∑
f∈FE

wfz
f
u

In turn, condensing knowledge and engagement in single numbers is extremely power-
ful because it allows to plot each student in a 2D space knowledge-engagement and allows
teachers and academic staff to have a rough idea of students’ learning journey with just
one glance. This indeed represents one of the business goals set in Section 1.2.1. Addi-
tionally, the same plot can help answer the question whether knowledge and engagement
are correlated in HIOPs. Figure 4.16 shows scatter plots for Z-normalized engagement
and knowledge scores for all the students, computed over different intervals of time. It
is possible to see that correlation grows almost linearly to the number of days and it is
always positive, thus confirming the general belief that more engaged students also learn
and know more. It is interesting to see how data points in the first week seem to be more
spread in a horizontal line, suggesting that at the beginning of the course knowledge is
more or less leveled while there are more differences in terms of engagement, with some
students maybe waiting for some time before getting involved. As the time passes by, also
the slope of the regression plots (recall that in case of standardized data the slope of the
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linear regressor is equal to the correlation) grows, indicating that by the end of the course
more engaged students also learned more.

4.3.3 Students’ Performance Prediction
The second part of this subsection dedicated to modelling deals with the implementation
of a predictive model for student success. As already pointed out in previous sections,
success is a very vast concept that can be declined and interpreted in many different ways.
For the purpose of this work, success is equivalent to final grades. That is, the goal of
predictive modelling here is to predict students’ final grades from a bunch of features
already outlined in Section 4.2.1. Because final grades are available for all the students,
we are discussing about supervised learning. Also, since grades have been discretized in
4 classes, the problem could be described as multi-class classification.

The dataset used for this problem has been already described in Section 4.2.2. After
being preprocessed in Section 4.2, the only pending issue is the problem of unbalanced
classes. Eventually SMOTE has been chosen as default method for class balancing.

Model Selection & Results

Model selection has been done focusing on three main machine learning algorithms, all
decision-tree based: RandomForest, GradientBoosting and XGBoost. This is because
according to literature [42], decision tree-based algorithms are robust to noise which in
this case may have been introduced by the synthetic data sampling discussed earlier, and
because ensemble methods are generally considered as the best performing models since
they put together the results of multiple classifiers.

To explore more in depth the potential of each algorithm, hyper-parameters have been
tuned using random search: for each parameter a set of potential values (or ranges) has
been defined, then 100 experiments have been run per each algorithm, and in each run a
random set of hyper-parameters have been created and fed into the classifier for training.
To rank all the models and select the best one, two metrics have been taken into account:
the first is accuracy, that is the percentage of students correctly classified over the total
number of predictions; the second is what it has been called safe predictions ratio, that
is the percentage of students predicted with a lower score than the true one over the total
number of wrong predictions. Since the latter is considered to be slightly more important
than the second, the ultimate metric µ used is an F2 score of the two:

µ = 5 · α · σ
4α · σ

∈ [0, 1]

For validation, 10-(Stratified)Fold Cross-Validation has been used. This is because in
a multi-class scenario, having few examples in the validation (test) set might have a really
high impact on the evaluation metrics. 10-Fold Cross-Validation ensures that 90% of data
is always used for training and that at least 8 class-balanced samples are left for testing
(10% of 88, the whole training test size).

Figure 4.17 shows the value of the F2 score for the best ranked models for each algo-
rithm and each interval of time. The best models have all mean above 0.6, with the best
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scenario being the Gradient Boosting at 21 days scoring 0.8; these are all good values,
suggesting low bias. However, the variance (represented by color bands in the line plot
and by black error bars in the bar plot) is extremely high, meaning that different runs of
cross-validation gave very distant result: this is a clear indicator of over-fitting. As it is
possible to see in Figure 4.17a, the variance is so high that in most of the cases scores
below 0.5 are possible, which makes the model unusable. It must be then acknowledged
that with the data currently available it was not possible to build a model valid enough to
fulfil entirely the goals set at the beginning. Given the acceptable low bias but the serious
over-fitting, it may be assumed that the main problem of the model is that not enough
training data were available, which makes perfectly sense.

Ranking instead the models by plain accuracy, it is possible to get another set of "best
models". In this case models are tuned to get the highest number of perfect matches, not
caring about the type of the wrong predictions. Although it is not the best type of model
for early alert, they still can give useful information. After parameter tuning, the results
of the best ranked models are showed in Figure 4.18. Once again it seems that the best
results are given by the Gradient Boosting classifier at 21 days (actually, ex aequo with
Random Forest Classifier at 28 days). In general all models seem to perform quite well in
terms of accuracy, with values constantly above 60% (considering variance). Also, in this
case there is a more emphasized trend suggesting that the quality of predictions slightly
improves with time, as student complete the course.

To answer to BG.3. from Section 1.2.1, extracting features importances from these
models allows to get an idea of the best predictors of student success at various points
in time. Figure 4.19 shows the relative importance of each feature in the most accurate
models trained (Gradient Boosting classifier with 21-days data and Random Forest clas-
sifier with 28-days data - see Table 4.27). Not surprisingly, the average assignment grade
and the average quiz grades are among the best predictor in both models (indeed, grades
represent the way final labels are determined, although in another format than plain av-
erage); more interestingly, however, this same piece of information could indicate that
the average grades at the end of the second week are already a good reflection of final
performance.

CV Accuracy(%)± Variance(%)

days 7 14 21 28

Gradient Boosting 75.00± 17.13 73.86± 9.42 85.23± 15.68 79.55± 15.64

Random Forest 79.55± 19.30 75.00± 11.72 79.55± 12.43 85.23± 8.68

XGBoost 72.73± 14.09 75.00± 11.72 80.68± 14.95 81.82± 13.79

Table 4.27: Summary table of cross-validation accuracy scores (with variance) for the
best models per each type of algorithm and time interval considered.
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4.4 Deployment

Deployment is the phase where all the work done in the previous sections is finally put
into practical use and thanks to which the clients can possibly fulfil the business goals that
were set at the beginning.

First of all, as already described in Section 4.1.1 all the knowledge gained during
the data collection and pre-processing phases described in the previous section led to the
creation a software library in Python specifically designed to automatize these steps for
any course (intake) available at any given point in time and to store all the information
of proprietary servers. The potential of this library is exploited through a script that runs
automatically every day and given a predefined list of active courses updates daily all
their information. It must be recalled that before the implementation of this solution, data
collection was extremely cumbersome, taking several hours each week to have only par-
tial, non-refined, coarse-grained information. Therefore, this piece of software represents
already a huge step forward within the institution.

Yet, to make all these information available to professors and project managers, the
chosen solution was to design an user-friendly analytics dashboard. The dashboard is
accessible through a dedicated web page and it contains a set of predefined plots pre-
senting several key factors, figures and information about the courses, some examples of
which have already been shown in Figure 4.6, Figure 4.5 and Figure 4.16. Since the same
script that updates the various datasets generates also all the plots just mentioned, also the
dashboard is updated daily so that the staff can have access to the very latest information
whenever they log into the dashboard.

The only thing that was not automatized yet is students’ grades prediction. Given the
mediocre results presented in the previous section it has rather been left as an open line
of work for the future.
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Figure 4.11: Features correlation heat-maps for the 7-days and the 35-days datasets.
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(a)

(b)

Figure 4.12: Comparison of different scaling techniques for two variables (grade_assg
and active_days) once computed over 7 days (a), then over 35 (b).
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(a)

(b)

Figure 4.13: Clusters Quality Analysis. On the top (a), silhouette score and clusters
balance (using agglomerative/hierarchical clustering) for the engagement features, on the

bottom (b) for the knowledge features. Although k = 2 seems to be the best option
looking at the silhouette scores, the repartition of the samples between the clusters is

totally unbalanced.

78



(a)

(b)

Figure 4.14: Clusters centroids (a) and clusters balance (b) for knowledge and
engagement datasets. SMOTE has been subsequently applied to balance the clusters.

Figure 4.15: Final features relative importance for both engagement and knowledge
features.
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(a) (b)

(c) (d)

(e)

Figure 4.16: Engagement and knowledge scatter plot over number of days. It is possible
to notice that correlation grows with the passing of the weeks.
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(a) (b)

Figure 4.17: F2 scores trend (a) and bar (b) plot for multiple algorithms and time
intervals.

(a) (b)

Figure 4.18: Accuracies trend (a) and bar (b) plot for multiple algorithms and time
intervals.

81



(a) (b)

Figure 4.19: Features importances for the two best model (in terms of accuracy) selected:
Gradient Boosting Classifier at 21 days (a) and Random Forest Classifier at 28 days (b).
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5 CONCLUSIONS & FUTURE WORK

5.1 Conclusions

In this thesis, I presented the full development of a data mining project I carried out for
one of the major institutions in the field of private Higher Education in Spain, IE Business
School, with the objective of providing them with a data-driven decision support system.
The major problem addressed by this work is how to monitor students’ performance and
empower academic staff and teachers to take preventive and corrective actions using a
data-driven approach. Also, it set an important milestone for the adoption of learning
analytics techniques within the institution.

The first element of novelty and most characteristic trait of this work is certainly
its application context. Indeed, most of previous work in literature either focused on
blended courses or on Massive Online Open Courses (MOOCs), while this thesis paid
specific attention to the case of Small Private Online Courses (SPOCs) which are specially
designed to offer tailor-made education and ad-hoc assistance to a small group of students,
such as in the case of IEXL HIOPs.

The other element of innovation and uniqueness of this thesis is the proposed concep-
tualization and modeling of students’ learning journey, and more specifically of students’
knowledge, which has been differentiated from the concept of student performance and
elevated to something more complex. According to this last theorization, student knowl-
edge takes into account not only assignment grades (i.e. performance) but also skills (such
as expressing writing skills), actions (number of contents viewed) and behavioural factors
(average time spent on video lectures before changing content), among other things.

This brings us to the third key novelty of this work. Both knowledge and engagement
have been modelled as two distinct sets of variables, each with its own weight and impor-
tance within the corresponding concept. Rather than assigning (i.e. dictating) arbitrary
weights to these concepts, this thesis presented a strategy to derive knowledge and en-
gagement features importances directly from data, thus offering a data-driven approach to
learning journey modeling.

Thanks to this approach it has been possible to investigate whether students’ engage-
ment and knowledge are indeed correlated as often assumed. As a matter of fact, if the
weight are dictated they may be calibrated to match one’s own assumption, while if they
are derived from data the results are necessarily more objective. Following the latter ap-
proach, it was concluded that knowledge and engagement are indeed correlated.

Although innovative, it is important to acknowledge its limitations right from the start.
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First of all, being knowledge and engagement ensembles of different variables arbitrarily
associated to one or other concept, this means that some features may have been assigned
to the less appropriate one. Secondly, since there is no limit to the number of variables
that is possible to consider, this leaves room for an infinite number of possibilities as it is
always possible to add or remove features. This led us to conclude that there is no right
or wrong definition of knowledge nor engagement, but rather good or bad ones. In this
sense, the definition here proposed is quite mediocre, as confirmed by the relatively low
quality of the clusters and by some counter-intuitive results showed in Section 4.3.2. In
order to improve such definitions we believe that adding new variables is fundamental,
yet to do this it is fundamental to have more data points (to avoid data sparseness and
curse of dimensionality discussed in Chapter 3).

Finally, another important contribution relies in the definition of a predictive model
for student success and the design of a custom a performance metric for early-warning
systems. As a matter of fact, while previous works opted either for a regression model
for final students’ grades or for a binary classification model for failing students, in this
case four multi-class classification problems were modelled, one per each week of course.
Also, while accuracy is generally regarded as the most accepted measure of performance,
it is important to notice that in case of education and early-warning systems, real success
lays in not over-estimating student success rather than guessing exact grades. Here-hence,
the need for the introduction of a new performance metric that could account for both
accuracy and "safe" predictions. It has been shown that although all the models had on
average very good results, their variance was so high that none of them actually matched
the success criteria set at the beginning. Given the low bias and the high variance, the
reason of such failure have to be ascribed to over-fitting, which in turn is probably the
result (once again) of the very small amount of training data available. Yet, fine-tuning
the models for plain accuracy gave much better results which may be still of some use for
teachers and staff, for example extracting the best predictors of student performance as it
has been shown in Section 4.3.3.

Finally, on a more practical and technical side, the major contribution offered to the
institution with the work of these months is a software tool that allows for automatized
data collection and pre-processing, as well as automated plots generation, which can be
used for any other future intake or course at IEXL. This will allow IEXL to save personnel
and resources even in the case the number of students will grow.

5.2 Future Work

The work here discussed openly represents the starting point of a very long road for the
adoption of Learning Analytics as a tool to enhance the quality of the courses at IE and
IEXL. Therefore, the future improvements are many.

First of all, the data used for this course was coming from a very limited pool of six
intakes of the same course that was chosen as a pilot. The intention is to extend the same
process to all future intakes of the same courses, so to improve the quantity of the data and
possibly the quality of the results. Apart from adding new intakes of the same courses,
the second natural development of this work is to create new models for other courses.
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Indeed, a new course would imply the creation of a completely new model: that is because
its structure, its audience, its use of discussion forums may be completely different and
the features may have to be changed. Also, a different teacher would imply a different
grading criteria and thus a slightly different type of "labelling" for a classifier.

Related to this, as mentioned in Section 4.4 there is also the need to automatize models
predictions, so to have a set of predictions by the end of each week using the best model
available for the given interval of time. This, however, will be possible only after having
improved the quality of results and reduced the serious over-fitting issues observed in
Section 4.3.3, which in turn will be possible only once more data will be available.

Changing topic and speaking about features, it emerged in Section 4.2 that some of the
features have been slightly adapted (see given rating) while some others have been either
discarded (see read posts) or never computed because the limitation of the data available
(for example, exact time spent on platform). Here-hence, the need to improve in the future
data collection and preparation so to make possible the refinement of existing features
and the introduction of new others. As an example apart from those already mentioned,
the number and the length of students’ sessions: in Section 4.1 it was found out that the
authentication events log registering all students’ logins and logouts was actually unusable
because students were not closing their sessions; for future intakes, the option of setting
a maximum duration for students sessions in Canvas should be taken into consideration
and discussed. It is also important to recall that adding new features could improve the
quality of the current definitions of knowledge and engagement.

About the features here considered, they are clearly a minuscule subset of all the
variables that it is possible to extract from the vast amount of datasets available. This
modest number has to be ascribed also to the limited number of data points available; the
intention is to keep trying to add potentially more informative and complex features as the
number of students under analysis will grow, too. By means of example, another major
improvement for the feature currently in use is the algorithm used to score the intrinsic
knowledge of each student message. The solution proposed in Section 4.2 is clearly too
simplistic and has many defects, as it is still possible to use words suggested by the teacher
without conveying any thoughtful message. In this sense, some steps have already been
made: the plan is to use teachers’ likes to messages as a measure of their validity so
to train a classifier using teacher likes as labels and text-mined variables as features and
possibly identify which features are the best predictors of "message validity".
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