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Preface

I always wanted to be a scientist. What could be more interesting than �nding out

new things about the world? Not only that, but �nding out before anyone else?

After graduating with my Master’s and failing to do stimulating research for years,

I had to re-evaluate where I was going with my childhood dreams. I was still not

ready to give up on them. I applied for a PhD position in Eindhoven, in the �eld of

computational geometry: the area that has in its name my two main interests. I told

myself that if I am not hired, then I can just go and get a “regular job”. Luckily, I

was given the opportunity to pursue the dream further, and looking back four years

later, those unsuccessful years turned out to be a true asset, a wealth of experience.

Most importantly, I realized more than four years ago that research and discovery

is fun only if it can be shared with others.

I would like to thank my promoters, Mark and Hans for our discussions through-

out the four years, where they were always cheerful and encouraging. I have learned

a lot from both of them, in the technical sense as well as about academic life in gen-

eral. They knew perfectly well how I should be supervised; I aim to be at least half

as good an in�uence on my future students.

I thank the members of my committee: Joseph Mitchell, Fedor Fomin, Jan Arne

Telle, Frits Spieksma and Kevin Buchin for agreeing to review this thesis. I hope

that the material was engaging and reading it was time well spent.

I thank Zoltán Király for teaching me so much about algorithms and Sándor

Dobos for showing me the beauty in geometry. I thank my co-authors for putting up

with my vague and intuitive style, and for being responsive to my nagging: Mark de

Berg, Hans L. Bodlaender, Karl Bringmann, Péter Györgyi, Bálint Hujter, Sudeshna

Kolay, Erik Jan van Leeuwen, Dániel Marx, Mehran Mehr, Jesper Nederlof, Michał

Pilipczuk, Gerhard Woeginger, and Tom van der Zanden. Discussing problems with

people at a whiteboard is the part of research I enjoy the most, and I am happy that

I was able to share this experience with you.

I thank Dániel Marx, Sariel Har-Peled, and Pankaj Agarwal for hosting me on

short visits, and for taking sizeable chunks out of their busy schedule to work with

me. I thank Tom van der Zanden for the great time we had in Budapest, and for

being a colleague and friend with whom I can always discuss research with in a
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light-hearted manner.

I would like to thank Networks for sponsoring this project, and for organizing

the Training Weeks that were always a time to recharge for me, a change in scenery

that I could always look forward to.

I thank my long-term o�ce mates Aleksandar Markovic, Mehran Mehr, and

Astrid Pieterse for a delightful o�ce atmosphere. Thank you to the new o�ce mates,

Martijn and Henk, and the new “lunch crew” for switching to English so many times

just because of me. Thank you to my colleagues in Eindhoven for creating a pleasant

environment with their presence. In no particular order, they are: Aleks, Mehran,

Astrid, Martijn, Henk, Mark, Hans, Bart, Max (the older), Ali, Kevin (the older), Huib,

Sudeshna, Dani, Herman, Laci, Nikhil, Jesper, Marek, Greg, Jorn, Bettina, Kevin

(the younger), Arthur, Quirijn, Thom, Willem, Max (the younger), Tim, Jules, Bram,

Irina, Ignaz, Marcel, Wouter.

I thank my old friends from home: Rara, Bálint, Peti (Pierre), Peti (GyP), and

Ákos for accompanying me on several tangents. I thank my parents and my sister

for instilling in me the elusive balance of curiosity and discipline. They managed to

do this while always remaining supportive of my pursuits. Finally, I thank Dóri for

her love and care.

Sándor Kisfaludi-Bak

Eindhoven, May 2019
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1 | Introduction

All physical networks are constrained by the geometry of the world we live in.

Roads and city streets form physical networks, which are essentially embedded in

2-dimensional space. Most of our basic needs—water, electricity, heating, wired, and

wireless communication—are all supplied by networks, which are realized in two or

three dimensions. Our brain is a physical network of neurons constrained by the

size of our skull. The blood circulation and the nervous system are also examples of

networks in con�ned space. Moreover, the network of wires in computer chips are

laid out on silicon wafers. All these physical networks are of great practical interest,

but they are just a few examples; there are several others not listed here, and per-

haps many that are yet to be discovered or invented. It is therefore imperative that

we build a rich theory of geometric networks that is general enough to be applied

across several domains.

Geometric constraints are not only natural and useful, but they also give rise to

a beautiful theory. When looking at networks from a more abstract point of view,

we see that they all consist of nodes that are connected by links. Hence, networks

are usually modeled as graphs, where nodes are called vertices and links are called

edges. This thesis studies algorithms and complexity for geometric network prob-

lems, where the vertices correspond to points or objects in some geometric space,

and the edges indicate whether there is some kind of connection between them.

For example, the Traveling Salesman problem considers the following puzzle

that salesman of the mid-twentieth century faced. The problem is posed on a net-

work of streets; see Figure 1.1. We are given some addresses in a city whose pairwise

distances are de�ned by the shortest paths between them on the city streets. The

goal is to �nd the shortest round trip that visits all of the addresses. In this scenario,

the addresses are modeled as vertices of a graph, and between any pair of vertices

we have an edge whose cost is de�ned by the shortest path between the endpoints.

Another example is the following problem, set in a wireless network. We are given

a collection of radio towers in a large �eld, each capable of broadcasting in a 1 km

radius (see Figure 1.2). Unfortunately we cannot turn on two towers if their broad-

cast areas overlap due to interference. What is the maximum number of towers that

can be turned on simultaneously? We can model this scenario using a graph whose
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Figure 1.1: An easy problem for the traveling salesman with 5 addresses. The �gure illus-

trates the optimal tour.

vertices correspond to towers, and we add an edge between two vertices if turning

on the corresponding towers simultaneously would cause interference. Looking at

this more geometrically, the vertices in the graph correspond to disks in the plane—

namely, the broadcast ranges of the radio towers—and there is an edge between two

vertices if the corresponding disks intersect. The problem of �nding a maximal set

of non-interfering radio towers then translates to the so-called Independent Set

problem on unit disk graphs. Many such basic questions can be asked in various

spaces, and answering these questions as e�ciently (i.e., using as few steps as pos-

sible) requires a thorough investigation.

Our focus will be speci�cally on NP-hard problems, for which it is widely be-

lieved that no polynomial-time algorithms exist. Such problems are abundant in

computer science [62]. Approximation algorithms and parameterized complexity

are areas of study that are mostly devoted to these problems. In this thesis however

we keep the focus on solving the problems exactly, and for the most part keep mea-

suring the running time only in terms of the input size n. The goal will be to obtain
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Figure 1.2: Turning on non-interfering radio towers: Independent Set in a unit disk graph

the best possible running times. Clearly these running times will not be polynomial

because the problems are NP-hard; the aim will typically be to obtain running times

of the form 2O(
√
n)

, say, instead of 2O(n)
. Running time gains of this type are usually

not possible for general graphs. For planar graphs, however, such speedups seem to

be common. The main objective of this thesis is to explore to what extent similar or

related speedups are possible for more general geometric graphs. We investigate the

precise limits of these running time gains, depending on the underlying geometry

of the network.

1.1 ETH-tight algorithms

When looking for the most e�cient algorithm for a given problem, it is useful to

have some method to give lower bounds: to prove that improving the algorithm’s

running time beyond some point is not possible. It is a true pleasure if one can prove

that the algorithm one has created is the most e�cient possible. Unfortunately, such

strong claims can rarely be made: for most combinatorial problems, we do not have

a good methodology to prove unconditional lower bounds. For this reason, most

lower bounds that are shown are conditional, i.e., only hold on the basis that some

complexity theoretic assumption holds. Conditional lower bounds are usually done

via reductions: we prove that our problem is at least as hard as some older problem

that researchers have failed to improve upon for decades. Under the condition that

the older problem is indeed not solvable within a certain amount of time, this then

proves that the problem at hand is not solvable in that time either.

The classic assumption is that NP-hard problems are not solvable in polynomial

time or, in other words, that P 6= NP. If we have a proper reduction, we can say

that our problem has no polynomial algorithm under the P 6= NP assumption, i.e.,

there is no algorithm that solves our problem in nc time for any constant c ∈ R
(where n is the size of our input). While P 6= NP is still the most popular hypothesis

(and proving it comes with a generous monetary prize [81]), it does not allow one to
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distinguish algorithms with single exponential running times, e.g. 2Θ(n)
, from those

with 2o(n)
running times; the latter is usually called subexponential time. There is

a huge di�erence between 2Θ(n)
running time and, say, 2O(

√
n)

running time. It

is therefore interesting to be able to distinguish between problems that admit the

latter type of running time, and problems that (most likely) do not. For this reason,

stronger hypotheses thanP 6=NPwere developed. One of the most well known ones

is the Exponential Time Hypothesis, which we discuss next.

The well-known 3-Satisfiability problem (usually abbreviated as 3-SAT) is to

decide if there is a satisfying assignment to a so-called 3-CNF formula on n vari-

ables. Such a formula is in conjunctive normal form and has clauses of size three.

In other words, its basic building blocks are n variables and their negations, and it

is a disjunction of size three conjunctions. The following expression is an example

of a 3-CNF-formula:

(x1 ∨ ¬x2 ∨ x3) ∧ (x2 ∨ ¬x4 ∨ x5) ∧ (¬x1 ∨ ¬x3 ∨ x4).

Currently, the best worst-case algorithm that solves 3-Satisfiability runs in

1.3071n = 2Θ(n)
time [75]. Note that simply trying all the 2n ways in which vari-

ables can be set to true and false already yields an algorithm with running time

2O(n)
. Since there has been no signi�cant improvement (i.e., no 2o(n)

algorithm) for

this problem for decades, the following has been hypothesized by Impagliazzo and

Paturi [79].

Exponential Time Hypothesis (ETH) (Impagliazzo&Paturi 2001 [79]) There is a
constant c > 0 such that there is no 2cn algorithm for 3-SAT.

The slightly weaker version of this hypothesis is perhaps used more often: there

is no 2o(n)
algorithm for 3-SAT.

1
In the thesis, we make extensive use of this hypoth-

esis to show that our algorithms are as e�cient as one can expect them to be. We

say that an algorithm is ETH-tight if the algorithm runs in 2f(n)
time, and having

an algorithm with running time 2o(f(n))
would contradict ETH. Note that almost all

algorithms presented in this thesis are ETH-tight.

So how does one prove that a problem cannot be solved in 2o(f(n))
time, assum-

ing ETH? It is done via reductions: in order to prove a lower bound for problem

B, we need a polynomial algorithm that maps yes- and no-instances of some hard

problem A to yes- and no-instances of problem B respectively. The di�erence be-

tween classic reductions for proving NP-hardness and those needed for ETH-tight

lower bounds is that we need to make sure that the created instance of problemB is

1

Throughout the thesis, we mostly use the weaker formulation for our lower bounds, and we say

that "There is no algorithm for problem X of running time 2o(f(n)) unless ETH fails". Note that all of

our theorems also hold with the stronger formulation: “There exists a constant c > 0 such that there

is no 2cf(n) algorithm for problem X under ETH.”.



1.2 About Part I: How geometry helps 5

su�ciently small. Still, the similarities mean that for many general graph problems,

the known NP-hardness reductions and the Sparsi�cation Lemma [80] are already

enough to show that the brute force algorithm is ETH-tight [31]. On the other hand,

for the geometric problems studied in this thesis, new techniques are required due

to the need to make the smallest possible instances.

In this thesis we develop subexponential ETH-tight algorithms for a number of

classic problems on geometric networks. Our contributions are presented in two

parts. Part I contains our algorithmic framework, along with all of our algorithms.

Part II complements this by proving our lower bounds, showing that the algorithms

in Part I are ETH-tight.

1.2 About Part I: How geometry helps

Certain problems can be solved much more e�ciently if instead of networks in gen-

eral, one considers networks with some geometric or topological constraint. For

example, let us take Independent Set: given a graph, �nd the maximum num-

ber of pairwise non-adjacent vertices. The best known algorithm for this problem

on general graphs has a 2O(n)
running time [143]. If we restrict the problem do-

main to planar graphs, that is, to graphs that can be drawn on the plane without

crossings, then we can solve Independent Set in just 2O(
√
n)

(i.e., subexponential)

time [50, 103]. The algorithm is based on the following separator theorem.

Planar Separator Theorem (Lipton & Tarjan 1979, [102]) For any planar graphG,
there exists a partition of V (G) into sets A, S, and B, such that each of A and B has
at most 2n/3 vertices, S hasO(

√
n) vertices, and there are no edges with one endpoint

inA and one endpoint inB. Moreover, such a partition can be computed in linear time.

The vertex subset S is called a separator of the graph G. The Planar Separator

Theorem allows us to use a strategy of divide and conquer : we compute the separator,

and for all the ways the solution can interact with our separator, we recursively solve

a suitable subproblem for the sets A and B. The idea is that since S is a separator,

we do not need to worry about our choices inA interfering with our choices inB, as

long as they are both consistent with our choices within S. (Of course the fact that

the choices in A should not in�uence the solution in B and vice versa puts some

restrictions on the type of problems we can solve with this strategy.)

In this thesis we often work with geometric graph classes that are generaliza-

tions of planar graphs. The main question is then to what extent the subexponential

running times that can be achieved for planar graphs carry over to these geometric

graphs. In particular we will study geometric intersection graphs. Let us call a sub-
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Figure 1.3: An intersection graph of �ve objects.

set o of a metric space an object. Given a family of objects F in some underlying

space (usually d-dimensional Euclidean space), we can de�ne a geometric intersec-

tion graph on F where the vertices are the objects in F , and the objects o, o′ ∈ F
are connected with an edge if and only if they have a non-empty intersection. See

Figure 1.3 for an example. Note that geometric intersection graphs are more gen-

eral than planar graphs: every planar graph can be represented as a so-called contact
graph of disks; see Theorem 2.2 for more details.

In order to make our techniques work in geometric intersection graphs, we will

need to prove our own separator theorems. Intersection graphs come with their own

challenges, as we will see in later chapters. They can contain large cliques, which

means that small separators in the traditional sense do not exist. One of our main

contributions is a framework to deal with cliques without sacri�cing the e�ciency

of the resulting algorithms.

Generally, our techniques require that the underlying objects are fat, that is, for

some �xed constant α and for each o ∈ F , there is a pair of balls Bin and Bout such

that Bin ⊆ o ⊆ Bout, and radius(Bin)/ radius(Bout) > α. (Intuitively, the objects

are ball-like.) In addition, we usually need that the objects have similar sizes, that

is, their diameters are within some constant factor of each other.

Proving the necessary separators and introducing our machinery will form the

majority of Part I of this thesis; as we will see, our algorithms for Independent Set

and similar problems are usually an easy consequence of this powerful framework.

Contributions and structure of Part I.

Chapter 3 introduces our algorithmic framework that facilitates the construction

of subexponential algorithms in geometric intersection graphs. Some key concepts,

including partition-weighted separators and partition-�attened treewidth are intro-

duced here. The framework can be applied to a wide range of geometric intersec-

tion graphs (intersections of similarly sized fat objects), yielding algorithms with

running time 2O(n1−1/d)
for any �xed dimension d > 2 for many well-known

NP-complete graph problems, including Independent Set, Dominating Set, and

Steiner Tree. For most problems, we get improved running times compared to



1.2 About Part I: How geometry helps 7

prior work; in some cases, we even give the �rst known subexponential algorithm

in geometric intersection graphs. Additionally, most of the obtained algorithms can

work only on the graph itself, i.e., do not require any geometric information.

Chapter 4 investigates the consequences of relaxing or completely dropping the

fatness assumption, thereby generalizing the framework of the previous chapter.

It concentrates only on Independent Set in geometric intersection graphs. The

Independent Set problem of a set of polygons in the plane surprisingly admits

a subexponential algorithm [108]. Since polygons are not necessarily fat, it raises

the question whether the fatness assumption is needed at all in order to get subex-

ponential algorithms. In this chapter we give ETH-tight algorithms for packing

similarly-sized non-fat objects in higher dimensions. We propose an alternative and

very weak measure of fatness called the stabbing number, and show that the packing

problem in Euclidean space of constant dimension d > 3 for an object family of stab-

bing number α can be solved in 2O(n1−1/dα)
time. We also study the same problem

when parameterized by the solution size k: we give an nO(k1−1/dα)
parameterized

algorithm.

Chapter 5 studies exact algorithms for Euclidean TSP in Rd. The Traveling

Salesman Problem is one of the most well-known problems in optimization, and

its Euclidean variant has a central role in computational geometry. Both the gen-

eral and Euclidean versions have several applications, and they have a long history,

as they have been studied extensively since they became popular around the 1950s

and 1960s. In the early 1990s, algorithms with nO(
√
n)

running time were presented

for Euclidean TSP in the planar case [78, 86], and some years later an algorithm

with nO(n1−1/d)
running time was presented for any �xed d > 2 [129]. Despite

signi�cant interest in subexponential exact algorithms over the past decade, there

has been no progress on Euclidean TSP, except for a lower bound stating that the

problem admits no 2O(n1−1/d−ε)
algorithm unless ETH fails [109]. Up to constant

factors in the exponent, we settle the complexity of Euclidean TSP by giving a

2O(n1−1/d)
algorithm (and by showing in a later chapter that a 2o(n

1−1/d)
algorithm

does not exist unless ETH fails). Since the separators of earlier chapters are not di-

rectly applicable, the algorithm is based on a new separator for point sets, and uses

some similar techniques as previous chapters to get a 2O(n1−1/d)
algorithm for the

Euclidean Traveling Salesman problem in Rd.

Chapter 6 studies intersection graphs in hyperbolic space. Hyperbolic space has

a long history in both mathematics and physics. Lately it has also seen increasing

interest from various communities in computer science due to its unique metric

properties, and its applications for embeddings, large networks and visualization. It

is natural to ask if our methods can be applied in this very di�erent domain.

The chapter extends our algorithmic framework from Chapter 3 to d-dimensional
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hyperbolic space (which we denote byHd
), and we also introduce noisy uniform ball

graphs, which further generalizes intersection graphs of similarly sized fat objects.

Again, our Euclidean separator theorem is not directly applicable, so we prove a new

separator theorem, using similar techniques as seen in earlier chapters. Using this

new hyperbolic separator, we show that noisy uniform ball graphs in Hd
enjoy simi-

lar properties as their Euclidean counterparts, but in one dimension lower: the clas-

sical graph problems studied in earlier chapters, such as Independent Set, Domi-

nating Set, Steiner Tree, and Hamiltonian Cycle can be solved in 2O(n1−1/(d−1))

time for any �xed d > 3. Note that these problems all need 2O(n1−1/d)
time in Rd.

This drop in dimension has the largest impact in H2
, where we introduce a new

technique to bound the treewidth of noisy uniform disk graphs. The bounds yield

quasi-polynomial (nO(logn)
) time algorithms for all of the studied problems, while

in the case of Hamiltonian Cycle and 3-Coloring we even get polynomial time

algorithms. Furthermore, if the underlying noisy disks in H2
are sparse, then all

studied problems can be solved in polynomial time. This contrasts with the fact

that these problems require 2Ω(
√
n)

time under ETH in sparse Euclidean unit disk

graphs.

1.3 About Part II: Why geometry can help only so much

Part II of the thesis presents a framework that allows us to prove ETH-based lower

bounds for geometric network problems. In addition to the goal of making the lower

bounds optimal, we also make an e�ort to prove them in the most specialized graph

class possible: note that if a lower bound holds in a graph class G, then it automat-

ically holds in any larger graph class G′. For example, consider Dominating Set:

given graph G, �nd the smallest set of vertices D such that all vertices in V (G) \D
are adjacent to some vertex in D. We prove that Dominating Set in induced grid

graphs has no 2o(n
1−1/d)

algorithm for any �xed d > 2 under ETH. Since induced

grid graphs are a special case of unit ball graphs (one can place a unit diameter balls

at each grid point corresponding to a vertex), and unit ball graphs are a subclass of

intersection graphs of fat objects, the lower bound also holds in this more general

class.

Our reductions use gadgets, which are small constructions that are able to repre-

sent some key aspect of a formula, i.e., a clause, a variable, or a literal. These gadgets

need to be placed in space so that they can have interactions through some kind of

wire, while avoiding unwanted intersections between them. In two dimensions, we

have to deal with crossing wires. Fortunately, for many problems there are stan-

dard ways of doing that, due to the vast literature on planar graphs. Our main task

is thus to make sure that the resulting constructions are small. In the beginning

of Part II, we present the Grid Embedded SAT problem, which is convenient as a
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starting point for reductions in planar induced grid graphs.

In higher dimensions much less is known about creating ETH-tight reductions.

The gadgets and wires need to use the least amount of geometric objects, which in

essence means that the wires need to be as short as possible. Therefore we need a

way to realize some complicated wiring between entities in a con�ned space. For

this purpose we prove wiring theorems that allow us to embed such constructions

in higher dimensional spaces e�ciently.

Our �rst wiring theorem concerns Euclidean grids. Suppose that we are given a

grid cube of side length n, that is, a regular n×n×· · ·×n grid in Rd. We have a set

P of cnd−1
grid points selected in one facet (where c > 0 is some small constant),

and the same amount of grid points denoted by Q selected in an opposing facet.

Then any matching between P and Q can be realized as a set of vertex disjoint grid

paths within the cube.
2

Next, we show how the wiring theorems can also be understood as theorems

about graph minors: we show that any graph G is a minor (or if G has degree at

most 2d, topological minor) of a d-dimensional grid cube of a certain side length

that is asymptotically optimal.

Once our wiring theorems are established, we turn to constructing the gadgetry

required for each of the problems discussed in Part I.

Contributions and structure of Part II.

Chapter 7 begins with a short section that introduces our two-dimensional ma-

chinery. After that, the focus of the chapter is to present our wiring theorems. We

present the Cube Wiring Theorem, whose proof is completely elementary although

non-trivial. This is followed by a strengthening of the Cube Wiring Theorem, which

essentially gets rid of a certain type of dimension dependence. Next, we use this

stronger version to prove our theorems about minors. Lastly, we establish a second

wiring theorem for so-called blown-up Euclidean grids, using a simple but powerful

algebraic lemma from the literature.

Chapter 8 applies the Cube Wiring Theorem, with the ambition to make our re-

ductions work in the most restricted graph class possible, thereby obtaining the

strongest possible lower bounds. With some exceptions, the wiring theorems allow

us to create our gadgetry in induced grid graphs, a graph class that is far more spe-

cial than intersection graphs of similarly sized fat objects. The chapter shows that all

algorithms presented in Chapter 3 are ETH-tight, using several gadgets from classi-

cal NP-hardness reductions, and also with some new gadgetry for certain problems.

2

As we have recently learned, the same wiring theorem in Rd can be derived from a theorem

by Thompson and Kung [133] that concerns sorting on parallel processors that are connected into a

d− 1-dimensional grid cube; however, we keep our formulation and we present our own proof.
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In particular, the chapter has a lower bound for Hamiltonian cycle in induced grid

graphs, which directly gives that the Euclidean TSP algorithm of Chapter 5 is ETH-

tight.

Chapter 9 contains the matching lower bounds for Chapter 4. We use the blown-up

wiring theorem to prove that even in the case of axis-parallel boxes of �xed shape

with stabbing number α, there is no 2o(n
1−1/dα)

algorithm for Independent Set

under ETH. This result smoothly bridges the whole range between having constant-

fat objects on one extreme (α = 1) and a subexponential algorithm of the usual

running time, and having very “skinny” objects on the other extreme (α = n1/d
),

where we cannot hope to improve upon the brute force running time of 2O(n)
.

Chapter 10 presents our lower bounds for hyperbolic space: we show that our Eu-

clidean lower bounds can be directly carried over to hyperbolic space of dimension

at least three, which shows that all of our algorithms in Hd (d > 3) are ETH-

tight. We also complement our quasi-polynomial algorithm for Independent Set

in noisy uniform disk graphs of H2
with a matching nΩ(logn)

lower bound under

ETH, using a special reduction. This is a new addition to the small set of natural

quasi-polynomial problems.

1.4 Publications featured in the thesis

Chapter 3 and Chapter 8 are based on the following joint work:

Mark de Berg, Hans L. Bodlaender, Sándor Kisfaludi-Bak, Dániel Marx,

and Tom C. van der Zanden. A framework for ETH-tight algorithms and

lower bounds in geometric intersection graphs. In Proceedings of the
50th Annual ACM SIGACT Symposium on Theory of Computing, STOC
2018, pages 574–586. ACM, 2018. doi:10.1145/3188745.3188854

Chapters 4 and 9 are based on the currently unpublished joint work:

Sándor Kisfaludi-Bak, Dániel Marx, and Tom van der Zanden. How

does object fatness impact the complexity of packing in d dimensions?

2018. Submitted manuscript.

Chapter 5 is also based on joint work:

Mark de Berg, Hans L. Bodlaender, Sándor Kisfaludi-Bak, and Sudeshna

Kolay. An ETH-tight exact algorithm for Euclidean TSP. In 59th IEEE
Annual Symposium on Foundations of Computer Science, FOCS 2018, pages

450–461. IEEE Computer Society, 2018. doi:10.1109/FOCS.2018.00050

http://dx.doi.org/10.1145/3188745.3188854
http://dx.doi.org/10.1109/FOCS.2018.00050
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Finally, Chapters 6 and 10 are based on:

Sándor Kisfaludi-Bak. Hyperbolic intersection graphs and (quasi)-polynomial

time. 2018. Manuscript. arXiv:1812.03960

http://arxiv.org/abs/1812.03960
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The standard mathematical model of a network is a graph. When we speak of

graphs, we mean simple graphs, that is, undirected graphs without loops and paral-

lel edges, unless stated otherwise. We use standard graph terminology and standard

notation for graphs as seen in [47]. For a graph G, its vertex set is V (G), and its

edge set is E(G). We denote the size of these sets by n and m respectively.

Throughout the thesis, log is the base 2 logarithm, and ln denotes the logarithm

of base e. We use exp to denote the exponential function of base 2, unless indicated

otherwise.

2.1 Geometric intersection graphs

We denote the d-dimensional Euclidean space with Rd. An object in Rd is simply a

subset o ⊆ Rd. A family of objects F ⊂ 2R
d

can be associated with a geometric in-
tersection graph G with vertex set F , where edges correspond to intersecting object

pairs:

V (G)
def

= F, E(G)
def

= {uv | u, v ∈ F, u ∩ v 6= ∅}.

We denote the intersection graph of the object set F by G[F ].

One of the most commonly studied intersection graphs are unit disk graphs,

where the objects in F are unit disks in R2
. The Independent Set problem of this

graph class corresponds to the problem about broadcasting towers mentioned in the

introduction.

Unit disks (and in higher dimensions, unit balls) are always good to have in mind

as the basic example, but we will usually work with more general objects, although

some restrictions on the objects are necessary. If we make no restrictions on the

set of objects, then the above de�nition just yields the set of all graphs (even if

d = 1 and the objects are translates of some �xed pattern [40]). The most common

restriction is to assume that the objects are fat in some sense. There are several

possible de�nitions of fatness; we use the following fairly common one.
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De�nition 2.1 (α-fat object [42]). An object o ⊆ Rd is α-fat for some α ∈ (0, 1] if

there exist balls Bin and Bout with radii ρin and ρout respectively, such that Bin ⊆
o ⊆ Bout, and ρin/ρout > α

Essentially, fatness measures how ball-like an object is. We often assume that

all the objects are α-fat for some absolute constant α; such a family is often called a

family of fat objects. Disks (and in general, balls) are 1-fat, and when talking about

intersection graphs of fat objects, disk or ball graphs are usually a good example to

have in mind. Disk graphs generalize planar graphs due to the following theorem.

Theorem 2.2 (Koebe [95]). For every planar graphG there is a set of interior disjoint
disks whose intersection graph is isomorphic to G.

A second assumption that we often use is that the objects of our family have

similar sizes. We denote the diameter of an object o by diam(o).

De�nition 2.3 (Similarly sized objects). The objects of a familyF are similarly sized

for the constant ρ > 1 if for any pair o, o′ ∈ F we have diam(o)/ diam(o′) 6 ρ.

As with fat objects, we often talk of families of similarly sized objects with the

underlying assumption that ρ is an absolute constant.

Some other common restrictions concern the ply of the object family.

De�nition 2.4 (Ply). Given a family F of objects in some metric space M , the ply

is maxp∈M |{o ∈ F | p ∈ o}|, i.e., the number of overlapping objects maximized

over M.

A family of objects is low ply or shallow if the ply is at most some absolute

constant.

2.1.1 Computing with objects

Some of our algorithms require geometric information, and in such cases, we need to

be able to do simple operations on our objects. We require very little from the objects

underlying the graphs. It is necessary that we can decide in constant time whether

a point is contained in an object, whether two objects intersect, and whether an

object intersects some given sphere, ball, or hypercube. Let us assume that such

operations are possible from now on.

2.2 Separators

Loosely speaking, a separator of a connected graph G is a vertex set X such that

G\X is not connected.
3

This notion becomes really useful if the separator is "small"

3G \X is a commonly used shorthand for the subgraph G[V (G) \X], that is, the graph induced

by the vertex set V (G) \X .
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and balanced, that is, |X| < f(n) with f(n) = o(n), and the connected components

of G \ X have size at most βn for some β < 1. When speaking of separators, we

usually have some graph class G in mind.

Usually, separator theorems are of the following form: there is a function f(n) =
o(n) and a constant β < 1 such that for anyG ∈ G, there is a vertex setX such that

|X| 6 f(n) and the two components ofG\X have size at most βn. Such a separator

is called a β-balanced separator of size f(n). For example, in the Planar Separator

Theorem we had a 2/3-balanced separator of size c
√
n for some constant c.

In case of geometric intersection graphs, we cannot have such separators. Even

with unit disks, it is easy to see that the resulting graph could be a clique (if all

disks pairwise intersect); a clique can not be separated. Luckily, shallow families

do have better separators. Consider the following separator theorem, which gives

progressively stronger separators as the ply gets smaller. Note that for d = 2 and

p = 2, it is a generalization of the Planar Separator Theorem.

Theorem 2.5 (Miller et al. [112]). Let Γ = {B1, . . . , Bn} be a collection of n closed
balls in Rd with ply at most p. Then there exists a sphere S whose boundary intersects
at most O(p1/dn1−1/d) balls and that is a d+1

d+2 -balanced separator of Γ.

Notice that in case of p = Ω(n), the above separator is not sublinear, and there-

fore cannot be used in most applications. One of the key aspects of this thesis is to

�nd separators that overcome the issue of cliques and large ply whenever possible.

One of the key ideas is to group objects into cliques, and have a separator consisting

of cliques, whose size is not measured in terms of the number of vertices inside, but

rather by some weight function.

2.3 Treewidth

We make extensive use of treewidth throughout the thesis. The notion was intro-

duced several times independently [11,69,125]. The idea is to measure how tree-like

a given graph is. Since most problems are easy on trees, one expects most problems

to become easier on tree-like graphs. In past decades, treewidth has become one

of the most celebrated graph parameters due to its role in parameterized complex-

ity [31, 51].

Given a graph G = (V,E), a tree decomposition is a pair (T, σ) where T is a

tree and σ is a mapping from the vertices of T to subsets of V called bags, with the

following properties. Let Bags(T, σ) := {σ(u) : u ∈ V (T )} be the set of bags

associated to the vertices of T . Then we have:

1. For any vertex u ∈ V there is at least one bag in Bags(T, σ) containing it.

2. For any edge (u, v) ∈ E there is at least one bag in Bags(T, σ) containing

both u and v.
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3. For any vertex u ∈ V the collection of bags in Bags(T, σ) containing u forms

a subtree of T .

The width of a tree decomposition is the size of its largest bag minus 1, and the

treewidth of a graph G equals the minimum width over all the valid tree decompo-

sitions of G. The treewidth of G is denoted by tw(G).

Next, we introduce a weighted version of treewidth [136]. Given a graph G,

a tree decomposition, and a weight function on the vertices w : V (G) → R, the

weight of a bag b is

∑
v∈bw(v). The weighted width of a tree decomposition is its

maximum bag weight, and the weighted treewidth of G (with respect to w) is the

minimum weighted width over all the valid tree decompositions of G. (Notice that

there is no −1 in this de�nition.)

If one restricts the tree T in the tree decomposition to be a path, then we get the

notions of pathwidth and weighted pathwidth.

Computing treewidth (or pathwidth) are NP-complete problems [5]. Luckily,

there is a parameterized constant-approximation algorithm, which —when given a

graphG and an integer k— either outputs a tree decomposition of width at most 5k
or concludes that tw(G) > k, running in time 2O(tw(G))n [17].

2.3.1 Dynamic programming on tree decompositions

Treewidth has far reaching consequences from the perspective of algorithms. If

there is a tree decomposition available, one can often execute a dynamic program-

ming algorithm on it. We give a brief introduction here; for a more complete under-

standing please refer to [31].

Let us �x a root in the tree decomposition (T, σ). For a node t ∈ V (T ), let G[t]
denote the subgraph ofG induced by the bag σ(t) and by the bags of the descendant

nodes of t, that is,

G[t]
def

= G[{v ∈ G | ∃t′ : v ∈ σ(t′) and t = t′ or t′ is a descendant of t in T}].

A typical subproblem in a dynamic program would be of the following form: What is

the smallest/largest size of a solution inG[t] that interacts with σ(t) in a given way?

For example, in case of Independent Set, the subproblem would be to �nd the size

of a maximum independent set I of G[t] where the intersection I ∩ σ(t) is given.

The tree decomposition implies that the number of di�erent intersections I∩σ(t) is

bounded by 2O(tw)
, therefore the set of subproblems for any given node is a function

of only the treewidth; moreover for constant treewidth, the number of subproblems

for each node is a constant. This allows for �xed-parameter tractable (FPT) algo-

rithms with running times such as 2O(tw) poly(n) parameterized by treewidth, and

also for polynomial algorithms in the case when the treewidth is a constant.
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Sometimes the interaction of a solution with a bag is harder to describe. A com-

mon form of interaction comes with connectivity constraints. For example, if one

is trying to solve Hamiltonian Cycle in graphs of small treewidth, then the sub-

problem has to take into account that the partial solution inside G[t] and the rest of

the solution that is to be found will have to link up into a single cycle, rather than

some collection of shorter cycles. In order to consider all interactions, one needs

to represent all possible ways in which the connectivity within G[t] could happen.

In case of Hamiltonian Cycle, it can be shown that the connectivity can be rep-

resented by a matching on σ[t]. Unfortunately, the number of matchings on a set

of size k is kO(k)
, so while the algorithm created this way will still be FPT, it will

have slightly worse running time than the one for Independent Set: it will run in

twO(tw) poly(n) time instead of 2O(tw) poly(n) time.

The so-called rank-based approach [16] was invented in order to overcome this

ine�ciency. It avoids the complete enumeration of all the matchings, and instead

keeps track of a smaller representative set of matchings. Using an interesting con-

nection to the rank of certain matrices, it demonstrates that one can keep track of

connectivity constraints by storing and updating a representative set of only 2O(tw)

distinct matchings throughout the computation. The approach also extends to more

complicated connectivity constraints, where one needs to keep track of partitions

instead of matchings. In the thesis, we use the rank-based approach in an almost

black-box manner in Chapter 3, while we need to delve into representative sets

slightly more in Chapter 5. Even in the latter chapter, the core theorem of the rank-

based approach is used as is, so Chapter 5 should be understandable without a deep

knowledge of [16].





Part I

Algorithms





3 | The algorithmic framework

3.1 Introduction

Many well-known NP-hard problems (e.g. Independent Set, Hamilton Cycle,

Dominating Set) can be solved in time 2O(
√
n)

when restricted to planar graphs,

while only 2O(n)
algorithms are known for general graphs [45, 46, 48–50, 54, 56,

93, 120, 132]. This bene�cial e�ect of planarity is known as the “square root phe-

nomenon” [105].

Examples of problems for which the square-root phenomenon holds include In-

dependent Set, Vertex Cover, Hamiltonian Cycle. The great speed-ups that the

square-root phenomenon o�ers lead to the question: are there other graph classes

that also exhibit this phenomenon, and is there an overarching framework to obtain

algorithms with subexponential running time for these graph classes? The planar

separator theorem [102,103] and treewidth-based algorithms [31] o�er a partial an-

swer to this question. They give a general framework to obtain subexponential

algorithms on planar graphs or, more generally, on H-minor free graphs. It builds

heavily on the fact that H-minor free graphs have treewidth O(
√
n) and, hence,

admit a separator of size O(
√
n). A similar line of work is emerging in the area of

geometric intersection graphs, with running times of the form nO(n1−1/d)
, or in one

case 2O(n1−1/d)
in the d-dimensional case [109, 129]. The main goal of this chapter

is to establish a framework for a wide class of geometric intersection graphs that is

similar to the framework known for planar graphs, while guaranteeing the running

time 2O(n1−1/d)
.

In this chapter we �rst consider intersection graphs of a set F of fat objects.
(Recall that an object o ⊆ Rd is α-fat, for some 0 < α 6 1 if there are balls Bin

andBout in Rd such thatBin ⊆ o ⊆ Bout and radius(Bin)/ radius(Bout) > α.) For

example, disks are 1-fat and squares are (1/
√

2)-fat. From now on we assume that

α is an absolute constant, and often simply speak of fat objects. Note that we do not

require the objects in F to be convex, or even connected. Thus our de�nition is very

general. In particular, it does not imply that F has near-linear union complexity, as

is the case for so-called locally-fat objects in the plane [6]. In most of our results we
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furthermore assume that the objects in F are similarly sized, meaning that the ratio

of their diameters is bounded by an absolute constant.

Several important graph problems have been investigated for (unit-)disk graphs

or other types of intersection graphs [3, 12, 53, 55, 109]. However, an overarching

framework that helps designing subexponential algorithms has remained elusive. A

major hurdle to obtain such a framework is that even unit-square graphs can already

have arbitrarily large cliques and so they do not necessarily have small separators

or small treewidth. One may hope that intersection graphs have low cliquewidth or

rankwidth—this has proven to be useful for various dense graph classes [30, 117]—

but unfortunately this is not the case even when considering only unit interval

graphs [65]. One way to circumvent this hurdle is to restrict the attention to in-

tersection graphs of disks of bounded ply [8,70]. This prevents large cliques, but the

restriction to bounded-ply graphs severely limits the inputs that can be handled. A

major goal of our work is thus to give a framework that can even be applied when

the ply is unbounded.

3.1.1 Contribution

An algorithmic framework for geometric intersection graphs of fat objects.

As mentioned, many subexponential results for planar graphs rely on planar sepa-

rators. Our contribution is a generalization of this result to intersection graphs of

(arbitrarily-sized) fat objects in Rd. Since these graphs can have large cliques we

cannot bound the number of vertices in the separator. Instead, we build a separator

consisting of cliques. We then de�ne a weight function γ on these cliques—in our

applications it su�ces to de�ne the weight of a clique C as γ(|C|) def

= log(|C|+ 1).

We de�ne the weight of a separator as the sum of the weights of its constituent

cliques Ci, which is useful since for many problems a separator can intersect the

solution vertex set in 2O(
∑
i γ(|Ci|))

many ways. Formally, our separator theorem

can be stated as follows:

Theorem 3.1. Let d > 2 and α > 0 be �xed constants. Let F be a set of n α-fat
objects in Rd and let γ be a weight function such that γ(t) = O(t1−1/d−ε), for some
constant ε > 0. Then the intersection graphG[F ] has a (6d/(6d + 1))-balanced sepa-
rator and a clique partition C(Fsep) of Fsepwith weight O(n1−1/d). Such a separator
and a clique partition C(Fsep) can be computed in O(nd+2) time if the objects have
constant complexity.

A direct application of our separator theorem is a 2O(n1−1/d)
algorithm for In-

dependent Set. For general fat objects, only the 2-dimensional case was known to

have such an algorithm [108].

Our separator theorem can be seen as a generalization of the work of Fu [59]

who considers a weighting scheme similar to ours. However, Fu’s result is signif-
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Problem Algorithm class Rep. agnost. Lower bound class

Independent Set Fat no Unit Ball, d > 2
Independent Set Sim. sized fat yes Unit Ball, d > 2
Distance-r-Dominating Set Sim. sized fat yes Induced Grid, d > 2
Steiner Tree Sim. sized fat yes Induced Grid, d > 2
Feedback Vertex Set Sim. sized fat yes Induced Grid, d > 2
Conn. Vertex Cover Sim. sized fat yes Unit Ball, d > 2 or Induced Grid, d > 3
Conn. Dominating Set Sim. sized fat yes Induced Grid, d > 2
Conn. Feedback Vertex Set Sim. sized fat yes Unit Ball, d > 2 or Induced Grid, d > 3
Hamiltonian Cycle/Path Sim. sized fat no Induced Grid, d > 2

Table 3.1: Summary of our results. In each case we list the most inclusive class where our

framework leads to algorithms with 2O(n1−1/d)
running time, and the most re-

strictive class for which we have a matching lower bound (see Chapters 7 and 8

for lower bounds). We also list whether the algorithm is representation agnostic.

icantly less general as it only applies to unit balls and his proof is arguably more

complicated. Our result can also be seen as a generalization of the separator theo-

rem of Har-Peled and Quanrud [71] which gives a small separator for small density

—indeed, our proof borrows some ideas from theirs.

Finally, the technique employed by Fomin et al. [53] also has similar qualities; in

particular, the idea of using cliques as a basis for a separator can also be found there,

and leads to subexponential parameterized algorithms, even for some problems that

we do not tackle here.

After proving the weighted separator theorem for arbitrarily-sized fat objects,

we switch to similarly-sized fat objects. Here the idea is as follows: We �nd a suit-

able clique-decomposition P of the intersection graph G[F ], contract each clique

to a single vertex, and then work with the contracted graph GP where the node

corresponding to a clique C gets weight γ(|C|). We then prove that the graph

GP has constant degree and, using our separator theorem, we prove that GP has

weighted treewidth O(n1−1/d). Moreover, we can compute a tree decomposition of

this weight in 2O(n1−1/d)
time.

Thus we obtain a framework that gives 2O(n1−1/d)
-time algorithms for intersec-

tion graphs of similarly-sized fat objects for many problems for which treewidth-

based algorithms are known. Our framework recovers and often slightly improves

the best known results for several problems,
4

including Independent Set, Hamil-

tonianCycle and FeedbackVertex Set. Our framework also gives the �rst subex-

ponential algorithms in geometric intersection graphs for, among other problems,

Distance-r-Dominating Set for constant r, Steiner Tree and Connected Dom-

4

Note that most of the earlier results are in the parameterized setting, but we do not consider

parameterized algorithms here.
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inating Set.

Furthermore, we show that our approach can be combined with the rank-based
approach [16], a technique to speed up algorithms for connectivity problems. Ta-

ble 3.1 summarizes the results we obtain by applying our framework; in each case

we have matching upper and lower bounds on the time complexity of 2Θ(n1−1/d)
.

The lower bounds are conditional on the Exponential Time Hypothesis, and will be

presented in Chapter 8.

A desirable property of algorithms for geometric graphs is that they are rep-
resentation agnostic, meaning that they can work directly on the graph without a

geometric representation of F . Most of the known algorithms do in fact require a

representation, which could be a problem in applications, since �nding a geometric

representation of a given geometric intersection graph is NP-hard [21] (and many

recognition problems for geometric graphs are ∃R-complete [85]). Note that in the

absence of a representation, some of our algorithms require that the input graphs

are from the proper graph class, otherwise they might give incorrect answers.

One of the advantages of our framework is that it yields representation agnos-

tic algorithms for many problems. To this end we need to generalize our scheme

slightly: We no longer work with a clique partition to de�ne the contracted graphGP ,

but with a partition whose classes are the union of constantly many cliques. We

show that such a partition can be found e�ciently without knowing the set F
de�ning the given intersection graph. Thus we obtain representation-agnostic al-

gorithms for many of the problems mentioned above, in contrast to known results

which almost all need the underlying set F as input.

We present several applications for our framework, resulting in 2O(n1−1/d)
al-

gorithms for various problems. In addition to the Independent Set algorithm for

fat objects based on our separator, we also give an algorithm for similarly sized

fat objects. Compared to the state of the art [109], it has the advantage of be-

ing representation agnostic. In the rest of the applications, our algorithms work

on intersection graphs of d-dimensional similarly sized fat objects; this is usually

a larger graph class than what has been studied. We will present algorithms re-

quiring a representation for Hamiltonian Path and Hamiltonian Cycle. These

are simple generalizations from the algorithm for unit disks that has been known

before [53, 92]. For Feedback Vertex Set, we give a representation-agnostic algo-

rithm with the same running time improvement, over an algorithm that requires a

representation, and works in 2-dimensional unit disk graphs [53]. For Dominating

Set (and the more general Distance-r-Dominating Set for constant r), we give a

representation-agnostic algorithm for d > 2, which is the �rst subexponential algo-

rithm in dimension d > 3, and the �rst representation-agnostic subexponential for

d = 2 [108]. (The algorithm in [108] is for Dominating Set in unit disk graphs.)

Finally, we give representation-agnostic algorithms for Steiner Tree, Connected
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Vertex Cover, Connected Feedback Vertex Set and Connected Dominating

Set, to our knowledge the �rst subexponential algorithms in geometric intersection

graphs for these problems.

3.2 Weighted separators for fat objects

3.2.1 Separators for arbitrarily-sized fat objects

Let F be a set of n α-fat objects in Rd for some constant α > 0, and let G[F ] =
(F,E) be the intersection graph induced by F . Recall that a subset Fsep ⊆ F is a

β-balanced separator forG[F ] if F \Fsep can be partitioned into two subsets F1 and

F2 with no edges between them and with max(|F1|, |F2|) 6 βn.

For a given decomposition C(Fsep) of Fsep into cliques and a given weight func-

tion γ we de�ne the weight of Fsep, denoted by weight(Fsep), as weight(Fsep)
def

=∑
C∈C(Fsep) γ(|C|). Next we prove thatG[F ] admits a balanced separator of weight

O(n1−1/d) for any cost function γ(t) = O(t1−1/d−ε) with ε > 0. Our approach bor-

rows ideas from Har-Peled and Quanrud [71], who show the existence of small sep-

arators for low-density sets of objects, although our arguments are more involved.

Step 1: Finding candidate separators. Let H0 be a minimum-size hypercube

containing at least n/(6d+1) objects from F , and assume without loss of generality

thatH0 is the unit hypercube centered at the origin. LetH1, . . . ,Hm be a collection

of m
def

= n1/d
hypercubes, all centered at the origin, where Hi has edge length 1 +

2i
m . Note that the largest hypercube, Hm, has edge length 3, and that the distance

between consecutive hypercubes Hi and Hi+1 is 1/n1/d
.

Each hypercubeHi induces a partition of F into three subsets: a subset Fin(Hi)
containing all objects that lie completely in the interior of Hi, a subset F∂(Hi) con-

taining all objects that intersect the boundary ∂Hi of Hi, and a subset Fout(Hi)
containing all objects that lie completely in the exterior of Hi. Obviously an object

from Fin(Hi) cannot intersect an object from Fout(Hi), and so F∂(Hi) de�nes a

separator in a natural way. It will be convenient to add some more objects to these

separators, as follows. We call an object large when its diameter is at least 1/4, and

small otherwise. We will add all large objects that intersect Hm to our separators.

Thus our candidate separators are the sets

Fsep(Hi)
def

= F∂(Hi) ∪ Flarge,

where Flarge is the set of all large objects intersecting Hm. The next lemma shows

that our candidate separators are balanced:
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Lemma 3.2. For any 0 6 i 6 m we have

max
(
|Fin(Hi) \ Flarge|, |Fout(Hi) \ Flarge|

)
<

6d

6d + 1
n.

Proof. Consider a hypercube Hi. Because H0 contains at least n/(6d + 1) objects

from F , we immediately obtain∣∣F ∩ (Fout(Hi) \ Flarge)
∣∣ 6 |F ∩ Fout(H0)| 6 |F \ Fin(H0)|

<

(
1− 1

6d + 1

)
n =

6d

6d + 1
n.

To bound

∣∣Fin(Hi) \ Flarge

∣∣
, consider a subdivision of Hi into 6d sub-hypercubes

of edge length
1
6(1 + 2i

m) 6 1/2. We claim that any sub-hypercube Hsub intersects

fewer than n/(6d + 1) small objects from F . To see this, recall that small objects

have diameter less than 1/4. Hence, all small objects intersecting Hsub are fully

contained in a hypercube of edge length less than 1. SinceH0 is a smallest hypercube

containing at least n/(6d + 1) objects from F , Hsub must thus contain fewer than

n/(6d+1) objects from F , as claimed. Each object in Fin(Hi) intersects at least one

of the 6d sub-hypercubes, so we can conclude that∣∣Fin(Hi) \ Flarge

∣∣ < (6d/(6d + 1)
)
n.

Step 2: De�ning the cliques and �nding a low-weight separator. De�ne

F ∗
def

= F \ (Fin(H0) ∪ Fout(Hm) ∪ Flarge).

Note that F∂(Hi) ⊆ F ∗ for all i. We partition F ∗ into size classes F ∗s , based on the

diameter of the objects. More precisely, for integers s with 1 6 s 6 smax, where

smax
def

= d(1− 1/d) log ne − 2, we de�ne

F ∗s
def

=

{
o ∈ F ∗ :

2s−1

n1/d
6 diam(o) <

2s

n1/d

}
.

We furthermore de�ne F ∗0 to be the subset of objects o ∈ F ∗ with diam(o) <
1/n1/d

. Note that 2smax/n1/d > 1/4, which means that every object in F ∗ is in

exactly one size class.

Each size class can be decomposed into cliques, as follows. Fix a size class F ∗s ,

with 1 6 s 6 smax. Since the objects in F are α-fat for a �xed constant α > 0,

each o ∈ F ∗s contains a ball of radius α · (diam(o)/2) = Ω( 2s

n1/d ). Moreover, each

object o ∈ F ∗s lies fully or partially inside the outer hypercube Hm, which has edge

length 3. This implies that we can stab all objects in F ∗s using a set Ps ofO((n
1/d

2s )d)
points.
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Thus there exists a decomposition C(F ∗s ) of F ∗s consisting of O( n
2sd

) cliques.

In a similar way we can argue that there exists a decomposition C(Flarge) of Flarge

into O(1) cliques. For F ∗0 the argument does not work since objects in F ∗0 can be

arbitrarily small. Hence, we create a singleton clique for each object in F ∗0 . To-

gether with the decompositions of the size classes F ∗s and of Flarge we thus obtain

a decomposition C(F ∗) of F ∗ into cliques.

Note that C(F ∗) induces a decomposition of Fsep(Hi) into cliques, for any i. We

denote this decomposition by C(Fsep(Hi)). Thus, for a given weight function γ, the

weight of Fsep(Hi) is

∑
C∈C(Fsep(Hi))

γ(|C|). Our goal is now to show that at least

one of the separators Fsep(Hi) has weight O(n1−1/d), when γ(t) = O(t1−1/d−ε)
for some ε > 0. To this end we will bound the total weight of all separatorsFsep(Hi)
by O(n). Using that the number of separators is n1/d

we then obtain the desired

result.

Lemma 3.3. If γ(t) = O(t1−1/d−ε) for some ε > 0 then

m∑
i=1

weight(Fsep(Hi)) = O(n).

Proof. First consider the cliques in C(F ∗0 ), which are singletons. Since objects in

F ∗0 have diameter less than 1/n1/d
, which is the distance between consecutive hy-

percube Hi and Hi+1, each such object is in at most one set F∂(Hi). Hence, its

contribution to the total weight

∑m
i=1 weight(Fsep(Hi)) is γ(1) = O(1). Together,

the cliques in C(F ∗0 ) thus contribute O(n) to the total weight.

Next, consider C(Flarge). It consists ofO(1) cliques. In the worst case each clique

appears in all setsF∂(Hi). Hence, their total contribution to

∑m
i=1 weight(Fsep(Hi))

is bounded by O(1) · γ(n) · n1/d = O(n).

Now consider a set C(F ∗s ) with 1 6 s 6 smax. A clique C ∈ C(F ∗s ) consists of

objects of diameter at most 2s/n1/d
that are stabbed by a common point. Since the

distance between consecutive hypercubes Hi and Hi+1 is 1/n1/d
, this implies that

C contributes to the weight of O(2s) separators Fsep(Hi). The contribution to the

weight of a single separator is at most γ(|C|). (It can be less than γ(|C|) because

not all objects in C need to intersect ∂Hi.) Hence, the total weight contributed by

all cliques, which equals the total weight of all separators, is

smax∑
s=1

∑
C∈C(F ∗s )

(weight contributed by C) 6
smax∑
s=1

∑
C∈C(F ∗s )

2sγ(|C|)

=

smax∑
s=1

2s
∑

C∈C(F ∗s )

γ(|C|)

 .
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Next we wish to bound

∑
C∈C(F ∗s ) γ(|C|). De�ne ns

def

= |F ∗s | and observe that∑smax
s=1 ns 6 n. Recall that C(F ∗s ) consists of O(n/2sd) cliques, that is, of at most

cn/2sd cliques for some constant c. To make the formulas below more readable we

assume c = 1 (so we can omit c), but it is easily checked that this does not in�uence

the �nal result asymptotically. Similarly, we will be using γ(t) = t1−1/d−ε
instead of

γ(t) = O(t1−1/d−ε). Because γ is positive and concave, the sum

∑
C∈C(F ∗s ) γ(|C|)

is maximized when the number of cliques is maximal, namely min(ns, n/2
sd), and

when the objects are distributed as evenly as possible over the cliques. Hence,

∑
C∈C(F ∗s )

γ(|C|)6

{
ns if ns 6 n/2sd

(n/2sd) · γ
(

ns
n/2sd

)
otherwise.

We now split the set {1, . . . , smax} into two index sets S1 and S2, where Si
contains all indices s such that ns 6 n/2sd, and S2 contains all remaining indices.

Thus

smax∑
s=1

2s
∑

C∈C(F ∗s )

γ(|C|)


=
∑
s∈S1

2s
∑

C∈C(F ∗s )

γ(|C|)

+
∑
s∈S2

2s
∑

C∈C(F ∗s )

γ(|C|)

 . (3.1)

The �rst term in (3.1) can be bounded by

∑
s∈S1

2s
∑

C∈C(F ∗s )

γ(|C|)

 6∑
s∈S1

2sns 6
∑
s∈S1

2s(n/2sd)

= n
∑
s∈S1

1/2s(d−1) = O(n),
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where the last step uses that d > 2. For the second term we get

∑
s∈S2

2s
∑

C∈C(F ∗s )

γ(|C|)

 6∑
s∈S2

(
2s(n/2sd) · γ

(
ns

n/2sd

))

6
∑
s∈S2

(
n

2s(d−1)
·
(
ns2

sd

n

)1−1/d−ε)

6 n
∑
s∈S2

(ns
n

)1−1/d−ε 1

2sdε

6 n
∑
s∈S2

(
1

2dε

)s
= O(n).

We are now ready to prove Theorem 3.1.

Proof of Theorem 3.1. Each candidate separator Fsep(Hi) is (6d/(6d + 1))-balanced

by Lemma 3.2. Their total weight is O(n) by Lemma 3.3, and since we have n1/d

candidates one of them must have weight O(n1−1/d). Finding this separator can be

done inO(nd+2) time by brute force. Indeed, to �nd the hypercubeH0 = [x1, x
′
1]×

· · ·× [xd, x
′
d] inO(nd+2) time we �rst guess the object de�ning xi, for all 1 6 i 6 d,

then guess the object de�ning x′1 (and, hence, the size of the hypercube), and �nally

determine the number of objects inside the hypercube. Once we have H0, we can

generate the hypercubes H1, · · · , Hn1/d , generate the cliques as described above,

and then compute the weights of the separators Fsep(Hi) by brute force within the

same time bound.

Corollary 3.4. Let F be a set of n fat objects in Rd, where d is a constant. Then
Independent Set on the intersection graph G[F ] can be solved in 2O(n1−1/d) time.

Proof. Let γ(t)
def

= log(t + 1), and compute a separator Fsep for G[F ] using Theo-

rem 3.1. For each subset Ssep ⊆ Fsep of independent (that is, pairwise non-adjacent)

vertices we �nd the largest independent set S ofG such that S ⊇ Ssep, by removing

the closed neighborhood of Ssep from G and recursing on the remaining connected

components. Finally, we report the largest of all these independent sets. Because

a clique C ∈ C(Fsep) can contribute at most one vertex to Ssep, we have that the

number of candidate sets Ssep is at most∏
C∈C(Fsep)

(|C|+ 1) = 2
∑
C∈C(Fsep) log(|C|+1)

= 2O(n1−1/d).
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Since all components on which we recurse have at most (6d/(6d+1))n vertices,

the running time T (n) satis�es

T (n) = 2O(n1−1/d)T ((6d/(6d + 1))n) + 2O(n1−1/d),

which solves to T (n) = 2O(n1−1/d)
.

3.2.2 An algorithmic framework for similarly-sized fat objects

We now restrict our attention to similarly-sized fat objects. This means that for

each o ∈ F , there are balls Bin and Bout in Rd such that Bin ⊆ F ⊆ Bout, and

radius(Bin) = α and radius(Bout) = 1 for some fatness constant α > 0. The re-

striction to similarly-sized objects makes it possible to construct a clique cover of F
with the following property: if we consider the intersection graph G[F ] where the

cliques are contracted to single vertices, then the contracted graph has constant de-

gree. Moreover, the contracted graph admits a tree decomposition whose weighted

treewidth isO(n1−1/d). This tool allows us to solve many problems on intersection

graphs of similarly-sized fat objects.

Our tree-decomposition construction uses the separator theorem from the previ-

ous subsection. That theorem also states that we can compute the separator forG[F ]
in polynomial time, provided we are given F . However, �nding the separator if we

are only given the graph and not the underlying set F is not easy. Note that decid-

ing whether a graph is a unit-disk graph is already ∃R-complete [85]. Nevertheless,

we show that for similarly-sized fat objects we can �nd certain tree decompositions

with the desired properties, purely based on the graph G[F ].

κ-partitions, P-contractions, and separators. Let G = (V,E) be the intersec-

tion graph of an (unknown) set F of similarly-sized fat objects, as de�ned above.

The separators in the previous section use cliques as basic components. We need

to generalize this slightly, by allowing connected unions of a constant number of

cliques as basic components.

De�nition 3.5 (κ-partition). A κ-partition of a graph G is a partition P of V (G)
such that every partition class C ∈ P induces a connected subgraph G[C] which

has a partition into κ cliques.

Note that a 1-partition corresponds to a clique partition of G.

De�nition 3.6 (P-contraction). Given a partitionP ofGwe de�ne theP-contraction
of G, denoted by GP , to be the graph obtained by contracting all partition classes

Vi to single vertices and removing loops and parallel edges.
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In many applications it is essential that the P-contraction we work with has

maximum degree bounded by a constant. From now on, when we speak of the

degree of a κ-partitionP we refer to the degree of the correspondingP-contraction.

The following theorem is very similar to Theorem 3.1, but it applies only for

similarly-sized objects because of the degree bound on GP . The other main di�er-

ence is that the separator is de�ned on the P-contraction of a given κ-partition,

instead of on the intersection graphG itself. The statement is purely existential; we

prove a more constructive theorem in Section 3.3.

Theorem 3.7. Let d > 2 be �xed, and let G = (V,E) be the intersection graph of
a set of n similarly-sized fat objects in Rd, and let γ be a weight function such that
γ(t) = O(t1−1/d−ε), for some constant ε > 0. Suppose we are given a κ-partition
P of G such that GP has maximum degree at most ∆, where κ and ∆ are constants.
Then there exists a (6d/(6d + 1))-balanced separator for GP of weight O(n1−1/d).

Proof sketch. Within each classC ∈ P , we replace each object o ∈ C with the larger

object

⋃
o∈C o. Notice that these new objects are similarly sized and fat (with worse

constants). The new objects de�ne a supergraph G′ on the same vertex set, which

is also an intersection graph of similarly sized fat objects; moreover, P is a clique-

partition of G′. By the condition that GP has maximum degree at most ∆, any new

object intersects at most ∆ di�erent new objects, that is, if we were to remove all

duplicate objects from the family, then the resulting family would have ply at most

∆ + 1.

The arguments in the proof of Theorem 3.1 can be applied for G′: the clique

partitionP∗ is created by using stabbing points. Each class ofP∗ can contain objects

from at most ∆ + 1 classes of P . We can also make sure that P∗ is a partition that

is a coarsening of P . By Theorem 3.1, the graph G′ has a weighted separator (with

respect to P∗) of weight O(n1−1/d). Since ∆ = O(1), this converts into a weighted

separator wrt. P of weight O(n1−1/d). Since G is a subgraph of G′, this is also a

weighted separator of G with respect to P , and it has the desired weight.

The following lemma shows that a partition P as needed in Theorem 3.7 can be

computed even in the absence of geometric information. By using an inclusion-wise

maximal independent set as anchor, and assigning each vertex to a neighbor in the

independent set, we can create the desired partition, at the expense of each partition

class consisting of a (constant) number of cliques.

Lemma 3.8. Let G = (V,E) be the intersection graph of an (unknown) set of n
similarly-sized fat objects in Rd for some constant d > 2. There there exist constants
κ and ∆ such that a κ-partition P for which GP has maximum degree ∆ can be
computed in polynomial time.
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Proof. Let S ⊆ V be a maximal independent set in G, that is, it is inclusion-wise

maximal. We assign each vertex v ∈ V \ S to an arbitrary vertex s ∈ S that is

a neighbor of v; such a vertex s always exists since S is maximal. For each vertex

s ∈ S de�ne

Vs
def

= {s} ∪ {v ∈ V \ S : v is assigned to s}.

We prove that the partition P def

= {Vs : s ∈ S}, which can be computed in polyno-

mial time, has the desired properties.

Let ov denote the (unknown) object corresponding to a vertex v ∈ V , and for

a partition class Vs de�ne U(Vs)
def

=
⋃
v∈Vs ov . We call U(Vs) a union-object. Let

US
def

= {U(Vs) : s ∈ S}. Because the objects de�ning G are similarly-sized and

fat, there are balls Bin(ov) of radius α = Ω(1) and Bout(ov) of radius 1 such that

Bin(ov) ⊆ ov ⊆ Bout(ov).

Now observe that each union-object U(Vs) is contained in a ball of radius 3.

Hence, we can stab all balls Bin(ov), v ∈ Vs using O(1) points, which implies that

P is a κ-partition for some κ = O(1).

To prove that the maximum degree of GP is O(1), we note that any two balls

Bin(s), Bin(s′) with s, s′ ∈ S are disjoint (because S is an independent set in G).

Since all union-objects U(s′) that intersect U(s) are contained in a ball of radius 9,

an easy packing argument now shows thatU(s) intersectsO(1) union-objectsU(s).

Hence, the node in GP corresponding to Vs has degree O(1).

Let us make the de�nition of such partitions more formal.

De�nition 3.9 (Greedy partition). Given a graph G, a partition P of V (G) is a

greedy partition if there is a maximal independent setS ofG such that each partition

classC ∈ P contains exactly one vertex vC ofS together with some neighbors of vC .

3.3 From separators to P-�attened treewidth

Weighted tree decompositions for P-contractions. We introduce the notion

of P-�attened treewidth as the analogue of weighted separators. Recall that if a

graph has a weight function on its vertices, then we de�ne the weighted width of a

tree decomposition as the maximum over the bags of the sum of the weights of the

vertices in the bag (note: without the −1). The weighted treewidth of a graph is the

minimum weighted width over its tree decompositions.

Let P be a partition of the vertex set of G , and let γ be a given weight function

on partition classes. We apply the concept of weighted treewidth to GP , where we

assign each vertex C of GP a weight γ(|C|).

De�nition 3.10 (P-�attened treewidth). Let G be graph with vertex partition P ,

and let γ : N→ R be a weight function. TheP-�attened treewidth ofGwith respect
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to γ is de�ned as the weighted treewidth of GP with weight function w(|C|) =
γ(|C|). If γ is not speci�ed, it is assumed to be γ(k) = log(k + 1).

Since we have a separator for GP of low weight by Theorem 3.7, we can prove

a bound on the P-�attened treewidth of GP using standard techniques.

Lemma 3.11. Let P be a κ-partition of a family of similarly-sized fat objects such
that GP has maximum degree at most ∆, where κ and ∆ are constants. Then the
P-�attened treewidth of GP is O(n1−1/d) with respect to any weight function γ with
γ(t) = O(t1−1/d−ε).

Proof. The lemma follows from Theorem 3.7 by a minor variation on some stan-

dard techniques—see for example [15, Theorem 20]. Take a separator S of GP as

indicated by Theorem 3.7. Recursively, make tree decompositions of the connected

components of GP \ S. Take the union of these tree decompositions, add an edge

between the two trees and then add S to all bags. We now have a tree decomposi-

tion ofGP . As base case, when we have a subgraph ofGP withO(n1−1/d) vertices,

then we take one bag with all vertices in this subgraph.

The weight of bags for subgraphs of GP with r vertices ful�lls

w(r) = O(r1−1/d) + w(6d/(6d + 1)r),

which gives that the weighted width of this tree decomposition isw(n) = O(n1−1/d).

Let P be a greedy partition. By Lemmas 3.8 and 3.11, P can be computed in

polynomial time, and P is a κ-partition for which GP has constant degree, and

such that the weighted treewidth of GP is as desired. In what follows, we work

towards �nding a suitable weighted tree decomposition.

A blowup of a vertex v by an integer t results in a graph where we replace the

vertex v with a clique of size t (called the clique of v), in which we connect every

vertex to the neighborhood of v. Note that when blowing up multiple vertices of a

graph in succession, the resulting graph does not depend on the order of blowups.

Consider the following algorithm to compute a weighted tree decomposition of

graph G with weight function w.

1. Construct an unweighted graphH by blowing up each vertex v ofG byw(v).

Let H(v) denote the vertices of H that were gained from blowing up v.

2. Compute a tree decomposition of H , denoted by (TH , σH).

3. Construct a tree decomposition (TG ∼ TH , σG) using the same tree layout

the following way: a vertex v ∈ G is added to a bag if and only if the corre-

sponding bag in TH contains all vertices of H(v).
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Lemma 3.12. The width of (TG, σG) is at most the weighted width of (TH , σH)minus
1; furthermore, the weighted treewidth of G is equal to 1 plus the treewidth of H .

Proof. The proof is a simple modi�cation of folklore insights on treewidth; for re-

lated results see [18, 20]. The proof relies on the following well-known observa-

tion [19].

Observation. Let W ⊆ V form a clique in G = (V,E). Then all

tree decompositions (T, σ) of G have a bag σ(u) ∈ Bags(T, σ) with

W ⊆ σ(u).

First, we prove that (TG, σG) is a tree decomposition of G. From the observa-

tion stated above, we have that for each vertex v and edge {v, w} there is a bag in

(TG, σG) that contains v, respectively {v, w}. For the third condition of tree decom-

positions, suppose j2 is in TG on the path from j1 to j3. If v belongs to the bags of j1
and j3, then all vertices in H(v) belong in (TH , σH) to the bags of j1 and j3, hence

by the properties of tree decompositions to the bag of j2, and hence v ∈ σG(j2). It

follows that the preimage of each vertex in VG is a subtree of TG. The total weight

of vertices in a bag in (TG, σG) is never larger than the size of the corresponding

bag in (TH , σH). This proves the �rst claim.

The above algorithm can also be reversed. If we take a tree decomposition

(TG, σG) ofG, we can obtain one ofH by replacing in each bag each vertex v by the

clique that results from blowing up G. The size of a bag in the tree decomposition

of H now equals the total weight of the vertices in G; hence the width of (TG, σG)
equals the weighted width of the obtained tree decomposition of H ; it follows that

the weighted width of (TG, σG) is equal to the width of (TH , σH) minus 1.

Running the algorithm on an optimal tree decomposition of H and the reverse

on an optimal weighted tree decomposition of G shows that the the weighted tree-

width of G is at most (respectively, at least) 1 plus the treewidth of H , concluding

our proof.

We are now ready to prove our main theorem for algorithms.

Theorem 3.13. Let d > 2, α > 0, and ε > 0 be �xed constants, and let G = (V,E)
be the intersection graph of an (unknown) set of n similarly-sized α-fat objects in Rd.
Let γ be a weight function such that γ(t) = O(t1−1/d−ε) and γ(t) > 1 for all t > 1.
Then there exist constants κ and ∆ such that for any greedy partition P we have the
following properties:

(i) P is a κ-partition,

(ii) GP has maximum degree at most ∆, and

(iii) G has P-�attened treewidth O(n1−1/d) with respect to γ.
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Moreover, the greedy partition P and a corresponding tree decomposition of weight
O(n1−1/d) can be computed in 2O(n1−1/d) time.

Proof. Lemma 3.8 provides a partition P . By Lemma 3.11, the weighted treewidth

of GP is O(n1−1/d).

To get a tree decomposition, consider the above partition again, with a weight

function γ(t) = O(t1−1/d−ε). We work on the contracted graph GP ; we intend to

simulate the weight function by modifyingGP . LetH be the graph we get fromGP
by blowing up each vertex vC by an integer that is approximately the weight of the

corresponding class, more precisely, we blow up vC by dγ(|C|)e. By Lemma 3.12,

its treewidth (plus one) is a 2-approximation of the weighted treewidth of G (since

γ(t) > 1). Therefore, we can run a treewidth approximation algorithm that is single

exponential in the treewidth of H . We can use the algorithm from either [126]

or [17] for this, both have running time

2O(tw(H))|V (H)|O(1) = 2O(n1−1/d)(nγ(n))O(1) = 2O(n1−1/d),

and provide a tree decomposition whose width is a c-approximation of the treewidth

of H . From this tree decomposition we gain a tree decomposition whose weighted

treewidth is a 2c-approximation of the weighted treewidth ofGP , and consequently

a 2c-approximation of theP-�attened treewidth ofG. This concludes the proof.

3.4 Basic algorithmic applications

In this section, we give examples of how κ-partitions and weighted tree decompo-

sitions can be used to obtain subexponential-time algorithms for classical problems

on geometric intersection graphs.

First, we make the following observation about tree decompositions.

Observation 3.14. Given a κ-partitionP and a weighted tree decomposition ofGP of
width τ , there exists a nice tree decomposition ofG (i.e., a “traditional”, non-partitioned
tree decomposition) with the property that each bag is a subset of the union of a number
of partition classes, such that the total weight of those classes is at most τ .

We can do this by creating a nice version of the weighted tree decomposition of

GP , and then replacing every introduce/forget bag (that introduces/forgets a class

of the partition) by a series of introduce/forget bags (that introduce/forget the in-

dividual vertices). We call such a decomposition a traditional tree decomposition.

Using such a decomposition, it becomes easy to give algorithms for problems for

which we already have dynamic-programming algorithms operating on nice tree

decompositions. We can re-use the algorithms for the leaf, introduce, join and for-

get cases, and either show that the number of partial solutions remains bounded (by



36 The algorithmic framework

exploiting the properties of the underlying κ-partition) or show that we can discard

some irrelevant partial solutions.

In the following, we let t refer to a node of the tree decomposition T , let σ(t)
denote the set of vertices in the bag associated with t, and let G[t] denote the sub-

graph of G induced by the vertices appearing in bags in the subtree of T rooted at

t. We �x our weight function to be γ(k) = log(k + 1).

Theorem 3.15. Let γ(k) = log(k + 1). If a κ-partition and a weighted tree decom-
position of width at most τ is given, Independent Set and Vertex Cover can be
solved in time 2κτnO(1).

Proof. A well-known algorithm (see, e.g., [31]) for solving Independent Set on

graphs of bounded treewidth, computes, for each bag σ(t) and subset S ⊆ σ(t), the

maximum size c[t, S] of an independent subset Ŝ ⊂ G[t] such that Ŝ ∩ σ(t) = S.

Let t be a node of the weighted tree decomposition of GP . Recall that the cor-

responding bag is σ(t), and it consists of partition classes. Let Xt =
⋃
C∈σ(t)C be

the set of vertices that occur in a partition class in σ(t). An independent set never

contains more than one vertex of a clique. Therefore, since from each partition class

we can select at most κ vertices (one vertex from each clique), the number of subsets

Ŝ that need to be considered is at most∏
C∈σ(b)

(|C|+ 1)κ = exp
( ∑
C∈σ(b)

κ log (|C|+ 1)
)

= 2κτ .

This bound also holds for all the bags of the traditional tree decomposition that we

create. Applying the standard algorithm for Independent Set on the traditional

tree decomposition, using the fact that only solutions that select at most one vertex

from each clique get a non-zero value, we obtain the claimed algorithm for Inde-

pendent Set. Vertex Cover is simply the complement of Independent Set.

Combining this result with Theorem 3.13 gives the following result:

Corollary 3.16. Let d > 2 be a �xed constant, and let G be an intersection graph
of similarly sized fat objects in Rd. Then we can solve Independent Set and Vertex
Cover on G in 2O(n1−1/d) time, even if the geometric representation is not given.

In the remainder of this section, because we need additional assumptions that

are derived from the properties of intersection graphs, we state our results in terms

of algorithms operating directly on intersection graphs. However, note that underly-

ing each of these results is an algorithm operating on a weighted tree decomposition

of the contracted graph.

To obtain the algorithm for Independent Set, we exploited the fact that we can

select at most one vertex from each clique, and that thus, we can select at most κ
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vertices from each partition class. ForDominating Set, our bound for the treewidth

is however not enough. Instead, we need the following, stronger result, which states

that the weight of a bag in the decomposition can still be bounded by O(n1−1/d),

even if we take the weight to be the total weight of the classes in the bag and of

classes at most r hops away in GP .

Theorem 3.17. LetG be an intersection graph of n similarly-sized d-dimensional fat
objects, and let r > 1 be a constant. For any weight function γ(t) = O(t1−1/d−ε),
there exists a constant κ such that G has a κ-partition P and a corresponding GP of
maximum degree at most ∆, where GP has a weighted tree decomposition with the
additional property that for any node t, the total weight of the partition classes

{C ∈ P | (some vertex in) C is within distance r of some C ′ ∈ σ(t)}

is O(n1−1/d).

Proof. As per Theorem 3.13, there exist constants κ,∆ = O(1) such that G has a

κ-partition P in which each class of the partition is adjacent to at most ∆ other

classes.

For any pair of classes C,C ′ ∈ V (GP) whose distance in GP is at most r, we

introduce a new copy of every object in C . This gives a new intersection graph Gr .
Note that for each object we have now 1 + ∆ + ∆(∆ − 1) + . . .∆(∆ − 1)r−1 =
c = O(∆r) copies. We create the following κc-partition Pr: for each class C of the

original partition, create a class that contains a copy of each object of C and a copy

of each object from the classes at distance at most r form C . The resulting graph

Gr has at most cn = O(n) vertices, and it is an intersection graph of similarly-sized

objects, and GrPr has constant-bounded maximum degree. Therefore, we can �nd

a weighted tree decomposition of GrPr of width O(n1−1/d) by using the machinery

of Section 3.3.

This decomposition can also be used as a decomposition for G and the original

κ-partition P , by replacing each partition class of Pr with the original partition

classes contained within; this increases the width of the tree decomposition by at

most a constant multiplicative factor.

Theorem 3.18. Let d > 2 and r > 1 be a �xed constants, and letG be an intersection
graph of similarly sized fat objects in Rd. Then Distance-r-Dominating Set can be
solved on G in 2O(n1−1/d) time.

Proof. We �rst present the argument for Dominating Set. It is easy to see that from

each partition class, we need to select at most κ2(∆ + 1) vertices: each partition

class can be partitioned into at most κ cliques, and each of these cliques is adjacent

to at most κ(∆ + 1) other cliques. If we select at least κ(∆ + 1) + 1 vertices from a
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clique, we can instead select only one vertex from the clique, and select at least one

vertex from each neighboring clique.

We once again proceed by dynamic programming on a traditional tree decom-

position (see e.g. [31] for an algorithm solving Dominating Set using tree decom-

positions). Rather than needing just two states per vertex (in the solution or not),

we need three: a vertex can be either in the solution, not in the solution and not

dominated, or not in the solution and dominated. After processing each bag, we

discard partial solutions that select more than κ2(∆ + 1) vertices from any class of

the partition. Note that all vertices of each partition class are introduced before any

are forgotten, so we can guarantee that we indeed never select more than κ2(∆+1)
vertices from each partition class.

Whether a given vertex v outside the solution is dominated or not is completely

determined by the vertices that are in its class and in neighboring classes. While

the partial solution does not track this explicitly for vertices that are forgotten, by

using the fact that we need to select at most κ2(∆ + 1) vertices from each class of

the partition, and the fact that Theorem 3.17 bounds the total weight of the neigh-

borhood of the partition classes in a bag, we see that the number of partial solutions

to be considered is at most

ΠC∈N(σ(t))(|Vi|+1)κ
2(∆+1) = exp(κ2(∆+1)

∑
C∈N(σ(t))

log (|C|+ 1)) = 2O(n1−1/d),

where the product (resp., sum) is taken over N(σ(t)), which denotes the set of par-

tition classesC that appear in the current bag σ(t) or are a neighbors of such a class.

Therefore, we can solve Dominating Set in 2O(n1−1/d)
time.

For the generalization where r > 1, the argument that we need to select at most

κ2(∆ + 1) vertices from each clique still holds: moving a vertex from a clique with

more than κ(∆ + 1) vertices selected to an adjacent clique only decreases the dis-

tance to any vertices it helps cover. The dynamic programming algorithm needs, in

a partial solution, to track at what distance from a vertex in the solution each vertex

is. This, once again, is completely determined by the solution in partition classes at

distance at most r; the number of such cases we can bound using Theorem 3.17.

3.4.1 Rank-based approach

To illustrate how our algorithmic framework can be combined with the rank-based

approach, we now give an algorithm for the following variant of Steiner Tree:

Steiner Tree

Input: A graph G = (V,E), a set of terminal vertices K ⊆ V and s ∈ N.

Question: Decide if there is a vertex setX ⊆ V of size at most s, such that

K ⊆ X , and X induces a connected subgraph of G.
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We only work with the unweighted variant, as the weighted Steiner Tree prob-

lem is NP-complete, even on a clique; it is easy to give an ETH-tight lower bound

of 2Ω(n)
for the weighted case.

The proof requires the following lemma.

Lemma 3.19. Let P be a κ-partition of a graph G where GP has maximum degree
∆. Let A be a clique of a κ-sized clique partition of a class C ∈ P . Then any optimal
solution X contains at most κ(∆ + 1) vertices from A that are not also in K . Any
optimal solution thus contains at most κ2(∆+1) vertices (that are not also inK) from
each partition class.

Proof. To every vertex v ∈ (A ∩ X) \ K we greedily assign a private neighbor
u ∈ X \A such that u is adjacent to v and u is not adjacent to any other previously

assigned private neighbor. If this process terminates before all vertices in (A∩X)\K
have been assigned a private neighbor, then the remaining vertices are redundant

and can be removed from the solution.

We now note that since the neighborhood ofA can be covered by at most κ(∆+
1) cliques, this gives us an upper bound on the number of private neighbors that can

be assigned and thus bounds the number of vertices that can be selected from any

partition class.

Theorem3.20. Let d > 2 be a constant, and letG be an intersection graph of similarly
sized fat objects in Rd. Then Steiner Tree can be solved on G in 2O(n1−1/d) time.

Proof. The algorithm works by dynamic programming on a traditional tree decom-

position. The leaf, introduce, join and forget cases can be handled as they are in

the conventional algorithm for Steiner Tree based on tree decompositions, see

e.g. [16]. However, after processing each bag, we can reduce the number of partial

solutions that need to be considered by exploiting the properties of the underlying

κ-partition.

To this end, we �rst need a bound on the number of vertices that can be selected

from each class of the κ-partition P .

The algorithm for Steiner Tree presented in [16] is for the weighted case, but

we can ignore the weights by setting them to 1. A partial solution is then represented

by a subset S ⊆ σ(t) (representing the intersection of the partial solution with the

vertices in the bag σ(t)), together with an equivalence relation onS (which indicates

which vertices are in the same connected component of the partial solution).

By Lemma 3.19 we select at most κ2(∆+1) vertices from each partition class, so

we can discard partial solutions that select more than this number of vertices from

any partition class. Then the number of subsets S considered is at most
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∏
C∈σ(t)

(|C|+ 1)κ
2(∆+1) = exp

κ2(∆ + 1) ·
∑

C∈σ(t)

log(|C|+ 1)


6 exp

(
κ2(∆ + 1)τ

)
.

For any such subset S, the number of possible equivalence relations is 2Θ(|S| log |S|)
.

However, the rank-based approach [16] provides an algorithm called “reduce” that,

given a set of equivalence relations
5

onS, outputs a representative set of equivalence

relations of size at most 2|S|. Thus, by running the reduce algorithm after processing

each bag, we can keep the number of equivalence relations considered bounded by

2O(|S|)
.

Since |S| = O(κ2(∆ + 1)τ) (we select at most κ2(∆ + 1) vertices from each

partition class and each bag contains at most τ partition classes), for any subset S,

the rank-based approach guarantees that we need to consider at most 2O(κ2(∆+1)τ)

representative equivalence classes of S.

Theorem3.21. Let d > 2 be a constant, and letG be an intersection graph of similarly
sized fat objects in Rd. ThenMaximum Induced Forest (and Feedback Vertex Set)
can be solved in 2O(n1−1/d) time in G.

Proof. We once again proceed by dynamic programming on a traditional tree de-

composition corresponding to the weighted tree decomposition of GP of width τ ,

where P is a κ-partition, and the maximum degree of GP is at most ∆. We de-

scribe the algorithm for Maximum Induced Forest, which also gives an algorithm

for Feedback Vertex Set as it is simply its complement.

Using the rank-based approach with Maximum Induced Forest requires some

modi�cations to the problem, since the rank-based approach is designed to get max-

imum connectivity, whereas in Maximum Induced Forest, we aim to “minimize”

connectivity (i.e., avoid creating cycles). To overcome this issue, the authors of [16]

add a special universal vertex v0 to the graph, increasing the width of the decompo-

sition by 1. Then they ask whether we can delete some of the edges incident to v0

such that there exists an induced, connected subgraph including v0 of size k + 1 in

the modi�ed graph that has exactly k edges. Essentially, the universal vertex allows

us to arbitrarily glue together the trees of an induced forest into a single (connected)

tree. This thus reformulates the problem such that we now aim to �nd a connected

solution.

The main observation that allows us to use our framework is that from each

clique we can select at most 2 vertices (otherwise, the solution would become cyclic).

5

What we refer to as “equivalence relation” is called a “partition” in [16].
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Consequently, we only need to consider partial solutions that select at most 2κ ver-

tices from each partition class. The number of such subsets is at most 2O(κτ)
. Since

we only need to track connectivity among these 2κ vertices (plus the universal ver-

tex), the rank-based approach allows us to keep the number of equivalence relations

considered bounded by 2O(κτ)
. Thus, we obtain a 2O(κτ)nO(1) = 2O(n1−1/d)

-time

algorithm.

Additional Problems Our approach gives 2O(n1−1/d)
-time algorithms on geo-

metric intersection graphs of d-dimensional similarly-sized fat objects for almost

any problem with the property that the solution (or the complement thereof) can

only contain a constant (possibly depending on the “degree” of the cliques) num-

ber of vertices of any clique. We can also use our approach for variations of the

following problems, which require the solution to be connected:

• Connected Vertex Cover and Connected Dominating Set. These prob-

lems may be solved similarly to their normal variants (which do not require

the solution to be connected), using the rank-based approach to keep the

number of equivalence classes considered single-exponential. In case of Con-

nected Vertex Cover, the complement is an independent set, therefore the

complement may contain at most one vertex from each clique. In case of

Connected Dominating Set, it can be shown that each clique can contain

at most O(κ2∆) vertices from a minimum connected dominating set.

• Connected Feedback Vertex Set. The algorithm for Maximum Induced

Forest can be modi�ed to track that the complement of the solution is con-

nected, and this can be done using the same connectivity-tracking equiva-

lence relation that keeps the solution cycle-free.

Theorem 3.22. For any constant dimension d > 2, Connected Vertex Cover,
Connected Dominating Set and Connected Feedback Vertex Set can be solved
in time 2O(n1−1/d) on intersection graphs of similarly-sized d-dimensional fat objects.

Hamiltonian Cycle. Our separator theorems imply that Hamiltonian Cycle

and Hamiltonian Path can be solved in 2O(n1−1/d)
time on intersection graphs of

similarly-sized d-dimensional fat objects. However, in contrast to our other results,

this requires that a geometric representation of the graph is given. Given a geomet-

ric representation, we can compute a 1-partition P where GP has constant degree.

It can be shown that a cycle/path only needs to use at most two edges between each

pair of cliques; see e.g. [83, 92] and that we can obtain an equivalent instance with

all but a constant number of vertices removed from each clique. Our separator the-

orem implies that this graph has treewidth O(n1−1/d), and Hamiltonian Cycle
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and Hamiltonian Path can then be solved using dynamic programming on a tree

decomposition.

Theorem 3.23. For any constant dimension d > 2,Hamiltonian Cycle andHamil-
tonian Path can be solved in time 2O(n1−1/d) on the intersection graph of similarly-
sized d-dimensional fat objects which are given as input.

Note that the geometric representation is only needed to ensure that we can �nd

a 1-partition. Without a representation the complexity of computing a 1-partition

is unknown, and a challenging open question.
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4.1 Introduction

In this chapter, we investigate subexponential algorithms in more general intersec-

tion graphs than those studied in Chapter 3, but we concentrate only on a single

problem: Independent Set.

Consider the Independent Set problem where, given a set of polygons in R2
,

the task is to �nd a subset of k pairwise disjoint polygons. This is also known

as the discrete packing problem for polygons. The problem can be solved in time

nO(
√
k)

[108]. In contrast, all the subexponential algorithms in higher dimensions

with running times of 2O(n1−1/d)
or 2O(k1−1/d) · nO(1)

have various restrictions on

the object family on which the intersection graph is based [3,8,55,108]. We have no

known analog of the nO(
√
k)

time algorithm of Marx and Pilipczuk [108] in higher

dimensions with the same generality of objects. There is a good reason for this: any

n-vertex graph can be expressed as the intersection graph of 3-dimensional simple

polyhedrons. Thus a subexponential algorithm for 3-dimensional objects without

any severe restriction would give a subexponential algorithm for Independent Set

on general graphs, violating ETH.

What could be reasonable restrictions on the objects that allow running times

of the form, e.g., 2O(n1−1/d)
? A common restriction is to study a set F ⊂ 2R

d
of fat

objects, or to assume that the objects are similarly sized: we needed both of these

assumptions for many of the results in Chapter 3.

The focus of this chapter is to explore the role of fatness in the context of pack-

ing problems and to understand when and to what extent fatness decreases the com-

plexity of the problem. In Chapter 9, we will observe that fatness is essential already

when we consider very simple objects, such as d-dimensional boxes. We show that

under ETH, for any �xed d > 3, there is no 2o(n)
time algorithm for Independent

Set on the intersection graphs of d-dimensional axis-parallel boxes.

The revelation that fatness is a crucial requirement for subexponential algo-

rithms in higher dimensions prompts us to explore in a quantitative way how fatness

in�uences the running time. For this purpose, we introduce a parameter α describ-
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ing the fatness of the objects and give upper and lower bounds taking into account

this parameter as well. More precisely, we introduce the notion of the stabbing
number, which can be regarded as an alternative measure of fatness. This slightly

extends a similar de�nition by Chan [24]. It is de�ned the following way.

De�nition 4.1 (Stabbing number). A family F of objects in Rd is α-stabbed if for

any r ∈ R, the subset of objects o in F of diameter diam(o) ∈ [r/2, r) contained

in any ball of radius r can be stabbed by αd points. The stabbing number of F is

de�ned as infα∈[1,∞){F is α-stabbed}.

Note that a set ofn objects inRd has stabbing number at mostn1/d
. The stabbing

number is closely related to the inverse of a common measure of fatness, as we

will show in Section 4.2. We present an algorithm for Independent Set where the

running time smoothly goes from 2O(n1−1/d)
to 2O(n)

as the stabbing number goes

from O(1) to the maximum possible n1/d
. The proof is based on a modi�cation of

our separator theorem from Chapter 3.

Theorem 4.2. Let α ∈ [1,∞) and 2 6 d ∈ N be �xed constants. There is an
algorithm that solves Independent Set for intersection graphs of similarly sized α-
stabbed objects in Rd running in time 2O(n1−1/dα).

As mentioned, the stabbing number is at most n1/d
, and this algorithm runs in

subexponential time whenever the stabbing number is better than this trivial upper

bound, that is, whenever α = o(n1/d) holds.

We also study the complexity of Independent Set in the parameterized set-

ting: the question is how much one can improve the brute force nO(k)
algorithm

for �nding k independent objects. We present a counterpart of Theorem 4.2 in this

setting.

Theorem 4.3. Let α ∈ [1,∞) and 2 6 d ∈ N. There is a parameterized algorithm
that solves Independent Set for intersection graphs of similarly sized α-stabbed ob-
jects in Rd running in time nO(k1−1/dα), where the parameter k is the size of the max-
imum independent set.

If one regards the algorithm’s running time in terms of the instance size only, the

result would be a 2O(n1−1/d(logn)α)
algorithm, which is slower than the running time

2O(n1−1/dα)
provided by the algorithm of Theorem 4.2. The parameterized algorithm

is based on a separator theorem by Miller et al. [112].
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4.2 The relationship between the stabbing number and

fatness

Recall that in the usual de�nition of fatness, an object o ⊂ Rd is α-fat if there exists

a ball of radius ρin contained in o and a ball of radius ρout that contains o, where

ρin/ρout = α. For our purposes however this de�nition is not �ne-grained enough

in the following sense. The fatness of a 1×1×n box in three dimensions is Θ(1/n),

just as the fatness of a 1 × n × n box. As it will be apparent in what follows, we

need a fatness de�nition according to which 1×n×n boxes are much more fat than

1×1×n boxes. For this purpose, we use the following weaker de�nition of fatness,

that tracks the volume compared to a circumscribed ball more closely. (Note that

constant-fat objects are also weakly constant-fat.)

De�nition 4.4 (Weakly α-fat [137]). An object o ⊆ Rd is α-fat for some α ∈ (0, 1]
if Vol(o)/Vol(B) > αd, where Vol(o) and Vol(B) denotes the volume of o and the

volume of its circumscribed ball B respectively.

An object o is strongly α-fat if for any ballB centered inside owe have Vol(B∩
o)/Vol(B) > αd. In case of convex objects, weak fatness coincides with strong

fatness up to constant factors, see [137], but for non-convex objects, this is not the

case.

The next theorem shows that the inverse of the weak fatness of an object family

is related to the stabbing number. In a sense, this means that the stabbing number is

also a weak measure of (the inverse of) fatness. Note that in our setting, the stabbing

number could be a polynomial of n (i.e., α = nλ for some constant λ), in which case

the log1/d n term is not signi�cant.

Theorem 4.5. Let d be a �xed constant. Then the stabbing number of any family of
n weakly (1/α)-fat (measurable) objects in Rd is O(α log1/d n).

Proof. Consider a family F of weakly 1/α-fat objects. Let B be a ball of radius δ,

and letFB be the set of objects contained inB of diameter at least δ/2. It is su�cient

to show that we can stab FB with O(αd log n) points. Pick k =
⌊
(4α)d(log n+ 1)

⌋
points p1, . . . pk independently uniformly at random in B. For any given object o,

its volume is at least Vol(B)/(4α)d, so the probability that a given pi is not in o is

at most 1 − 1/(4α)d. Since the k points are chosen independently, the probability

that a given object o is unstabbed is at most

(
1− 1

(4α)d

)k
. By the union bound, the

probability that there is an unstabbed object is at most

n

(
1− 1

(4α)d

)k
= n

(
1− 1

(4α)d

)b(4α)d(logn+1)c
< n(1/e)logn+1 < 1.
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Consequently, there exists an outcome where all objects are stabbed.

We conclude this section with the following theorem, which shows an even

stronger connection between fatness and stabbing in case of convex objects. The

theorem uses the existence of the John ellipsoid [84] and the concept of VC-dimension

together with the ε-net theorem [73]. We do not cover either of these topics in this

thesis since they are applied only for this theorem. For more on these, we refer the

interested reader to the original papers [73, 84].

Theorem 4.6. Let d be a �xed constant. Then the stabbing number of any family of
n weakly (1/α)-fat convex objects in Rd is O(α log1/d α).

Proof. Consider a family F of weakly 1/α-fat convex objects. Let B be a ball of

radius δ, and let FB be the set of objects contained in B of diameter at least δ/2.

It is su�cient to show that we can stab FB with O(αd logα) points. For any given

object o, its volume is at least Vol(B)/(4α)d. Every convex object o ∈ FB contains

an ellipsoid `(o) ⊆ o such that Vol(o)/Vol(`(o)) 6 dd [84]. Since the VC-dimension

of ellipsoids in Rd is O(d2) [2], the ε-net theorem [73] implies that the ellipsoids

`(o) (o ∈ FB) can be stabbed by O( d2

1/(4α)d
log d2

1/(4α)d
) = O(αd logα) points.

Since the ellipsoids are contained in their respective objects, this point set also stabs

all objects in FB .

4.3 Algorithms for non-fat objects

We will now prove Theorems 4.2 and 4.3 in succession by presenting an algorithm

for Independent Set on intersection graphs, whose running time scales nicely with

the stabbing number of the objects.

4.3.1 Adapting to non-fat objects

The algorithm for Theorem 4.2 is an adaptation of the Independent Set algorithm

for fat objects from Chapter 3, based on weighted cliques.

Proof of Theorem 4.2. The algorithm works by �nding a balanced separator of the

objects, such that the separator itself can be partitioned into cliques and this parti-

tion has the property that the number of independent sets within the separator is

2O(n1−1/dα)
. The result then follows from applying this algorithm recursively. Thus,

we are left with the task to prove the existence of such a separator.

We begin by picking a minimum size hypercubeH0 that contains at leastn/(6d+
1) objects, and we translate and scale everything so that H0 becomes a unit hyper-

cube centered at the origin. We now de�ne n1/d
hypercubes H1, . . . ,Hn1/d , which
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will be our candidate separators. Each hypercube Hi is centered at the origin and

has edge length 1 + 2i
n1/d .

Each hypercubeHi corresponds to a separator as follows: the separator consists

of the objects intersected by the boundary of the hypercube, and separates the ob-

jects contained in the interior of the hypercube from those that do not intersect it.

To ensure that the separators are balanced, to each separator we add all objects in-

tersecting Hn1/d with diameter > 1/4. Note that these objects can be stabbed with

O(1) points, and therefore do not contribute too many cliques to the partition.

The proof of the following lemma is identical to the proof of the balance that we

have seen in Lemma 3.2.

Lemma 4.7. Each separator Hi is balanced, in the sense that both the interior and
exterior contain at most 6d

6d+1
n objects.

Next, we show that among the separatorsH1, . . . ,Hn1/d , at least one has a suit-

able partition into cliques. Consider a separator S and a partition of S into cliques

(which will be de�ned later). Let C(S) = C1, . . . , Ck be the cliques in the partition.

Recall that the weight of S is

∑
C∈C(S) γ(|C|), where γ is a weight function and |C|

denotes the number of vertices of the clique C . We set γ(n) = log(n + 1), but the

result holds for any function γ(n) = O(n1−1/d).

Given a partition of S into cliques, the number of independent sets in S is at

most ∏
C∈C(S)

(|C|+ 1) = 2
∑
C∈C(S) log(|C|+1).

We show that the total weight of all separators isO(nα); since there are n1−1/d

candidate separators, it follows that there exists a separator with weightO(n1−1/dα).

Such a separator therefore has 2O(n1−1/dα)
independent sets.

In the following, let β denote the volume of the circumscribed ball of the smallest

object, and note that since the objects are similarly sized, all circumscribed balls

have the same volume up to a constant factor. Note that, because H0 contains n/6d

objects and we performed a scaling such that H0 has size 1, we have β < 1. We

distinguish two cases: if β1/d > n−1/d
or β1/d 6 n−1/d

.

Case 1: β1/d > n−1/d
.

Since β < 1, all balls intersecting the separator are contained in a hypercube

O(1 + β) = O(1), which can be covered by O(1/β) balls of volume β. By

the de�nition of the stabbing number, it is possible to stab all the objects in-

tersecting the separators using O( 1
βα

d) points, and thus there is a partition

of the objects into O( 1
βα

d) cliques, which we denote by C1, . . . , Ck.

The total weight of the cliques C1, . . . , Ck is
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k∑
i=1

γ(|Ci|) = O(
k∑
i=1

(|Ci|)1−1/d).

The right hand side here is maximized if the number of cliques is maximum

(i.e., we have c 1
βα

d
cliques for some constant c) and each clique contains the

same number of objects (i.e.,
n

c 1
β
αd

objects). Furthermore, since the diameter

of the union of objects in any clique is O(β1/d) and the distance between

consecutive separators is 1/n1/d
, each clique contributes weight to at most

O(β1/dn1/d) separators. Therefore, the total weight (of all separators) is at

most

O

(
β1/dn1/d · 1

β
αd · γ

(
n

1
βα

d

))
= O(nα),

since γ(t) = O(11−1/d). There are n1/d
separators, thus at least one of them

must have weight at most O(n1−1/dα).

Case 2: β1/d 6 n−1/d
.

Each clique contributes to the weight of at most O(1) separators. The total

weight of all separators is then at most a constant times the total weight of

the cliques. This can be upper bounded by O(
∑k

i=1 |Ci|1−1/d), which by the

concavity of x1−1/d
is O(n). Thus, there is a separator with weight at most

O(n1−1/d).

4.3.2 A parameterized algorithm

To prove Theorem 4.3, we use the separator theorem due to Miller et al. [112] already

seen in Section 2.2; we restate it below for convenience. Recall that the ply of a set

of objects in Rd is the largest number p such that there exists a point x ∈ Rd which

is contained in p objects.

Theorem 4.8 (Miller et al. [112]). Let Γ = {B1, . . . , Bn} be a collection of n closed
balls in Rd with ply at most p. Then there exists a sphere S whose boundary intersects
at most O(p1/dn1−1/d) balls and that is a d+1

d+2 -balanced separator of Γ.

Proof of Theorem 4.3. Let F be the set of similarly-sized objects with stabbing num-

ber α de�ning the intersection graph. Consider the set of balls B made up by the

circumscribed balls of the objects of F that are in a maximum independent set. We

claim that the ply of this set is O(αd). To prove the claim, let S be a subset of the

independent set whose circumscribed balls overlap at a point x ∈ Rd. Since the

objects are similarly sized, S must lie within a ball centered at x whose radius is at

most a constant times the diameter of the largest object. Thus, S can be stabbed by
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O(αd) points. However, as S forms an independent set, each point can only stab at

most one object from S. Therefore, |S| = O(αd).

By Theorem 4.8 the ball setB has a
d+1
d+2 -balanced sphere separator, intersecting

O((αd)1/dk1−1/d) = O(k1−1/dα) balls. We proceed by guessing such a sphere, but

in order to do that, we need to de�ne a polynomially large set of spheres S to guess

from.

All that is important about a sphere σ is the separation that it performs on B,

that is, it splitsB to the set of balls inside, the set of balls outside, and the set of balls

intersected by σ. Given an arbitrary sphere σ, we shrink it while we can without

making it disjoint from any of the originally intersected balls, or until a new ball is

touched that was inside the sphere originally. As a result, we get a canonical sphere

σ′ that is tangent to some set of balls fromB. Note that such spheres can be uniquely

de�ned by a set of at most d+1 tangent balls, and a string that for each of these balls

describes if they are inside or outside σ′. In order to de�ne σ, we add another bit for

each touching ball, which is set if and only if the ball was originally not intersected

by σ. Therefore, the number of guesses we can make for σ is nd+14d+1
. Notice that

the guess de�nes the sets of balls inside, outside and intersected by σ as well.

After guessing σ, we proceed by guessing which of the objects intersected by

σ are in the solution, and remove the remaining objects intersected by σ. Since at

mostO(k1−1/dα) of the intersected objects are in the solution, there are nO(k1−1/dα)

possibilities for this guess.

From the remaining objects, we remove those that are adjacent to the objects

guessed to be in the solution, and recurse on the objects inside σ and on the ob-

jects outside σ separately. The running time T (n, k) for this algorithm satis�es the

recurrence (for �xed d):

T (n, k) = nO(k1−1/dα) · T
(
n, k · d+ 1

d+ 2

)
which is at most nO(k1−1/dα)

.

For objects that are O(1)-stabbed, we can apply the above scheme of guessing

a separating sphere or hypercube, and use one of the many separator theorems de-

signed for objects of small ply. See [24, 71, 129]. One can also apply the algorithm

from Chapter 3 since in case of ply O(1), the weights are constants; although the

theorem is stated for the usual notion of fatness, the proof itself uses only the stab-

bing number. We get the following theorem.

Theorem 4.9. Let 2 6 d ∈ N. There is a parameterized algorithm that solves In-
dependent Set for intersection graphs of O(1)-stabbed objects in Rd running in time
nO(k1−1/d), where the parameter k is the size of the maximum independent set.
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4.4 Concluding remarks

We have seen that one can solve Independent Set in higher dimensional inter-

section graphs in subexponential time even if the assumption of fatness is relaxed.

Notice however that we were not able to give up the assumption of similar size; in

contrast, dropping the similar size assumption but keeping fatness gave a 2O(n1−1/d)

algorithm for Independent Set in Corollary 3.4.

The most natural question is what happens if we drop the similar size assump-

tion and have α-stabbed objects for some α = o(n1/d)? Do we still get subexpo-

nential algorithms? The straightforward adaptation of our framework to this setting

does not yield a positive answer; in fact, we can get subexponential algorithms only

in case of α = o(n1/d2). It would be interesting to see if this is optimal, or a running

time of 2O(n1−1/dα)
can be achieved for non-similarly sized α-stabbed objects.
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5.1 Introduction

The Traveling Salesman Problem, or TSP for short, is one of the most widely

studied problems in all of computer science. In (the symmetric version of) the prob-

lem we are given a complete undirected graph G with positive edge weights, and

the goal is to compute a minimum-weight cycle visiting every vertex exactly once.

In 1972 the problem was shown to be NP-hard by Karp [87]. A brute-force algo-

rithm for TSP runs in O(n!), but the celebrated Held-Karp dynamic-programming

algorithm, discovered independently by Held and Karp [74] and Bellman [9], runs

in O(2nn2) time. Despite extensive e�orts and progress on special cases, it is still

open if an exact algorithm for TSP exists with running time O((2− ε)n poly(n)).

In this chapter we study the Euclidean version of TSP, where the input is a set P
of n points in Rd and the goal is to �nd a tour of minimum Euclidean length visiting

all the points. Euclidean TSP has been studied extensively and it can be considered

one of the most important geometric optimization problems. Already in the mid-

1970s, Euclidean TSP was shown to be NP-hard [60,118]. Nevertheless, its compu-

tational complexity is markedly di�erent from that of the general TSP problem. For

instance, Euclidean TSP admits e�cient approximation algorithms. Indeed, the

famous algorithm by Christo�des [28]—which actually works for the more general

Metric TSP problem—provides a (3/2)-approximation in polynomial time, while

no polynomial-time approximation algorithm exists for the general problem (un-

less P =NP). It was a long-standing open problem whether Euclidean TSP admits a

PTAS. The question was answered a�rmatively by Arora [7] who provided a PTAS

with running time n(log n)O(
√
d/ε)d−1

. Independently, Mitchell [113] designed a

PTAS in R2
. The running time was improved to 2(1/ε)O(d)

n + (1/ε)O(d)n log n by

Rao and Smith [123]. Hence, the computational complexity of the approximation

problem is fairly well-understood.

Results on exact algorithms for Euclidean TSP are also quite di�erent from

those on the general problem. The best known algorithm for the general case runs,

as already remarked, in exponential time, and there is no 2o(n)
algorithm under ETH

due to classical reductions for Hamiltonian Cycle [31, Theorem 14.6]. Euclidean



52 The Euclidean traveling salesman problem

TSP, on the other hand, is solvable in subexponential time. For the planar case

this has been shown in the early 1990s by Kann [86] and independently by Hwang,

Chang and Lee [78], who presented an algorithm with an nO(
√
n)

running time.

Both algorithms use a divide-and-conquer approach that relies on �nding a suitable

separator. The approach taken by Hwang, Chang and Lee is based on considering

a triangulation of the point set such that all segments of the tour appear in the

triangulation, and then observing that the resulting planar graph has a separator of

sizeO(
√
n). Such a separator can be guessed in nO(

√
n)

ways, leading to a recursive

algorithm withnO(
√
n)

running time. It seems hard to extend this approach to higher

dimensions. Kann obtains his separator in a more geometric way, using the fact

that in an optimal tour, there cannot be too many long edges that are relatively

close together—see the Packing Property we formulate in Section 5.2. This makes it

possible to compute a separator that is crossed by O(
√
n) edges of an optimal tour,

which can be guessed in nO(
√
n)

ways. The geometric �avor of this algorithm makes

it more amenable to extensions to higher dimensions. Indeed, some years later Smith

and Wormald [129] gave an algorithm for Euclidean TSP in Rd, which is based on

a similar kind of geometric separator as used by Kann. Their algorithm runs in

nO(n1−1/d)
time. Throughout this chapter, we assume that the dimension d > 2 is

an absolute constant.)

The main question, also posed by Woeginger in his survey [142] on open prob-

lems around exact algorithms, is the following: is an exact algorithm with running

time 2O(n1−1/d)
attainable for Euclidean TSP? Similar results have been obtained

for some related problems. In particular, Deineko et al. [44] proved that Hamil-

tonian Cycle on planar graphs can be solved in 2O(
√
n)

time, and Dorn et al. [50]

proved that TSP on weighted planar graphs can be solved in 2O(
√
n)

time. Marx and

Sidiropoulos [109] have recently shown that Euclidean TSP does not admit an al-

gorithm with 2O(n1−1/d−ε)
, unless ETH fails. In the past twenty years the algorithms

for Euclidean TSP have not been improved, however. Hence, even for the planar

case the complexity of Euclidean TSP is still unknown.

Our contribution. We �nally settle the complexity of Euclidean TSP, up to con-

stant factors in the exponent: we present an algorithm for Euclidean TSP in Rd,

where d > 2 is a �xed constant, with running time 2O(n1−1/d)
, and we show that no

2o(n
1−1/d)

algorithm exists unless ETH fails.

The lower bound will be proven in Chapter 8; the main contribution of this

chapter lies in the upper bound. The global approach to obtain the upper bound is

similar to the approach of Kann [86] and Smith and Wormald [129]: we use a divide-

and-conquer algorithm based on a geometric separator. A geometric separator for a

given point set P is a simple geometric object—we use a hypercube—such that the

number of points inside the separator and the number of points outside the separator
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are roughly balanced. As mentioned above, Kann [86] and Smith and Wormald [129]

use a packing property of the edges in an optimal TSP tour to argue that a separator

exists that is crossed by only O(n1−1/d) edges from the tour. Since P de�nes

(
n
2

)
possible edges, the set of crossing edges can be guessed in nO(n1−1/d)

ways.

The �rst obstacle we must overcome if we want to beat this running time is

therefore that the number of subproblems is already too large at the �rst step of the

recursive algorithm. Unfortunately there is no hope of obtaining a balanced separa-

tor that is crossed by o(n1−1/d) edges from the tour: there are point sets such that

any balanced separator that has a “simple” shape (e.g., ball or hypercube) is crossed

Ω(n1−1/d) times by an optimal tour. Thus we proceed di�erently: we prove that

there exists a separator such that, even though it can be crossed by up to Θ(n1−1/d)
edges from an optimal tour, the total number of candidate subsets of crossing edges

we need to consider is only 2O(n1−1/d)
. We obtain such a separator in two steps.

First we prove a distance-based separator theorem for point sets. Intuitively, this the-

orem states that any point set P admits a balanced separator such that the number

of points from P within a certain distance from the separator decreases rapidly as

the distance decreases. In the second step we then prove that this separator σ has

the required properties, namely (i) σ is crossed by O(n1−1/d) edges in an optimal

tour, and (ii) the number of candidate sets of crossing edges is 2O(n1−1/d)
. In order

to prove these properties we use the Packing Property of the edges in an optimal

tour.

There is one other obstacle we need to overcome to obtain a 2O(n1−1/d)
algo-

rithm: after computing a suitable separator σ and guessing a set S of crossing edges,

we still need to solve many di�erent subproblems. The reason is that the partial so-

lutions on either side of σ need to �t together into a tour on the whole point set.

Thus a partial solution on the outside of σ imposes connectivity constraints on the

inside. More precisely, ifB is the set of endpoints of the edges in S that lie inside σ,

then the subproblem we face inside σ is as follows: compute a set of paths visiting

the points inside σ such that the paths realize a given matching on B. The number

of matchings on |B| boundary points is |B|Θ(|B|)
, which is again too much for our

purposes. Fortunately, the rank-based approach [16, 32] developed in recent years

can be applied here. By applying this approach in a suitable manner, we then obtain

our 2O(n1−1/d)
algorithm.

Aword on themodel of computation. In this chapter we are mainly interested

in the combinatorial complexity of Euclidean TSP. The algorithm we describe in

Sections 5.2 and 5.3 therefore works in the real-RAM model of computation, with

the capability of taking square roots. In particular, we assume that distances can be

added in O(1) time, so that the length of a given tour can be computed exactly in

O(n) time. In Section 5.4 we also consider the following “almost Euclidean” version
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of the problem: we are given a set P = {p1, . . . , pn} with rational coordinates,

together with a distance matrix D such that D[i, j] contains an approximation of

|pipj |. The property we require is that the ordering of distances is preserved: if

|pipj | < |pkpl| then D[i, j] < D[k, l]. We show that an optimal tour in this setting

satis�es the Packing Property, which implies that our algorithm can solve the almost

Euclidean version of Euclidean TSP in 2O(n1−1/d)
time.

5.2 A separator theorem for TSP

In this section we show how to obtain a separator that can be used as the basis of an

e�cient recursive algorithm to compute an optimal TSP tour. Intuitively, we need

a separator that is crossed only few times by an optimal solution and such that the

number of candidate sets of crossing edges is small. We obtain such a separator

in two steps: �rst we construct a separator σ such that there are only few points

relatively close to σ, and then we show that this implies that σ has all the desired

properties.

Notation and terminology. For the purposes of this chapter, a separator is the

boundary of an axis-aligned hypercube. A separator σ partitions Rd into two re-

gions: a region σin consisting of all points in Rd inside or on σ, and a region σout

consisting of all points in Rd strictly outside σ. We de�ne the size of a separator σ
to be its edge length, and we denote it by size(σ). For a separator σ and a scaling

factor t > 0, we de�ne tσ to be the separator obtained by scaling σ by a factor t
with respect to its center. In other words, tσ is the separator whose center is the

same as the center of σ and with size(tσ) = t · size(σ); see Fig. 5.1.

Let P be a set of n points in Rd. A separator σ induces a partition of the given

point set P into two subsets, P ∩ σin and P ∩ σout. We are interested in δ-balanced
separators, which are separators such that max(|P∩σin|, |P∩σout|) 6 δn for a �xed

constant δ > 0. It will be convenient to work with δ-balanced separators for δ =
4d/(4d+1). From now on we will refer to (4d/(4d+1))-balanced separators simply

as balanced separators. (There is nothing special about the constant 4d/(4d+1), and

it could be made smaller by a more careful reasoning and at the cost of some other

constants we will encounter later on.)

Distance-based separators for point sets. As mentioned, we �rst construct a

separator σ such that there are only few points close to it. To this end we de�ne the

relative distance from a point p to σ, denoted by rdist(p, σ), as follows:

rdist(p, σ)
def

= d∞(p, σ)/ size(σ),
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size(σ)

p

2.5σ

3σ σ

Figure 5.1: A separator σ and a point p with rdist(p, σ) = 0.75.

where d∞(p, σ) denotes the shortest distance in the `∞-metric between p and any

point on σ. Note that if t is the scaling factor such that p ∈ tσ, then rdist(p, σ) =
|1− t|/2. For integers i de�ne

Pi(σ)
def

= { p ∈ P | rdist(p, σ) 6 2i/n1/d }.

Note that the smaller i is, the closer to σ the points in Pi(σ) are required to be. We

now wish to �nd a separator σ such that the size of the sets Pi(σ) decreases rapidly

as i decreases.

Theorem 5.1. Let P be a set of n points in Rd. Then there is a balanced separator σ
for P such that

|Pi(σ)| =

{
O((3/2)in1−1/d) for all i < 0

O(4in1−1/d) for all 0 6 i

Moreover, such a separator can be found in O(nd+1) time.

Proof. Let σ∗ be a smallest separator such that |P ∩σ∗in| > n/(4d+1). We will show

that there is a t∗ with 1 6 t∗ 6 3 such that t∗σ∗ is a separator with the required

properties.

First we claim that tσ∗ is balanced for all 1 6 t 6 3. To see this, observe that

for t > 1 we have

|P ∩ (tσ∗)out| 6 |P ∩ σ∗out| = n− |P ∩ σ∗in| 6 n− n/(4d + 1) = (4d/(4d + 1))n.

Moreover, for t 6 3 we can cover tσ∗in by 4d hypercubes of size (3/4) · size(σ∗).

By de�nition of σ∗ these hypercubes contain less than n/(4d + 1) points each, so

|P ∩ (tσ∗)in| < 4d · (n/(4d + 1)), which �nishes the proof of the claim.
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1 3

wp(t)

2.5
t

..
.

Figure 5.2: Schematic drawing of the weight function wp(t) of a point p such that

rdist(p, tσ∗) = 0 for t = 2.5.

It remains to prove that there is a t∗ with 1 6 t∗ 6 3 such that t∗σ∗ satis�es

the condition on the sizes of the sets Pi(t
∗σ∗). To this end we will de�ne a weight

function wp : [1, 3] → R for each p ∈ P . The idea is that the closer p is to tσ∗,
the higher the value wp(t). An averaging argument will then show that there must

be a t∗ such that

∑
p∈P wp(t

∗) is su�ciently small, from which it follows that t∗σ∗

satis�es the condition on the sizes of the sets Pi(t
∗σ∗). Next we make this idea

precise.

Assume without loss of generality that size(σ∗) = 1. For a point p ∈ P , let

ip(t) be the integer such that 2ip(t)−1/n1/d < rdist(p, tσ∗) 6 2ip(t)/n1/d
, where

ip(t) = −∞ if rdist(p, tσ∗) = 0. Note that p ∈ Pi(tσ∗) if and only if ip(t) 6 i. We

de�ne the weight function wp(t) as follows; see Fig. 5.2.

wp(t)
def

=


n1/d

(3/2)ip(t)
if ip(t) < 0

n1/d

4ip(t)
if ip(t) > 0

unde�ned if ip(t) = −∞.

We now want to bound

∫ 3
1 wp(t)dt. Note that the function wp(t) may be un-

de�ned for at most one t ∈ [1, 3], namely when there is a t in this range such that

rdist(p, tσ∗) = 0. Formally we should remove such a t from the domain of integra-

tion. To avoid cluttering the notation we ignore this technicality and continue to

write

∫ 3
1 wp(t)dt.

Claim. For each p ∈ P , we have

∫ 3
1 wp(t)dt = O(1).

Proof of claim. De�ne Tp(i)
def

= {t | 1 6 t 6 3 and ip(t) = i}. By de�-

nition of ip(t), the value wp(t) is constant over Tp(i). We therefore want to

bound |Tp(i)|, the sum of the lengths of the intervals comprising Tp(i). As-

sume without loss of generality that the center of σ∗ lies at the origin of Rd.
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Then, depending on the position of p,

either rdist(p, tσ∗) = |px−t|/ size(tσ∗) or rdist(p, tσ∗) = |py−t|/ size(tσ∗).

Assume without loss of generality that the former is the case. Since 1 6 t 6 3
and size(σ∗) = 1, we then have rdist(p, tσ∗) > |px − t|/3. Hence, for any

t ∈ Tp(i) we have |px−t|/3 6 2i/n1/d
. This implies that |Tp(i)| 6 6 ·2i/n1/d

and so

∫ 3

1
wp(t)dt =

∑
i>0

|Tp(i)| ·
n1/d

4i
+
∑
i<0

|Tp(i)| ·
n1/d

(3/2)i

6 6 ·
∑
i>0

(
1

2

)i
+6 ·

∑
i<0

(
4

3

)i
= 30. ♦

The above claim implies that

∫ 3
1

(∑
p∈P wp(t)

)
dt 6 30n. Hence there exists a

t∗ ∈ [1, 3] such that

∑
p∈P wp(t

∗) 6 15n. Now consider a set Pi(t
∗σ∗) with i > 0.

Each p ∈ Pi(t∗σ∗) has ip(t
∗) 6 i and so

|Pi(t∗σ∗)| 6
∑

p∈P wp(t
∗)

minp∈Pi(t∗σ∗)wp(t
∗)

=
O(n)

n1/d/4i
= O(4in1−1/d).

A similar argument shows that |Pi(t∗σ∗)| = O((3/2)in1−1/d) for all i < 0.

To �nd the desired separator we �rst compute σ∗. Note that we can always

shift σ∗ such that it has at least one point on at least d of its (d − 1)-dimensional

faces. Hence, a simple brute-force algorithm can �nd σ∗ in O(nd+1) time. Once we

have σ∗, we would like to �nd the value t∗ ∈ [1, 3] minimizing

∑
p∈P wp(t). Recall

that each wp is a step function, and so

∑
p∈P wp is a step function as well. There

is one slight issue, however, namely that the number of steps of the functions wp
is unbounded. We deal with this issue by replacing each wp by a truncated version

wp, as explained next.

We de�ne the truncated function wp as follows:

wp(t)
def

=


1/n if wp(t) < 1/n

wp(t) if 1/n 6 wp(t) 6 c1n

15n if wp(t) > 15n.

Each function wp is a step function, and one easily veri�es that wp hasO(log n)
steps which we can compute inO(log n) time. Hence, we can �nd a value t that min-

imizes

∑
p∈P wp(t) inO(n log n) time. Since

∑
p∈P wp(t) = O(n) if

∑
p∈P wp(t) =

O(n), the separator tσ∗ has the required properties.
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Remark 5.2. It is not hard to reduce the time needed to compute the separator by

working with an approximation of the smallest hypercube σ∗ containing at least

n/(4d+1) points. We can �nd an ε-approximation to the minimum enclosing ball in

linear time [72], whose circumscribed axis-parallel cube is a constant-approximation

to the minimum enclosing cube. Note that this would weaken the balance factor of

the separator theorem. Nonetheless, in our application this does not make a di�er-

ence, and the simple brute-force algorithm to �nd σ∗ su�ces.

In the remainder we will need a slightly more general version of Theorem 5.1,

where we require the separator to be balanced with respect to a given subsetQ ⊆ P ,

that is, we require max(|Q∩σin|, |Q∩σout|) 6 δ|Q| for δ = 4d/(4d+1). Note that

the distance condition in the corollary below is still with respect to the points in P .

The proof of the corollary is exactly the same as before, we only need to rede�ne

σ∗ to be a smallest separator such that |Q ∩ σ∗in| > |Q|/(4d + 1).

Corollary 5.3. Let P be a set of n points in Rd and let Q ⊆ P . Then there is a
separator σ that is balanced with respect to Q and such that

|Pi(σ)| =

{
O((3/2)in1−1/d) for all i < 0

O(4in1−1/d) for all 0 6 i.

Moreover, such a separator can be found in O(nd+1) time.

A separator for TSP. Let P be a set of n points in Rd, and let S(P ) be the set

of segments de�ned by P , that is, S(P )
def

= {pq | (p, q) ∈ P × P}. Now consider a

segment s ∈ S(P ) and a separator σ. We say that s crosses σ if one endpoint of s
lies in σin while the other lies in σout. Using our distance-based separator for points

we want to �nd a separator that is crossed only a few times by an optimal TSP tour.

Moreover, we want to control the number of ways in which we have to “guess” a

set of crossing segments. For this we will need the following crucial property of the

segments in an optimal TSP tour.

De�nition 5.4. A set S of segments in Rd has the packing property if for any sep-

arator σ we have

• (PP1):

∣∣{s ∈ S | s crosses σ and length(s) > size(σ)}
∣∣=O(1)

• (PP2):

∣∣{s ∈ S | s ⊂ σin and length(s) > size(σ)/4}
∣∣=O(1).

Property (PP2) is actually implied by (PP1), but it will be convenient to explicitly

state (PP2) as part of the de�nition. Note that the constants hidden in theO-notation

in De�nition 5.4 may (and do) depend on d.
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Some variants of the above packing property have been shown to hold for the

set of edges of an optimal TSP [86, 129]. (For completeness, we present a proof in

a more general setting, which can be found in Section 5.4.) Hence, we can restrict

our attention to subsets of S(P ) with the packing property. For a separator σ, we

are thus interested in the following collection of sets of segments crossing σ:

C(σ, P )
def

= {S ⊆ S(P ) | S has the packing property and all segments in S cross σ}.

Our main separator theorem states that we can �nd a separator σ that is balanced

and such that the sets in C(σ, P ), as well as the collection C(σ, P ) itself, are small.

Since the general packing property is hard to test, we will enumerate a slightly larger

collection of candidate sets, which we denote by C′(σ, P ).

Theorem 5.5. Let P be a set of n points in Rd and let Q ⊆ P . Then there is a sepa-
rator σ such that

(i) σ is balanced with respect to Q

(ii) each candidate set S ∈ C′(σ, P ) contains O(n1−1/d) segments

(iii) |C(σ, P )| ⊆ |C′(σ, P )|, and |C(σ, P )| 6 |C′(σ, P )| = 2O(n1−1/d).

Moreover, σ and the collection C′(σ, P ) can be computed in 2O(n1−1/d) time.

Proof. Let σ be the separator obtained by applying Corollary 5.3 to the sets P and

Q. Then σ has property (i). Next we prove that it has properties (ii) and (iii) as well,

where we assume without loss of generality that size(σ) = 1 and that σ is centered

at the origin.

Let Lsmall
def

= 1/(n1/dn(1−1/d) log3/2 2). Any set S ∈ C(σ, P ) can be partitioned

into three subsets:

• Sshort
def

= {s ∈ S | length(s) 6 Lsmall}

• Smid
def

= {s ∈ S | Lsmall < length(s) 6 1}

• Slong
def

= {s ∈ S | length(s) > 1}.

We analyze these subsets separately. We start with Sshort and Slong.

Claim. For any S ∈ C(σ, P ) the set Sshort consists of O(1) segments, and the

number of di�erent subsets Sshort that can arise over all sets S ∈ C(σ, P ) is

nO(1)
. Similarly, Slong consists ofO(1) segments, and the number of di�erent

subsets Slong that can arise over all sets S ∈ C(σ, P ) is nO(1)
.

Proof of claim. A segment in Sshort has both endpoints at distance at most
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2i+1/n1/d

Figure 5.3: The gridGi used in the proof of Theorem 5.5. The grid points are shown in black

and gray; only the hypercubes Hg of the gray grid points are shown.

Lsmall from σ, and so both endpoints are in Pi(σ) for i = − log3/2 n
1−1/d

. By

Corollary 5.3, the number of points in this Pi(σ) is O((3/2)in1−1/d) = O(1).

Hence, |Sshort| = O(1), which trivially implies we can choose Sshort in nO(1)

ways. The number of segments in Slong is O(1) by Packing Property (PP1),

which again implies that we can choose Slong in nO(1)
ways. ♦

It remains to handle Smid.

Claim. For any S ∈ C(σ, P ) the set Smid consists ofO(n1−1/d) segments, and

the number of di�erent subsets Smid that can arise over all sets S ∈ C(σ, P )

is 2O(n1−1/d)
.

Proof of claim. De�ne Smid(i) ⊆ Smid to be the following:

Smid(i)
def

=
{
s ∈ Smid | 2i−1/n1/d < length(s) 6 2i/n1/d

}
.

Note that

Smid =
⋃
{Smid(i) | − log3/2 n

1−1/d + 1 6 i 6 log n1/d}.

We �rst analyze |Smid(i)| and the number of ways in which we can choose

Smid(i) for a �xed i. To this end, we partition each face f of σ into a (d− 1)-

dimensional grid whose cells have size 2i/n1/d
. (If n1/d/2i is not an integer,

then we use size 1/dn1/d/2ie; all subsequent arguments work in this case as

well.) Let Gi be the set of grid points generated over all faces f , and note that

|Gi| = O((n1/d/2i)d−1) = O(n1−1/d/2i(d−1)).

For each g ∈ Gi, let Hg denote the axis-aligned hypercube of size 2i+1/n1/d

centered at g; see Fig. 5.3. Let Hi
def

= {Hg | g ∈ Gi} be the set of all these
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hypercubes. Note that for any segment s ∈ Smid(i) there is a hypercube

Hg ∈ Hi that contains s. Furthermore, all points in any Hg have distance at

most 2i/n1/d
from σ, and so P ∩Hg ⊆ Pi(σ) for all g.

Now let ng denote the number of points from P inside Hg . Since each

point p ∈ P is contained in a constant (depending on d) number of hyper-

cubes Hg , we have

∑
g∈Gi ng = O(|Pi(σ)|). Furthermore, by Packing Prop-

erty (PP2) we know that a hypercube Hg can contain only O(1) segments

from Smid(i). Thus

|Smid(i)| = O(number of non-empty hypercubes Hg)

= O(min(|Gi|, |Pi(σ)|))
= O(min(n1−1/d/2i(d−1), |Pi(σ)|)).

For i < 0 we have |Pi(σ)| = O((3/2)in1−1/d), which implies

|Smid| =
∑
i

|Smid(i)|

= O

(∑
i<0

(3/2)in1−1/d +
∑
i>0

n1−1/d/2i(d−1)

)
= O(n1−1/d).

Now consider the number of ways in which we can choose Smid(i). In a hy-

percube Hg we have O(1) edges which we can choose in n
O(1)
g ways. Hence,

if G∗i ⊆ Gi denotes the collection of grid points g such that ng > 0 (in other

words, such that Hg is non-empty), then

total number of ways to choose Smid(i) =
∏
g∈G∗i

nO(1)
g = 2

O(
∑
g∈G∗

i
logng)

.

We bound

∑
g∈G∗i

log ng separately for i > 0 and i < 0.

First consider the case i > 0. Here we have

∑
g∈G∗i

ng = O(|Pi(σ)|) = O(4in1−1/d).

Moreover, |G∗i | 6 |Gi| = O
(
n1−1/d

2i(d−1)

)
and

n1−1/d

2i(d−1) 6 4in1−1/d
. Since G∗i are

the non-empty cells, we have |G∗i | < cPi(σ) for all i, where c is the ply ofHi,
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which is constant dependent only on d.) Hence,∑
g∈G∗i

log ng 6 |G∗i | · log

(
|Pi(σ)|
|G∗i |

)

< |G∗i | · log

(
c · e · |Pi(σ)|
|G∗i |

)
= O

(
n1−1/d

2i(d−1)
· log 2i(d+1)

)

= O

(
i(d+ 1)

2i(d−1)
· n1−1/d

)
.

In this formula, the �rst step follows from the AM-GM inequality. The third

step uses thatx log(c·e·|Pi(σ)|/x) is monotone increasing forx ∈ (0, c|Pi(σ)|),

therefore we can replace |G∗i | with |Gi| (since |G∗i | < |Gi|).
Now consider the case i < 0. The number of points in the hypercubes is∑

g∈G∗i

ng = O(|Pi(σ)|) = O((3/2)in1−1/d).

Because for i < 0 we have n1−1/d/2i(d−1) > (3/2)in1−1/d
, the number of

points to distribute is smaller than the number of available hypercubes, and

so

∑
g∈G∗i

log ng is maximized when ng = 2 for all g (except for at most one

grid point g). Hence,∑
g∈G∗i

log ng = O(|Pi(σ)|) = O((3/2)in1−1/d).

Thus the total number of ways in which we can choose Smid is bounded by

the following expression, where i ranges from imin
def

= − log3/2 n
1−1/d + 1 to

imax
def

= log n1/d
:

∏
i

exp

O
∑
g∈G∗i

log ng


=
∏
i<0

exp
(
O
(

(3/2)in1−1/d
))∏

i>0

exp

(
O

(
i(d+ 1)

2i(d−1)
· n1−1/d

))

= exp

(
O

(∑
i<0

(3/2)in1−1/d +
∑
i>0

i(d+ 1)

2i(d−1)
· n1−1/d

))
= 2O(n1−1/d). ♦
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Properties (ii) and (iii) now follow directly from the two claims above. Indeed,

for any S ∈ C(σ, P ) we have |S| = |Sshort|+|Smid|+|Slong| = O(1)+O(n1−1/d)+
O(1) = O(n1−1/d), and |C(σ, P )|, which is the number of ways in which we can

choose S, is nO(1) · 2O(n1−1/d) · nO(1) = 2O(n1−1/d)
.

Notice that the above counting argument is constructive, and we can also enu-

merate the sets S with the required properties in 2O(n1−1/d)
time. The enumerated

collection C′(σ, P ) has size 2O(n1−1/d)
and it is clearly a superset of C(σ, P ).

5.3 An exact algorithm for TSP

In this section we design an exact algorithm for TSP using the separator theorem

from the previous section. As a �rst step, let us take a look at the TSP problem in

R2
. The separator theorem from the previous section provides us with a separator σ

such that the number of segments from an optimal tour that cross σ is O(n1−1/d).

Moreover, the number of candidate subsets S ∈ C(σ, P ) that we need to try is

only 2O(n1−1/d)
. We can now obtain a divide-and-conquer algorithm similar to the

algorithms of [86,129] in a relatively standard manner. As we shall see, however, the

resulting algorithm would still not run in 2O(n1−1/d)
time. We will therefore need

to modify the algorithm and employ the rank-based approach [16] to get our �nal

result. In what follows, we describe an exact algorithm for TSP in Rd.

A separator-based divide-and-conquer algorithm for Euclidean TSP works as

follows. We �rst compute a separator using Theorem 5.5 for the given point set.

For each candidate subset of edges crossing the separator, we then need to solve a

subproblem for the points inside the separator and one for the points outside the

separator. In these subproblems we are no longer searching for a shortest tour, but

for a collection of paths that connect the edges crossing the separator in a suitable

manner.

To de�ne the subproblems more precisely, let P be a point set and let M be

a perfect matching on a set B ⊆ P of so-called boundary points. We say that a

collection P = {π1, . . . , π|B|/2} of paths realizesM on P if (i) for each pair (p, q) ∈
M there is a path πi ∈ P with p and q as endpoints, and (ii) the paths together

visit each point p ∈ P exactly once. We de�ne the length of a path πi to be the

sum of the Euclidean lengths of its edges, and we de�ne the total length of P to

be the sum of the lengths of the paths πi ∈ P . The subproblems that arise in our

divide-and-conquer algorithm can now be de�ned as follows.
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Euclidean Path Cover

Input: A point set P ⊂ Rd, a set of boundary points B ⊆ P , and a perfect

matching M on B.

Question: Find a collection of paths covering P of minimum total length

that realizes M on P .

Note that we can solve Euclidean TSP on a point set P by creating a copy p′ of

an arbitrary point p ∈ P , and then solve Euclidean Path Cover on P ∪ {p′} with

B
def

= {p, p′} and M
def

= {(p, p′)}.
An instance of Euclidean Path Cover can be solved by a separator-based re-

cursive algorithm as follows. Let (P,B,M) be an instance of Euclidean Path

Cover, and let σ be a separator for P . We consider each candidate set S ∈ C(σ, P )
of edges crossing the separator σ. In fact, it is su�cient to consider candidate sets

where the number of segments from S incident to any point p ∈ P \ B is at most

two, and the number of segments from S incident to any point in B is at most one.

We now wish to de�ne subproblems for σin and σout (the regions inside and

outside σ, respectively) whose combination yields a solution for the given problem

on P . Let P1(S) ⊆ P denote the set of endpoints with precisely one incident seg-

ment from S, and let P2(S) ⊆ P be the set of endpoints with precisely two incident

segments from S. Note that in a solution to the problem (P,B,M) the points in

B need one incident edge—they must become endpoints of a path—while points in

P \ B need two incident edges. This means that the points in B ∩ P1(S) and the

points in P2(S) now have the desired number of incident edges, so they can be ig-

nored in the subproblems. Points in B4P1(S)
def

= (B \ P1(S)) ∪ (P1(S) \ B) still

need one incident edge, while points in P \ ((B ∩ P1(S)) ∪ P2(S)) still need two

incident edges. Hence, for σin we obtain subproblems of the form (Pin, Bin,Min)
where

Pin
def

=
(
P \

(
(B ∩ P1(S)) ∪ P2(S)

))
∩ σin,

Bin
def

=
(
B4P1(S)

)
∩ σin,

Min is a perfect matching on Bin.

(5.1)

See Figure 5.4. For σout we obtain subproblems of the form (Pout, Bout,Mout) de-

�ned in a similar way. As already remarked, we can restrict our attention to candi-

date setsS ∈ C(σ, P ) that contain at most one edge incident to any given point inB,

and at most two edges incident to any given point in P \B. Moreover, S should be

such that |Bin| and |Bout| are even. We de�ne C∗(σ, P ) to be the family of candidate

sets C′(σ, P ) restricted this way. Also note that while Pin, Bin and Pout, Bout are

determined once S is �xed, the algorithm has to �nd the best matchings Min and

Mout. These matchings should together realize the matching M on P and, among

all such matchings, we want the pair that leads to a minimum-length solution.
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σ

S

B

Bin

Figure 5.4: A Euclidean Path Cover instance, and how it is sliced by a separator σ. The

dashed lines show a possible path cover.

The number of perfect matchings on k points is kΘ(k)
. Unfortunately, already in

the �rst call of the recursive algorithm |Bin| and |Bout| can be as large as Θ(n1−1/d).

Hence, recursively checking all matchings will not lead to an algorithm with the de-

sired running time. In R2
we can use that an optimal TSP tour is crossing-free, so it

is su�cient to look for “crossing-free matchings”, of which there are only 2O(k)
.

(This approach would actually require a di�erent setup of the subproblems; see

the papers by Deineko et al. [44] and Dorn et al. [50].) However, the crossing-free

property has no analogue in higher dimensions, and it does not hold in R2
for our

“almost-Euclidean” setting either. Hence, we need a di�erent approach to rule out

a signi�cant proportion of the available matchings.

Applying the rank-based approach. Next we describe how we can use the

rank-based approach [16,32] in our setting. We try to avoid the intricate notation in-

troduced in the original papers, but our terminology is mostly compatible with [16].

A standard application of the rank-based approach works on a tree-decomposition

of the underlying graph, where the bags represent vertex separators. In our appli-

cation the underlying graph is a complete graph on the points—all segments are

potentially segments of the TSP tour—and we have to use a separator for the edges

in the solution.

LetP be a set of points inRd, and letB ⊆ P be a set of boundary points such that

|B| is even. LetM(B) denote the set of all perfect matchings on B, and consider a

matching M ∈M(B). We can turn M into a weighted matching by assigning to it

the minimum total length of any solution realizingM . In other words, weight(M) is

the length of the solution of Euclidean PathCover for input (P,B,M). Whenever

we speak of weighted matchings in the sequel, we always mean perfect matchings

on a set B ⊆ P weighted as above. We useM(B,P ) to denote the set of all such

weighted matchings on B. Note that |M(B,P )| = |M(B)| = 2O(|B| log |B|)
. The

key to reducing the number of matchings we have to consider is the concept of

representative sets, as explained next.
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We say that two matchings M,M ′ ∈ M(B) �t if their union is a Hamiltonian

cycle. Consider a pair P,B. Let R be a set of weighted matchings on B and let M
be another matching on B. We de�ne

opt(M,R)
def

= min{weight(M ′) |M ′ ∈ R and M ′ �ts M},

that is, opt(M,R) is the minimum total length of any collection of paths on P that

together with the matching M forms a cycle.

A set R ⊆ M(B,P ) of weighted matchings is de�ned to be representative of

another setR′ ⊆M(B,P ) if for any matchingM ∈M(B) we have opt(M,R) =
opt(M,R′). Note that our algorithm is not able to compute a representative set of

M(B,P ), because it is also restricted by the Packing Property, while a solution of

Euclidean Path Cover for a generic P,B,M may not satisfy it. LetMPP(B,P )
denote the set of weighted matchings inM(B,P ) that have a corresponding Eu-

clidean Path Cover solution satisfying the Packing Property.

The basis of the rank-based method is the following result.

Lemma5.6. [Bodlaender et al. [16, Theorem3.7]] There exists a setR∗ consisting
of 2|B|−1 weighted matchings that is representative of the setM(B,P ). Moreover,
there is an algorithm Reduce that, given a representative setR ofM(B,P ), computes
such a setR∗ in |R| · 2O(|B|) time.

Lemma 5.6 also holds for our case, where R is representative ofMPP(B,P ).

The result of Bodlaender et al. is actually more general than stated above, as it

not only applies to matchings but also to other types of partitions. Moreover, for

matchings the bound has been improved to 2|B|/2−1
[32]. However, Lemma 5.6

su�ces for our purposes.

Lemma 5.6 bounds the size of the representative set in terms of |B|, the number

of boundary points. In the �rst call of our algorithm |B| = O(n1−1/d) because of

the properties of our separator, but we have to be careful that the size of B stays

under control in recursive calls.

Algorithm 1 on page 67 describes how we deal with this. A key step in the

algorithm is Step 3, where we invoke the balance condition of the separator with

respect toB or P depending on the size ofB relative to the size of P . (The constant

γ will be speci�ed in the analysis of the running time.) Steps 7–Steps 10 combine

the representative setsRin andRout. Next we explain these steps in more detail.

Consider a setS ∈ C∗(σ, P ), a matchingMin ∈M(Bin) and a matchingMout ∈
M(Bout). Let G = GS(Min,Mout) be the graph with vertex set V (G)

def

= B ∪
P1(S)∪P2(S) and edge setE(G)

def

= Min∪Mout∪S. We say thatMin andMout are

compatible ifG consists of |B|/2 disjoint paths covering V (G) whose endpoints are

exactly the points in B. A pair of compatible matchings induces a perfect matching

on B, where for each of these |B|/2 paths we add a matching edge between its
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Algorithm 1 TSP-Repr(P,B)

Input: A set P of points in Rd and a subset B ⊆ P
Output: A setR ⊂M(B,P ) with |R| 6 2|B|−1

representingMPP(B,P )

1: if |P | 6 1 then return {(∅, 0)}
2: R ← ∅
3: Compute σ (by Thm. 5.5) with Q=P if |B|6γ|P |1−1/d

and Q=B otherwise.

4: for all candidate sets S ∈ C∗(σ, P ) do

5: Rin ← TSP-Repr(Pin, Bin), where Pin and Bin are de�ned as in (5.1)

6: Rout←TSP-Repr(Pout, Bout), where Pout and Bout are de�ned as in (5.1)

7: for allMin ∈ Rin and Mout ∈ Rout do

8: if Min and Mout are compatible then

9: Add (JoinS(Min,Mout),weight(Min)+length(S)+weight(Mout)) toR
10: R ← Reduce(R)
11: returnR

endpoints. We denote this matching by JoinS(Min,Mout) ∈M(B). To get a setR
of weighted matchings onB we thus iterate in Steps 7–9 through all pairsMin,Mout

where Min and Mout are compatible, and for such pairs, we add toR the matching

JoinS(Min,Mout). The weight of this matching is weight(Min) + length(S) +
weight(Mout).

Claim. The set R created in Lines 4–9 of Algorithm 1 is representative of

MPP(B,P ).

Proof of claim. The proof is by induction on |P |. Clearly, for |P | 6 1 the

claim holds. Otherwise, let S ∈ C∗(σ, P ) be �xed. The set S is considered

in some iteration of the outer loop. De�ne Pin, Pout, Bin, Bout as in this it-

eration, and let Rin,Rout be the sets returned by the recursive calls, which

are representative sets ofMPP(Bin, Pin) andMPP(Bout, Pout) respectively

by induction. Notice that S can be regarded as a Euclidean Path Cover so-

lution for (Bin ∪ Bout, Bin ∪ Bout,MS), where MS is the matching realized

by S on Bin ∪ Bout. Let length(S) be the weight assigned to MS . Clearly

{MS} is representative of {MS}. Now our JoinS operation can be regarded

as the succession of two join operations as de�ned by [16], applied to {MS}
and Rin �rst, and then to the result and Rout second. By Lemma 3.6 in [16],

the join operation preserves representation, therefore the matchings added to

R in this iteration of the outer loop form a representative set of

M̂S
def

= {JoinS(Min,Mout) |Min ∈MPP(Bin, Pin),

Mout ∈MPP(Bout, Pout)
}
.
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Consequently, the set R that is created at the end of the outer loop is a rep-

resentative set of M̂ def

=
⋃
S∈C∗(P,σ) M̂S . The set M̂S contains the subset

of MPP(B,P ) that has a corresponding optimum with the Packing Prop-

erty that intersects σ in S, because for any such optimum path cover P , the

subpaths of P induced by Pin also have the packing property, and form an

optimal Euclidean Path Cover for the input (Pin, Bin,Min), i.e., there is a

corresponding weighted matching Min ∈ MPP(Bin, Pin). (The analogous

statement is true for the subpaths induced by Pout.) Since C∗(σ, P ) contains

all sets S that can arise as the set of segments intersecting σ in an optimum

Euclidean Path Cover solution with the Packing Property, it follows that

M̂ ⊇MPP(B,P ) and the claim holds. ♦

Notice that lines 4-9 can be implemented using a brute-force algorithm; this

takes O (|Rin| · |Rout| · poly(|B|+ |S|)) time. However, by combining Rin and

Rout in this way, the size ofRmay be more than 2|B|−1
. Hence, we apply the Reduce

algorithm [16], to create a representative set of size at most 2|B|−1
in |R| · 2O(|B|)

time. Since our recursive algorithm ensures that |Rin| 6 2|Bin|−1
and |Rout| 6

2|Bout|−1
, all of the above steps run in 2O(|B|+|S|) = exp

(
O
(
|B|+ |P |1−1/d

))
time.

5.3.1 Detailed analysis of the running time

In this section, we provide a detailed analysis of the running time of our algorithm.

The running time of TSP-Repr(P,B) essentially satis�es the following recur-

rence, where c0, c1, c2 are positive constants and we use the notation n
def

= |P | and

b
def

= |B|.

T (n, b) 6


c0 if n 6 1

2c1(n1−1/d+b)T
(
δn, b+ c2n

1−1/d
)

if b 6 γn1−1/d

2c1(n1−1/d+b)T
(
n, δb+ c2n

1−1/d
)

if b > γn1−1/d,

The actual recurrence is a bit more subtle, as explained next.

For each S ∈ C∗(σ, P ), let nS,in
def

= |Pin|, let bS,in
def

= |Bin|, let nS,out
def

= |Pout|,
and let bS,out

def

= |Bout|. By the discussion in Section 5.3, we can bound the running

time of the two inner loops, the Reduce algorithm and the rest of the operations

outside the recursive calls by exp(c3(n1−1/d + b)) for some positive constant c3.

Therefore, the algorithm TSP-Repr(P,B) obeys the following recursion, where σP
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and σB are separators balanced with respect to P and B, respectively.

T (n, b)6



c0 if n 6 1∑
S∈C∗(σP ,P )

(
exp(c3(n1−1/d + b))+T (nS,in, bS,in)+T (nS,out, bS,out)

)
if b 6 γn1−1/d∑

S∈C∗(σB ,P )

(
exp(c3(n1−1/d + b))+T (nS,in, bS,in)+T (nS,out, bS,out)

)
if b > γn1−1/d.

Note that the terms in the second and third case are the same, except that the second

case uses a separator σP while the third case uses a separator σB . This in turn will

in�uence the bounds on nS,in and bS,in (and, similarly, nS,out and bS,out).

Lemma 5.7. T (n, 2) = 2O(n1−1/d).

Proof. We prove by induction that T (n, b) 6 exp(d1n
1−1/d + d2b) for some con-

stants d1 and d2 and for all 1 6 b 6 n. This clearly holds for b, n 6 1, so by

induction, for each S we have

exp(c3(n1−1/d + b)) + T (nS,in, bS,in) + T (nS,out, bS,out)

6 exp
(
c3(n1−1/d + b) + d1n

1−1/d
S,in + d2bS,in + d1n

1−1/d
S,out + d2bS,out

)
,

where the additions were replaced by multiplications. Let c2 and c4 be the constants

from part (ii) and (iii) of Theorem 5.5. For any S ∈ C∗(σB, P ), we have bS,in 6
δb + c2n

1−1/d
and bS,out 6 δb + c2n

1−1/d
; similarly, for any S ∈ C∗(σP , P ), we

have nS,in 6 δn and nS,out 6 δn. Note that we always have the trivial bounds

bS,. 6 b+ c2n
1−1/d

and nS,. 6 n as well. Since |C∗(σ, P )| 6 exp(c4n
1−1/d), we get

the following:

T (n, b) 6



c0 if n 6 1

exp
(
c1(n1−1/d + b)+d1(δn)1−1/d + d2(b+ c2n

1−1/d)
)

if b 6 γn1−1/d

exp
(
c1(n1−1/d + b)+d1n

1−1/d + d2(δb+ c2n
1−1/d)

)
if b > γn1−1/d,
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where c1 = c3 + c4. We set c
def

= max(c1, c2), and let γ
def

= 2c
1−δ . (Notice that the

de�nition of γ here is valid: it is independent of d1 and d2.)

If b 6 γn1−1/d = 2c
1−δn

1−1/d
, we have the following:

T (n, b) 6 exp
(
cn1−1/d + cb+ d1(δn)1−1/d + d2b+ d2cn

1−1/d)
)

6 exp

((
c+

2c

1− δ
+ d1δ

1−1/d + d2c

)
n1−1/d + d2b

)
6 exp(d1n

1−1/d + d2b),

where the second inequality uses b 6 2c
1−δn

1−1/d
and the third uses

c+
2c

1− δ
+ d1δ

1−1/d + d2c 6 d1.

This can be ensured by setting

d1
def

=
c+ 2c/(1− δ) + d2c

1− δ1−1/d
.

Note that 0 < δ < 1 and c > 0 are �xed constants. Moreover, d2 will be a positive

constant as well; see below. Hence, d1 is a positive constant.

Finally, if b > γn1−1/d = 2c
1−δn

1−1/d
, we have the following:

T (n, b) 6 exp
(
cn1−1/d + cb+ d1n

1−1/d + d2δb+ d2cn
1−1/d)

)
< exp

(
d1n

1−1/d +

(
1− δ

2
+ c+ δd2 +

1− δ
2

d2

)
b

)
6 exp(d1n

1−1/d + d2b),

where the strict inequality uses cn1−1/d < 1−δ
2 b, and the �nal inequality uses

1− δ
2

+ c+
1 + δ

2
d2 6 d2.

We can ensure this by setting

d2
def

=
(1− δ)/2 + c

1− (1 + δ)/2
,

therefore d2 is a positive constant. Since there exists positive constants d1 and d2

satisfying the above inequalities, we have that T (n, b) 6 exp(d1n
1−1/d + d2b), and

in particular, for the initial call we have T (n, 2) = 2O(n1−1/d)
.
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5.4 Almost Euclidean TSP

So far we considered Euclidean TSP in the real-RAM model of computation. We

now consider a slightly more general scenario in the Word-RAM model. Here we

assume that the input is a set P of n points in Rd, speci�ed by rational coordinates,

as well as a distance matrixD. The basic assumption we make is that the distances in

D approximate the real Euclidean distances well. More precisely, we require that the

ordering of pairwise distances on the given point setP
def

= {p1, . . . , pn} is preserved:

if |pipj | < |pkp`| then D[i, j] < D[k, `]. We call this the almost Euclidean version

of TSP.

In order to show that our algorithms work in this setting, we only need to show

that an optimal tour in this setting satis�es Packing Property. Note that the Pack-

ing Property for the almost Euclidean version immediately implies that the Packing

Property also holds for the Euclidean version (where, as remarked in Section 5.2,

similar properties were already known). Recall that a set S of segments in Rd has

the packing property if for any separator σ we have

• (PP1):

∣∣{s ∈ S | s crosses σ and length(s) > size(σ)}
∣∣=O(1)

• (PP2):

∣∣{s ∈ S | s ⊂ σin and length(s) > size(σ)/4}
∣∣=O(1).

Theorem 5.8. Let P def

= {p1, . . . , pn} be a point set in Rd and let D be a distance
matrix for P such that |pipj | < |pkp`| ⇐⇒ D[i, j] < D[k, `]. Let T be a tour on P
that is optimal for the distances given by D. The the set of edges of T has the Packing
Property.

Proof. We �rst prove Packing Property (PP1) and then argue that (PP2) follows from

(PP1).

Let σ be a hypercube, and suppose without loss of generality that size(σ) = 1.

Suppose for a contradiction that there are more than c tour edges of length at least

1 that cross σ, where c is a suitably large constant (which depends on d). By the

pigeonhole principle, we can then �nd three edges in T such that (i) the pairwise

Euclidean distances between the endpoints of these edges that lie inside σin is at

most 1/10, and (ii) the pairwise angles between these edges is at most π/30. (Here

the angle between two edges is measured as the smaller angle between two lines

going through the origin and parallel to the given edges.)

Now �x an orientation on the tour T such that at least two of the three edges

cross σ from inside to outside, and orient these edges accordingly. Let pipj and pkp`
denote these two oriented edges; see Figure 5.5. Thus pi, pk ∈ σin and |pipk| 6
1/10. Assume without loss of generality that |pipj | > |pkp`|.

Our goal now is to show that |pkp`| > |pipk| and |pipj | > |pjp`|; this will help us

�nd a way to reroute the current tour into a shorter one, leading to a contradiction.
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pi

pk

pj

p`

p̄`

> 1

6 1
10

6 π
30

σ

Figure 5.5: Since |pipj | > |pjp`| and |pkp`| > |pipk|, we can exchange pipj and pkp` for

pipk and pjp` in the tour, and get a shorter tour. Note for d > 2 the points do

not all have to lie in the same plane.

The �rst inequality is easy: |pkp`| > |pipk| since |pkp`| > 1 and |pipk| 6 1/10. In

order to show |pipj | > |pjp`|, we proceed as follows.

In the triangle pipkp`, we have |pkp`| > 1 and |pipk| 6 1/10, so by the law of

sines, ^(pip`pk) 6 arcsin(1/10) < π/30. Let p̄` = pi + (p` − pk). (Here and in

the sequel we use that a point can also be thought of as a vector, so we can add and

subtract points to get new points.) Then we have that ^(p`pip̄`) = ^(pip`pk) 6
π/30. Due to our choice of pipj and pkp` their angle is at most π/30, so we have

^(p̄`pipj) = ^
(
(pj − pi), (p` − pk)

)
6 π/30.

Therefore, ^(p`pipj) 6 π/15. Note that this is also true if the points do not all lie

in the same plane. Now observe that

|pip`| 6 |pkp`|+ |pipk| 6 |pipj |+ 1/10,

that is, |pip`| cannot be much longer than |pipj |. Thus, if we look at the triangle

pip`pj , then we have |pipj | > 1 and^(p`pipj) 6 π/15, and |pip`| 6 |pipj |+1/10 6
11
10 |pipj |.

By the law of cosines, we have

|p`pj |2 = |pipj |2 + |pip`|2 − 2|pipj ||pip`| cos(^(p`pipj))

= |pipj |2 + |pip`|
(
|pip`| − 2|pipj | cos(^(p`pipj))

)
< |pipj |2 + |pip`|

(
11

10
|pipj | − 2 cos

( π
15

)
|pipj |

)
< |pipj |2,

where the �rst inequality uses our earlier bounds on |pip`| and ^(p`pipj), and the

second uses that
11
10 − 2 cos( π15) < 0. This shows that |pipj | > |pjp`| as claimed

earlier.

Because the ordering of the pairwise distances in the matrix D is the same as

for the Euclidean distances, we can conclude that D[i, j] > D[j, `] and D[k, `] >
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D[i, k]. But then we can exchange pipj and pkp` for pipk and pjp` in the tour T—

because both edges are oriented from inside σ to outside σ this gives a valid tour—

and get a shorter tour. This contradicts the minimality of the tour, concluding the

proof of (PP1).

Property (PP2) is a direct consequence of (PP1). Indeed, if we cover σin by O(1)
hypercubes of diameter size(σin)/5, then any segment of length at least size(σin)/4
inside σin crosses at least one such hypercube, and by (PP1) each hypercube is

crossed by O(1) edges of length at least size(σin)/4.

Remark 5.9. It would be useful for applications if the algorithm could work with

a distance matrix that is a constant distortion of the Euclidean distances, that is, a

matrix D such that (1/α) · |pipj | 6 D[i, j] 6 α|pipj | for some constant α > 1.

Unfortunately, while (PP2) holds also in this scenario, (PP1) does not.

5.5 Concluding remarks

In this chapter we described a new geometric separation technique, which resulted

in a faster exact algorithm for Euclidean TSP. Together with the lower bound in

Chapter 8, this settles the complexity of Euclidean TSP assuming ETH, and up to

the constant in the exponent.

We believe that our separation technique can be useful for other problems in

Euclidean geometry as well, and in particular for problems where one wishes to

compute a minimum-length geometric structure that satis�es the Packing Property.

An example of such a problem is Rectilinear Steiner Tree. An additional issue to

overcome here is that the number of potential Steiner points isO(nd), which means

that a direct application of our techniques does not work. Another challenging prob-

lem is �nding the minimum weight triangulation for a set of n points given in R2
,

which was proven NP-hard by Mulzer and Rote [114] and for which an nO(
√
n)

algo-

rithm is known [100]. A minimum-weight triangulation does not have the packing

property, because of clusters of points that are far from each other, but �nding an

optimal triangulation between such clusters can perhaps be handled separately.





6 | Hyperbolic space and treewidth

6.1 Introduction

Hyperbolic space has seen increasing interest in recent years from various commu-

nities in computer science due to its unique metric properties. Examples of topics

that have been studied in hyperbolic space include include random networks [13,

58, 67], routing and load balancing [94, 128], metric embeddings [127, 139], and vi-

sualization [116]. The algorithmic properties of hyperbolic space have been mostly

studied through Gromov’s hyperbolicty, which is a convenient combinatorial de-

scription for negatively curved spaces [27, 57, 97].

In this chapter, we study treewidth bounds for intersection graphs of unit-ball-

like objects in hyperbolic space. These intersection graphs are a natural choice to

capture some important properties of the underlying metric. Note that Euclidean

space has bounded doubling dimension, or in other words, Euclidean space has poly-

nomial growth: balls of radius r have volume poly(r). It turns out that polynomial

growth by itself can yield subexponential algorithms, for example for the Steiner

Tree problem [106]. One of the key distinguishing features of hyperbolic space is

that it has exponential growth, which requires a new approach.

To our knowledge, the only paper studying treewidth of graphs in hyperbolic

space is by Bläsius, Friedrich, and Krohmer [13], who investigate random hyperbolic

uniform disk graphs, where the disk centers are chosen from some �xed distribution.

They prove various treewidth bounds depending on the parameter of the distribu-

tion. Our goal is to get worst case bounds on the treewidth of intersection graphs.

Naturally, getting a sublinear bound on separators or treewidth itself is not possi-

ble, since cliques are unit ball graphs. Therefore, we use the partition and weighting

scheme developed in Chapter 3.

Recall that given a graph G and a vertex partition P , the P-�attened treewidth
of G is the weighted treewidth of GP where each vertex C ∈ V (GP) gets weight

log(|C| + 1). We proved in Chapter 3 that unit ball graphs in Rd have a clique-

partition P such that their P-�attened treewidth is O(n1−1/d). We intend to show

that unit disk graphs in hyperbolic space are even more intriguing than the ones in

Euclidean space from the perspective of computational complexity. Let Hd
denote
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d-dimensional hyperbolic space of sectional curvature −1. In hyperbolic space, the

radius of the disks or balls matters. For example one gets di�erent graph classes

for radius-1 and radius-2 disks in H2
. Hence, we parameterize the graph class of

equal-sized balls by the radius ρ of these balls, and denote the class by UBGHd(ρ).

We sometimes refer to graphs from a class UBGHd(ρ) as uniform ball graphs.
As we have seen in Chapter 3, the running time 2O(n1−1/d)

is prevalent in Eu-

clidean unit ball graphs in Rd. In particular this running time is attainable for In-

dependent Set, Dominating Set, Hamiltonian Cycle, q-Coloring, etc. In this

chapter, we show that a similar phenomenon occurs in Hd
, but shifted by one di-

mension: the problems mentioned above can be solved in 2O(
√
n)

time in H3
, just as

in R2
. In general, for constant d > 3, the optimal running time is 2Θ(n1−1/(d−1))

for

these problems in Hd
under ETH. This is perhaps less surprising than it seems at

�rst sight because of the fact that one can embed Rd−1
into Hd

isometrically [10].

Indeed, we use this connection to establish lower bounds in Chapter 10. On the

other hand, this does not facilitate getting algorithms in Hd
in any obvious way,

and it is also not useful for establishing algorithms and lower bounds in H2
.

In H2
we see a similar drop in complexity, which is perhaps even more intrigu-

ing: several problems that are NP-complete in unit disk graphs in R2
can be solved

in quasi-polynomial (nO(logn)
) time for uniform disk graphs in H2

, or even in poly-

nomial time in bounded degree uniform disk graphs. This is perhaps the most strik-

ing consequence of our treewidth bounds. We also identify two problems, namely

q-Coloring (for constant q) and Hamiltonian Cycle that admit polynomial time

algorithms even in case of unbounded degree. Quasi-polynomial exact algorithms

with quasi-polynomial lower bounds are rare, and so far we know of only a few

natural problems in this class. Examples include VC-dimension and Tournament

Dominating Set [101, 111, 119], and a weighted coloring problem on trees [4]. It

seems that problems on intersection graphs in the hyperbolic plane are a natural

source of further problems in this class.

6.1.1 Noisy uniform ball graphs

Before we can state our contributions, we �rst de�ne the graph classes that we con-

sider more formally. We state the de�nitions for arbitrary metric spaces, although

our main interest will be in hyperbolic space. LetM be a metric space with distance

function distM :M×M→ R+ and let ρ > 0 and ν > 1 be real numbers.

De�nition 6.1. A graph G = (V,E) is a ρ-uniform ball graph inM with noise ν
(or a (ρ, ν)-noisy uniform ball graph for short) if there is a function η : V → M,

such that for all pairs v, w ∈ V we have:

• distM(η(v), η(w)) < 2ρ⇒ (v, w) ∈ E
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• distM(η(v), η(w)) > 2ρν ⇒ (v, w) 6∈ E.

In particular, pairs of vertices v, w where distM(η(v), η(w)) ∈ [2ρ, 2ρν] can ei-

ther be connected or disconnected. We denote the class of graphs de�ned this way

by NUBGM(ρ, ν). This is a generalization of unit ball graphs: clearly UBGM(1) ⊆
NUBGM(1, 1). Although the class NUBGM(ρ, ν) seems like a slight generaliza-

tion of UBGM(ρ), at least in case of M = Hd
, it corresponds to a much larger

graph class; this is shown in Theorem 6.28 in Section 6.7.

The function η is called an embedding of G. Note that η is not necessarily injec-

tive, so its image is a multiset. An intersection graph of similarly sized fat objects

with inscribed and circumscribed ball radii ρin and ρout is a noisy unit ball graph

with ρ = ρin and ν = ρout/ρin. Therefore noisy uniform ball graphs are a direct

generalization of intersection graphs of similarly sized fat objects as seen in Sec-

tion 2.1.

For all of our results, we require that ν is a �xed constant. Bounding ν is neces-

sary to get interesting results, since for ν = n, or in case of hyperbolic space even

for ν = c log n the class NUBGHd(ρ, ν) includes all graphs on n vertices. Changing

the parameter ρ also has important e�ects.
6

For very small values of ρ, the resulting

graph class is very similar to the set of Euclidean unit disk graphs. In order to make

sure that all of our techniques work, we are forced to �x ρ itself to be a positive

absolute constant.

Remark 6.2. It would be worthwhile to investigate the case where ρ may depend

on n. In our model, for any �xed ν > 1 there is a radius ρ = ρ(n, ν) such that

NUBG(ρ, ν) contains all graphs on n vertices. So to get interesting treewidth

bounds, one should �rst try to resolve the case ν = 1. We leave this for future

work.

We are also interested in noisy uniform ball graphs that are shallow, as de�ned

next. We say that a point set P is (ρ, k)-shallow if any ball of radius ρ can contain

at most k points from P . We denote by SNUBGM(ρ, ν, k) the set of graphs in

NUBGM(ρ, ν) that have a (ρ, k)-shallow embedding. For any �xed ρ, ν and k, the

shallow class SNUBGM(ρ, ν, k) is a very small subset of NUBGM(ρ, ν) by part

(ii) and (iii) of Theorem 6.28.

6.1.2 Our contributions

Our �rst contribution is a separator theorem that is inspired by our separator the-

orem for Euclidean space in Chapter 3 and also borrows ideas from the weighted

separator by Fu [59]. Recall that a weight of a separator S consisting of cliques

C1 . . . , Ck is

∑k
i=1 log(|Ci|+ 1).

6

Alternatively, one could also think of �xing ρ = 1 and changing the sectional curvature of the

underlying space.
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SNUBGH2 NUBGH2 NUBGHd , d > 3

Independent Set & others poly(n) nO(logn) 2O(n1−1/(d−1))

q-Coloring, q = O(1) poly(n) poly(n) 2O(n1−1/(d−1))

Hamiltonian Cycle poly(n) poly(n) (emb) 2O(n1−1/(d−1))
(emb)

Table 6.1: Summary of algorithmic consequences. The second row contains the running

time for the following problems: Independent Set, Dominating Set, Vertex

Cover, Feedback Vertex Set, Connected Dominating Set, Connected Ver-

tex Cover, Connected Feedback Vertex Set. Algorithms with the note “(emb)”

require an embedding as part of the input.

Theorem 6.3. Let d > 2, ρ > 0 and ν > 1 be constants, and let G be (ρ, ν)-
noisy uniform ball graph in Hd. Then G has a clique partition and a corresponding
d/(d+ 1)-balanced clique-weighted separator S such that

(i) if d = 2, then S has size |S| = O(log n) and weight γ(S) = O(log2 n)

(ii) if d > 3, thenS has size |S| = O(n1−1/(d−1)) andweight γ(S) = O(n1−1/(d−1)).

GivenG and an embedding intoHd, the clique partition and the separator can be found
with a Las Vegas algorithm in poly(n) expected time.

In case of d > 3, we can apply the standard way of turning balanced separators

into a bound similar to Section 3.3, yielding tight treewidth bounds. When the size of

the separator is logarithmic, however, one would get an extra logarithmic factor in

the treewidth bound. This is signi�cant because the treewidth typically shows up in

the exponent of the running time, which means that the extra logarithmic factor can

make the di�erence between polynomial and quasi-polynomial time. The following

theorem shows that the extra logarithmic factor in the treewidth can be avoided.

This is our second main contribution. Note that part (i) of the theorem is about

shallow noisy uniform ball graphs, while part (ii) is about general noisy uniform

ball graphs.

Theorem 6.4. Let ρ > 0, ν > 1 and k ∈ N+ be constants.

(i) IfG ∈ SNUBGH2(ρ, ν, k), then the treewidth ofG isO(log n). GivenG, a tree
decomposition of width O(log n) can be found in polynomial time.

(ii) If G ∈ NUBGH2(ρ, ν) , then there exists a clique partition P such that the P-
�attened treewidth of G is O(log2 n). Given G and an embedding into H2, a
clique partition P and a corresponding decomposition of weight O(log2 n) can
be found in polynomial time.
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In order to �nd tree decompositions in the case d > 3, we can use techniques

of Chapter 3, as detailed in Section 6.5. With Theorem 6.22, we will show that

tree decompositions of width asymptotically matching our bounds can be found in

these graph classes if an embedding η is given. This approach avoids the geometric

separator search of Theorem 6.3, and it is deterministic.

Remark 6.5. In the absence of a geometric embedding, the techniques of Chapter 3

can be used to compute tree decompositions, under the promise that G is of some

particular graph class SNUBGHd(ρ, ν, k) or NUBGHd(ρ, ν). For SNUBGHd(ρ, ν, k),

a tree decomposition of width at most constant times our treewidth bounds can be

computed for any d > 2. If our graph is non-shallow, then we get weaker tree de-

compositions in the following sense: we can compute a so-called greedy partition
P that mimics a clique-partition, and a corresponding tree decomposition of width

asymptotically matching our bounds.

Theorems 6.4 and 6.22 allow us to solve several problems on intersection graphs

in hyperbolic space in an e�cient manner. Section 6.6 showcases these algorithmic

applications, as summarized in Table 6.1.

6.2 Preliminaries and lemmas on tilings

6.2.1 Introduction to hyperbolic space

Introducing hyperbolic space properly is well beyond the scope of this section, but

we list some important properties that we will be using. A more detailed exposition

can be found in several textbooks [10, 66, 134].

The d-dimensional hyperbolic space Hd
is a homogeneous metric space with

the key property that the volume of balls grows exponentially with the radius, that

is, balls of radius r > 1 have volume (and surface volume) Θ(e(d−1)r). This is the

property that we use most heavily in our proofs.

On the other hand, a small neighborhood of any point in hyperbolic space is very

similar to a small neighborhood of a point in d-dimensional Euclidean space. More

precisely, the ball of radius ε around a point in hyperbolic and Euclidean space have

a smooth bijective mapping that preserve distances up to a multiplicative factor of

1 + f(ε), where limε→0 f(ε) = 0. This also means that angles can be de�ned the

same way in hyperbolic space as in Euclidean space.

Hyperbolic space itself can be de�ned in many ways, but it is most convenient

to take some region of Euclidean space, and equip it with a custom metric. Such

de�nitions are also called models of hyperbolic space. We will use three distinct

models: The Beltrami-Klein model, the Poincaré disk/ball model, and the half-space

model. We give some intuition about the Poincaré model as it is the most heavily

used in our study.
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o

Figure 6.1: Left: lines in the Poincaré model. Right: a regular tiling with pentagons, where

at each vertex 5 pentagons meet.

The Poincaré ball model is the unit ball of Rd equipped with the distance func-

tion

dist(u, v) = cosh−1

(
1 + 2

‖u− v‖2

(1− ‖u‖2)(1− ‖v‖2)

)
,

where ‖.‖ is the Euclidean norm. The precise function here is irrelevant; we present

the formula just as an example of de�ning a custom metric space.
7

For H2
, the Poincaré disk model has the property that hyperbolic lines appear

as Euclidean circular arcs that are perpendicular to the unit circle, as illustrated on

the left of Figure 6.1. In particular, hyperbolic lines through the center of the disk

are diametrical segments of the unit disk. The model is conformal, that is, the angle

of a pair of lines in hyperbolic space is the same as the angle of the corresponding

arcs in Euclidean space. The analog properties hold in higher dimensional Poincaré

ball models: in particular, any line or hyperplane through the center of the ball is

also a line or hyperplane in the hyperbolic sense.

Hyperbolic space has many tilings. In particular, it can be tiled with copies of a

regular k-gon for any k > 3. For example, one can tile the hyperbolic plane using

regular pentagons, where at each vertex of the tiling �ve pentagons meet, see the

right hand side of Figure 6.1. We will use a similar tiling for our lower bound. The

tilings are also a nice way to visualize the broader combinatorial structure under-

lying the space. One can also observe on any tiling the exponential growth of the

underlying space mentioned earlier. The next section discusses tilings of hyperbolic

space in more detail.

7

In order to calculate angles, curve length, and volume, one should de�ne the metric tensor instead:

ds2 = 4 ‖dx‖2

(1−‖x‖2)2 [23].
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6.2.2 Tilings and their properties

A tiling T of Hd
is a set of interior disjoint compact subsets of Hd

that together

cover Hd
. In this chapter, we only use tiles that are homeomorphic to a closed unit

ball. We de�ne tilings where each tile contains a ball of radius ρ > 0, and each tile

is contained in a ball of radius ρν for some constant ν > 1. We call such a tiling

a (ρ, ν)-nice tiling, or just nice tiling for short. A pair of distinct tiles T, T ′ ∈ T
are neighboring if their boundaries intersect in more than one point, and they are

isometric if there is a distance-preserving transformation of Hd
that maps T to T ′.

A tiling of H2
with bounded tiles is regular if it is vertex-, edge- and face transitive,

or equivalently, if it is a tiling with copies of a �xed bounded regular polygon where

each vertex of the tiling is a vertex of all the containing polygons.
8

Regular tilings

are always nice, since each face is a copy of a regular polygon that has an inscribed

disk of positive radius and a �nite radius circumscribed disk.

Lemma 6.6. (i) For any δ ∈ N+, there is a regular tiling Tδ of H2 of diameter
Θ(δ) where the distance between pairs of non-neighboring tiles is Ω(1), and the
ratio of the areaαδ and the perimeter ξδ converges and satis�es limδ→∞

αδ
ξδ
> 0.

(ii) For any δ ∈ R+ there is a nice tiling of Hd with isometric tiles of diameter 2δ.

Proof of Lemma 6.6. (i) Consider the tiling T of H2
by regular 2δ+2

-gons where at

each vertex three 2δ+2
-gons meet (that is, the regular tiling with Schlä�i symbol

(2δ+2, 3)). We examine the right triangle created by the center o of a tile, a midpoint

p of a side and a neighboring vertex v, see Figure 6.2. The triangle has angle π/3
at v, since there are six such angles at v, and it has angle π/2δ+2

at o. From the

hyperbolic law of cosines for angles (cosC = − cosA cosB + sinA sinB cosh c)
we have that the hypotenuse ov has length

|ov| = cosh−1
(

cot(π/3) cot(π/2δ+2)
)

= cosh−1(Θ(2δ+2/π)) = Θ(δ),

where the second step uses that cot(x) = 1/x − O(x), which follows from

the Laurent-series of cot(x) around 0. It follows that the diameter of the tiles is

2|ov| = Θ(δ). It is useful to �nd the lengths of the other two sides as well.

|vp| = cosh−1(cos(π/2δ+2)/ sin(π/3)) = Θ(1) and

|po| = cosh−1(cos(π/3)/ sin(π/2δ+2)) = Θ(δ)

The distance of non-neighboring cells is at least 2|vp| = Θ(1).

8

We have excluded ideal polygons, although they do de�ne regular tilings.
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p

o

v
π/3

π/8

Figure 6.2: A regular tiling with octagons (δ = 1).

The area of each tile is 2δ+3
times the area of the triangle pov, so αδ = 2δ+3(π−

(π2 + π
3 + π

2δ+2 )). The circumference of each tile is ξδ = 2δ+3|vp|. Therefore we

have that the limit of the ratio of the area and the circumference is

lim
δ→∞

2δ+3(π − (π2 + π
3 + π

2δ+2 ))

2δ+3 cosh−1(cos( π
2δ+2 )/ sin(π3 ))

=
π/6

cosh−1(cos 0/ sin(π3 ))
> 0.953.

(ii) We describe the tiles using the Poincaré half-space model of Hd
. The tiling

is based on the tiling of Cannon et al. [23, Section 14]. Let Sδ be the axis-aligned

Euclidean hypercube with lexicographically minimal corner (0, . . . , 0, 1) and hyper-

bolic diameter δ; let s be its Euclidean side length. (Note that Sδ does not resemble

a hypercube in any sense in Hd
.) See Figure 6.3. The hyperbolic diameter of Sδ is

realized for two opposing vertices of the hypercube, e.g. for the vertices (0, . . . , 0, 1)
and (s, . . . , s, s+ 1), so its diameter is

δ = cosh−1

(
1 +

d · s2

2(s+ 1)

)
,

which gives

s =
cosh(δ)− 1 +

√
(cosh(δ)− 1)2 + 2d(cosh(δ)− 1)

d
.
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(0, 1)

(s, s + 1)

St

t

Figure 6.3: A tiling of H2
where the base Euclidean square St has (Euclidean) side length

s = 3.

We note that for δ > 1, we have s = Θ(cosh(δ) − 1) = Θ(eδ), and for δ 6 1 we

have s = Θ(
√

cosh(δ)− 1) = Θ(δ). Then we can de�ne T as the image of Sδ for

the following set of Euclidean transformations:

fa,b(p) = (s+ 1)b
(
p+ (sa, 0)

)
,

where a ∈ Zd−1×{0} and b ∈ Z. The resulting tiling is illustrated in Figure 6.3: we

essentially take horizontal translates of Sδ to tile a strip, then scale it so that a thin-

ner strip below it is covered, then scale it again to cover an even thinner strip below

that, etc; we similarly cover thicker strips above Sδ . Note that fa,b is a hyperbolic

isometry since it can be regarded as the succession of a translation and a homothety

from the origin, both of which are isometries of the half-space model [23]. Finally, a

Euclidean hypercube has a Euclidean inscribed ball, which is also an inscribed ball in

the hyperbolic sense as well, although with di�erent center and radius. A straight-

forward calculation gives that the hyperbolic radius of this ball is
1
2 ln(s+1). In case

of δ > 1, the radius is
1
2 ln(s+ 1) = ln(Θ(eδ)) = Θ(δ), and when δ 6 1, the radius

is
1
2 ln(s + 1) = ln(1 + Θ(δ)) = Θ(δ). On the other hand, the tiles have diameter

δ, so they have a circumscribed ball of radius δ. Hence, the tiling is nice.

Given a metric spaceM = (X,dist) and a subset S ⊂ X , the ρ-neighborhood
of S is NM(S, ρ)

def

= {x ∈ X | infs∈S dist(x, s) 6 ρ}. Given a tiling T and a set of

tiles S ⊆ T , the neighborhood graph of S is the graph with vertex set S where tiles

are connected if and only if they are neighbors. We denote the neighborhood graph

by NbG(S), and its shortest-path distance by distS
def

= distNbG(S). This gives the

metric space (S, distS). With a slight abuse of notation we sometimes refer to the

metric space (T ,distT ) as “T ”.
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Since non-neighboring tiles of the tiling in part (i) of Lemma 6.6 are at distance

at least cδ = Ω(1), a pair of tiles at H2
-distance smaller than cδ de�nes an edge of

NbG(Tδ). We will need the following corollary later on.

Corollary 6.7. Let δ ∈ N+, and let T be a tiling with tiles of diameterΘ(δ) as de�ned
by part (i) of Lemma 6.6. Then there exists a constant cδ > 0 such that for any set of
tiles S ⊂ T , the tiles in S and their neighboring tiles cover the cδ-neighborhood of S,
that is,

NH2

(⋃
S, cδ

)
⊆
⋃

NT (S, 1).

The proof of our separator will rely on some basic properties of Hd
. These are

explored in the following proposition.

Proposition 6.8. Let ρ > 0 and ν > 1 be �xed constants. The following claims hold
for any (ρ, ν)-nice tiling T of Hd:

(i) The number of tiles from T intersected by a radius r ball is Θ(e(d−1)r).

(ii) Let r > 1 and let Lr ⊂ T be the set of tiles whose distance from the origin is in
the interval [(r − 1), r). Then |Lr| = Θ(e(d−1)r).

Proof. (i) The volume of a ball of radius r is

Vold(r) = ωd

∫ r

0
sinhd−1(x) dx,

where ωd depends only on d, hence Vold(r) = Θ(e(d−1)r) [124]. We denote by

B(x, r) the ball in Hd
with center x and radius r, and let o be the origin. The tiles

intersected by B(o, r) together cover B(o, r). Therefore, the number of tiles con-

tained in B(o, r) is at least Vold(r)/Vold(ρν) = Ω(e(d−1)r). For the upper bound,

notice that inscribed balls of tiles are interior disjoint, and that each tile has diame-

ter at most 2ρν. Therefore tiles intersecting B(o, r) are contained in B(o, r+ 2ρν),

so there are at most Vold(r+2ρν)/Vold(ρ) = O(e(d−1)r) tiles contained inB(o, r).

(ii) Clearly all tiles of Lr intersect B(o, r), therefore the upper bound of (i) carries

over. For a lower bound, let B be the set of balls of radius ρν drawn around the

tiles of Lr . Observe that the union

⋃
B covers the sphere ∂B(o, r). Each ball in B

can cover at most O(1) total (surface) volume of this sphere, whose total (surface)

volume is

Vol(Sd−1
H (r)) = ωd sinhd−1(r) = Θ(e(d−1)r).

Consequently, |Lr| = Ω(e(d−1)r).
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B∗

H
q

p

o

p′

p′′

∈ [r
− 1, r

)

6 δ

C

t

ε

T

6 2ρν

Figure 6.4: A tile T intersecting the neighborhood of the random line H in the hyperbolic

plane.

In the Poincaré ball model with center o, we can de�ne a uniform random hy-
perplane of Hd

through o as the intersection of a uniform random hyperplane of

Rd with the ball. More precisely, let H be a hyperplane whose normal is chosen

uniformly at random from the Euclidean (d− 1)-dimensional unit sphere (denoted

by Sd−1
). The intersection of H with the open unit ball of the Poincaré model is

considered a uniform random hyperplane of Hd
through o.

Lemma 6.9. Let ρ > 0 and ν > 1 and δ > 0 be �xed constants, and �x a (ρ, ν)-nice
tiling of Hd. Let T be a tile whose distance from the origin is in the interval [(r − 1), r)
(i.e., T ∈ Lr), and letH be a uniform random hyperplane passing through the origin.
Then the probability that T is intersected by N(H, δ) is O(e−r).

Proof. Throughout this proof we work in the Poincaré ball model centered at the

origin o. Let T ∈ Lr be a tile intersected by N(H, δ). Let p ∈ T be a point of

T realizing the distance to the origin, i.e., dist(p, o) ∈ [r − 1, r); see Figure 6.4.

Since diam(T ) 6 2ρν, there is a point p′ ∈ T ∩ N(H, δ) at distance at most 2ρν
from p. Since p′ ∈ N(H, δ), there is a point p′′ ∈ H where dist(p′, p′′) 6 δ. It

follows that dist(p′′, o) ∈ [r − 1 − 2ρν − δ, r + 2ρν + δ). Since p′′ ∈ H , there

exists a point q ∈ H ∩ ∂B(o, r) such that dist(q, p′′) 6 1 + 2ρν + δ. Notice that

dist(p′, q) 6 1 + 2ρν + 2δ, and the tile T has diameter at most 2ρν, therefore

T ⊂ B(q, 1 + 4ρν + 2δ). Let us denote this ball by B∗. Clearly, it is su�cient to

prove that the probability that H intersects B∗ is O(e−r).

Let C be the cone (centered at o) touching B∗, and let ε be its half-angle. The

hyperplaneH intersects the ballB∗ if and only if its normal is in the ε-neighborhood

of a great circle of the unit (d−1)-sphere, i.e., the normal ofH is in NSd−1(Sd−2, ε),

where the distance on Sd−1
is the geodesic metric inherited from Rd. In the 2-�at
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given by o, q and an arbitrary point twhere the line from o touchesB∗, the triangle

oqt has a right-angle at t, and oq = r, and qt = 1 + 4ρν + 2δ, therefore we have

ε = arcsin
sinh(1 + 4ρν + 2δ)

sinh r
< 2

sinh(1 + 4ρν + 2δ)

sinh r
=

O(1)

Ω(er)
= O(e−r).

The ε-neighborhood of a great circle in Sd−1
has volume

V
def

= Vol(NSd−1(Sd−2, ε)) = 2

∫ sin ε

0
Vol

(
Sd−2

(√
1− x2

))
dx

< 2

∫ sin ε

0
Vol(Sd−2) = O(sin ε) = O(ε) = O(e−r),

whereSd−2(
√

1− x2) is the (d−2)-dimensional Euclidean sphere of radius

√
1− x2

,

i.e., ∂BRd−1(o,
√

1− x2). Therefore the probability that H intersects a given tile

from Lr is V/Vol(Sd−1) = O(e−r)/Ω(1) = O(e−r).

6.3 A separator theorem for Hd
.

The centerpoint of a point setP ⊂ Hd
is a point p ∈ Hd

such that for any hyperplane

H through p the two open half-spaces with boundaryH both contain at most
d
d+1n

points from P . Note that a centerpoint of P is not necessarily a point in P .

Lemma 6.10. Every �nite point set of Hd has a centerpoint, and it can be computed
using a randomized algorithm in polynomial expected time.

Proof. Let VBK be the point set corresponding to V in the Beltrami-Klein model

of Hd
, that is, VBK is a point set in the unit ball centered at the origin in Rd. Let

p ∈ D be the centerpoint of VBK in the traditional (Euclidean) sense. It follows that

any hyperplaneH through p is a d/(d+ 1)-balanced separator of VBK , i.e., on both

sides of H there are at most
d
d+1n points from VBK . In the Beltrami-Klein model,

Euclidean hyperplanes are also hyperplanes in the hyperbolic sense, therefore p is a

centerpoint in the hyperbolic sense as well. Converting V to VBK takes linear time,

computing the centerpoint in Euclidean space takes O(n log n) time for d = 2 and

O(nd−1) time for d > 3 [25], and converting the result back to Hd
takes constant

time.

Remark 6.11. For certain applications, having the centerpoint computed more ef-

�ciently may be desirable. If a weaker balance factor for the separator theorem is

su�cient, then computing an approximate centerpoint su�ces. In such cases, one

can use an O(dO(log d)n) time deterministic algorithm for �nding an approximate

centerpoint [115].
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The following lemma is the most important step towards proving Theorem 6.3.

It is inspired by the work of Fu [59], who uses a similar approach to �nd clique-

based separators in Rd. For a tiling T of Hd
and a given point set P ⊆ Hd

, we say

that a tile T ∈ T is non-empty if P ∩ T 6= ∅. The weight of a set S of tiles (with

respect to P ) is de�ned as γ(S) =
∑

T∈S log(|P ∩ T |+ 1).

Lemma 6.12. Let d > 2 and δ > 0 be �xed constants, and let P be a set of n points in
Hd with centerpoint p. Let T be a nice tiling of Hd, and letH be a hyperplane through
p chosen uniformly at random. Let S ⊂ T be the set of non-empty tiles intersected by
the δ-neighborhood of H , that is, S def

= {T ∈ T | T ∩ P 6= ∅ and T ∩N(H, δ) 6= ∅}.

(i) If d = 2, then E[|S|] = O(log n) and E[γ(S)] = O(log2 n).

(ii) If d > 3, then E[|S|] = O(n1−1/(d−1)) and E[γ(S)] = O(n1−1/(d−1)).

Proof of Lemma 6.12. Throughout this proof, we denote by exp the exponential func-

tion of base e. The constants c1, c2, . . . that we will introduce may depend on d.

Notice that the expected value of γ(S) depends only on the distribution of points

over the tiles. Recall that Lr
def

= {T ∈ T | bdist(p, T ) + 1c = r}. We denote by nT
the number of points from P in the tile T . We have the following equation.

E[γ(S)] =
∑
T

log(nT + 1)Pr[T ∩N(H, ρ) 6= ∅]

=

∞∑
r=1

∑
T∈Lr

log(nT + 1) ·Pr[T ∩N(H, ρ) 6= ∅]

By Lemma 6.9, if T ∈ Lr , then Pr[T ∩N(H, ρ) 6= ∅] 6 c1e
−r

for some constant c1,

thus

E[γ(S)] 6
∞∑
r=0

∑
T∈Lr

c1e
−r log(nT + 1). (6.1)

From now on, we concentrate on maximizing the function on the right hand side

of (6.1), thus providing an upper bound on E[γ(S)]. Note that c1e
−r log(nT + 1)

is a decreasing function of r. Suppose that dist(p, T ) < dist(p, T ′) and nT < nT ′ .
The sum on the right hand side of (6.1) is increased or remains unchanged if we

swap the content of T and T ′, i.e., move all points of P ∩T to somewhere in T ′ and

vice versa. Without loss of generality, assume that P is a point set where no such

swaps are possible. Let R be the largest distance r where Lr contains a non-empty

tile. Notice that if r′ < R, then all tiles in the sets Lr′ are non-empty. Since we have

a ball of radius R− 1 that contains only non-empty tiles and at most n points, this

gives an upper bound on R by Proposition 6.8 (i):

R 6 lnn1/(d−1) + c2 (6.2)
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Furthermore, if we �x nr =
∑

T∈Lr nT , the value of

∑
T∈Lr log(nT + 1) is

maximized if the values nT are equal (i.e., we now allow fractional values for nT ).

From now on, assume that nT = nr
|Lr| . Then

c3e
(d−1)r 6 |Lr| 6 c4e

(d−1)r

for some constants c3, c4 by Proposition 6.8 (ii). Therefore if T ∈ Lr with r 6 R,

then we have nT 6
nr

c3e(d−1)r . Hence,

E[γ(S)] 6
R∑
r=1

∑
T∈Lr

c1e
−r log(nT + 1)

6
R∑
r=1

|Lr| · c1e
−r log

(
nr
|Lr|

+ 1

)

6
R∑
r=1

c1c4e
(d−2)r log

(
nr

c3e(d−1)r
+ 1

)

= O

(
R∑
r=1

e(d−2)r log
( nr

e(d−1)r

))
.

(6.3)

The expected size of S can be bounded the same way, without the logarithmic

term. In case of d = 2, we thus have

E[|S|] = O

(
R∑
r=1

e(d−2)r

)
= O

(
R∑
r=1

e0

)
= O(R) = O(log n)

by inequality (6.2). For the weight bound in case of d = 2, we know that the

weight of each tile is at most log(n + 1), and E[|S|] = log n, therefore E[γ(S)] 6
E(|S|) log(n+ 1) = O(log2 n).

If d > 3, then the size can be bounded the following way.

E[|S|] = O

(
R∑
r=1

e(d−2)r

)
= O

(
exp

(
(d− 2)R

))
= O

(
exp

(
(d− 2) lnn1/(d−1) + (d− 2)c2

))
= O

(
n1−1/(d−1)

)
,
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where exp denotes the exponential function of base e. We now bound the weight

from (6.3) in case of d > 3. Let ε > 0 be a small positive constant. We upper bound

nr by n, and log(x) by x
d−2
d−1
−ε

; notice that the latter uses d > 3.

E[γ(S)] = O

(
R∑
r=1

e(d−2)r log
( nr

e(d−1)r

))

= O

(
R∑
r=1

e(d−2)r
( n

e(d−1)r

) d−2
d−1
−ε
)

= n
d−2
d−1
−ε ·O

(
R∑
r=1

exp(ε(d− 1)r)

)

Using inequality (6.2), we get

E[γ(S)] = n
d−2
d−1
−ε ·O

(
exp

(
ε(d− 1)

(
lnn1/(d−1) + c2

)))
= n

d−2
d−1
−ε ·O (nε)

= O
(
n1−1/(d−1)

)
.

We are �nally in a position to prove Theorem 6.3.

Proof of Theorem 6.3. Let G = (V,E) be our input graph with embedding η, and let

P
def

= η(V ). We begin by computing a centerpoint of P in poly(n) expected time

according to Lemma 6.10. Let p be the resulting point.

Next, we �x a tiling T with tile diameter ρ−ε for some small positive constant ε,
so that any pair of points in the same tile are necessarily connected; this tiling can be

constructed using Lemma 6.6 (ii). LetP be the vertex partition ofG corresponding to

this tiling, i.e., for each tile we create a partition class inP , which necessarily forms a

clique inG. LetH be a uniform random hyperplane through p, and let H̄ denote the

its ρν-neighborhood: H̄
def

= N(H, ρν). Lemma 6.12 shows that the set S of cliques

given by tiles that intersect H̄ has expected size and weight as desired. Due to the

properties of a centerpoint, both sides of H̄ contain at most
d
d+1n points. Moreover,

the set

⋃
S is a separator. To see this, assume for the purpose of contradiction

that there is a pair x, y ∈ P on di�erent sides of H̄ that are connected. Then the

geodesic xy has a unique intersection q withH , and since x, y 6∈ H̄ , both qx and qy
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are longer than ρν. Hence, dist(x, y) > 2ρν, so x and y cannot be connected; this

is a contradiction.

By Markov’s inequality, with probability 1/2 a random separator will have at

most twice the expected weight, and similarly with probability 1/2 it has at most

twice the expected size. Observe that |S| 6 γ(|S|) 6 |S| log(n+1), so in case of d >
3 having weight O

(
n1−1/(d−1)

)
guarantees that the size is at most O

(
n1−1/(d−1)

)
.

For d = 2, having size O(log n) guarantees that the weight is O(log2 n). We can

compute the size and weight of a separator in polynomial time. Consequently, we

can �nd a separator of the desired size and weight in poly(n) expected time.

6.3.1 Treewidth bounds in Hd
for shallow graphs

The size bound of our separator theorem can be used to get a bound on the pathwidth

(and treewidth) of shallow graphs, since in a shallow graph each tile hasO(1) points,

and the weight of each non-empty tile is Θ(1). Thus the bounds that we proved in

the previous section for clique-based separators immediately give the same asymp-

totic bounds for normal separators in shallow graphs. To turn these bounds into

bounds on treewidth, we only need the following theorem.

Theorem 6.13 (Bodlaender [15, Theorem 20]). If G = (V,E) has a separator of
size s(n) where s is a non-decreasing function N → N then the pathwidth of G is
O(s(n) log n). If in addition there exist c, ε > 0 such that s(n) > cnε, then the
pathwidth of G is O(s(n)).

Corollary 6.14. Let ρ, ν > 1 and k ∈ N be �xed constants. Then for any G ∈
SNUBGH2(ρ, ν, k) on n vertices the pathwidth is O(log2 n). If d > 3, then for any
G ∈ SNUBGHd(ρ, ν, k) the pathwidth is O(n1−1/(d−1)).

6.4 Treewidth in H2

Although our bound on the weight of the separator in H2
in Theorem 6.3 is optimal

up to constant factors —it is attained for the input where each tile in a hyperbolic

disk of radius ∼ ln(
√
n) contains

√
n points— the bound for H2

in Corollary 6.14

is far from optimal. We could use Theorem 6.3 to directly design a divide-and-

conquer algorithm for Independent Set, and the running time would be 2O(log3 n)

in NUBGH2(ρ, ν), or 2O(log2 n)
in SNUBGH2(ρ, ν). Both of these running times can

be signi�cantly improved by a better bound on treewidth, as stated in Theorem 6.4.

In order to prove Theorem 6.4, we �rst show that certain P-contractions are

shallow. Recall that for a partition P of V (G), the P-contraction is a graph GP
that is the result of contracting every edge in G whose endpoints are in the same

partition class. The next lemma allows us to transfer from shallow to non-shallow

graphs.
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Lemma 6.15. Consider a graph G ∈ NUBGHd(ρ, ν) with some �xed embedding,
and let P be the partition of V (G) given by a (ρT , νT )-nice tiling of Hd. Then GP ∈
SNUBGHd(ρ, ν

′, k) where ν ′ = ν+2ρT νT /ρ and k = Vol(ρν ′+2ρT νT )/Vol(ρT ),
where Vol(r) denotes the volume of a ball of radius r in Hd.

Proof. First, we de�ne an embedding ηP for GP by assigning to each vertex C ∈ P
an arbitrary point from the set η(C). We show that GP ∈ SNUBGHd(ρ, ν

′, k) for

the embedding ηP .

Clearly any pair of vertices at distance less than 2ρ is connected. Now suppose

for contradiction that a pair of points pi and pj in tiles Ti and Tj have distance

more than 2ρν ′ = 2ρν + 4ρT νT . Observe that Ti ⊂ B(pi, 2ρT νT ), and similarly

Tj ⊂ B(pj , 2ρT νT ). Since dist(pi, pj) > 2ρν + 4ρT νT , any pair of points in

B(pi, 2ρT νT ) and B(pj , 2ρT νT ) must have distance at least 2ρν. Hence, no pair

of points in Ti and Tj is connected, so the corresponding vertices in G are also not

connected. But this contradicts that G ∈ NUBGHd(ρ, ν) for the embedding η.

To prove that ηP is a shallow embedding, consider a point x ∈ Hd
with a

circumscribed ball B(x, ρν ′). The points of η(P) intersected by this ball all lie

in di�erent tiles of T . The inscribed balls of all of these tiles are centered some-

where in B(x, ρν ′, 2ρT νT ), and these balls are disjoint, therefore there cannot be

more than Vol(ρν ′ + 2ρT νT )/Vol(ρT ) = k such inscribed balls. It follows that

|B(x, ρν ′) ∩ η(P)| 6 k.

Our proof of Theorem 6.4 relies crucially on the isoperimetric inequality [131],

which states that for a simple closed curve of length L bounding an area A in the

hyperbolic plane H2
, we have L2 > 4πA + A2

where equality is attained only for

a geodesic circle. In fact, we only need the following simple corollary.

Corollary 6.16. Let Γ be a simple closed curve in H2, and let Γin denote the region
enclosed by Γ. Then length(Γ) > area(Γin).

Consider a tiling T given by Lemma 6.6(i). Notice that the neighborhood graph

of any tile subset S ⊂ T is planar. A hole for a set of tiles S ⊂ T is a �nite set

S′ ⊂ T \ S such that ∂S′ is a closed curve and ∂S′ ⊂ ∂S.

An outerplanar or 1-outerplanar graph is a planar graph that has a plane em-

bedding where all vertices lie on the outer face. A k-outerplanar graph is a planar

graph that has an embedding where removing vertices of the outer face leads to a

(k − 1)-outerplanar graph.

Lemma 6.17. Let T be a regular tiling ofH2 as constructed in Lemma 6.6. The neigh-
borhood graph of any �nite tile set S ⊂ T is (c log |S|)-outerplanar, where c is an
absolute constant independent of our choice of T .
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Proof. Let α and ξ be the area and circumference of a tile in T respectively, and let

G be the neighborhood graph of S. Let S̄ be the tile set obtained from S by �lling all

of its holes with tiles. We will prove by induction on |S| that the outerplanarity ofG

is at most

(
log |S|

log(1/(1−α/ξ))

)
. To prove this claim, we show that a constant proportion

of all tiles are adjacent to the unbounded component of T \ S.

The boundary of

⋃
S̄ is a collection of closed curves bounding interior dis-

joint regions whose union has precisely |S̄| tiles. So by summing the inequality

length(Γ) > area(Γin) for each of these curves, we have that length(∂(
⋃
S̄)) >

α|S̄|. Let S′ be the set of tiles in S adjacent to the unbounded component of T \ S.

The total length of ∂(
⋃
S̄) is at most |S′|ξ, so we have that |S′|ξ > α|S̄|. Hence

|S′| > α
ξ |S̄|

α
ξ |S|, as required.

The neighborhood graph of S \ S′ has outerplanarity at most
log(|S|−|S′|)

log(1/(1−α/ξ)) by

the induction hypothesis. Therefore the outerplanarity of G is at most

log(|S| − |S′|)
log(1/(1− α/ξ))

+ 1 6
log(|S| − α

ξ |S|)
log(1/(1− α/ξ))

+ 1 =
log |S|

log(1/(1− α/ξ))
. (6.4)

Recall that in Lemma 6.6(i) we de�ned a tiling Tδ for any choice of δ ∈ N+
; let

us denote the corresponding tile area and diameter by αδ and ξδ respectively. By

Corollary 6.16, we have 0 < αδ/ξδ < 1, but this fact by itself is not enough to

establish the required bound. Indeed, in principle we could have infδ∈N+ αδ/ξδ =
0, which would make the outerplanarity bound established in (6.4) depend on the

choice of T . But we have shown in Lemma 6.6(i) that limδ→∞ αδ/ξδ > 0, so there

exists a constant c′ > 0 such that αδ/ξδ > c′ for all δ. This concludes our proof.

The treewidth of k-outerplanar graphs is at most 3k − 1 [15, Theorem 83]. By

Lemma 6.17, this implies that the neighborhood graph of any tile set S ⊂ T has

treewidthO(log n). We remark that this is the only result in the present chapter that

also works for tilings of non-constant diameter. As a consequence, it can be shown

that any n-vertex subgraph of a regular tiling with bounded tiles has treewidth at

most c log n, where c is independent of the tiling, that is, this holds even if the

regular tiling depends on n.

In order to transfer the treewidth bound from neighborhood graphs to graphs in

SNUBGH2(ρ, ν, k), we need two operations: the k-fold blowup and k-th power. It

turns out that both operations increase the treewidth by at most a function of k and

the maximum degree ofG. The k-th power Gk of a graphG is the graph with vertex

set V (G) where u, v ∈ V (G) are connected if and only if distG(u, v) 6 k. The

proof of the following lemma contains an argument similar to the proof of Lemma

4.7 in [14] that concerns edge graphs.

Lemma 6.18. If G has maximum degree ∆, then tw(Gk) 6 ∆k+1(tw(G) + 1)− 1.
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Proof. Let (T, σ) be a tree decomposition ofG, and replace each bagBwith NG(B, k).

It is su�cient to prove that the resulting bags form a tree decomposition ofGk, since

the new bags are at most ∆k+1
times larger than the bags of (T, σ). The �rst two

properties (every vertex is contained in some bag, and every edge is induced by

some bag) trivially hold. Next, we prove the third property, which is equivalent to

the following: if vertex v appears in the bags B and B′, then it appears in every

bag that is on the unique tree path between B and B′. Suppose for a contradic-

tion that there is a vertex v ∈ V (G) that appears in bags NG(B, k) and NG(B′, k),

while there is a bag NG(B∗, k) between them in the tree not containing v. Since

v ∈ NG(B, k), it follows that NG(v, k) ∩ B 6= ∅ and similarly NG(v, k) ∩ B′ 6= ∅.
Also, since v 6∈ NG(B∗, k), we have that NG(v, k)∩B∗ = ∅. Since (T, σ) is a valid

tree decomposition, B∗ is a separator of G where B and B′ are in distinct con-

nected components of G[V (G) \ B∗]. But this contradicts the fact that NG(v, k) is

a connected graph disjoint from B∗ that contains vertices from both B and B′.

For k ∈ N+ the k-fold blowup of a graph G is a graph G(k)
where each vertex

v of G is replaced by a k-clique Cv , and for each edge uv ∈ E(G) and for all

pairs of vertices u′ ∈ Cu, v
′ ∈ Cv we have u′v′ ∈ E(G(k)). Since the blown-up

bags (replacing each vertex in each bag with the corresponding clique) give a tree

decomposition of the blown-up graph, the blowup has treewidth at most k(tw(G)+
1)− 1. We can summarize this in the following proposition.

Proposition 6.19. For any graph G the treewidth of its k-fold blowup is at most
tw(G(k)) 6 ktw(G) + k − 1.

We can now prove Theorem 6.4.

Proof of Theorem 6.4. (i) Given an embedding of a shallow graph G, the main idea

of this proof is to take a tiling, and to consider some power of the neighborhood

graph of the non-empty tiles. This graph power can be blown up in a way that the

resulting graph H is a supergraph of our shallow graph G. Since neighborhood

graphs have logarithmic treewidth, the resulting graph H will also have treewidth

O(log n), and since H is a supergraph of G, the treewidth of H is greater or equal

to the treewidth of G. Next we give the details of the proof.

Let P be the point set of the embedding of G, and let us refer to points of

P being connected or not connected if the corresponding vertices in G are con-

nected by an edge (resp. not connected). We �x a tiling T from those o�ered by

Lemma 6.6(ii) where the tile diameter is the smallest possible tile diameter greater

than 2ρν. Let δ denote the diameter of the tiles in T . Note that each tile contains at

most k′
def

= kVol(δ + ρ)/Vol(ρ) = O(1) points of P . Let S be the set of non-empty

tiles in T . By Corollary 6.7, there is a constant c such that the tiles of NT (S, 1)
cover NH2(

⋃
S, c). Applying the same corollary to NT (S, 1), we get that the tiles of
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NT (S, 2) = NT (NT (S, 1), 1) cover NH2(
⋃
S, 2c). By induction we get that the tiles

of NT (S, r) cover NH2(
⋃
S, rc), Consequently, any pair of tiles T, T ′ ∈ S for which

distT (T, T ′) > 2ρν/c satis�es
9 distH2(T, T ′) > 2ρν. Therefore T and T ′ cannot

contain a pair of connected points p ∈ T ∩ P, p′ ∈ T ′ ∩ P . Let `
def

= d2ρν/ce + 1.

Then S′
def

= NT (S, `) has the property that for any pair of connected points in P ,

their containing tiles T and T ′ are not too distant in the neighborhood graph of

S′: distS′(T, T
′) < `. Note that |S′| = O(n). By Lemma 6.17, the neighborhood

graph NbG(S′) isO(log |S′|) = O(log n)-outerplanar, and by [15], it has treewidth

O(log n).

Consider the graph (NbG(S′))`. A pair of points in P can be connected only

if they are in the same tile or their tiles are connected in (NbG(S′))`. Let H be

the k′-fold blowup of (NbG(S′))`. Since each tile has at most k′ points of P , the

graph H is a supergraph of G. By Lemma 6.18, (NbG(S′))` has treewidth at most

∆`+1(tw(NbG(S′)) + 1) − 1 where ∆ is the number of neighboring tiles to a tile

in T ; therefore, tw((NbG(S′))`) = O(tw(NbG(S′))) = O(log n), and its blowup

H also has treewidth O(log n) by Proposition 6.19. Since H is a supergraph of G,

G has treewidth O(log n).

(ii) The weighted treewidth of GP is at most log(n + 1) times its treewidth

since each node in GP has weight at most log(n + 1), so Lemmas 6.6, 6.15 and

Theorem 6.4(i) imply the desired bound.

6.5 Working without an embedding

We can remove the dependence on the embedding from Theorem 6.4 by the same

techniques as in Chapter 3. The algorithms obtained this way are also deterministic

since they do not rely on the Las Vegas separator-�nding algorithm of Theorem 6.3.

Let G = (V,E) be a simple graph, with a geometric embedding η that may or

may not be given with the input. We recall some basic de�nitions. A clique-partition
of G is a partition P of V where each partition class C ∈ P forms a clique in G.

A κ-partition is a partition P of V where each partition class C ∈ P induces a

connected subgraph of G that can be covered by κ = O(1) cliques. For example,

clique partitions are 1-partitions. It has been observed in Chapter 3 that κ-partitions

with 1 < κ = O(1) can be used instead of clique partitions for many algorithms;

we will also make use of this option.

In Chapter 3, we were using greedy partitions built around maximal indepen-

dent sets to construct tree decompositions. (See De�nition 3.9 for the de�nition of

greedy partitions.) We can also use greedy partitions in hyperbolic space.

9

We let distH2(T, T ′)
def

= inf{distH2(x, y) | x ∈ T, y ∈ T ′)}. Note that this is not a metric on

subsets of H2
, it even fails to satisfy the triangle inequality.
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Lemma 6.20. Let ρ > 0, ν > 1 and d > 2 be �xed constants, and let G ∈
NUBGHd(ρ, ν). Then all greedy partitions P ofG are κ-partitions, andGP has max-
imum degree O(1). Moreover, GP is shallow: GP ∈ SNUBGHd(ρ, 3ν, 2)

Proof. Let η be an embedding of G, and let P be a greedy partition built around

a given maximal independent set I ⊂ V (G). First, we claim that restricting η
to I gives a representation for GP as a graph in SNUBGHd(ρ, 3ν, 2). Pairs of

points from η(I) closer than ρ are always connected in GP , since there are no such

point pairs. Pairs of points p, q ∈ η(I) more than 6ρν distance away cannot have

neighbors p′ and q′ that are connected, so the corresponding partition classes are

not connected in GP . Finally, any pair of points from η(I) have distance at least

2ρ, so a ball of radius ρ can contain at most two points of η(I). This shows that

GP ∈ SNUBGHd(ρ, 3ν, 2).

Clearly each partition class induces a connected subgraph of G. To bound κ,

notice that the points of a partition class for point v ∈ I all lie withinB(η(v), 2ρν).

Consider a tiling T from Lemma 6.6(ii) of diameter ρ − ε for some small ε > 0.

Each tile induces a clique in G. The tiles intersecting B(η(v), 2ρν) are contained in

B(η(v), 2ρν + ρ), and this ball contains Θ(e(d−1)(2ρν+ρ)) = O(1) tiles by Propo-

sition 6.8 (i). Therefore each partition class can be covered by at most κ = O(1)
cliques.

To get a bound on the maximum degree in GP , recall that the balls of radius

ρ with centers in η(I) are disjoint. Since GP ∈ SNUBGHd(ρ, 3ν, 2), the neigh-

borhood of a vertex is within a ball of radius 6ρν around the representing point.

Therefore the maximum degree is at most Vol(6ρν)/Vol(ρ)) = O(1), where Vol(x)
denotes the volume of a ball of radius x.

We can now make our separator theorem work for greedy partitions.

Lemma 6.21. Let ρ > 0, ν > 1 and d > 2 be �xed constants, and let G ∈
NUBGHd(ρ, ν) with representation η. Then for any greedy partition P there is a
d/(d+1)-balanced separatorS ⊂ P such that |S| = O(log n) and has weight γ(S) =
O(log2 n) if d = 2, and |S| = O(n1−1/(d−1)) and has weight γ(S) = O(n1−1/(d−1))
if d > 3.

Proof. LetP be a greedy partition for a given maximal independent set I . Let ḠP be

the graph obtained fromG by adding an edge between any pair of vertices v, w that

are in the same partition class. ThusP is a clique-partition of Ḡ, andG is a subgraph

of Ḡ. Hence, it is su�cient to provide a separator of the desired asymptotic weight

and size in Ḡ.

By Lemma 6.20, GP ∈ SNUBGHd(ρ, 3ρν, 2). Let ηP be the corresponding em-

bedding ofGP , and letPP denote its image. Let P̄ be the point multiset that for each

vertex C ∈ P contains |C| copies of the point ηP(C). Let η̄ : V (G) → P̄ , η̄(v) =
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ηP(Cv), whereCv ∈ P is the class ofP that contains v. Clearly η̄ is a representation

of Ḡ as a graph in NUBGHd(ρ, 3ρν).

If we take a nice tiling of Hd
as in Lemma 6.12, then the resulting partition

P ′ will be a coarsening of P , and a separator S consisting of P ′-classes naturally

decomposes into a separator consisting of P-classes. Moreover, each P ′-class can

contain at most O(1) classes of P , since PP is sparse. Therefore a separator S′

for P ′ of weight γ decomposes into a separator S of weight at most O(γ). Thus

(by Lemma 6.12) Ḡ has a separator S ⊆ P of the desired weight, which is also a

separator of G.

We are now ready to prove the following more general theorem about hyperbolic

intersection graphs.

Theorem 6.22. Let d > 2, k, ρ > 0 and ν > 1 be constants.

(i) If G ∈ SNUBGH2(ρ, ν, k), then the treewidth of G is O(log n), and a corre-
sponding tree decomposition of width O(log n) can be computed in polynomial
time.

(ii) If G ∈ SNUBGHd(ρ, ν, k), then the treewidth of G is O(n1−1/(d−1)), and a
corresponding tree decomposition of width O(n1−1/(d−1)) can be computed in
2O(n1−1/(d−1)) time.

(iii) IfG ∈ NUBGH2(ρ, ν), then for any greedy partitionP theP-�attened treewidth
of G is O(log2 n), and a corresponding weighted tree decomposition of width
O(log2 n) can be computed in nO(logn) time.

(iv) IfG ∈ NUBGHd(ρ, ν), then for any greedy partitionP theP-�attened treewidth
of G is O(n1−1/(d−1)), and a corresponding weighted tree decomposition of
width O(n1−1/(d−1)) can be computed in 2O(n1−1/(d−1)) time.

Proof. Given a graph G of treewidth w, we can use the algorithm from either [126]

or [17] to compute a tree decomposition whose width is O(w) in 2O(w) poly(n)
time. Moreover, for a partition P where the P-�attened treewidth is w′ we can

also compute a weighted tree decomposition of widthO(w′) in 2O(w′) poly(n) time;

see Lemma 3.12 and the proof of Theorem 3.13. Putting Lemmas 6.20, 6.15 and

Theorem 6.4 together concludes the proof of Theorem 6.22 in case of d = 2.

For Hd, d > 3 we can combine Lemma 6.21 with arguments in the proof of

Lemma 3.11 to show that the P-�attened treewidth of G is O
(
n1−1/(d−1)

)
. The

weighted treewidth approximation technique can produce a weighted tree decom-

position of GP of width O
(
n1−1/(d−1)

)
in 2O(n1−1/(d−1))

time, which concludes the

proof for the case d > 3.
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6.6 Algorithmic applications

In this section we showcase some algorithms that can be obtained from Theorem 6.22.

Theorem 6.23. Let ρ > 0, ν > 1, k ∈ N+, and d > 2 be �xed constants. Then
Independent Set can be solved in

• poly(n) time in SNUBGH2(ρ, ν, k)

• nO(logn) time in NUBGH2(ρ, ν)

• 2O(n1−1/(d−1)) time in NUBGHd(ρ, ν) if d > 3

Proof. IfG ∈ SNUBGH2(ρ, ν), then we can compute a tree decomposition of width

O(log n) in polynomial time by Theorem 6.22, and apply a traditional algorithm

of running time 2tw poly(n), see [31] for an example. This yields a polynomial

algorithm.

Now suppose G ∈ NUBGHd(ρ, ν). We compute a greedy partition P of G
in polynomial time. By Theorem 6.22, we can �nd a weighted tree decomposition

(T, σ) of GP of width w2 = O(log n) if d = 2 or of width wd = O(n1−1/(d−1))
if d > 3 in 2O(wd) poly(n) time. From this point we proceed just as we did in

Section 3.4 and Theorem 3.15: the weighted tree decomposition ofGP can be trans-

ferred into a traditional tree decomposition of G, on which a treewidth-based al-

gorithm [31] can be run with a small modi�cation, namely that only solutions that

select at most κ vertices from each partition class get a non-zero value.

Theorem 6.24. Let ρ > 0, ν > 1, 2 6 d ∈ N, and q ∈ N be �xed constants. Then
the q-Coloring problem can be solved in

• poly(n) time in NUBGH2(ρ, ν)

• 2O(n1−1/(d−1)) time in NUBGHd(ρ, ν) if d > 3.

Proof of Theorem 6.24. Let P be a greedy partition. If some clique of G contains at

least q + 1 vertices, then there is no q-coloring. Since P is a κ-partition for some

constant κ by Lemma 6.20, if a partition class has more than κq vertices, then we

can reject. OtherwiseG ∈ SNUBGHd(ρ, ν, κq+ 1). If d = 2, then by Theorem 6.22

we can �nd a tree decomposition of G of width w2 = O(log n) in polynomial time.

If d > 3, then the tree decomposition ofGP found by Theorem 6.22 has widthwd =

O(n1−1/(d−1)) and it can be found in 2O(n1−1/(d−1))
time. Then we can simply run

a treewidth-based coloring algorithm [31] with running time qtwtwO(1) poly(n),

which for q = O(1) becomes poly(n) time for d = 2 and 2O(n1−1/(d−1))
time for

d > 3.
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Theorem 6.25. Let ρ > 0, ν > 1, and 2 6 d ∈ N be �xed constants. Then Hamilto-
nian Cycle can be solved in

• poly(n) time in NUBGH2(ρ, ν) if an embedding is given

• 2O(n1−1/(d−1)) time in NUBGHd(ρ, ν) if d > 3 and the embedding is given.

Proof of Theorem 6.25. Let T be the tiling of Lemma 6.6(ii) with diameter 2ρ − ε,
where ε is small positive constant. Notice that vertices ofG assigned to the same tile

are connected in G, thus T induces a clique partition P of G. Note that computing

this partition requires that we have an embedding ofG available as input; this is the

only place where we use the embedding in this proof.

We can use a lemma by Ito and Kadoshita [83] to reduce the number of points

in each tile to a constant that depends only on the maximum degree ∆ of GP ; see

also [92]. Their key lemma is the following.

Lemma 6.26 (Ito and Kadoshita [83]). LetP be a partition of V (G) into cliques where
the maximum degree of GP is ∆. Then for each pair of distinct cliques C,C ′ ∈ P ,
there is a way to remove all butO(∆2) edges among those with one endpoint in C and
the other in C ′ so that the resulting graph G1 has a Hamiltonian cycle if and only if
G has a Hamiltonian cycle.

As observed by [92], if G1 is connected, removing the vertices from each clique

of the clique partition inG1 that do not have an edge to a vertex of any other clique

in the partition preserves the Hamiltonicity of G1. We thus obtain a reduced graph

G2, which contains at mostO(∆3) vertices per tile. LetG3 be the supergraph ofG2

where we reintroduce the deleted edges between the remaining vertices. Then G3

is an induced subgraph of G, where in each clique of the partition there are O(∆3)
vertices. Moreover, it has a Hamiltonian cycle if and only if G2 does, since we can

obtain G2 from G3 by applying Lemma 6.26. Therefore, G3 is an induced subgraph

ofG that has a Hamiltonian cycle if and only ifG does, and givenG and its partition

into cliques, G3 can be computed in polynomial time.

Clearly G3 ∈ SNUBGHd(ρ, ν, k) for some constant k that depends only on ρ, ν
and d, so by Theorem 6.22 G3 has treewidth O(log n) if d = 2 or O(n1−1/(d−1))
if d > 3. We can compute a corresponding tree decomposition in poly(n) (respec-

tively, in 2O(n1−1/(d−1))
) time.

Finally, we run a treewidth-based Hamiltonian cycle algorithm [16] on this tree

decomposition of G3, which takes 2O(tw(G3)) poly(n) time.

Using the (P-�attened)-treewidth-based algorithms as discussed in Chapter 3

with the treewidth bounds of Theorem 6.22, we get the following results.

Theorem 6.27. Let ρ > 0, ν > 1, 2 6 d ∈ N, and k ∈ N+ be �xed constants. Then
Dominating Set, Vertex Cover, Feedback Vertex Set, Connected Dominating
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Set, Connected Vertex Cover and Connected Feedback Vertex Set can be solved
in

• poly(n) time in SNUBGH2(ρ, ν, k)

• nO(logn) time in NUBGH2(ρ, ν)

• 2O(n1−1/(d−1)) time in NUBGHd(ρ, ν) if d > 3.

6.7 A note on the number of (noisy) uniform ball graphs

Theorem 6.28. Let d > 2 be a �xed constant.

(i) The number of n-vertex graphs in UBGHd(ρ) is 2O(n logn)

(ii) The number of n-vertex graphs in SNUBGHd(ρ, ν, k) is 2O(n logn)

(iii) The number of n-vertex graphs in NUBGHd(ρ, ν) is 2Θ(n2)

Proof. (i) Any graph de�ned by a set of balls in Hd
is also a ball graph in Rd, since

a representation of the graph in the Poincaré ball model can be used as a represen-

tation of the same graph in Rd as a ball graph. Therefore the known upper bound

on the number of ball graphs in Rd su�ces [110].

(ii) We denote the closed ball centered at p ∈M of radius r by BM(p, r). Note

that any graphG ∈ SNUBGHd(ρ, ν, k) has maximum degreeO(1), since the points

representing the neighborhood of a vertex v can are covered byB(η(v), 2ρν), which

in turn can be covered byO(1) balls of radius ρ, each of which can contain no more

than k points. Therefore an edge list representation of a graph on n vertices has

O(n) symbols from an alphabet of size n, which implies that the number of distinct

representations is 2O(n logn)
.

(iii) The upper bound follows from the fact that there are 2(n2) labeled graphs,

which is an upper bound on the number of graphs. For the lower bound, we can

realize any co-bipartite graph (a graph that is the complement of a bipartite graph) in

NUBGM(ρ, 1), whereM is an arbitrary metric space that contains a pair of points

at distance 2ρ. In particular, this is possible for M = Hd
. Consider co-bipartite

graphs that have an even split into cliqueA on dn/2e and cliqueB on bn/2c vertices.

For a given vertex a ∈ A, there are 2bn/2c neighborhoods to choose from. We can

choose for each vertex a ∈ A independently, which gives (2bn/2c)dn/2e = 2Ω(n2)

possible choices, each resulting in a di�erent labeled graph. Each unlabeled graph

has been counted at most n! = 2Θ(n logn)
times, so there are 2Ω(n2)/2Θ(n logn) =

2Ω(n2)
distinct unlabeled co-bipartite graphs.
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6.8 Concluding remarks

We have established that shallow noisy uniform ball graphs in H2
have treewidth

O(log n), while their non-shallow counterparts haveP-�attened treewidthO(log2 n)
for any greedy partition P . For higher dimensions, we have established a bound of

O(n1−1/(d−1)) on theP-�attened treewidth for greedy partitions. These bounds im-

plied polynomial, quasi-polynomial and subexponential algorithms in the respective

graph classes, where the exponents in Hd
match those in Rd−1

with the exception

of H2
. Next we mention some directions for future research.

• Generalizing the underlying space. Our tools exhibit a lot of �exibility,

and likely can go beyond standard hyperbolic space. As seen in the paper

by Krauthgamer and Lee [97], there are very powerful tools available in δ-

hyperbolic spaces; it would be interesting to see extensions in this direction.

• Specializing the graph classes and algorithms. Our polynomial and quasi-

polynomial algorithms have large constants in the exponents of their running

times. For the special case of hyperbolic grids (�nite subgraphs of the graph

of regular tiling of H2
), it should be possible to improve these constants. Is

there a di�erent algorithm with more elementary tools with a similar or bet-

ter running time? How is the type of the tiling represented in the optimal

exponent? What lower bound tools could be used here?
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7.1 Introduction

In Part I of the thesis, we have developed an algorithmic framework for NP-hard

problems in geometric intersection graphs and an algorithm for the Euclidean TSP

problem. We now turn to creating the foundation for our lower bounds.

There are several well-known ETH-based lower bounds for fundamental prob-

lems in planar graphs, and some are also known in geometric graphs [31]. How-

ever, lower bound results in higher dimensions are scarce, and often very problem-

speci�c. The goal of this chapter is to introduce a framework to obtain tight ETH-

based lower bounds for problems on d-dimensional induced grid graphs (which are

a subset of intersection graphs of similarly-sized fat objects).

Our lower bound technique is based on a constructive embedding of graphs into

d-dimensional grids, for d > 3, thus avoiding the invocation of deep results from

Robertson and Seymour’s graph minor theory. This Cube Wiring Theorem implies

that for any constant d > 3, any connected graph on m edges is the minor of the d-

dimensional grid hypercube of side length O(m
1
d−1 ); see Theorem 7.10. For d = 2,

we give a lower bound for a customized version of the 3-SAT problem. These re-

sults make it possible to design simple reductions for our problems using just three

custom gadgets per problem; the gadgets model variables, clauses, and connections

between variables and clauses, respectively. By invoking the Cube Wiring Theorem

or our custom satis�ability problem, the wires connecting the clause and variable

gadgets can be routed in a very tight space. Giving these three gadgets then imme-

diately yields a tight lower bound in d-dimensional grid graphs (under ETH) for all

d > 2. Naturally, the lower bounds carry over to all containing graph classes, such

as unit ball graphs, unit cube graphs and also in intersection graphs of similarly

sized fat objects. Lower bounds of the form nΩ(k1−1/d)
are known for various prob-

lems in the parameterized complexity literature [12,109]. The embedding in [109] in

particular has a denser target graph than a grid hypercube, where the “edge length”

of the cube contains an extra logarithmic factor compared to ours (see Theorem 2.17

in [109]) and thereby gives weaker lower bounds.

As we have recently learned, the Cube Wiring Theorem itself can also be derived
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from a theorem of Thompson and Kung [133] that concerns sorting on parallel pro-

cessors that are connected into a d− 1-dimensional grid cube.

7.2 Lower bounds in two dimensions

To prove lower bounds in two-dimensional grids, we introduce an intermediate

problem.

We denote byG2(n1, n2) the two-dimensional grid graph with vertex set [n1]×
[n2]. We say that a graph H is embeddable in G2(n1, n2) if it is a topological minor

of G2(n1, n2), i.e., if H has a subdivision that is a subgraph of G2(n1, n2). Finally,

for a given 3-CNF formula φ, its incidence graph Gφ is the bipartite graph on its

variables and clauses, where a variable vertex and a clause vertex are connected by

an edge if the variable appears in the clause.

We say that a CNF formula φ is a (3, 3)-CNF formula if all clauses in φ have size

at most 3 and each variable occurs at most 3 times.
10

Note that in such formulas

the number of clauses and variables is within constant factor of each other. The

(3, 3)-SAT problem asks to decide the satis�ability of a (3, 3)-CNF formula.

Proposition 7.1. There is no 2o(n) algorithm for (3, 3)-SAT unless ETH fails.

Proof. By the sparsi�cation lemma of Impagliazzo, Paturi and Zane [80], satis�a-

bility on 3-CNF formulas with n variables and Θ(n) clauses has no 2o(n)
algorithm

under the ETH. Let φ be such a formula. If a variable v occurs k > 3 times in φ, then

we can replace v with a new variable at each occurrence. Call these new variables

vi (i = 1, . . . , k). Now, add the following clauses to the formula:

(v1 ∨ ¬v2) ∧ (v2 ∨ ¬v3) ∧ · · · ∧ (vk−1 ∨ ¬vk) ∧ (vk ∨ ¬v1). (7.1)

It is easy to see that the resulting formula is a (3, 3)-CNF formula of O(n) vari-

ables and clauses, and it can be created in polynomial time from the initial formula.

Next, we argue that the new formula is satis�able id and only if φ is satis�able. If

φ is satis�able, then the new formula is also satis�ed by the assignment where for

each v we set all the variables vi to be equal to v. If the new formula is satis�able,

then for each v the added clauses can only be satis�ed if v1 = v2 = · · · = vk; there-

fore we can set v = v1 and such an assignment will satisfy all the original clauses.

Consequently, a 2o(n)
algorithm for (3, 3)-SAT would also give a 2o(n)

algorithm to

evaluate the satis�ability of φ, which contradicts ETH.

Our intermediate problem, Grid Embedded SAT, asks to determine the satis-

�ability of a (3, 3)-CNF formula whose incidence graph is embedded in an n × n
grid:

10

Crucially, we allow clauses of size 2, as formulas with clause size exactly 3 and at most 3 occur-

rences per variable are trivially satis�able [135].
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O(n)

O(n)

v1 v2 v3 v4 v5

v1

v2

v3 v4

v5

Figure 7.1: Left: the incidence graph of the formula (x1 ∨ ¬x2 ∨ x3) ∧ (¬x1 ∨ x2 ∨ x3).

Right: a drawingDφ of the incidence graph on the grid. Each edge is a grid path,

the main part of which is a u shape with a unique integer height.

Grid Embedded SAT

Input: A (3, 3)-CNF formula φ together with an embedding of its inci-

dence graph Gφ in G2(n, n).

Question: Is there a satisfying assignment?

Theorem 7.2. Grid Embedded SAT has no 2o(n) algorithm under ETH.

Proof. Consider a (3, 3)-CNF formula φ. As a �rst step, we generate a grid drawing

Dφ in R2
of the incidence graph of φ the following way. Assign the point (3i, 0)

to vertex vi of Gφ, as depicted in Figure 7.1, and add horizontal grid segments to

its left (resp. left and right) to vertices of degree 2 and 3; this way each vertex in

Gφ of degree k is assigned to a group of k consecutive grid points. Finally, for each

edge of Gφ, we add two vertical segments and a horizontal segment in a u shape

that connects two points corresponding to the group of its endpoints; the height of

this segment for edge j is set to j. This drawing assigns a unique grid point to each

vertex of Gφ and a grid path to each edge (with intersections).

Next, we need to planarize φ. To this end, we use a modi�ed version of the

crossover gadget from Lichtenstein’s classical planar 3-SAT reduction [99]. The

crossover gadget is built on a constant size 3-CNF formula with two pairs of spe-

cial variables, a, a′ and b, b′. The incidence graph of the formula is planar and has

maximum degree six, see Figure 7.2. The incidence graph has a planar embed-

ding where the vertices corresponding to the special variables occur in the order

a, b, a′, b′ around the unbounded face; furthermore, the degree of a and b within

this graph is two. The added variables and clauses of the gadget ensure that in all

satisfying assignments a = a′ and b = b′. One uses the gadget the following way:

suppose two edges, starting at variable vertices u and v are crossing in our drawing.

Then we identify u and a, and also v and b. On the other side of the crossing, we

add the new variable vertices a′ and b′; �nally, the crossing itself gets replaced by
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Figure 7.2: Lichtenstein’s crossing gadget.

v

v1

v2

v3 v4

v5

v6c1

c2

c3 c4

c5

c6 c1

c2

c3 c4

c5

c6

Figure 7.3: A low-degree gadget to help grid embeddings.

the above mentioned embedding of the gadget.

Note that this modi�cation can at most double the degree of each original vari-

able vertex, and the maximum degree of newly introduced variable vertices is six.

Therefore, the resulting formula φ′ is planar, and it has degree at most six. For these

high degree vertices we introduce a degree-decreasing gadget, depicted in Figure 7.3,

where the new formulas (unlabeled vertices in the �gure) are the same as in (7.1)

for k = 6. After introducing these new variables and clauses, we get a planar (3, 3)-

CNF formula φ′′. Due to the nature of our modi�cations the formula φ′′ is satis�able

if and only if φ is satis�able.

Using the earlier drawing Dφ we can easily produce a grid drawing for Gφ′′ .
Clearly there is a constant c1 such that one can draw our degree decreasing gadget

of size six inside, and there is a constant c2 such that one can draw the crossing

gadget (with our degree decreasing gadget added where necessary) in a grid of size

c2 × c2. By switching the grid underneath to a grid with 2 max(c1, c2) times the

density, we can introduce these gadgets at the crossings, and also add the degree-

decreasing gadget in place of new high degree variable vertices. This results in a

grid drawing ofGφ′′ , where the grid has sizeO(n)×O(n), and therefore the whole

construction has O(n2) vertices. The algorithm to obtain this embedding runs in

polynomial time. This completes our reduction.
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Note that Grid Embedded SAT is solvable in 2O(n)
time, since it reduces to

Planar SAT on O(n2) variables and clauses, which in turn has an algorithm with

running time 2O(
√
t)

where t is the number of variables and clauses (see e.g., [141]).

7.3 Lower bounds in higher dimensions – Cube Wiring

In the previous section, we have established a good problem to use as a basis for

ETH-tight lower bounds. An important property of Grid Embedded SAT is that it

provides a grid embedding that one can base a geometric reduction on. For higher

dimensional lower bounds, it is often convenient to start with (3, 3)-SAT instead,

but the problem of �nding a good embedding is far from trivial. This is what our

Cube Wiring Theorem was designed to achieve.

For an integer n, let [n] = {1, . . . , n}. For a vector n := (n1, . . . , nd) in Zd+,

let Boxd(n) = [n1]× · · · × [nd]. Let Gd(n) be the graph whose vertex set V (G) is

Boxd(n), and where x,y ∈ V (G) are connected if and only if they are at distance

1 in Rd. The integer points of Rd can be divided into parallel layers. The layer at

“height” h ∈ Z is de�ned as `(h) = {x ∈ Zd | xd = h}. Let Embh : Rd−1 →
Rd be the function that maps Rd−1

into `(h) as follows: Embh(x1, . . . , xd−1) =
(x1, . . . , xd−1, h).

In what follows, n denotes a (d− 1)-dimensional vector. Let P,Q be equal-size

subsets of Box(n). LetM be a perfect matching of the graphGP×Q := (P ∪Q,P ×
Q). We say that M can be wired inGd(cn, h) where c and h are positive integers, if

there are vertex-disjoint paths in Gd(cn, h) that connect Emb1(p) to Embh(q) for

all (p,q) ∈M . Note that Gd(cn, h) consists of h layers, each of which is a copy of

Box(cn) at a di�erent height.

We will refer to the embedding in Rd of the path representing a pair (p,q) as a

wire, and we de�ne the length of a wire as the number of edges on the path. Note

that the length of a wire is equal to its Euclidean length, since the edges connect

adjacent points of the integer grid.

Theorem 7.3. (Cube Wiring Theorem) Let d > 3, n ∈ Zd−1
+ , and let P and Q

be two equal-size subsets of Boxd−1(n). Let M be a perfect matching in GP×Q =

(P ∪Q,P ×Q). ThenM can be wired in Gd(36n, h), where h = O(
∑d−1

i=1 ni), and
the length of each wire is O(d

∑d−1
i=1 ni).

As a �rst step we replace every coordinate ni of the vector n by the smallest

power of two that is larger than or equal to ni. It su�ces to show that in this new

setting, where each ni is a power of two, we can wire M in Gd(18n, h). Note that

Boxd−1(n) is a “corner” of the larger Boxd−1(18n), so the point sets P andQ above

are embedded into two such corners within the �rst and last layer of the grid graph.
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in subgrids
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18n1

Figure 7.4: One step in the divide and conquer approach.

Overview of the proof. We obtain a wiring fromP toQ by a divide-and-conquer

approach. Let nmax := maxi∈[d−1] ni, and without loss of generality, assume that

n1 = nmax. We splitBoxd−1(n) in all layers into two equal- sized sub-boxes, using a

hyperplane orthogonal to the x1-axis. Thus the points z ∈ P ∪Qwith z1 6 nmax/2
end up in one halfspace, while the points z with z1 > nmax/2 end up in the other

halfspace. We then perform the crucial step, a rough reordering, which wires all

points from P to points in an intermediate layer ` so they end up in the correct

halfspace with respect to their target locations in Q. That is, if a point p and its

matching point q were on di�erent sides in the above split, then we wire p to a

point p′ in ` which lies in the same side as q. See Figure 7.4. Next, we perform

a global movement, which o�sets all the points in the halfspace x1 > nmax/2 by

(8 + 1/2)nmax in the �rst coordinate, that is, the points are wired to the halfspace

x1 > 9nmax. The rough reordering and the global movement can be performed in

O(nmax) layers.

Recall that we are working inside a 18n1×18n2×. . .×18nd−1×c
∑d−1

i=1 ni grid,

where c is suitable constant. The wiring problem in the halfspaces can recursively

be solved in their own separate halfspaces, and the size of grid required for this is

18n1/2×18n2× . . .×18nd−1× c
∑d−1

i=1 ni. Thus, in the original, twice larger grid,
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Figure 7.5: Schematic pictures of rough reordering in disjoint subgrids, according to �rst

coordinates. The red wires are pulled, the green ones are pushed. The blue wires

do not need reordering. The three subgrids are weaved together in a �ner grid

(rightmost picture).

we can recursively solve the wiring problem for both halfspaces “in parallel”. After

the recursive steps are �nished, we have the points arranged as they should be in

Q but spread out in Boxd−1(18n), so we compress it back to their true targets in

Boxd−1(n). We will provide a more rigorous analysis later, but for now, note that

after at most d rough reorderings (taking O(dnmax) layers), nmax will have halved.

Since the number of layers required for each halving of nmax decreases by half each

iteration, we see that the wiring can be accomplished in O(dnmax) layers.

To perform a rough reordering, we �rst separate the points of P into three

groups: those that are already in the correct halfspace, those that need to move

from the halfspace x1 6 nmax/2 to the halfspace x1 > nmax/2 (and we say that

the wires corresponding to those points need to be pushed) and those that need to

move in the opposite direction (whose wires must be pulled). See Figure 7.5. To

avoid con�icts between these movements, we do them in di�erent subgrids. An

(a, b)-subgrid consists of those points whose coordinates are equal to a modulo b,
together with the points of which at most one coordinate di�ers from a modulo b.
Note that the former points make up the “vertices” of the (a, b) subgrid, and these

are connected by paths of length b, the “edges” of the subgrid. We perform pushing

in the (1, 3)-subgrid, pulling in the (2, 3)-subgrid, and the points that do not need

to move stay in the (0, 3)-subgrid. Notice that we use d > 3 here; for d 6 2, these

subgrids are not disjoint.

In what follows, we introduce some further concepts needed for the proof, to-

gether with the required lemmas.
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Rearrangement lemmas. We begin by de�ning two functions, compk and magrk
that compress and magnify the coordinates of a point in Zd−1

, as follows:

compk,magrk : Zd−1 → Zd−1,

compk(x1, . . . , xd−1) =

(⌊
x1 − 1

k

⌋
, . . . ,

⌊
xd−1 − 1

k

⌋)
,

magrk(x1, . . . , xd−1) = (kx1 + r, . . . , kxd−1 + r).

For a set P of points in Zd−1
, we de�ne compk(P )

def

= {compk(p) | p ∈ P}.
We use similar notation for other functions, when convenient.

We can subdivide Zd−1
into small hypercubes of side length t, which we call

t-cells. More precisely, points p,p′ ∈ Zd−1
belong to the same t-cell if and only if

compt(p) = compt(p
′).

De�nition 7.4. Let k be a positive integer, and consider a point set P ⊆ Zd−1
.

The set P is k-spaced if there is an integer 0 6 r < k such that for any x =
(x1, . . . , xd−1) ∈ P we have xi ≡ r mod k for all i = 1, . . . , d − 1. A point set

P ⊆ Zd is quasi-k-spaced if it has at most one point in each k-cell.

Lemma 7.5. It is possible to make local and global movements in the following sense.

(1) (Local movement) Let P and Q be two quasi-k-spaced subsets of Boxd−1(kn),
which have points in the same k-cells, i.e., compk(P ) = compk(Q). ThenM =
{(p,q) | compk(p) = compk(q)} can be wired in 3 layers of Boxd−1(kn),
while keeping each wire within its k-cell of origin in all layers. Each wire has
length O(kd).

(2) (Global movement) Let P ⊆ Boxd−1(n) and let Q be a translate of P along the
�rst coordinate, of the form Q = {p + x | p ∈ P} for some �xed vector x =
(kn1, 0, . . . , 0) (k ∈ Z). The translation de�nes a matchingM = {(p,p +
x) | p ∈ P}, which can be wired in n1 + 2 layers of [(k+ 1)n1]× [n2]× · · · ×
[nd−1], and the length of each wire is O(kn1).

Proof. For (1), consider a pair (p,q) ∈M from a given k-cell C . In the cell C there

is a path connecting p and q of length O(k(d − 1)). This path can be obtained by

setting each of the coordinates to the coordinate value of the destination in suc-

cession, i.e., we start by increasing or decreasing the �rst coordinate from p1 to q1,

then we increase or decrease the second coordinate from p2 to q2, etc. We embed

this path into `(2), and add a vertical edge from Emb1(p) to the starting point and a

vertical edge from the endpoint to Emb3(q). This wire stays within C × [3]. Doing

this for all matching pairs gives a wiring that satis�es all of our conditions.

To prove (2), we organize the points of P according to their �rst coordinate as

follows. Let Pi? = {p ∈ P | p1 = i}. Raise the wire starting at p ∈ Pi by n1 +1− i
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layers, then increase the �rst coordinate until it is equal to kn1 + i, and �nally raise

the wire again by n1 + 1 − i layers. We can do that in parallel for all i ∈ [n1] and

all points p ∈ Pi?. This requires n1 + 2 layers and O(kn1) length per wire.

Let Σ(n)
def

=
∑d−1

i=1 ni, and let π\i be the projection that removes the i-th coor-

dinate, that is, π\i(x1, . . . , xd)
def

= (x1, . . . , xi−1, xi+1, . . . , xd).

Lemma 7.6. (Compression/Expansion) Let P ⊂ Boxd−1(kn) be a k-spaced set
and let M = {(p,q) | p ∈ P,q = compk(p)}; thus M is the natural matching
between P and Q = compk(P ). Then M can be wired in 2d − 2 + Σ(n) layers of
Boxd−1(kn), where each wire has length O(kΣ(n)).

Proof. We use induction on the dimension. Consider d = 2 �rst. It is easy to see

that a k-spaced set P ⊂ [kn1] can be wired to compk(P ) in n1 + 2 layers: we raise

the wire starting in the i-th k-cell by i layers, then decrease the �rst coordinate until

it is equal to i, and �nally raise its height again by n1 + 1− i layers. This requires

n1 + 2 layers and ckn1 length per wire for some constant c.

If d > 2, then by induction for d − 1, we can wire each of the sets Pi?
def

= {p ∈
P | p1 = i} to P?

def

=
⋃n
i=1 compk(Pi?) in 2d− 4 +

∑d−1
i=2 ni layers and ck

∑d−1
i=2 ni

length per wire (for some constant c). Then we use the 2-dimensional wiring for

each of the nd−2
sets

{p ∈ P? | π\1(p) = x} (x ∈ Box
(
π\1(n))

)
in parallel (using n1 + 2 layers). This requires

2d− 4 +
d−1∑
i=2

ni + (n1 + 2) = 2d− 2 +
d−1∑
i=1

ni

layers and ck
∑d−1

i=2 ni+ckn1 = ck
∑d−1

i=1 ni length per wire. Expansion is obtained

by reversing this wiring.

In a point set P ⊆ Zd−1
, we denote the lexicographic ordering by <d−1. The

lexicographic matching between two equal size point sets of Zd−1
is the matching

{(pi,qi) | i = 1, . . . , |P |}, where pi and qi are the i-th points in the lexicographic

order in P and Q respectively. The main lemma in the proof of Theorem 7.3 is the

following:

Lemma 7.7. (Pushing/Pulling) Let d > 2, n ∈ Zd−1
+ and let P andQ be equal-size

subsets of Boxd−1(n), where n1 > n2 > . . . > nd−1. Then the lexicographic match-
ing between P and Q can be wired in 3n1 + 2 layers of (the larger box) Boxd−1(6n).
Moreover, the length of each wire is O(Σ(n)).



112 Wiring in grids

n

Global movement: P → 5n + P

P

Q

P̄

Figure 7.6: Pushing/pulling lemma in 2 dimensions, using two global movements.

Proof. Let the points of P and Q be p1 <d−1 p2 <d−1 · · · <d−1 pk and q1 <d−1

q2 <d−1 · · · <d−1 qk. The lexicographic matching is M = {(pi,qi) | i ∈
{1, . . . , k}}.

We use induction on the dimension d. For d = 2, the sets P andQ are equal size

subsets of [n]. The wiring for d = 2 starts by using a global movement (Lemma 7.5)

from P to its translate 5n + P
def

= {5n + p | p ∈ P}, which requires n + 2 layers.

The wires we need to continue are ending at the set P̄
def

= Embn1+2(5n+P ). Next,

we continue wire i from point p̄i by raising its height by i units (along the x2-

coordinate), then we add a horizontal segment so that the �rst coordinate becomes

equal to qi (we decrease the �rst coordinate by (5n+ pi− qi)). We �nish by raising

the height by k+ 1− i steps. It is easy to see that these wires do not intersect. This

requires k + 2 6 n1 + 2 layers, so overall the d = 2 case can be wired in 2n + 4
layers. Each wire that we de�ned has length at most cn for some constant c.

For the inductive step, consider P,Q ⊆ Boxd−1(n). Let IP be the set of indices

in the lexicographic ordering of P that separate the ordering according to the value

of the �rst coordinate, i.e., i ∈ IP if and only if (pi)1 < (pi+1)1. We de�ne the

analogous set IQ for the lexicographic order ofQ. Let I = IP∪IQ. Let i1, i2, . . . , i|I|
be the elements of I in increasing order. LetR be the partition of P according to I :

R def

=
{
{p1,p2, . . .pi1}, {pi1+1,pi1+2, . . . ,pi2}, . . . , {pi|I|+1,pi|I|+2, . . . ,p|P |}

}
.

Note that R has size at most 2n1 − 1. We enumerate the partition classes in

the lexicographic order: R = {R1, R2, . . . , R|R|}. The analogous partition R′ =
{R′1, R′2, . . . , R′|R|} can be de�ned on Q. Notice that the lexicographic matching

betweenP andQ is the union of the lexicographic matchings betweenRj andR′j for

j = 1, . . . , |R|. The crucial property of each partition class Rj ∈ R is that for any

pk,pl ∈ Rj and their pairs qk,ql ∈ R′j we have (pk)1 = (pl)1 and (qk)1 = (ql)1.
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Induction: π\1(Rj(P )) → π\1(Rj(Q))

`(n1 + 2 + j)

`(1)

`(n1 + 2)

Global movement

P̄

P

Q

`(3n1 + 2)

Figure 7.7: Pushing/pulling lemma: we use the induction hypothesis for each partition class

in a separate layer.

Now we are ready to de�ne the wiring. We start with a global movement (as seen

in Lemma 7.5), just as we did in the planar case: we moveP to (5n1, 0, . . . , 0)+P us-

ing heightn1+2. Then we continue the wires from P̄
def

= Embn1+2
(
(5n1, 0, . . . , 0)+

P
)
, see Figure 7.7. For each point p̄ ∈ P̄ whose wire belongs to the classRj , we raise

the wire j layers (into `(n1 + 2 + j)). This introduces at most |R| 6 2n1 − 1 new

layers, and together with a top layer it gives us all our n1 +2+2n1−1+1 = 3n1 +2
layers.

We apply the inductive step for π\1(Rj) and π\1(R′j). This gives us a wiring in

d − 1 dimensions between these sets corresponding to the lexicographic matching

betweenRj andR′j , which is a subset of the lexicographic matching between P and

Q. We can embed this wiring into `(n1 +2+ j) using the function ϕj : Rd−1 → Rd
that is de�ned as

ϕj((x1, . . . , xd−1)) = (5n1 + p1 − xd−1, x1, . . . , xd−2, n1 + 2 + j)

where p1 is the �rst coordinate of an arbitrary p ∈ Rj . (Note that by the def-

inition of R, we have p1 = p′1 for any p,p′ ∈ Rj , thus ϕj is well-de�ned.) The
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induction implies that the wiring �ts within [6n2]×· · ·× [6nd−1]× [3n2 +2]. There-

fore, the embedded wires do not enter Embn1+2+j(Boxd−1(n)), since the above

embedding ends with a �rst coordinate which is at least 5n1 − (3n2 + 2) > n1.

We further extend each of these wires by decreasing the �rst coordinate, until the

wire corresponding to p ∈ Rj decreases to q1, where q and p from a pair in the

lexicographic matching. Finally, we �nish the wiring by raising all of the wires

corresponding to Rj for each j ∈ 1, . . . , |R| (extending them parallel to the d-th

coordinate axis) by length |R|+ 1− j. This completes the wiring. The length used

per wire is c
∑d−1

i=2 ni + cn1 = cΣ(n). It is routine to check that these wires are

vertex disjoint.

Our task is to wire from the bottom layer `(1), where the point set P is embed-

ded, to the the top layer `(htop) that contains Embhtop(Q).

A wire point of a wire at height h is the vertex of the wire inside layer `(h). (If

there are multiple such points, let it denote the one that is the furthest away from the

starting point of the wire w.) We denote by Wires the set of wires corresponding to

M in the construction; furthermore, for any set of wires T ⊂Wires let T (h) be the

set of wire points at height h for the wires in T . For any wire w and corresponding

matching edge (p,q) ∈ M , denote by orig(w) = p and dest(w) = q the origin

and destination of the wire.

Proof of the Cube Wiring Theorem (Theorem 7.3). By adding some dummy edges to

the matching, we may assume thatP = Q = Boxd−1(n). Without loss of generality,

assume that n1 > n2 > . . . > nd−1. Recall that we assume that all coordinates of n
are powers of two, and work inside the set Boxd−1(18n).

We show that there are constants c1, c2 such that M can be wired in c1Σ(n)
layers and c2dΣ(n) length per wire, but starting from mag0

3(P ) instead of P and

arriving to mag0
18(Q) instead ofQ. This is su�cient because using our compression

technique described in Lemma 7.6, we can wire initially from P to mag0
3(P ) and in

the end from mag0
18(Q) toQ inO(Σ(n)) extra layers andO(Σ(n)) extra length per

wire.

We use induction on Σ(n). In the base case, we have Σ(n) = d− 1 (i.e., ni = 1
for all i), and therefore mag0

3(P ) can be wired in 3 layers to mag0
18(Q) with a local

movement (Lemma 7.5) since P and Q are both singletons in the 18-cell [18]d−1
.

For the inductive step, start the wiring at layer `(1) with the 3-spaced point set

mag0
3(P ) ⊆ Boxd−1(3n). (See Figure 7.4.)

A wire w must be pushed if (orig(w))i 6 ni/2 and (dest(w))i > ni/2. Let

Push ⊂ Wires be the set of wires that need to be pushed. Conversely, there is a

set Pull ⊂ Wires, the wires that need to be pulled, where (orig(wp))i > ni/2 and

(dest(wp))i 6 n/2. Due to our assumption that P = Q = Boxd−1(n), we have

|Push| = |Pull|, therefore the pushed and pulled wires need to change places. Let
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Stay = Wires \ (Push∪Pull) be the rest of the wires. Therefore, the starting points

of the wires are at height one, at the points Emb1(P ) = Wires(1) = Push(1) ∪
Pull(1) ∪ Stay(1).

Using local movements with respect to 3-cells (by Lemma 7.5), we can connect

π\d(Push(1)) to the relevant points of the (1, 3)-subgrid of Boxd−1(3n), and the

points of π\d(Pull(1)) to the relevant points of the (2, 3)-subgrid of Boxd−1(3n).

These local movements end in layer `(3); by raising the Stay wires along the last

coordinate into `(3), we have that the point set Stay(3) is in the (0, 3) subgrid of

Zd. We raise Push(3) by one layer, and Pull(3) by two layers; as a result the points

Push(4) andPull(5) are in the (1, 3) and (2, 3) subgrids ofZd respectively. Note that

for a while, we ensure the disjointness of Push, Pull and Stay by keeping them in

these subgrids, which are disjoint (i.e., even the subgrid “edges” are vertex disjoint)

for d > 3.

Next, we apply pushing (Lemma 7.7) in the (1, 3)-subgrid to Push(4). More

precisely, we regard the (1, 3)-subgrid as a grid graph Gd
(
6n, (c/3)Σ(n)

)
(and

disregard the edge subdivisions). We can apply Lemma 7.7 in this graph, to wire

from the point set comp3

(
π\d(Push(4))

)
⊂ Boxd−1(n) to comp3

(
π\d(Pull(5))

)
⊂

Boxd−1(n) along the lexicographic matching. This wiring requires at most (3n1+2)
layers in the (1, 3)-subgrid. In the original graph, that becomes 3 · (3n1 + 2) lay-

ers, therefore the wiring ends at height h1 = O(n1). We apply the same lemma to

Pull(5) in the (2, 3)-subgrid, to wire from comp3

(
π\d(Pull(5))

)
⊂ Boxd−1(n) to

comp3

(
π\d(Push(4))

)
⊂ Boxd−1(n); this also requires heightO(n1) in the original

graph, and ends at height h′1 = O(n1).

Let h2
def

= max(h1, h
′
1) = O(n1). By raising the height (increasing the last coor-

dinate) of the wire sets Push,Pull and Stay until they reach height h2, we get to a

quasi-3-spaced point set π\d
(
Push(h2)∪Pull(h2)∪Stay(h2)

)
= π\d

(
Wires(h2)

)
⊆

Boxd−1(18n). We apply a local movement (Lemma 7.5) to make our wire points 3-

spaced at height h2 + 2. Finally, we apply a global movement (Lemma 7.5) on the

wires in the higher half, and move them into the second half of Boxd−1(18n) along

the �rst coordinate
11

, that is,

X =
{
x ∈ π\d (Wires(h2 + 2)) | (comp3(x))1 > n1/2

}
is wired to

{
x +

(
15
n1

2
, 0, . . . , 0

)
| x ∈ X

}
.

This wiring ends at a layer of height h3 = O(n1) = c1nmax for some constant

c1. The length requirement per wire isO(d) for the local movements,O(dn1) for the

rough reordering andO(n1) for the global movement, so overallO(dn1) = c2dnmax
length is used per wire so far for some constant c2.

11

Notice that we shift by 7.5n1 instead of 8.5n1, as stated in the simpli�ed overview earlier. The

reason is that we are working with a 3-spaced set X here.



116 Wiring in grids

Let B1
def

= [18n1
2 ] × [18n2] × · · · × [18nd−1] and let B2

def

= Boxd−1(18n) \ B1.

Moreover, let

W1
def

= {w ∈Wires | (dest(w))1 6
n1

2
} and W2

def

= {w ∈Wires | (dest(w))1 >
n1

2
}.

Note that due to the rough reordering, the wires that are in the B1 box in the layer

`(h2) are precisely W1, while those in B2 are precisely W2. By induction, there

is a wiring from π\d(W1(h3)) to mag0
18(Q) ∩ B1, and also from π\d(W2(h3)) to

mag0
18(Q)∩B2 that realize the matchingM restricted to these parts respectively, re-

quiring c1 max(n1/2, n2, . . . , nd−1) height and c2dmax(n1/2, n2, . . . , nd−1) length

per wire. We can embed these two wirings next to each other starting from layer

`(h3).

Consider the number of layers used throughout. The value of nmax takes all

values from the multiset {ni/2j | i ∈ [d − 1], j = 0, 1, . . . , log ni} exactly once.

The number of layers used is therefore

d−1∑
i=1

logni∑
j=0

c1
ni
2j
<

d−1∑
i=1

2c1ni = O(Σ(n)),

and the length required per wire is

d−1∑
i=1

logni∑
j=0

c2d
ni
2j
<

d−1∑
i=1

2c2dni = O(dΣ(n)).

7.4 Strengthening the Cube Wiring for minor theorems

We now turn to giving a stronger version of Cube Wiring, which will allow us to

have stronger minor theorems.

Before we move on to graph minors, we show that the Cube Wiring Theorem

can be strengthened the following way. Notice that in the original Cube Wiring

Theorem the height h depends on the dimension. Essentially, the following stronger

version removes the dependence on the dimension: if n = (n, . . . , n), then it shows

that the wiring can be done in a larger cube of side length cn, where c is independent

of the dimension.

Theorem 7.8. (Strong Cube Wiring Theorem) There exists a constant c such that
for any d > 3 the following hold. Let n ∈ Zd−1

+ , and let P and Q be two equal-size
subsets of Boxd−1(n). Let M be a perfect matching in GP×Q = (P ∪ Q,P × Q).
ThenM can be wired in Gd(cn, cnmax), where nmax is the largest coordinate of n.

The proof is based on the following lemma.
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n1

n2

h

3n1

dh/3e+ 2n1

G1

G2

G3

G4

G1

G2

G3

G4

n2

Figure 7.8: Decreasing the height of a wiring by adding elbows. We decompose the wiring

into four parts, and add elbows as required (denoted by bent arrows).

Lemma 7.9. If a matching can be wired in Gd((n1, . . . , nd − 1), h), then it can also
be wired in Gd((3n1, . . . , nd − 1), dh/3e+ 2n1).

Proof. The idea is to add arti�cial turns into the wiring, and create the snake-like

structure seen in Figure 7.8 that has roughly one-third the height of the original

wiring. The wiring in three dimensions is created as depicted in the �gure. Note

that for each wire point we only introduce changes along the �rst and last coordinate

x1 and xd, and all other wire points retain their original coordinates x2, . . . , xd−1.

Let W be some set of wire points in the starting layer `(1) . We introduce

elbows that bends around the x1 axis, that is, it brings the wires from the “bot-

tom” face of a box to an adjacent face. More precisely, for a wire w with wire

point (x1, . . . , xd−1, 1) in `(1), we �rst increase the last coordinate until we reach

x′d = n1−x1+1, then increase along the �rst coordinate until we reach x′1 = n1+1.

Doing this for all the wires in W creates a right elbow. One can also create a left

elbow analogously. The elbows keep the wires disjoint and preserves ordering: the

wire points at the beginning of the elbow can be mapped to to the wire points at the

end of the elbow by a rotation of angle π/2.

We can build a wiring based on the original wiring G the following way. De-

compose G into four distinct wirings, by cutting the wires at their wire points of

height dh/3e, d2h/3− n1e and h−n1. LetG1, G2, G3 andG4 be the resulting par-

tial wirings. To construct the new wiring, we start with G1 and keep it unchanged.

Then we introduce two right elbows in succession, and attach to that G2, which is
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rotated in the x1xd plane by π. Next, we attach two left elbows in succession, and

add a translate of G3. Next, we add a left elbow, and the wiring G4 that is rotated

by π/2 in the x1xd plane. Notice that the resulting box has the required size: the

new height is dh/3e+ 2n1, and the with along the �rst coordinate has tripled from

n1 to 3n1; the width of the bounding box is the same along all other axes. Finally,

notice that the wire points at the end of the wiring are in the same position of the

box as they were in the original wiring,

We are now ready to prove the Strong Cube Wiring Theorem.

Proof of Theorem 7.8. LetG be the wiring that is given by the Cube Wiring Theorem.

The wiring is has base Box(36n1, . . . , 36nd−1) and height h < c′dnmax for some

constant c′. Without loss of generality, assume that nmax = n1 > n2 > . . . > nd−1

and that each ni and h are powers of three. This can be achieved by rounding all of

them up to the nearest power of three so thatG has base Box(108n1, . . . , 108nd−1).

We now apply Lemma 7.9 to each of the coordinates x1, . . . , xd−1 in succession.

The resulting box has base Box(324n1, . . . , 324nd−1) and its height is

h′ =
h

3d−1
+

2n1

3d−2
+

2n2

3d−3
+ · · ·+ 2n2

30

6
h

3d−1
+ 2nmax

d−2∑
j=0

1

3j

<
h

3d−1
+ 3nmax.

Notice that for all d > 3 we have that 3d−1 > d, therefore

h′ <
h

3d−1
+ 3nmax <

c′dnmax

3d−1
+ 3nmax <

(
c′ + 3

)
nmax.

Picking c = max (324, (c′ + 3)) concludes the proof.

7.4.1 Minors in grids

We describe a corollary of Cube Wiring in terms of graph minors. Recall that a graph

G is a minor of a graph G′ if there is way to get from G′ to G by some sequence of

edge contractions, edge deletions and vertex deletions. While the theorem itself is

not used elsewhere in the thesis, we think that it is interesting in its own right.

Theorem 7.10. There exists a constant c such that for all d > 3, any graph with m
edges and no isolated vertices is the minor of the d-dimensional grid hypercube of side
length cm

1
d−1 .
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Proof. Let G be an arbitrary graph with m edges. We expand all vertices v of G
into a path Pv of length degG(v), that is, replace v with a path Pv of length deg(v),

where each vertex of Pv is adjacent to a single neighbor of v. We also subdivide

each original edge e = uv of G by two new vertices, weu (adjacent to u) and wev
(adjacent to v); let G′ be the graph that we end up with after these modi�cations.

Let P
def

=
⋃
v∈V V (Pv) and Q

def

= {wev | e ∈ E(G) and v ∈ e}.
There is a constant c′ such that we can �nd an isomorphism φP fromG′[P ] into

a subgraph of Γ = Gd−1((c′m1/(d−1), . . . , c′m1/(d−1)), c′m1/(d−1)), and similarly

an isomorphism φQ from G′[Q] into a subgraph of Γ. By the Strong Cube Wiring

Theorem, there are vertex-disjoint paths connecting φP (P ) to φQ(Q) in cm1/(d−1)

layers with the matching M = E(G′) ∩ (P × Q), where c is a constant. Since

E(G′) = G′[P ] ∪G′[Q] ∪M , this shows that G′ is a minor of the grid hypercube.

We also have that G is a minor of G′, therefore G is a minor of the grid hypercube

of side length cm
1
d−1 .

We could also consider topological minors instead. We would like to �nd an edge

subdivision of some given graphG in a grid cube. In this case we are forced to bound

the degree of G with 2d, since the maximum degree of the grid is an upper bound

on the maximum degree of its topological minors. A proof similar to the one above

yields the following theorem.

Theorem 7.11. There exists a constant c such that for all d > 3, any graph with n
vertices and maximum degree 2d is the topological minor of the d-dimensional grid
hypercube of side length cn

1
d−1 .

7.5 Wiring in a blowup of the Euclidean Cube

Our �nal wiring theorem concerns the blown-up Euclidean cube. The theorem al-

lows us to make denser wirings in case of an underlying graph that has a local struc-

ture which is richer than the Euclidean grid. The blown-up cubes will be directly

used to get ETH-tight lower bounds for objects that are not fat, and are capable of

creating more elaborate intersection graphs locally.

We now de�ne the blown-up cube formally. Let ECd(n) be the d-dimensional

Euclidean grid graph whose vertices are [n]d, that is, ECd(n) = Gd(n, . . . , n). For

x ∈ Zd and S ⊂ Zd, we use the shorthand x + S
def

= {x + y | y ∈ S}. Let

BECd(n, t) denote the t-fold blowup of ECd(n), where all vertices of ECd(n) are

exchanged with a clique of size t, and vertices in neighboring cliques are connected.

More precisely,

V (BECd(n, t)) = [n]d × [t]

E(BECd(n, t)) =
{

(x, i)(y, j)
∣∣ x = y ∨ (x, y) ∈ E(ECd(n))

}
.
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Clearly the blown-up cube on a given number of vertices is a denser structure

than its Euclidean counterpart with the same number of vertices, where a larger

matching can be wired e�ciently. This intuition is correct, as shown by our �-

nal wiring theorem, which can be regarded as a generalization of the Strong Cube

Wiring Theorem.

Theorem 7.12 (Blown-up Cube Wiring). There exists a constant c ∈ Z+ such that
the following holds. Let 3 6 d ∈ Z, and let n, t be positive integers. Let P and Q be
two sets within two opposing facets of the blown-up cube C def

= BECd(cn, t) de�ned as
follows:

P
def

=
(
[n]d−1 × {1}

)
× [t]

Q
def

=
(
[n]d−1 × {cn}

)
× [t].

Then any matching between P andQ can be embedded in C, that is, for any matching
M there is a set of vertex disjoint paths connecting p and q in BECd(cn, t) for all
pq ∈M .

Indeed, one gets the regular cube wiring theorem by setting t = 1. If we set for

example d = 3 and t = n, then we get a wiring between two sets of size Θ(n3),

within a structure that has Θ(n4) vertices, which is a denser wiring than the one

allowed by Euclidean grids using a cube with Θ(n4.5) vertices.

The proof relies on the folklore result that can be informally stated the following

way: any n×m table of integers can be sorted into increasing order by �rst permut-

ing the elements within each row, then permuting the elements within each column,

and then permuting the elements in each row again. Note that the permutations are

independent of each other, and they are not sorting steps; the permutations required

are quite specialized. We state the result in a more group-theoretic setting.

The symmetric group over a �nite set X consists of the set of bijections from

X to itself (that is, the permutations of X) where the group operation is function

composition. Let Sym(X) denote the symmetric group on the set X .

Lemma 7.13 (Lemma 4 of [1]). LetA andB be two �nite sets. Then Sym(A×B) =
GAGBGA, where GA is the subgroup of Sym(A × B) consisting of permutations π
where π(a, b) ∈ A×{b} for all (a, b) ∈ A×B, andGB is the subgroup ofSym(A×B)
consisting of permutations π where π(a, b) ∈ {a} ×B for all (a, b) ∈ A×B.

We will use the following Corollary several times in Chapter 9.

Corollary 7.14. Let 2 6 d ∈ N and let A1, A2, . . . , Ad be �nite sets. Then Γ
def

=
Sym(A1 ×A2 × · · · ×Ad) is of the form

Γ = G1G2 . . . Gd−1GdGd−1Gd−2 . . . G1,
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where Gi is the subgroup of Γ consisting of permutations π where

π(a1, . . . , ai, . . . , ad) ∈ {a1} × · · · × {ai−1} ×Ai × {ai+1} × · · · × {ad}

for all (a1, . . . , ad) ∈ Γ.

Proof. We use induction on d; for d = 2, the statement is equivalent to Lemma 7.13.

Let d > 3. We can write Γ as Sym
(
(A1 × · · · × Ad−1)× Ad

)
, so by induction, we

have that Γ = G1GA2×···×AdG1. By induction, we also have that

GA2×···×Ad = G2 . . . Gd−1GdGd−1Gd−2 . . . G2,

therefore Γ = G1G2 . . . Gd−1GdGd−1Gd−2 . . . G1.

Proof of Theorem 7.12. Without loss of generality, suppose thatM is a perfect match-

ing between P and Q (this can be ensured by adding dummy edges to M if neces-

sary). Let c = c′ + 2 where c′ is a constant such that Cube wiring can be done in

height h = c′n. Let A = [n]d−1
and let B = [t]. The matching M can be regarded

as a permutation π of A×B, where π(a, b) = (a′, b′) if

(
(a, b)(a′, b′)

)
∈M .

By Lemma 7.13, there exists a permutation πA ∈ GA and πB, π
′
B ∈ GB such

that π = π′BπAπB , where GA and GB are de�ned as in Lemma 7.13. We can think

of both πB and π′B as the union of nd−1
distinct permutations of [t]. We can realize

πB using one matching: for all (x, i) ∈ A×B, we add the edge ((x, 1), i)((x, 2), j)
to MB , where πB(x, i) = (x, j). As a result, MB is a perfect matching between

P and the next layer of the blown-up cube, P ′
def

=
(
[n]d−1 × {2}

)
× [t]. Similarly,

for all (x, i) ∈ A × B, let M ′B contain the edge ((x, cn − 1), i)((x, cn), j), where

π′B(x, i) = (x, j); this matches Q′
def

=
(
[n]d−1 × {cn − 1}

)
× [t] to Q. Finally, by

the Strong Cube Wiring Theorem (Theorem 7.8), for each i ∈ [t], there are vertex

disjoint paths from P ′i
def

=
(
[n]d−1 × {2}

)
× {i} to Q′i

def

=
(
[n]d−1 × {cn− 1}

)
× {i}

that realizes the matching

M i
A

def

= {(x, i)(y, i) | x ∈ [n]d−1
and πA(x, i) = (y, i)}.

For each i ∈ [t], these wirings are vertex disjoint since they are contained in vertex

disjoint Euclidean grid hypercubes. The matchingsM i
A for i ∈ [t] together with the

matchings MB and M ′B realize the matching M .

7.6 Concluding remarks

In this chapter, we have �rst seen a lower bound for Grid Embedded SAT, a con-

venient starting problem for lower bounds in the planar grid. We followed that

with some theorems in higher dimensions: the Cube Wiring Theorem and some of
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its consequences. These wiring theorems will be used in the following chapters to

construct our ETH-tight lower bounds. In the following chapters, we will always

invoke the Cube Wiring Theorem fairly directly to create a construction in higher

dimensions, while the application of the blown-up cube wiring in Chapter 9 is much

more delicate: representing arbitrary wirings within a clique can be complicated

with a restricted set of objects.

We note that using Corollary 7.14, it is possible to derive wiring theorems for

Hamming cubes, which are Euclidean grid cubes where each vertex v is additionally

connected to all vertices whose coordinates di�er from v only in a single place.
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This chapter showcases how ETH-based lower bounds can be proven using the ma-

chinery of Chapter 7: Grid Embedded SAT for problems in the plane, and the Cube

Wiring Theorem for problems in higher-dimensional space. The goal is to prove (or

at least sketch) lower bounds for all the problems discussed in Chapter 3, and to also

prove a lower bound for Euclidean TSP.

In order to construct reductions for our problems, we can often reuse gadgetry

from classical NP-completeness proofs. The simplest approach would be to start

with a problem on planar graphs, and try to create a grid graph based on that. Un-

fortunately, this approach is not su�cient for ETH-tight lower bounds for the fol-

lowing reason. Drawing a planar graph (even of maximum degree 3) on n vertices

may require an Θ(n) × Θ(n) grid. Usually, the ETH-based lower bound for the

starting planar problem is of the form 2Ω(
√
n)

. Trying to realize the planar graph as

a grid graph results in a graph of size n2
, since connecting distant vertices requires

us to subdivide the edge with Ω(n) grid points. Therefore the resulting lower bound

would be of the from 2Ω(n1/4)
, which is not ETH-tight.

Instead, it is usually required to maintain a grid drawing carefully in a grid of

sizeO(n)×O(n). In our reductions, we will either start with Grid Embedded SAT,

or with an arbitrary (3,3)-CNF formula and a speci�c grid drawing of its incidence

graph (with crossings), similar to what we have done in the proof of Lemma 7.2.

Recall that our goal is to prove the lower bounds in the most restricted graph

class possible. Thus, where possible we aim to get a lower bound in induced grid

graphs. There are two cases where we do not succeed in obtaining such a lower

bound.

1. Independent Set and Vertex Cover are solvable in polynomial time on bi-

partite graphs, because they are equivalent to matching [96], and therefore

can be found using a bipartite matching algorithm [76]. Since d-dimensional

grid graphs are bipartite, the lower bounds can only be achieved in some

larger graph class. Hence, for Independent Set and Vertex Cover we will

prove our lower bounds for unit ball graphs. Regardless, the general strat-

egy remains the same; we can use the same type of gadgetry and realize the
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constructed wires by mimicking the grid-embedded drawing or Cube Wiring.

2. In order to prove lower bounds in 2-dimensional grid graphs, one needs to

be able to create gadgetry that has maximum degree 4, and other desirable

properties. Such gadgets are often not known in the literature, and in case of

Connected Vertex Cover and Connected Feedback Vertex Set, we are

not able to create such gadgets. Instead, we end up proving the lower bounds

for unit disk graphs, while still having the lower bound for d-dimensional grid

graphs when d > 3. In case of Connected Vertex Cover, we are also able

to prove the lower bound for (non-induced) grid graphs in two dimensions.

A key step in many of these reductions is re�nement. A k-re�nement of a draw-

ing D ⊂ Rd inside a grid is obtained by scaling the drawing by a factor of k. This

means that an axis-parallel grid segment in the drawing becomes an axis-parallel

grid segment whose length is a multiple of k. IfD is a drawing of a grid graph, then

by subdividing each segment of the k-re�nement using k − 1 inner grid points, we

get an induced grid graph. If we say that a drawing or a grid is re�ned without spec-

ifying k, then it means that we introduce some re�nement for some large enough

constant k ∈ N+ that is chosen so that certain conditions hold.

8.1 Dominating Set

We prove the following lower bound for Dominating Set.

Theorem 8.1. Let d > 2 be a �xed constant. Then there is no 2o(n
1−1/d) algorithm

for Dominating Set in induced grid graphs of dimension d, unless ETH fails.

Proof. Given an input formula φ, we will replace each grid point in the embedding

of Gφ that corresponds to a variable of φ by a variable gadget, each grid point that

corresponds to a clause by a clause gadget and each wire (that is a path in the grid

connecting a variable point to a clause point) by a wire gadget. Next we describe

these gadgets, and how they are connected to form the construction. This will be

followed by a description of how the construction can be realized as a 2- and higher-

dimensional grid graph.

Our variable gadget is a cycle of length 12 with an “ear” of the same size, as

depicted in Figure 8.1. We number the vertices of the cycle from 0 to 11. The idea is

to represent setting the variable to true by putting vertices with index≡ 1 (mod 3)
into the dominating set; if the variable is false, we select vertices with index ≡ 0
(mod 3) instead. The role of the ear is to ensure that in a minimum dominating set,

one of these two scenarios is forced.

The wire gadgets are simple paths that have a length (i.e., number of edges) that

is congruent to 1 modulo three. The clause gadget is a single vertex, see Figure 8.2.
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Wire

0 1 2 3

4

5

6789

10

11

Ear

Figure 8.1: Variable gadget for Dominating Set. In blue it is shown where the wire gadgets

are attached for a variable that occurs twice as a negative literal (corresponding

to wires attached to vertices 0 and 3) and once as a positive literal (wire attached

to vertex 7).

v1 v2 v3

v1 ∨ ¬v2 ∨ v3

Figure 8.2: Dominating Set gadgetry for the formula (v1 ∨¬v2 ∨ v3). The wire connected

to v3 has a detour to ensure that it has length ≡ 1 (mod 3).

A wire that corresponds to a positive literal xi will start at vertex 1, 4 or 7 of the

variable gadget of xi, and ends at the corresponding clause vertex. For negative

literals, we start at a vertex of index ≡ 0 (mod 3), i.e., at vertex 0, 3 or 6 instead.

Note that selecting k−1 internal vertices from a wire of length 3k+1 can dominate

all internal vertices of the wire. Moreover, if the literal is true (i.e., its starting vertex

in the variable cycle is in the dominating set), then selecting every third vertex on

the wire will additionally dominate the clause vertex at the other end.

From each variable cycle, we must select at least four vertices into our dominat-

ing set, and at least three more vertices from the ear are necessary. Among the inner

vertices of a wire of length 3k+ 1, we have at least k− 1 vertices in the dominating

set.

Consider a dominating-set instance corresponding to a formula on n variables
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with a drawing that has w wires, where the wires have altogether ` edges. The

resulting grid graph has dominating set size at least 7n + `−4w
3 . It can be veri�ed

that this is attainable if and only if the formula is satis�ed. See [39] for a similar, but

more detailed argument.

Two-dimensional grid graphs.
Given an instance of Grid Embedded SAT, that is, a (3, 3)-SAT formula φ and a

grid embedded drawingD ofGφ, we need to create a grid graph which incorporates

the above gadgets. This can be done by taking a 10-re�nement of D; this way, we

can add the variable gadgets without overlap or unwanted induced edges, and we

also have space to adjust the wire length where necessary to ensure that each wire

length is ≡ 1 (mod 3). This transformation can be done in polynomial time, and

the result is an induced grid graph drawn in an O(n)×O(n) grid, so the resulting

induced grid graph has O(n2) vertices. Therefore, by Theorem 7.2, Dominating

Set has no 2o(
√
n)

algorithm in induced grid graphs unless ETH fails.

Higher dimensional grid graphs.
We start with a (3, 3)-SAT formula φ. We place each of the above variable gad-

gets together with t he �rst inner vertex of the connected wires in a 9× 9× · · · × 9
small d− 1-dimensional hypercube. These small hypercubes are then packed into a

(d−1)-dimensional facet of a d-dimensional hypercube of side lengthO(n
1
d−1 ). The

clause gadgets along with the last inner vertices of each wire are placed similarly

in the opposing facet of the d-dimensional hypercube. Applying the Cube Wiring

Theorem to the �rst and last inner vertices of the wires that have been placed in the

opposing facets, we can place each wire inside the hypercube, by increasing the side

length by a constant factor (depending on d). Finally, we adjust the wires so that all

of their lengths are ≡ 1 (mod 3).

The construction �ts in a hypercube of side length O(n
1
d−1 ), and the number

of vertices in this induced grid graph is O(n
d
d−1 ). Thus, a 2o(|V |

1−1/d)
algorithm for

Dominating Setwould translate into a 2o((n
d
d−1 )1−1/d)+poly(n) = 2o(n)

algorithm

for (3, 3)-SAT, contradicting ETH.

8.2 Vertex Cover and Independent Set.

It is well known that Vertex Cover and Independent Set are solvable in poly-

nomial time on bipartite graphs by using an augmenting-path algorithm. Hence,

these problems are also solvable in polynomial time in d-dimensional grids. Conse-

quently, we need a slightly broader graph class for this reduction. The augmented
d-dimensional grid for d > 2 is de�ned as the in�nite d-dimensional grid graph
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x2 = −x1 x2 = −x1

Figure 8.3: Realizing the augmented grid as an intersection graph of equal radius balls. The

new edges introduced by the transformation are red.

together with the edges(
(x1, x2, . . . , xd), (x1 + 1, x2 + 1, x3, . . . , xd)

) (
(x1, . . . , xd) ∈ Zd

)
.

In other words, the augmented d-dimensional grid is obtained from the regular d-

dimensional grid by adding certain “diagonals” on 2-dimensional faces of the grid

cells.

The augmented d-dimensional grid is a unit ball graph. To see this, let φ : Rd →
Rd be the linear transformation

φ(x1, . . . , xd)

=

(
(1 +

√
2)x1 + (1−

√
2)x2

2
√

2
,
(1−

√
2)x1 + (1 +

√
2)x2

2
√

2
, x3, . . . , xd

)
,

i.e., it pushes points closer to the hyperplane x2 = −x1. Then the intersection

graph of balls of radius 1/2 with centers φ(Zd) is the augmented grid. See Figure 8.3

for an illustration. Indeed, the distance between φ(x1, ..., xd) and φ(x1 + 1, x2 +
1, x3, ..., xd) is 1/

√
2.

The d-dimensional augmented grid graphs are de�ned as subgraphs of the aug-

mented d-dimensional grid. We usually consider induced augmented grid graphs,

which are induced subgraphs of the augmented grid. Note that induced augmented

grid graphs form a subclass of d-dimensional unit ball graphs. Instead of proving

the result for unit ball graphs, we prove the following stronger statement.

Theorem 8.2. For any d > 2, Vertex Cover and Independent Set on induced
augmented d-dimensional grid graphs have no 2o(n

1−1/d) algorithm, unless ETH fails.
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v1 v2 v3

(v1 ∨ ¬v2 ∨ v3)

Figure 8.4: Gadgetry for the formula (v1 ∨ ¬v2 ∨ v3).

Proof. The complement of an independent set is a vertex cover and vice versa, so it is

su�cient to give a reduction for Vertex Cover. We will use a reduction from Grid

embedded SAT. Let φ be a (3, 3)-CNF formula, and let Gφ be its incidence graph.

Similarly to our Dominating Set gadgetry, we use a cycle as variable gadget. The

literals are represented by paths of odd lengths, see Figure 8.4. The variable gadget

for a variable vi is a cycle of length eight with vertices vi(0), . . . , vi(7), where the

literal edges formerly incident to v are now connected to a cycle vertex of even index

for positive and of odd index for negative literals (see Figure 8.4). For a clause ci that

has three literals, the gadget is a cycle of length nine with vertices ci(0), . . . , ci(8),

and we connect the wires at vertices ci(0), ci(3), ci(6). For clauses that have exactly

two literals, we use an edge as clause gadget, and connect each wire to di�erent

endpoints. We can eliminate clauses of size one in a preprocessing step. The wire

gadgets are simple paths of odd length.

Given a satisfying assignment to φ, we can create a vertex cover the following

way. For true variables, we select vertices of even degree from the variable cycle, and

for false variables, we select the vertices of odd degree. On the wires, we select every

second vertex starting from the variable cycle; in case of a true literal, this means that

we do not select the �rst inner vertex adjacent to the variable cycle, nor the endpoint

in the clause gadget, while for false literals we do select both of these. Since this is a

true assignment, at least one literal of each clause of size three is true; let k ∈ 0, 3, 6
be the index at which the wire of a true literal connects to the gadget of the clause ci.
Then we can select vertices ci(k+1), ci(k+3), ci(k+4), ci(k+6), ci(k+7) (where

the indices are interpreted (mod 9)) from the clause cycle. This covers every edge

on of the cycle, and also the last edges of the other wires. For a clause of size 2, we

select an endpoint of the clause segment that corresponds to a false literal, or if both

literals are true, then an arbitrary endpoint. For a construction with ν variables, γ
clauses of three literals, γ′ clauses of two literals, and κ inner vertices on the literal



8.3 Connected Vertex Cover 129

paths, this gives a vertex cover of size s
def

= 4ν + 5γ + γ′ + κ/2.

Suppose now that we are given a vertex cover S of size s. A vertex cover must

contain at least four vertices of each variable cycle, at least �ve vertices per clause

cycle (as introduced for clauses with three literals), and at least one vertex for each

clause segment (as introduced for clauses with two literals). It is also easy to check

that from a wire of 2k + 1 edges, the vertex cover must contain at least k inner

vertices. It follows that S is a cover where all of these inequalities are tight: each

variable cycle has to contain exactly 4 vertices of S, each clause cycle contains ex-

actly 5 vertices of S, each clause segment contains 1 vertex of S, and among the

inner vertices of each wire of length 2k + 1, there are exactly k vertices from S.

On a variable cycle, in order to cover the cycle with four vertices, all vertices of

S need to have odd indices or they all need to have even indices. Let us set a variable

to true if and only if the corresponding variable cycle has its even index vertices in

S. We show that every clause is satis�ed by this assignment. Consider �rst a clause

with three literals. We claim that for any vertex cover of size exactly �ve within the

clause cycle, there is at least one vertex of index divisible by three that is not in S.

Suppose the contrary: the clause cycle of ci satis�es ci(0), ci(3), ci(6) ∈ S. Then S
is disjoint from at least one of the sets {ci(1), ci(2)}, {ci(4), ci(5)}, {ci(7), ci(8)},
thusS fails to cover at least one edge among ci(1)ci(2), ci(4)ci(5), ci(7)ci(8), which

is a contradiction. It follows that the last edge of at least one of the wires connecting

to the clause cycle is covered by the last inner vertex of the wire. By the size bound,

we know that this wire has every second inner vertex in S, so it follows that the

starting vertex of the wire in the variable gadget has to be in S, which means that

the corresponding literal is true. A somewhat simpler argument shows that clauses

of size 2 are also satis�ed by this assignment.

Therefore, there is a vertex cover of size s if and only if the original formula is

satis�able.

Next, we need to insert these gadgets into a re�ned version of either the 2-

dimensional grid embedding or the cube wiring. We regard this re�ned grid as a

subgraph of the augmented grid. Using the “diagonals” of the augmented grid, the

odd-length clause cycles can be realized. We can also enforce the parity condition

on the wires by incorporating some diagonals; we introduce small local detours

on the wires that have even length after the re�nement to make their length odd.

(Figure 8.4 has two wires with local parity adjustments.)

8.3 Connected Vertex Cover

In this section we prove the following theorem.

Theorem 8.3.
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• Connected VertexCover has no 2o(
√
n) algorithm in 2-dimensional grid graphs12

or in unit disk graphs, unless ETH fails.

• Let d > 3. Then Connected Vertex Cover has no 2o(n
1−1/d) algorithm in

induced d-dimensional grid graphs, unless ETH fails.

We apply ideas from a reduction by Garey and Johnson [61] to make our gad-

getry for Connected Vertex Cover from our original Vertex Cover gadgets. The

key step of their reduction converts a planar graph of maximum degree three into a

planar graph of maximum degree four in such a way that a vertex cover of the orig-

inal graph corresponds to a connected vertex cover of the constructed graph. See

Lemma 2 in their paper, which e�ectively adds a skeleton to the graph. We illustrate

this on a �ve-vertex augmented grid graph instead of on our actual construction;

see the �rst step of Figure 8.5.

By adding the skeleton to ourVertexCover construction, we get a planar graph

of maximum degree four. Starting from our previous augmented grid embedding,

the edges of this planar graph can be drawn as grid paths in a re�nement of the

Vertex Cover drawing. (Note that we avoid the diagonals with these paths, and

only use grid edges in the drawing.) We call this grid drawing Dφ. We use the

following simple trick [52] to make an equivalent instance that is a grid graph.

Observation 8.4. Let e = uv be an edge of a graph G. Let G′ be the graph that we
get if we subdivide e using a vertex we, and add a leaf w′e that is connected to we (i.e.,
V (G′) = V (G) ∪ {we, w′e}, E(G′) =

(
E(G) \ {uv}

)
∪ {uwe, wev, wew′e}). Then

G has a connected vertex cover of size k if and only if G′ has a connected vertex cover
of size k + 1.

We re�ne Dφ by a factor of four; this way each old edge becomes a grid path of

length at least four. We subdivide each edge by adding all the grid points that lie on

its grid path as vertices, and we add leaves to all of these new vertices. This corre-

sponds to applying Observation 8.4 multiple times, therefore we get an equivalent

instance. Note that we need to show that these leaves can be added into the current

grid drawing without trying to assign the same grid point to two di�erent leaves.

(We call such double assignments con�icts.) Consider �rst the neighborhoods of in-
teresting vertices, that is, in neighborhoods of vertices of degree four and corners;

by choosing the leaves in a “radial” manner (see Figure 8.5), we can avoid the con-

�icts. For all other vertices, the leaves cannot introduce any con�ict, as for any pair

of leaves a, b, we have that the neighbor of a and the neighbor of b are already as-

signed to grid points that have no shared neighbors. Since we only used constantly

many re�nements, the resulting grid graph is drawn in an O(n)×O(n) grid.

12

This refers to subgraphs of the grid that are not necessarily induced.
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Step 1:
Adding the skeleton

Step 2:
Refining and adding leaves

Figure 8.5: Two transformations starting from a small augmented grid graph, resulting in

a (non-augmented) grid graph. The leaves can be added without con�icts, even

around degree four vertices and corners (in blue circles).

We have shown how to modify the 2-dimensional lower-bound construction

for Vertex Cover to obtain an instance of Connected Vertex Cover, such that

the original instance of Vertex Cover has a solution of size k if and only if the

resulting instance of ConnectedVertexCover has a solution of size f(k) = O(k).

Consequently, there is no 2o(
√
n)

algorithm for Connected Vertex Cover in 2-

dimensional grid graphs unless ETH fails.
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Note that we can realize our construction above as a unit disk graph. The disk

centers are the same as in the grid graph, but we use disks of radius 1/2. More-

over, we shift the disk centers corresponding to leaf vertices by 1/3 or 1/4 towards

the neighboring disk’s center, with the constraint that leaves added to neighboring

vertices get a di�erent shift.

When d > 3, we can do the same modi�cations. By being careful with adding

the leaves we can even get a d-dimensional induced grid graph. Indeed, it is easy

to avoid con�icts and unwanted induced edges between leaves that are attached to

neighbors of interesting vertices. (The most challenging case is vertices of degree

four, but these have the property that the four neighboring edges lie in the same

2-�at, so by placing the leaves outside this 2-�at we can avoid con�icts between

them.) As for the straight paths of length at least four connecting these vertices, the

leaves can be adjusted on the paths so that the leaves attached to the �rst and last

inner vertex point in the desired direction, as required by the interesting vertex at

the endpoint.

8.4 Some easy consequences

This section sketches further ETH-based lower bounds of the form 2Ω(n1−1/d)
for

several problems.

Steiner Tree We apply a 2-re�nement to our connected vertex cover construc-

tion from Section 8.3. We then subdivide every edge with the new grid point in the

middle, and de�ne the set of terminals to be these new vertices. The non-terminal

vertices of a Steiner tree in this graph is a connected vertex cover in the original

graph and the other way around. Notice that due to the re�nement, the resulting

graph is an induced grid graph even in the 2-dimensional case.

Connected Dominating Set We use a classical reduction by Clark et al. [29]

from Planar Connected Vertex Cover to Grid Connected Dominating Set

(see Theorem 5.1 in [29]). We apply this reduction to our Vertex Cover construc-

tion from Section 8.2. We get an induced grid graph embedded in an O(n)× O(n)
grid. We can divide the construction into constant size variable and clause gadgets,

and wire gadgets of size proportional to their length, and use these gadgets for the

higher dimensional reduction, similar to what we did at the end of Section 8.1.

Feedback Vertex Set We observe that subdividing an edge in a Feedback

Vertex Set instance leads to an equivalent instance. Take our Vertex Cover con-

struction from Section 8.2, and add a triangle to each edge, that is, for each edge
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Figure 8.6: Left: The neighborhood of a vertex of degree 4 with the added skeleton and

leaf cycles. Right: Augmented grid graph plus leaf cycles for a unit disk graph

construction.

uv we add a new unique vertex wuv , and the edges uwuv and uwuv . These trian-

gles ensure that at least one endpoint of the original edge has to be in the feedback

vertex set. Moreover, the original graph has a vertex cover of size k if and only if

the new graph has a feedback vertex set of size k. This results in a planar graph of

degree at most 6. Our wires become triangle chains (of degree at most 4), and using

subdivisions we can realize this wire gadget as an induced grid graph.

For vertices of degree more than 4, we use the degree reduction gadget by Speck-

enmeyer [130], which gives us a constant size planar graph that can be put in place

of a high degree vertex. This planar graph can be drawn in an O(1) × O(1) grid,

which can be turned into an induced grid graph of constant size using subdivisions.

We introduce a re�nement so that we can insert these gadgets as necessary.

8.5 Connected Feedback Vertex Set

The goal of this section is to prove the following.

Theorem 8.5.

(i) Connected Feedback Vertex Set has no 2o(
√
n) algorithm in unit disk graphs,

unless ETH fails.

(ii) Let d > 3. Then Connected Feedback Vertex Set has no 2o(n
1−1/d) algorithm

in induced d-dimensional grid graphs, unless ETH fails.

Proof. We reduce from FeedbackVertex Set on induced d-dimensional grid graphs

of maximum degree 4; Section 8.4 shows that there is no 2o(n
1−1/d)

algorithm for

this problem. Let us prove (i) �rst: letG be a planar induced grid graph of maximum
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Figure 8.7: Left: A path with leaf cycles. The cycles on the left are above, and the cycles on

the right are below the plane z = 0. Middle: The same path using our notation.

Right: A tweak along a path with leaf cycles.

degree 4. We re�neG, so that we can add the skeleton designed by Garey and John-

son [61] similarly to our Vertex Cover construction, with the tweak that in place

of the leaves, we add leaf cycles. Leaf cycles are cycles of length 3 going through

the vertex where all other vertices of the cycle have degree 2; see Figure 8.6. This

results in a planar graph of maximum degree 5. In such a graph, all feedback vertex

sets must contain at least one vertex of each leaf cycle. By canonizing the feed-

back vertex sets to contain the skeleton vertex of each leaf cycle, we can ensure

the connectivity. More accurately, using further standard arguments, one can show

that there is a minimum feedback vertex set of the graph that is also a (minimum)

connected feedback vertex set.

Let us disregard the leaf cycles brie�y. Notice that the rest of the planar graph

can be drawn in an augmented grid. By subdividing the paths representing the edges

with their grid points, we get an augmented grid graph. We add our leaf cycles again,

and we also create leaf cycles for all the new subdivisions of skeleton edges. (For

non-skeleton edges, i.e., for leaf cycle edges and edges gained as a subdivision of

an original graph edge, subdivisions lead to an equivalent instance even without

adding a leaf cycle to the new vertex). Note that in a unit disk graph, the leaf cycles

of length 3 can be realized as small perturbations of the unit disk of the vertex that

they are attached to. It is routine to check that the resulting graph can be realized as

a unit disk graph. (Some local modi�cations are needed around degree 5 vertices.)

This concludes the proof of Theorem 8.5(i).

To prove (ii), we use the same global structure, but we need to introduce some

further changes. LetG be an induced d-dimensional grid graph of maximum degree

4. We start with introducing the skeleton along with a leaf cycle of length 4 at ev-
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Figure 8.8: Left: Gadget for replacing degree �ve skeleton vertices. Right: Gadget for re-

placing degree �ve normal vertices.

ery new skeleton vertex. In a re�nement of the underlying grid, we can draw this

construction. In case of Connected Feedback Vertex Set, we can take an edge

whose endpoints have leaf cycles attached, and subdivide it with a new vertex, and

add a leaf cycle attached to that vertex; this results in an equivalent instance. Simi-

larly, any edge that is from the original graph can be subdivided (without adding a

leaf cycle) to get an equivalent instance. Since the newly created graph has maxi-

mum degree 5, one can use local modi�cations to realize it as a (non-induced) grid

graph. Our only task now is to avoid unwanted induced edges, or to introduce local

modi�cations so that the construction becomes an induced grid graph.

We can avoid unwanted induced edges along leaf paths by putting the leaf cy-

cles along each path on alternating sides (see Figure 8.7), but we need to resolve

the resulting parity issues, and we also need to resolve issues around high degree

vertices.

In order to visualize our gadgets in �gures, we usually just draw the intersection

of the gadget with a plane, which we can assume to be the plane z = 0. If the grid

point directly above some vertex in this plane is in the gadget, e.g., we have (x, y, 1)
in the gadget, then we put the sign + near the point (x, y, 0) . Similarly, the sign

− near (x, y, 0) denotes that (x, y,−1) is included in the gadget. The middle of

Figure 8.7 corresponds to the drawing on the left of the �gure.

If we cannot place the leaf cycles alternatingly along a path for some reason, then

we can introduce a tweak as shown on the right in Figure 8.7. Note that selecting

the vertices of the path is locally still a minimum connected feedback vertex set.

Finally, we need gadgets to deal with potential unwanted induced edges around

vertices of degree 5.

There are two types of such vertices: the ones occurring on the skeleton are the

common endpoint of three skeleton paths, where we need to enforce the selection

of the vertex itself. We can do this by using the gadget on the left in Figure 8.8. All

the marked vertices can be assigned to vertex-disjoint cycles. For the central vertex
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P = (0, 0, 0) and its selected neighbors, the cycles are

(0, 0, 0), (0, 0, 1), (0,−1, 1, ), (0,−1, 0);
(1, 0, 0), (1, 0,−1), (1, 1,−1), (1, 1, 0);
(0, 1, 0), (0, 1, 1), (−1, 1, 1), (−1, 1, 0);

(−1, 0, 0), (−1, 0,−1), (−1,−1,−1), (−1,−1, 0).

Furthermore, the gadget without the selected vertices is cycle-free, and the selected

vertices enforce the connectivity required from the neighborhood of a skeleton ver-

tex.

The other vertex type of degree �ve is an original graph vertex of degree four

from our Feedback Vertex Set construction, with an extra incoming skeleton path

that has leaf cycles. The gadget for this is illustrated on the right of Figure 8.8. Three

of the four normal incoming paths are in the plane we are visualizing, while the

fourth is perpendicular to the plane, and increases the z coordinate after leaving

P , so its �rst vertices are (0, 0, t) (t ∈ {0, 1, . . . }). Again, one can verify that

the role played by P and its neighborhood is unchanged, and we get an equivalent

construction.

Note that we restructured the neighborhoods of these vertices, so the wires need

to be modi�ed to conform to the surrounding paths, but this rewiring can be done

in a constant by constant grid cube around the center of each gadget.

Using a further re�nement, the above gadgetry can be integrated into the con-

struction to create an induced d-dimensional grid graph that is at most constant

times larger than the original graph. Therefore a 2o(n
1−1/d)

algorithm for Con-

nected FeedbackVertex Setwould give a 2o(n
1−1/d)

algorithm for FeedbackVer-

tex Set, which would violate ETH, thus �nishing the proof.

8.6 Hamiltonian Cycle, Hamiltonian Path, and Eu-

clidean TSP

We prove the following theorem �rst.

Theorem 8.6. There is no 2o(n
1−1/d) algorithm for Hamiltonian Cycle or Hamilto-

nian Path in induced d-dimensional grid graphs, unless ETH fails.

Proof. We can essentially use the construction by Itai et al. [82] for Hamiltonian

Cycle in grid graphs, but in order to get a tight bound, we need to be somewhat

careful with how we handle the underlying grid embedding. Next we sketch how

this can be done. The sketch assumes the reader is familiar with [82] and [121].

Our proof is a reduction from (3, 3)-SAT that uses several steps. As for the other

problems, we start with the planar case.
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Figure 8.9: The construction by Plesǹik for the formula (x1 ∨ ¬x2) ∧ (¬x1 ∨ x2 ∨ x3) ∧
(¬x2 ∨ ¬x3), drawn in an O(n)×O(n) grid.

Given a (3, 3)-CNF formulaφ, we start by drawing its incidence graph in the grid

the following way. We place the variable vertices horizontally on the top, and the

clauses vertically on the left of the �gure, each edge is drawn in a shape “y”. Next,

we apply the construction of Plesńik [121] for the NP-completeness of Directed

HamiltonianCycle in planar digraphs where the sum of in- and outdegrees of each

vertex is 3 to this speci�c drawing, see Figure 8.9. (Note that the gadgetry is similar

to, but slightly di�erent from the one given by Garey, Johnson, and Tarjan [63].) In

this gadgetry, each variable and its negation is assigned a pair of parallel arcs, and

the truth value is determined by the Hamiltonian cycle (the arc contained in the

Hamiltonian cycle is exactly one of the two arcs). These parallel arcs are connected

by XOR-gadgets, which are essentially four arcs, alternatingly oriented. The clauses

are represented by three or two pairs of parallel arcs, depending on the number of

literals inside. These arcs are attached to triple-OR and normal OR gadgets. The

opposing arc of each literal is connected to arc of the corresponding variable with

a XOR gadget, that is, if variable x occurs as a positive literal in clause c, then we

enforce the condition that either x is true and the negation of the literal in c is false,

or x is false and the negation of the literal is true. Such XOR-gadgets can also cross

each other using a crossing gadget. It is easy to see that for a (3, 3)-CNF formula φ
on n variables, the obtained planar digraph G1 has size O(n2), and moreover that

it is drawn in an O(n)×O(n) grid.

The next reduction step is to Hamiltonian Cycle in planar undirected bipartite
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O(n1/(d−1))

P (variable gadgets)

Q (clause gadgets)

Figure 8.10: Adding a snake through all the variable and clause gadgets. This a schematic

picture; the points represent gadgets, and the blue segments correspond to

snakes.

graphs (see also [82]); one can just replace each vertex v ofG1 with two vertices, vin
and vout, connected by an edge, and for each arc uv of G1, we add the edge uoutvin
to the new graphG2. Note that by introducing a 2-re�nement in the drawing ofG1,

we can add the new vertices and change the edges accordingly, therefore we get a

drawing ofG2 in anO(n)×O(n) grid. Using this graph, we can follow the proof by

Itai, Papadimitriou, and Szwarc�ter [82] from this point onwards: we can make the

above drawing of G2 into a “parity preserving embedding” (see their Lemma 2.2).

The �nal graph that they arrive at is an induced grid graph, that is now guaranteed

to �t in an O(n)×O(n) grid; this gives us the lower bound in 2 dimensions.

For higher dimensions, we can reuse the variable, clause and wire (XOR) gadgets

we gained in the 2-dimensional construction. Notice that the XOR-crossing gadgets

are not necessary. The one additional thing to take care of is that we need to place

the variable gadgets and the clause gadgets along a cycle, that is, we need to run

a “snake” (a width two grid path, see [82]) through these gadgets; essentially, we

need to run this snake through our point sets P and Q in the cube wiring. To

this end, one just needs to take a Hamiltonian path on the variable gadgets in the

bottom facet, and connect its ends to the ends of the Hamiltonian path drawn on

the clause gadgets in the top facet. We illustrate the approach in three dimensions

in Figure 8.10.

To show the same bound for Hamiltonian Path, observe that there are edges in

our Hamiltonian Cycle construction that are contained in all Hamiltonian cycles.

Such an edge can be drawn as a simple path in the grid, instead of a snake as for other
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edges. By removing an inner vertex v of such a path and asking for a Hamiltonian

path from one neighbor of v to the other, we gain an equivalent instance.

The following is an important corollary.

Corollary 8.7. There is no 2o(n
1−1/d) algorithm for Euclidean TSP in Rd, unless

ETH fails.

Proof. Let G be the induced grid graph constructed above for Hamiltonian Cycle,

and let P ⊆ Rd the set of grid points realizing its vertex set. We claim that G has a

Hamiltonian cycle if and only if P has a TSP tour of length n. Indeed, a Hamiltonian

cycle in G induces a tour of length n on P , since edges of the induced grid graph G
correspond to pairs of vertices at distance 1. Moreover, if there is a tour of length n
on P , then there must be a Hamiltonian cycle in G, since a tour of length n cannot

a�ord to use edges of length greater than 1 (as there are no edges of length smaller

than 1, and pairs of points at distance exactly one are always connected in G).

8.7 Concluding remarks

In this chapter, we have seen that classical techniques and gadgetry can be used

in concert with Grid Embedded SAT and the Cube Wiring Theorem to prove ETH-

tight lower bounds for several problems in induced grid graphs and unit ball graphs.

If one has clause, variable and wire gadgets for a given problem in grid graphs or

unit ball graphs, then it is fairly easy to prove a similar lower bound using our

machinery. We now turn to exploring some consequences of the Blown-up Cube

Wiring Theorem.
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9.1 Introduction

In Chapter 4, we have seen that one can solve Independent Set for intersection

graphs of similarly sized α-stabbed objects in 2O(n1−1/dα)
time. Recall that a family

of objects F is α-stabbed if for any r ∈ R, the subset of objects o in F of diameter

diam(o) ∈ [r/2, r) contained in any ball of radius r can be stabbed by αd points.

A standard way to explore the impact of a parameter such as fatness or the

stabbing number is to give an algorithm where the parameter appears in the running

time. It is likely such an algorithm is optimal if a matching lower bound can be

provided for all values of the parameter. However, the notion of “matching lower

bound” needs to be de�ned precisely if we are expressing the running time as a

function of two parameters, the size n of the instance and the stabbing number

α of the objects. In order to prove matching lower bounds for our algorithms in

Chapter 4, we need to tackle this problem.

A recent example of such an algorithm and lower bound involving two param-

eters is the paper by Biró et al. [12], where it is shown that the coloring problem

of unit disk graphs with ` = nλ colors can be solved in 2O(
√
n` logn)

time, where

λ ∈ [0, 1] is a �xed constant, and they also exclude algorithms of running time

2o(
√
n`)

under ETH. This is interesting since this smoothly bridges the gap between

a standard square-root phenomenon algorithm (` = O(1))) on one extreme and the

brute force 2O(n)
on the other (` = n1−o(1)

). Our results show a similar behavior

in the context of fatness and the packing problem: the running time of Theorem 4.2

is optimal, with the running time smoothly going from 2O(n1−1/d)
in the case of

α = O(1) to the trivial 2O(n)
of brute force when α = n1/d

.

Our goal is again to try and prove the lower bound in a very restricted graph

class; this will then yield a more general lower bound that can be used in all con-

taining graph classes. For this purpose, we will concentrate on a set of very simple

α-stabbed objects: special axis-parallel boxes. Let G(d, L) denote the set of inter-

section graphs in Rd where each object is an axis-parallel box whose side lengths

form the multiset {1, . . . , 1, L}. Let us call such an axis-parallel box canonical. As
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usual, we denote the number of boxes, which is also the number of vertices in the

graph by n.

We brie�y consider the relation ofL to the stabbing number. It is easy to see that

1×1×L boxes have stabbing numberO(L2/3). Any collection of 1×1×L boxes of

the same orientation can be stabbed by the lattice generated by the vertices of such a

box, which hasO(L2) points in a ball of radiusO(L). By taking the same lattice for

the two other orientations, we obtain a complete stabbing set of size O(L2) inside

a ball of radius O(L) for all axis-parallel boxes of this shape.

In general for d > 3, the stabbing number for canonical boxes isα = O(L1−1/d),

so in particular, for L = 1 we have α = O(1), and for L > n1/(d−1)
we have

α = O(n1/d). We show that this very restricted set of non-fat objects is su�cient

to prove the desired lower bound.

Theorem 9.1. Let d > 3 be �xed. Then there is a constant γ > 0 such that Inde-
pendent Set on intersection graphs of d-dimensional canonical axis-parallel boxes of
stabbing number α has no algorithm running in time 2γn

1−1/dα, unless ETH fails.

An immediate corollary is that the 2O(n)
time brute-force algorithm cannot be

improved, even for the intersection graph of axis-parallel boxes:

Corollary 9.2. Let 3 6 d ∈ N be �xed. Then Independent Set on intersection graphs
of axis-parallel boxes in d-dimensions has no algorithm running in time 2o(n), unless
ETH fails.

In unit ball graphs, we have already seen a lower bound of 2Ω(n1−1/d)
in Chap-

ter 8. The crucial insight of the present chapter is that tight lower bounds for non-
fat objects can be obtained via Independent Set on induced subgraphs of the d-

dimensional blown-up grid cube.

Overview of the proof of Theorem 9.1 First we establish a lower bound for

Independent Set on subgraphs of blown-up Euclidean cubes (even for subgraphs

of maximum degree 3), using Theorem 7.12. The next step would be to realize these

graphs as intersection graphs, but unlike for unit balls, it now seems di�cult to re-

alize every such subgraphG as intersection graph of appropriate boxes. Instead, we

realize a graph G′ that is obtained from G by some number of double subdivisions

(subdividing some edge twice). As every double subdivision is known to increase

the size of the maximum independent set by exactly 1, switching to G′ does not

cause a problem in the reduction.

The key insight of the reduction (in R3
) is that if the blowup factor is t = L2

,

then t vertices can be represented with 1× 1× L size boxes arranged in an L× L
grid, occupying O(L)×O(L)×O(L) space. Each t-clique of the blown-up cube is

represented by such an arrangement of boxes. The main challenge that we have to
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overcome is that the subgraph G may contain an arbitrary matching between two

adjacent t-cliques. Given two sets of 1 × 1 × L size boxes arranged in two L × L
grids, it seems di�cult how such arbitrary connections can be realized while staying

in anO(L)×O(L)×O(L) region of space. However, we show that this is possible,

as the L×L grid arrangement allows easy reordering within the rows or within the

columns, and it is a known fact that any permutation of a grid can be obtained as

doing a permutation �rst within the rows, then within the columns, and �nally one

more time within the rows. Thus with some e�ort, it is possible to build gadgets

representing L×L vertices in an O(L)×O(L)×O(L) region of space that allows

arbitrary matchings to be realized with the adjacent gadgets.

The idea is similar in dimensions d > 3. We reduce from the Independent

Set problem on a subgraph of the d-dimensional blown-up Euclidean cube, where

each vertex is blown up into a clique of Ld−1
vertices. Each gadget now contains

Ld−1
boxes of size 1 × 1 × · · · × 1 × L arranged in a grid. In order to implement

arbitrary matchings between adjacent gadgets, we decompose every permutation of

the (d−1)-dimensional grid intoO(d) simpler permutations that are easy to realize

in d-dimensional space.

Our proof is a reduction from (3, 3)-SAT. Recall that a (3, 3)-CNF formula has n
variables and O(n) clauses, and that the (3, 3)-SAT problem has no 2o(n)

algorithm

under ETH by Proposition 7.1.

The proof has two steps; the �rst step is a reduction form (3, 3)-SAT to Inde-

pendent Set in certain subgraphs of the blown-up Euclidean cube, and the second

step is to show that these subgraphs can essentially be realized with axis-parallel

boxes. Throughout the proof, we consider the dimension d to be a constant.

9.2 Independent Set in subgraphs of the blown-up Eu-

clidean cube

A simple and generic lower bound construction for Independent Set. We

give a generic reduction from (3, 3)-SAT to Independent Set, which serves as a

skeleton for the more geometric type of reduction we will do later.

Recall that the incidence graph of a (3, 3)-CNF formula φ is a graph where ver-

tices correspond to clauses and variables of φ, and a variable and clause vertex are

connected if and only if the variable occurs in the clause. Consider the incidence

graph of φ. Replace each variable vertex v with a cycle of length 6, consisting of

vertices v1, . . . , v6
, where the edges formerly incident to v are now connected to

distinct cycle vertices v2, v4
or v6

for positive literals and to v3, v3
or v5

for neg-

ative literals (see Figure 9.1). We replace each clause vertex w that corresponds to

a clause of exactly 3 literals with a cycle of length three, and connect the formerly

incident edges to distinct vertices of the triangle. For clauses that have exactly two
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v1 v2 v3

(v1 ∨ ¬v2 ∨ v3)

Figure 9.1: The graph G′φ for φ = (v1 ∨ ¬v2 ∨ v3)

literals, the gadget is a single edge, and we connect the formerly incident edges to

distinct endpoints of the edge. We can eliminate clauses of size 1 in a preprocessing

step. Let G′φ be the resulting graph.

An independent set can contain at most 3 vertices of a variable cycle of length 6,

and at most 1 vertex per clause gadget. Observe that a formula with ν variables and

γ clauses has an independent set of size 3ν + γ if and only if the original formula is

satis�able.

Let G be a graph and let uv be an edge of G. A double subdivision of uv is

replacing uv with a path of length 3, i.e., we add the new vertices w and w′, remove

the edge uv and add the edges uw,ww′, w′v. A graph that can be obtained from G
by some sequence of double subdivisions is called an even subdivision ofG. Observe

that a double subdivision increases the size of the maximum independent set by one,

so G has an independent set of size k if and only if its even subdivision G′ has an

independent set of size k + |V (G′)|−|V (G)|
2 .

EmbeddingG′φ into a blown-up cube. Recall thatBECd(n, t) denotes the t-fold

blowup of the Euclidean cube of side length n:

V (BECd(n, t)) = [n]d × [t]

E(BECd(n, t)) =
{

(x, i)(y, j)
∣∣ x = y ∨ (x, y) ∈ E(ECd(n))

}
.

In the blown-up cube BECd(n, t), we call a clique corresponding to x ∈ [n]d

the cell of x or simply a cell, that is, the cell of x is de�ned as the set of vertices

{x} × [t] ⊂ V (BECd(n, t)).

The following is a tight lower bound for Independent Set inside the blown-up

Euclidean cube.

Theorem 9.3. For any �xed constant d > 3, there exists a γ > 0 such that for any
t > 2 there is no 2γn

1−1/dt1/d algorithm for Independent Set for subgraphs of the
blown-up cube C def

= BECd((n/t)1/d, t) under ETH. The lower bound holds even if the
subgraph G has maximum degree three, and the neighbors of each vertex in G lie in
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distinct cells, that is, for any vertex v and any pair of its neighbors w and w′, we have
that w and w′ are in distinct cells.13

Proof. Given a (3, 3)-SAT formula φ, we show that we can construct a subgraph of

a blown-up cube with the required properties that is also an even subdivision ofG′φ.

If φ has n̄ literals, then we create a subgraph G of size n = c · n̄
d
d−1 /t

1
d−1 for some

constant c to be speci�ed later. Let s
def

= (n/t)1/d
denote the side length of C. Note

that |V (C)| = sdt = n.

First, we embed an even subdivision of G′φ into C as explained next. We use

the bottom and the top “layers” of the blown-up cube to embed the variable cycles

and clause cycles respectively. Let P and Q be the point sets corresponding to the

bottom and top layer of cells respectively, i.e.,

P
def

=
(
[s]d−1 × {1}

)
× [t], Q

def

=
(
[s]d−1 × {s}

)
× [t].

We embed each variable cycle of G′φ into P : we (injectively) associate six ver-

tices of even intra-cell index in six cells of P , that is, a variable cycle on vertices

v1 . . . v6 is associated with the vertices (x(1), 2k), . . . , (x(6), 2k) in this order, where

x(1), . . . x(6)
is a cycle in the bottom facet of ECd(s) and k ∈ [t/2]. If |P | is large

enough, then we can pick x(1), . . . x(6)
and k for each variable cycle so that this

association is injective.

With each clause, we associate a pair or triplet of vertices inQ that are in neigh-

boring cells, more precisely, for clauses of size three, the vertices are of the form

(x, k), (x, k + 1), (x′, k), while for clauses of size two we have (x, k), (x′, k) for

some (x, x′) ∈ E(ECd(s)) and k ∈ [t− 1]. If |Q| is large enough, then we can pick

x and k for each clause so that the association remains injective.

LetVar be the set of vertices in C corresponding to vertices on the variable cycles

with a wire connection. Let Cla be the set of vertices in C assigned to the clauses.

Note that the number of literals is |Cla| = |Var| = n̄, and we have that

|P | = |Q| = sd−1t = (n/t)
d−1
d t =

(
c · n̄

d
d−1 /t

1
d−1

t

) d−1
d

· t = c
d−1
d n̄.

By picking c > 6, we ensure that there is enough space to do the above associations

injectively for any d > 3, as we will have |P | = |Q| > 3n̄.

Let M be the perfect matching between Var and Cla given by φ. By Theo-

rem 7.12, there is a wiring from Var to Cla realizingM , as long as c is a large enough

constant. Crucially, observe that |P | = |Q| = Θ(sd−1t) means that P and Q oc-

cupy a constant fraction of the vertices in the cells of the top and bottom facet of C,

13

Note that the cell of w and the cell of w′ is not necessarily distinct form the cell of v.
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so the wiring given by Theorem 7.12 is dense in the sense that a constant fraction

of all vertices of C is induced by the wiring.

Next, inQ, we add an edge or triangle for each pair or triplet of vertices assigned

to a clause. In P , for each vertex (x, 2k) ∈ Var that is the endpoint of a wire of even

length, we add an edge ((x, 2k), (x, 2k − 1)), and regard (x, 2k − 1)) as the new

endpoint of this wire. Finally, for each six-tuple of wire endpoints corresponding to

a variable, we add a 6-cycle.

The graphG′ created this way clearly has the desired properties: it is a subgraph

of C that has maximum degree three, and the neighbors of each vertex in G′ lie in

distinct cells. Moreover, G′ can be constructed in O(n) = poly(n̄) time.

By the properties of even subdivisions of G′φ, we know that G′ has an indepen-

dent set of a certain size if and only if φ is satis�able. Suppose that for all γ > 0
there is an exp

(
γn1−1/dt1/d

)
algorithm for Independent Set. This would result

for all γ > 0 in a (3, 3)-SAT algorithm with running time

exp
(
γc · n̄

d
d−1 /t

1
d−1

)1−1/d
· t1/d + poly(n̄) = 2(γc)1−1/d·n̄ + poly(n̄).

The existence of such algorithms contradicts ETH.

9.3 Realizing subgraphs of the blown-up cubewith boxes

Having established our lower bound for blown-up Euclidean cubes, we now need to

construct a set of canonical boxes whose intersection graph is an even subdivision

of a given subgraph with maximum degree three where the neighbors of each vertex

lie in distinct cells.

Theorem 9.4. Let d > 3 and L > 16 be �xed, and let G be a subgraph of the blown-
up cube C = BECd(s, (L/8)d−1) of maximum degree three, where the neighbors of
each vertex lie in distinct cells. ThenG has an even subdivisionG′ that can be realized
using boxes of size 1×· · ·×1×L. Moreover, givenG, the boxes ofG′ can be constructed
in O(|V (C)|) time, and |V (G′)| = O(|V (G)|).

We consider d = 3 �rst; later on, we show how the construction can be gen-

eralized to higher dimensions. We need to de�ne a set of boxes whose intersection

graph is an even subdivision of G. The idea is to create a generic module that is

able to represent a subgraph of G induced by any cell; these modules will take up

O(L) × O(L) × O(L) space. The modules are arranged into a larger cube of side

length O(sL) to make up the �nal construction.

Observe Theorem 9.4 refers to BEC(s, t) with t = (L/8)2
, and recall that a cell

in BEC(s, t) is a clique of size t. Thus we can index the vertices in a cell by a pair

(i, j) with 1 6 i, j 6 L/8.
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Figure 9.2: A basic brick.

Modules and bricks. The starting object in our reduction is a set of (L/8)2
dis-

joint boxes parallel to the same axis, arranged loosely in anL/8×L/8 grid structure

called a brick. See Figure 9.2, where an example is shown for L = 32. Each box can

be identi�ed with a vertex of a cell; for a brickB, we can refer to a box corresponding

to vertex (i, j) of the cell as B(i, j).

Let X be the set of cells within C: X
def

=
{
{x} × [L/8]2

∣∣ x ∈ [cn]d
}

. Roughly,

the wiring within each cell x ∈ X will be represented byO(1) bricks, and therefore

it will �t in an O(L) side length module.

The position of a brick can be speci�ed by de�ning its axis (along which the

side length of the boxes is L), and for each box (i, j) within the brick, de�ning

the coordinates of its lexicographically smallest corner (or lexmin corner for short).

For example, consider the brick B with axis x3 where box B(i, j) has coordinates

(3i, 3j, 0). (See Figure 9.2.) This brick and all bricks isometric to this are called

basic bricks. Most bricks can be thought of as a perturbation of a basic brick, where

we apply shifts to each box. More precisely, each box is translated individually,

where the translation vector’s component along the brick’s axis must be an integer

k ∈ 3 · {−L/8, . . . , L/8}, and along the other axes it must be of the form k/L for

some k ∈ {−L/8, . . . , L/8}.

The eventual module that we create will consist of several bricks, which together

will represent a subdivision of the sparse graphG restricted to a given cell. Note that

no single brick can be said to represent the set of vertices in a cell. When de�ning

our gadgetry, it is convenient to talk about these bricks, even though in the �nal

construction we only need a certain subset of the boxes within each brick. We can

remove the unwanted boxes from each brick at a later stage.

What follows is essentially a bottom-up construction: we �rst de�ne simple

gadgets, which will be tied together to create modules and our �nal construction in

Section 9.3.2.
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Figure 9.3: An elbow.

9.3.1 Basic gadgets

Parity Fix, adjustment, bridge, and elbow gadgets. The parity �x gadget is

introduced so that we can ensure that each of the subdivisions that we create are

even subdivisions. The gadget induces a path of length 3 or 4 depending on our

needs, but occupies the same space in both cases. More precisely, the parity �x

gadget contains three or four boxes, depending on the parity we need. The union of

the boxes is a larger box of size 3L × 1 × 1; it is easy to see that within that space

we can realize both a path of length three and four using L× 1× 1 boxes: one can

cover the larger box by placing their lexmin corners at equal length intervals.

We can bridge distance along the axis of a basic brick by putting basic bricks

next to each other, where each box intersects only the box of the same index from

the previous and following brick. This creates a set of (L/8)2
vertex disjoint paths

in the intersection graph. We call this a bridge gadget.
Using two bricks of the same axis, we can in one step get rid of a perturbation

(or introduce one). LetB be a normal brick with axis x3 that is a perturbation of the

basic brick. We introduce the basic brick B′ that is the translate of the basic brick

with the vector (0, 1, L/2). Notice that box B(i, j) intersects B′(i, j) and no other

boxes. Moreover, we could even introduce arbitrary perturbations along the x1 axis

inB′ and along the x3 axis within bothB andB′ without changing the intersection

graph induced by B and B′. We call a pair of normal bricks that are a translated

and rotated version of these an adjustment gadget.
Next, we introduce a way to change brick axis using an “elbow”. Consider

a brick B that is a perturbation of the basic brick, where box (i, j) has coordi-

nates (3i, 3j,−3i). The brick B′ has axis x1 and the coordinates for B′(i, j) are
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x1

x3

1
2
3

3 = π1(1)1 = π1(2)

2 = π1(3)

B(1)(i, 1)

B(2)(i, 1)

B(3)(i, 1)

B(4)(i, 1)

Figure 9.4: First column of a parallel matching gadget for the permutation π1(1) =
3, π1(2) = 1, π1(3) = 2, viewed from the point (0,−∞, 0). Within each brick,

darker shades correspond to boxes further away (larger x2 coordinates).

(3i, 3j, L − 3i) (see Figure 9.3). Notice that using these elbow gadgets and adjust-

ment gadgets together, one can route from any brick to any other brick at distance

Θ(L) in O(1) steps.

The parallel matching gadget. A more elaborate gadget is used to realize a cer-

tain type of matching. We can index the vertices in a cell by a pair from [L/8]2. A

parallel matching gadget is capable of realizing a matching between two cells where

each edge di�ers only on a �xed coordinate, so for d = 3, all edges are of the type(
(i, j), (i′, j)

)
or all edges are of the type

(
(i, j), (i, j′)

)
. We call a matching with

this property a parallel matching.

Suppose that each matching edge is of the form

(
(i, j), (i′, j)

)
. Let πj(i) denote

the �rst coordinate of the pair of (i, j), that is, suppose that the matching edges

are

(
(i, j), (πj(i), j)

)
, i ∈ Ij for some sets Ij ⊆ [L/8]. Instead of realizing these

matchings, we �rst extend them to permutations πj on each clique [L/8]× {j}. A

permutation can be thought of as a perfect matching between two copies of a set;

by removing the unwanted vertices (removing the unwanted boxes) we can get to

a representation of the matching, i.e., a set of vertex disjoint paths that connect box

(i, j) in the starting brick to box (πj(i), j) in the target brick.

Let us take the matching edges where j = 1 �rst. We start with the �rst column

of the brick (j = 1), where the coordinates of B(1)(i, 1) are (3i, 3 + i/L,−3i).

See Figures 9.4 and 9.5 that illustrate the idea behind the gadget. The boxes of the

�rst column are placed between two parallel planes that are at distance 3 from each

other; the rest of the columns are repeating the same idea, packed behind each other

so that the bounding plane behind column j coincides with the bounding plane in
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Figure 9.5: Left: First column of a parallel matching gadget for the permutation π1(1) =
1, π1(2) = 4, π1(3) = 2, π1(4) = 3. Boxes of each color induce paths; boxes of

di�erent color are disjoint. Right: A full parallel matching gadget.

front of the column j + 1.

To be more precise, we give the coordinates of each box in each brick below.

The coordinates for B(1)(i, j) are (3i, 3j + i/L,−3i). The �rst column of the next

brick B(2)
has axis x1 and the coordinates of B(2)(i, 1) are (0, 4 + i/L, L− 1− 3i),

that is, these boxes touch the previously de�ned boxes of B(1)
from “behind” in

Figure 9.4 and 9.5. In general, B(2)(i, j) has coordinates (0, 3j + 1 + i/L, L −
3i). The next brick B(3)

also has axis x1, and the coordinates for B(3)(i, j) are

(L/2 + 3πj(i), 3j + 1 + πj(i)/L,L− 3i), that is, we change the box perturbations

along the �rst and second coordinate. Finally, the last brick B(4)
has axis x3 and

the coordinates are (3L/2 + 3πj(i), 3j − πj(i)/L,L− 3i), i.e., they are placed “in

front of” the bricks of B(3)
in Figure 9.4. This can be rewritten as B(4)(i′, j) having

coordinates (3L/2 + 3i′, 3j − i′/L,L − 3π−1
j (i′)). Notice that in the �nal brick,

we indeed have the desired ordering, i.e., the ordering of the boxes along the x1

axis is as required. It is routine to check that the intersection graph induced by

each column of this matching gadget consists of vertex disjoint paths of length four.

Di�erent columns are also disjoint since projecting the boxes of column j onto the

x2 axis results in a subset of the open interval (3j − 0.5, 3j + 2.5).

Realizing an arbitrary matching of a biclique or clique. We can regard a

general matching M induced by two neighboring cells as a permutation of [L/8]2,

which can be written as the product of three special permutations by Corollary 7.14

that correspond to parallel matchings; i.e., a M is realizable as the succession of

three matchings. This means that each edge of M becomes a path of length three,

so by using three parallel matching gadgets in succession we can represent M . We
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Figure 9.6: The �rst “column” of a branching gadget.

add a parity �x gadget to each box at the beginning of each wire, which will be

useful later to ensure that each edge has been subdivided an even number of times.

As a result, we have realizedM usingO(1) bricks andO(L)×O(L)×O(L) space.

This collection of boxes is called a general matching gadget. A general matching

gadget has a �rst and a last brick where it connects to the rest of the construction,

we call these bricks endbricks.

If the goal is to realize a matching within a cell with vertex set Vx, then we can

just create two copies of Vx (denoted by V ′x and V ′′x ), with a complete bipartite graph

between them. For a matching edge vivj ∈
(
Vx
2

)
, we identify it with the edge v′iv

′′
j .

Then we realize the matching of this biclique using a general matching gadget.

The branching gadget. The branching gadget creates for all indices in [L/8]2 a

disjoint copy of a star on 4 vertices (that is, a vertex of degree 3 with its neighbor-

hood of 3 isolated vertices). This gadget contains four bricks, and realizes (L/8)2

disjoint stars. We use the �rst two bricks (B(1)
and B(2)

) of the parallel match-

ing gadget. The third brick B′ is a translate of the �rst brick B(1)
with the vector

(3, 2, L− 1), i.e., the coordinates of B′(i, j) are (3i+ 3, 3j + 2 + i/L, L− 1− 3i).

The �nal brick B′′ is the translate of B(2)
by the vector (L, 0, 0). See Figure 9.6 for

a rendering of the �rst “column” of the four bricks. Vertices corresponding to B(2)

have degree three, and their neighbors are the boxes of the same index in B(1)
, B′

and B′′.
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interface

core

spikes

Figure 9.7: A module with general matching gadgets of the interface and the core, with the

simpli�ed image of a brick-tree (in red).

9.3.2 The construction for d = 3

Constructing a module. Our goal is to de�ne modules of side length O(L) that

are capable of representing the role played by cells. The modules together must be

able to represent a subgraph of C of maximum degree three, where the neighbors of

any vertex lie in distinct cells.

For all pairs of neighboring modules, we introduce a general matching gadget

to represent the matching required by G between the two neighboring cells. These

gadgets form the interface. Moreover, in the middle of each module, we add another

general matching gadget to represent the matching within the cell; this gadget is the

core of the module. See Figure 9.7. Finally, within each module, we tie the endbricks

of the core and the endbricks of the interface falling inside the module together with

a brick-tree. The brick-tree is a collection of (L/8)2
isomorphic and disjoint trees,

realized as a collection of branching, elbow, adjustment and bridge gadgets. Each

tree (i, j) has maximum degree three, and its leaves are the boxes of index (i, j) in

the interface and in the core.

First, we show that such a construction is su�cient to represent an even sub-

division of an arbitrary subgraph G, and later we show how the brick-tree can be
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constructed. Let G be a subgraph with the desired properties, and let x be a par-

ticular cell. For each edge uv induced by x, we �x an arbitrary orientation, and

realize the acquired matching so that the source vertex of the arcs are in one end

of the core and the targets are in the other. Since the neighbors of any vertex lie in

di�erent cells, all indices of [L/8]2 appear at most once, either as a source of an arc,

as a target of an arc, or not at all. Then we realize the arcs using the core’s general

matching gadget of the module. For each index i ∈ [L/8]2, the edges incident to

vertex i of x can be assigned to a subtree T of the tree corresponding to index i,
where T has at most three leaves, at most one of which is adjacent to a box of the

core, and other leaves are adjacent to boxes in distinct endbricks of the interface.

There is a unique minimal subtree T that induces the desired (at most three) leaves;

we can map a vertex v ∈ V (G) of degree three to the degree three vertex of T . If V
has a smaller degree, then it can be mapped to an arbitrary non-leaf vertex of T .

To construct a brick-tree in R3
, consider �rst a Euclidean grid cube of sizeO(1).

We can use this small cube as a model of our module: in general, an edge of this cube

represents a brick. We have some edges already occupied by the general match-

ing gadgets corresponding to the interface and the core. By choosing a cube large

enough, we can ensure that these vertices are distant in the `1 norm. It is easy to see

that if the cube is large enough (we allow its size to depend only on d), then there

is a subtree of the grid of maximum degree three, where the leaves are some dis-

tant prescribed vertices. Such a tree can be constructed for example by mimicking a

Hamiltonian path of the inscribed octahedron of the module, and adding to it small

“spikes” that go to the endbrick of the interfaces. At the end of the path, we extend

it towards the center of the cube, where we add another branching for the two end-

bricks of the core. The branching points in the brick-tree are branching gadgets, the

turns are elbow gadgets, and straight segments are bridges and adjustments.

Finalizing the construction in R3
. By packing the modules in a side length

O(sL) Euclidean cube, and removing unused boxes from each module according

to the given subgraph, we get our �nal construction for three dimensions. For each

edge, we have it represented by a sequence of O(1) boxes passing through a single

general matching gadget. Using the parity �x gadget inside the general matching

gadget, we can ensure that the path representing the edge has an odd number of

internal vertices. Therefore, the �nal construction has O(|V (G)|) boxes, and each

edge ofG is represented with a path of odd length, that is, the graph induced by the

boxes is an even subdivision of G.

9.3.3 The construction in higher dimensions

It is surprisingly easy to adapt our three-dimensional construction to the d-dimen-

sional case. This time, we need to realize a subgraph of C = BECd(s, (L/8)d−1).
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The basic brick in d dimensions contains (L/8)d−1
boxes, indexed by [L/8]d−1

,

where the lexicographically minimal corner of box i is (0, 3i). For normal bricks,

we allow perturbations of the form 3k (|k| ∈ [L/8]) along the axis of the brick,

and k/L (|k| ∈ [L/8]) in all other directions. The parity �x, adjustment, and elbow

gadgets can be de�ned analogously. The parallel matching gadget is also straight-

forward: the task here is to represent a parallel matching, where each edge is of the

form (i, i′) ∈ [L/8]d−1 × [L/8]d−1
, where i, i′ di�er only on the t-th coordinate for

some �xed t ∈ [d−1]. As previously, we can extend this to (L/8)d−2
permutations,

where for each ι ∈ [L/8]d−2
, we have a permutation πι over the “column” ι, i.e.,

over the set

{(i1, . . . , id−1)
∣∣ it ∈ [L/8] and (i1, . . . , it−1, it+1, . . . , id−1) = ι}.

Such a permutation can be represented as described before: we replace the role

played by the x1 axis with xt, the role of x2 with xt+1 mod (d−1) and x3 with xd.

Along all other axes, we introduce no perturbations to the boxes. The column gadget

corresponding to column ι = (i1, . . . , it−1, it+1, . . . , id−1) can be covered by
14

[3i1, 3i1 + 1]× · · · × [3it−1, 3it−1 + 1]

× [−L/2, 3L/2]× (3it+1 − 0.5, 3it+1 + 2.5)]

× [3it+2, 3it+2 + 1]× · · · × [3id−1, 3id−1 + 1]× [0,
3

2
L].

These sets are clearly disjoint for distinct values of ι.
A general matching M is regarded as a permutation of [L/8]d−1

, which can be

written as the product of 2(d − 1) − 1 special permutations by Corollary 7.14 that

correspond to parallel matchings; therefore, M is realizable as the succession of

2d− 3 parallel matchings. As a result, we can realize M with O(d) = O(1) bricks

and O(L) × · · · × O(L) space. As before, we add parity �x gadgets to each box of

one of the endbricks.

To realize a brick-tree, we can again trace a Hamiltonian path of the graph given

by the dimension 1 faces of the cross-polytope inside the module, and add spikes to

it to reach the endbricks of the interface and extend it to the two endbricks of the

core. Note that the cross-polytope does have a Hamiltonian path, we can use e.g.

(1, 0, . . . , 0); (0, 1, 0, . . . , 0) . . . (0, . . . , 0, 1);

(−1, 0, . . . , 0); (0,−1, 0, . . . , 0) . . . (0, . . . , 0,−1).

The �nalizing steps are again analogous to the 3-dimensional case. This concludes

the proof of Theorem 9.4.

Using Theorem 9.4, we can now prove Theorem 9.1.

14

The formula is only accurate for the case t 6 d− 2. If t = d− 1, the role of xt+1 and x1 should

be switched.
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Proof of Theorem 9.1. Set L
def

= max(16, α
d
d−1 ). This choice of L implies that any

family of canonical boxes of size 1 × 1 × L are O(α)-stabbed. Furthermore, set

t = (L/8)d−1
. The proof is by reduction from Independent Set on subgraphs of

the blown-up cube C def

= BECd((n̄/t)1/d, t), where the subgraphGmaximum degree

three, and the neighbors of each vertex in G lie in distinct cells. By Theorem 9.3,

there is no γ > 0 for which a 2γn
1−1/dt1/d

algorithm exists for this problem under

ETH.

Let G be a subgraph of C as described above. By Theorem 9.4, we can realize

an odd subdivision G′ of G using boxes of size 1× · · · × 1× L, with O(n̄) vertices

in poly(n̄) time. If for any γ > 0 there is an algorithm for Independent Set on

α-stabbed canonical boxes with running time 2γn
1−1/dα

, then this translates into

2γn
1−1/dL1−1/d

algorithms for all γ > 0. This can be composed with our construction

to get 2γn̄
(1−1/d)t1/d

algorithms for all γ > 0 for Independent Set on the described

subgraphs of C, which contradicts ETH according to Theorem 9.3.

9.4 Concluding Remarks

In this chapter we have seen that it is possible to realize more elaborate wirings using

non-fat axis-parallel boxes than those realizable using fat ones. Our construction has

shown that there is no 2o(n
1−1/dα)

algorithm for Independent Set in intersection

graphs of d-dimensional canonical axis-parallel boxes that are α-stabbed.

We remark that using similar gadgetry one can get a parameterized lower bound

as well. There is a more elaborate reduction from Partitioned Subgraph Isomor-

phism [104]. The resulting lower bound states that for any d > 3, there is a constant

γ > 0 such that there is no nγk
1−1/dα/ log k

algorithm for Independent Set in in-

tersection graphs of d-dimensional canonical axis-parallel boxes that are α-stabbed.

Note that this lower bound does not match our upper bound due to the log k term;

making this type of lower bound ETH-tight seems to be a challenging open problem

already for Partitioned Subgraph Isomorphism itself.
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In the previous chapters of Part II we presented a variety of ETH-based lower bounds

for problems on intersection graphs in Euclidean space. We now turn our attention

to hyperbolic space. We start by considering the hyperbolic plane. Here, we com-

plement the quasi-polynomial Independent Set algorithm for NUBGH2(ρ, ν) pre-

sented in Chapter 6 with a quasi-polynomial nΩ(logn)
lower bound for the subclass

NUBGH2(ρ, 1) under ETH. We do this by constructing a Euclidean grid as topolog-

ical minor in the graph of a hyperbolic plane tiling, and applying a technique based

on Grid Tiling [31].

After this, we turn to d-dimensional hyperbolic space for d > 3. We show that

the lower bound framework of Chapters 7 and 8 for Rd applies in Hd+1
using the

known embedding of Rd to Hd+1
. Consequently, the algorithms given in Chapter 6

in Hd, d > 3 are also optimal under ETH, up to constant factors in the exponent.

10.1 A quasi-polynomial lower bound in H2

In this section we prove the following theorem.

Theorem 10.1. For ρ = cosh−1(cos(π/5)/ sin(π/4)), there is no no(logn) algorithm
for Independent Set in NUBGH2(ρ, 1) unless ETH fails.

Although the proof is for a speci�c radius ρ, it will be apparent from the proof

that it can be adapted to any other constant radius. Moreover, we state the theorem

for ν = 1, which aligns with the idea of stating the lower bond in a more restricted

graph class. The lower bound then automatically follows for any NUBGH2(ρ, ν)
with ν > 1.

The idea of the proof is to embed a blown-up grid structure in the hyperbolic

plane, giving high multiplicity to the vertices of a plane tiling. The structure is then

used to realize an instance of Grid Tiling. Originally Grid Tiling was introduced

in the parameterized setting [31]; in our setting, we will always �x the parameter k
to be some function of n. Grid Tiling is de�ned as follows; see Figure 10.1 for an

illustration.
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Figure 10.1: In a Grid Tiling instance (left), one is given k×k setsWa,b ⊆ [n]× [n], and the

goal is to �nd awa,b ∈Wa,b for each (a, b) ∈ [k]×[k] so that horizontal/vertical

neighbors share their �rst/second coordinate. In Grid Tiling with 6 (right)

we require that these coordinates form non-decreasing sequences left-to-right

and top-to-bottom. The examples have k = 3 and N = 5.

Grid Tiling

Input: An integer k, an integer n, and a collection S of k2
non-empty sets

Wa,b ⊆ [n]× [n] for 1 6 a, b 6 k
Question: Is there a selection w : [k]2 → [n]2 such that wa,b ∈ Wa,b for

each 1 6 a, b 6 k and

• If wa,b = (x, y) and wa+1,b = (x′, y′), then x = x′.

• If wa,b = (x, y) and wa,b+1 = (x′, y′), then y = y′.

One can picture these sets in a k × k table: in each cell (a, b), we need to select

a representative from the set Wa,b so that the representatives selected from hor-

izontally neighboring cells agree in the �rst coordinate, and representatives from

vertically neighboring cells agree in the second coordinate.

Grid Tiling with 6 is a variant of Grid Tiling where instead of equalities

between neighboring cells, we only require inequalities, that is, we have

• If wa,b = (x, y) and wa+1,b = (x′, y′), then x 6 x′.

• If wa,b = (x, y) and wa,b+1 = (x′, y′), then y 6 y′.

Our reduction to prove a lower bound for Independent Set in hyperbolic noisy

uniform disk graphs has three steps: �rst, we reduce from a version of satis�ability

to Grid Tiling, then invoke a reduction from Grid Tiling to Grid Tiling with6,
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and �nally we reduce from Grid Tiling with6 to Independent Set in noisy unit

disk graphs.

Step 1: from (3, 3)-SAT toGrid Tiling. Recall from Section 7.2 that in a (3, 3)-

CNF formula has at most three variables per clause, and each variable occurs at most

three times. By Proposition 7.1there is no 2o(n)
algorithm for (3, 3)-SAT under ETH.

An instance of Grid Tiling(n, log n) is a Grid Tiling instance where k 6 log n
and for each (a, b) ∈ [k]× [k], we have Wa,b ⊆ [n]× [n].

It is known that both Grid Tiling and Grid Tiling with 6 has no f(k)no(k)

algorithm under ETH [31], and the following lemma seems to be a direct corollary

of this for Grid Tiling (n, k). Notice however that simply substituting k = logN is

formally incorrect, as the known lower bound excludes the existence of an algorithm

that works for all k; it is still possible in principle that for all k 6 log n an no(k)

algorithm could be given. The next lemma excludes this possibility.

Lemma 10.2. There is no 2o(log2(n)) algorithm for Grid Tiling(n, log n), unless ETH
fails.

Proof. Let φ be a (3, 3)-CNF formula of n variables. In a polynomial preprocess-

ing step, we can eliminate clauses of size 1 and variables that occur only once; we

henceforth assume that every variable in φ occurs once or twice, and each clause

has two or three literals. Notice that φ has m < 2n clauses. We group these clauses

into

√
m groups G1, . . . , G√m, each of size

√
m. In each group Ga there are at

most 3
√
m variables that occur; let us denote these variables by Va. These variables

have at most N
def

= 23
√
m

possible truth assignments. We enumerate all possible

assignments for Va, and index them from 1 to at most N , getting the assignments

Va(1), Va(2), . . . .

We create an instance of Grid Tiling where we index the rows and columns

of the grid with these groups of clauses, so there are k
def

=
√
m 6 logN rows and

columns. For each pair a, b with 1 6 a, b 6 k, we de�ne the set Wa,b as follows.

The set Wa,b contains a pair (x, y) ∈ [N ]× [N ] if and only if

(i) assignments of index x and y are consistent, i.e., for any variable

that occurs in both Va and Vb the same truth value is given in

assignment Va(x) as in assignment Vb(y), and

(ii) all clauses in Ga and Gb are satis�ed by setting Va according to

Va(x) and Vb according to Vb(y).

The instance created this way has at most N · N = 2O(
√
m) = 2O(

√
n)

entries

in each tile, and altogether m tiles, so the size is 2O(
√
n) ·m = 2O(

√
n)

.
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If φ is satis�able, then the satisfying assignment de�nes a solution to this Grid

Tiling instance. If the Grid Tiling instance has a solution, then the union of the as-

signments selected in each tile is consistent (that is, each variable receives a unique

value) by property (i). Moreover, in each group the clauses are satis�ed, therefore

the formula is satis�ed. Hence, the Grid Tiling instance has a solution if and only

if φ is satis�able. Given φ, the Grid Tiling instance can be created in 2O(
√
n)

time.

Suppose now that there is a 2o(log2(N))
algorithm for Grid Tiling(N, logN ). Ap-

plying such an algorithm to the instance created above, we would get an algorithm

for (3, 3)-SAT with running time

2O(
√
n) + 2o(log2(N)) = 2O(

√
n) + 2o((c

√
n)2) = 2o(n),

which contradicts ETH.

Step 2: from Grid Tiling to Grid Tiling with 6

Lemma 10.3. There is no 2o(log2(n)) = no(logn) algorithm for Grid Tiling with 6
with parameters (n, log n), unless ETH fails.

Proof. The Lemma follows from Lemma 10.2 and the reduction of Cygan et al. [31,

Theorem 14.30], which takes an instance of Grid Tiling(n, k) and in polynomial

time creates an equivalent instance of Grid Tilingwith6with parameters (3n2(k+
1) + n2 + n, 4k).

Step 3: from Grid Tiling with 6 to Independent Set in NUBGH2(ρ, 1)
Given Lemma 10.3, all we need now to prove Theorem 10.1 is the following.

Lemma10.4. Given an instance I ofGrid Tilingwith6with parameters (n, log n),
we can create in poly(n) time a graphH ∈ NUBGH2(ρ, 1) on poly(n) vertices which
has an independent set of a certain size k if and only if I is a yes-instance.

Proof. The construction is built on the uniform tiling T with regular pentagon

tiles, where at each vertex four pentagons meet. (This is the uniform tiling with

Schlä�i symbol (5, 4).) Let δ be the diameter of the tiles. Let o be the origin,

chosen at the center of a pentagon. The side length of the pentagons is exactly

ρ
def

= cosh−1(cos(π/5)/ sin(π/4)); see the proof of Lemma 6.6(i) for a similar cal-

culation. Let Γ be the in�nite plane graph de�ned by the vertices and edges of the

tiling T . See Figure 10.2.

Claim. The graph Γ contains a subgraph G of size poly(n) that is a subdivi-

sion of the log n× log n grid.

Proof of claim. Let β
def

= 2π/n, and let r0
def

= sinh−1(sinh(4δ)n) = O(log n).
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Ca

`b+1

`b

f(a, b+ 1)

f(a, b)

o π
n

r0

Figure 10.2: Finding vertices for the grid points (a, b) and (a, b+ 1), together with a canon-

ical path between them.

From this point onward we use polar coordinates (r, φ) around o. For each

a ∈ [log n] letCa be the circle centered at the origin with radius r0 +9δ ·a (see

Figure 10.2). For each b ∈ [log n] let `b be the radial half-line with equation

φ = b · β whose starting point is on C1 (i.e., o 6∈ `b). Let Sa ⊂ T be the set of

tiles intersected by Ca (a > 0). Note that NH2(Ca, 4δ) ∩NH2(Ca+1, 4δ) = ∅.
Similarly, we de�ne the the tile set S′b as the set of tiles intersected by `b, and

claim that NH2(`b, 4δ) ∩ NH2(`b+1, 4δ) = ∅. To see this, it is su�cient to

show that dist(`b, `b+1) > 8δ. Note that the distance of `b and `b+1 is realized

at their starting points, so it can be calculated exactly using the right-angle

triangle given by the line through `b, the angle bisector of `b and `b+1, and the

line through the starting points of `b and `b+1, depicted in green in Figure 10.2.



162 Lower bounds in hyperbolic space

The triangle has angle π/n at o, and its hypotenuse has length r0.

distH2(`b, `b+1) = 2 sinh−1
(

sin
π

n
sinh r0

)
> 2 sinh−1

( π
2n

sinh(4δ)n
)

> 8δ.

For each (a, b) ∈ [log n] × [log n], let f(a, b) be an arbitrary vertex of

the tile containing the intersection of Ca and `b, i.e., the tile containing the

point (r0 + 9δ · a, β · b). (By introducing small perturbations to β and r, we

can make sure that these intersections are all interior points of some tile.) The

above observations about the distance of neighboring circlesCa and half-lines

`b imply that each tile contains at most one point from the image of f .

We can connect f(a, b) and f(a, b+ 1) in Γ using only vertices and edges

of the tile set Sa. Similarly, we can connect f(a, b) and f(a + 1, b) using

only vertices and edges of the tile set S′b. We create such paths for all neigh-

boring pairs of the grid [log n] × [log n]. Note that paths created this way

may have overlapping inner vertices, but we can avoid such overlaps by do-

ing local modi�cations in the 4δ-neighborhoods of the tiles containing f(a, b)
for each (a, b) ∈ [log n] × [log n]. The overlaps can occur only if the vertex

v ∈ V (Γ) is incident to a tile T ∈ Sa and a (not necessarily distinct) tile

T ′ ∈ S′b; but this can only happen if v ∈ NH2(Ca, δ) ∩ NH2(`b, δ), therefore

v ∈ NH2(Ca ∩ `b, 3δ) ⊆ B(f(a, b), 4δ), so indeed it is su�cient to create a

subdivision of a 4-star in the intersection of Γ with the balls B(f(a, b), 4δ)
with given boundary vertices. After the local modi�cations, we are left with

paths whose interiors are vertex disjoint. We call these paths canonical paths.
These canonical paths give a subgraph of Γ that is a subdivision of the

log n× log n grid. Notice that all canonical paths stay within a radius r0 +9δ ·
log n+ 4δ = O(log n) ball around the origin; this ball contains poly(n) tiles

by Proposition 6.8 (i), and therefore the number of vertices in this ball (and in

the subgraph) is poly(n). ♦

Now consider an instance of Grid Tiling with 6 with parameters (n, log n)
and sets Wa,b (1 6 a, b 6 log n). Using the claim above, we can construct a graph

H ∈ NUBGH2(ρ, 1) with the desired properties, as explained next. Let G be the

subdivision of the [log n] × [log n] grid provided by the claim above. Vertices of G
are identi�ed with the corresponding point in H2

. At each vertex of G, we place at
most n2

copies of the vertex, and we index these copies by some speci�ed subset of

[n]× [n], as explained later. The copies will form a multiset embedding of the vertex

set of the noisy unit disk graphH that we are constructing. This will result in a noisy

unit disk graph where points placed in the same vertex of G are all connected, and
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any pair of points further away than 2ρ are never connected; for points at exactly

2ρ distance away (i.e., at neighboring vertices of G), they are either connected or

not connected. The size is |V (H)| 6 n2|V (G)| = poly(n).

Let f(a, b) denote the vertex of G corresponding to the grid point (a, b), and let

Path(f(a, b), f(a + 1, b)) denote the set of vertices in the canonical path between

f(a, b) and f(a+1, b). Similarly, Path(f(a, b), f(a, b+1)) denotes the set of vertices

in the canonical path between f(a, b) and f(a, b + 1). We refer to a point of H of

index (x, y) ∈ [n]× [n] at vertex v of G as v(x, y). There is a natural orientation of

G where we orient the edge from u to v if u, v occurs in this order on the canonical

G-path Path(f(a, b), f(a+ 1, b)) or Path(f(a, b), f(a, b+ 1)).

We now de�ne the vertices of H . For each vertex v ∈ V (G), we de�ne a subset

of valid indices from [n] × [n], each of which de�nes a point in the embedding of

H . For each v = f(a, b) where (a, b) ∈ [log n] × [log n], we create a point v(x, y)
if and only if (x, y) ∈ Wa,b. If v is an internal vertex of Path(f(a, b), f(a + 1, b)),

then we only create the points v(x, 1) for each x ∈ [n], and if v is an internal

vertex of Path(f(a, b), f(a, b+ 1)), then we only create the points v(1, y) for each

y ∈ [n]. The edges of H are de�ned as follows. Let uv be an arc of G. If (uv) ∈
Path(f(a, b), f(a + 1, b)), then connect u(x, y) to v(x′, y′) if and only if x > x′.
If (uv) ∈ Path(f(a, b), f(a, b + 1)), then connect u(x, y) to v(x′, y′) if and only

if y > y′. This �nishes the construction of H . It remains to show that H has

an independent set of size |V (G)| if and only if the original Grid Tiling with 6
instance has a solution.

Consider a solution s : [log n] × [log n] → [n] × [n] of the instance of Grid

Tiling with 6. Let us use the notation s(a, b)
def

= (xsa,b, y
s
a,b). We can construct an

independent set I in H of size |V (G)| based on s the following way. For each v =
f(a, b), add v(xsa,b, y

s
a,b) to I . If v is an internal vertex of Path(f(a, b), f(a+ 1, b)),

we put v(xsa,b, 1) into I . If v is an internal vertex of Path(f(a, b), f(a, b+ 1)), then

we put v(1, ysa,b) into I . By our de�nition of H , edges only occur between vertices

of H that correspond to neighboring vertices on a canonical path. For each arc of a

canonical path, we have selected the same �rst/second index vertex from H at the

source and the target, except at the end of the path, where we selected a �rst/second

index that is greater or equal than the �rst/second index at the source of the arc (due

to the Grid Tiling with6 solution). Therefore, none of these vertex pairs form an

edge in H , and I is an independent set.

Conversely, suppose that H has an independent set I of size |V (G)|. Since

points of H corresponding to any given vertex in G form a clique, I has to contain

exactly one point v(x, y) for each v ∈ V (G). For each (a, b) ∈ [log n] × [log n]
let wa,b ∈ [n] × [n] be the index of the vertex in I that is assigned by the em-

bedding to f(a, b). We claim that s(a, b)
def

= wa,b ((a, b) ∈ [log n] × [log n]) is a

solution to the Grid Tiling with6 instance. To see this, consider a canonical path
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Path(f(a, b), f(a + 1, b)). Let uv be an arc along this path. By the de�nition of

the edges of H , if u(x, y) ∈ I and v(x′, y′) ∈ I , then x 6 x′. Therefore, the �rst

coordinate of wa,b is less or equal to the �rst coordinate of wa+1,b. An analogous

argument shows that the inequality is carried correctly also from wa,b to wa,b+1.

Therefore, H has an independent set of size k = |V (G)| if and only if the Grid

Tiling with 6 instance has a solution.

10.2 Higher-dimensional lower bounds

The key to the above construction was to embed a grid into H2
. If d > 3, it is much

easier to embed a (d− 1)-dimensional grid [n]d−1
into Hd

, as explained next.

Consider the half-space model H = {(x1, . . . , xd) ∈ Rd | xd > 0 of Hd
. A

horosphere of Hd
is either a Euclidean sphere in H that touches the boundary ∂H

(without the boundary point), or a hyperplane inH parallel to ∂H. It is well-known

that any horosphere S in Hd
is isometric to Rd−1

; but this is true holds only with

respect to the Riemannian metric of S inherited from Hd
[10]. This inherited metric

of S is denoted by distS . We claim that for any pair of points x, y ∈ S we have

distS(x, y) 6 1 if and only if distHd(x, y) 6 c for some constant c. Fix a value

t > 0 and let S be a horosphere that is a Euclidean hyperplane parallel to ∂H, that

is, S def

= {(x1, . . . , xd) ∈ H | xd = t}. Now distS is just a scaled Euclidean metric,

i.e., for any x, y ∈ S , we have distS(x, y) = ct ‖x− y‖, where ‖.‖ is the Euclidean

norm and ct is a constant that depends only on t. The hyperbolic distance between

two points x, y ∈ S is

distH2(x, y) = 2 sinh−1

(
‖x− y‖

2t

)
.

It follows that for x, y ∈ S , we have distH2(x, y) = 2 sinh−1
(

distS(x,y)
2ctt

)
.

Hence, the two distance functions are mapped to each other with the monotone

increasing bijective function f : R>0 → R>0 , f(z) = 2 sinh−1
(

z
2ctt

)
that depends

only on the choice of t. Therefore, any induced grid graph in Zd−1
can be realized

as a uniform ball graph UBGHd(c
′
t) for some constant c′t, or even more generally,

any unit ball graph of Rd−1
is a uniform ball graph in Hd

, where the radius ρ is a

constant independent of n. In particular, all lower bounds discussed in Chapter 8

hold in unit ball graphs. Consequently, if d > 3, then all of our algorithms have a

lower bound of 2Ω(n1−1/(d−1))
, i.e., the algorithms given in Chapter 6 have optimal

exponents up to constant factors in the exponent under ETH.
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In Part I of this thesis we presented subexponential algorithms for several geometric

network problems. In Part II, we presented lower bounds showing that the running

times of our algorithms are ETH-tight. In this �nal chapter, we look back at our

results brie�y, and point out some directions for further research, along with some

speci�c open problems.

We began Part I with Chapter 3, where we studied separators and treewidth

for geometric intersection graphs of fat objects. Our new separator theorems and

treewidth bounds are the foundations of the algorithmic framework we presented.

The new results are based on the observation that for many problems cliques are

relatively easy to handle. Thus putting a clique of a certain size into a separator

should be “cheaper” than putting an arbitrary vertex set of the same size into the

separator. This prompted us to introduce the notion of P-�attened treewidth, a

treewidth measure that de-emphasizes the contents of the partition classes. We have

seen in Chapters 4 and 6 that P-�attened treewidth is also useful for non-fat objects

and in hyperbolic space. There are some natural questions regarding generalizations

of this notion.

An obvious question is whether there are other graph classes whereP-�attened

treewidth can be used. One could hope to get results for map graphs, string graphs,

and other geometric intersection graphs. There may also be a generalization to so-

called region intersection graphs [98]: these are graphs de�ned as the intersection

graph of connected subgraphs of some �xed underlying graph.

A di�erent direction would be to study other problems where cliques can be

handled easily. Alternatively, there may be structures other than cliques that can be

easily handled for a given problem. Finding a separator consisting of such structures

with small total weight could then help to get fast algorithms.

One of the other obvious future directions is to �nd faster algorithms for the

problems considered in the thesis. In our case, short of breaking ETH, the only

option to do that is to improve the hidden constants in the exponents. One of the

issues with working towards optimal constants is that we do not have separator

theorems which are provably optimal. Resolving the following open problem may

give insights that help to move in this direction.
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Open Problem 1. What is the optimal tradeo� between the size and

balance factor of the Planar Separator Theorem? That is, for a given

β < 1, what is the smallest c (as a function of β) such that any planar

graph on n vertices has a β-balanced separator of size c
√
n?

In Chapter 3 we studied intersection graphs of fat objects, where we considered

the fatness to be an absolute constant. In Chapter 4 we investigated how the running

time of Independent Set scales with the fatness of the objects; we introduced the

stabbing number α as an alternative measure of fatness, and gave a 2O(n1−1/d)α
al-

gorithm for Independent Set in intersection graphs of similarly-sized objects with

stabbing number α. Having an extension to non-similarly sized objects can be ruled

out under ETH with our de�nitions for most of the other problems studied in Chap-

ter 3, except for Independent Set.

Open Problem 2. Let d > 3, and let G be an intersection graph of

arbitrarily-sized α-stabbed objects in Rd. Can one solve Independent

Set in 2O(n1−1/dα)
time?

In case of other problems, e.g. Dominating Set, a smaller class of intersection

graphs in R2
may still o�er subexponential algorithms. For example, the following

seems to be open. In fact, we are not aware of any subexponential algorithms for

this problem.

Open Problem 3. Is it possible to solve Dominating Set in intersec-

tion graphs of disks in 2O(
√
n)

time?

If there is such an algorithm, then we could consider a further extension, to

so-called pseudodisks. Pseudodisks are compact connected regions of R2
such that

for any pair of regions their boundaries intersect at most twice. At this point it is

worth mentioning that there are polynomial-time approximation schemes (PTASes)

for many of the discussed problems in unit disk graphs: Independent Set, (Con-

nected) Dominating Set, (Connected) Vertex Cover, and Feedback Vertex

Set have a PTAS in unit disk graphs [55,138]. For Independent Set and Dominat-

ing Set there are PTASes known for the case of pseudodisks as well [26,122]. Since

having a subexponential algorithm and having a PTAS often go hand in hand, it is

natural to expect that the subexponential algorithms can be extended to pseudodisks

as well. Again, we are not aware of any subexponential algorithms for Independent

Set or Dominating Set in intersection graphs of pseudodisks.

Open Problem 4. Is it possible to solve Independent Set in intersec-

tion graphs of pseudodisks in 2O(
√
n)

time? What about Dominating

Set?
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We gave a subexponential time algorithm for Steiner Trees for (generalizations

of) unit disk graphs, but no PTAS is known for this problem.

OpenProblem5. Is there a PTAS for Steiner Tree in unit disk graphs?

Additional interesting questions are raised by considering parameterized algo-

rithms. While many of the studied problems admit parameterized subexponential al-

gorithms with running time nO(k1−1/d)
[12,108,109], for some problems it is unclear

if these exist. For instance, Feedback Vertex Set does not have a 2o(k
1−1/d) poly(n)

algorithm for unit ball graphs in d > 3, while one would expect to �nd such algo-

rithms [55]. It has also been recently shown that one cannot get subexponential

FPT algorithms for Planar Steiner Tree [107]. Are there similar lower bounds for

Steiner Tree in geometric intersection graphs?

Open Problem 6. Is there a 2Ω(k) poly(n) lower bound for the k-

terminal Steiner Tree in unit disk graphs?

Our algorithmic framework for intersection graphs was based on the observa-

tion that for many problems cliques are easy to handle, because optimal solutions

contain few vertices from a clique. Our result for Euclidean TSP in Chapter 5 was

based on a di�erent observation, namely that an optimal solution does not contain

many long edges that are packed closely together—the so-called Packing Property.

Thus we aimed to �nd a separator where there are only few points near the sepa-

rator object’s boundary, and points are less and less frequent as one approaches the

boundary. The Packing Property also holds for other problems, and the general ap-

proach of giving distant points less weight could have further uses; there are many

problems to explore here. Again, one of the interesting cases is Steiner Tree. One

could hope to adapt our techniques to Rectilinear Steiner Tree, although there

are some major technical di�culties to overcome. While the packing property holds

for rectilinear Steiner trees, distant terminals may introduce Steiner points locally,

which may undermine our approach. Minimum Weight Triangulation, where

the task is to �nd the maximal plane straight-line graph of a given points set with

minimum total Euclidean length is another problem that may pro�t from a separator

theorem similar to the one we used for Euclidean TSP.

OpenProblem7. Is there a 2O(n1−1/d)
algorithm forRectilinear Steiner

Tree? Is there a 2O(
√
n)

algorithm for Minimum Weight Triangula-

tion?

Finally, the packing property is well-de�ned in more abstract metric spaces as

well. Perhaps our methods can be extended to metric spaces of bounded doubling

dimension.
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Open Problem 8. Is there a 2O(n1−1/d)
algorithm for TSP in metric

spaces of doubling dimension d?

Chapter 6 was a foray into hyperbolic space with several interesting conse-

quences and many new questions raised. In addition to the questions mentioned at

the end of the chapter, it would be interesting to see more elementary proofs of some

of the theorems proved there. For instance, we have shown that for any subgraph

of a �xed regular tiling of H2
with compact polygons, one can solve 3-coloring in

polynomial time. Is there a simple combinatorial reason why this is true? The ques-

tion would perhaps be most interesting for tilings that consist of triangles. While

one can derive explicit upper bounds on the running time of such algorithms from

our proofs, we have no information about lower bounds. Does the best running time

depend on the type of tiling used? Can one give lower bounds for these problems

based on commonly used hypotheses from �ne-grained complexity [140]?

Open Problem 9. Are there non-trivial lower bounds for 3-Coloring

on subgraphs of a given regular tiling of H2
?

Subgraphs of regular tilings are also promising from the perspective of graph

class recognition. Both (unit) disk graphs and Euclidean grid graphs are NP-hard to

recognize [21, 43]. But hyperbolic grid graphs seem more tractable, so their recog-

nition may also be much easier.

Open Problem 10. Can one recognize subgraphs of a given regular

tiling of H2
in quasi-polynomial or polynomial time?

After presenting our algorithmic results in Part I, we continued in Part II with

proving lower bounds that complement these results. Part II began with Chapter 7,

where we have shown how we can embed an arbitrary wiring into Rd between two

opposing faces of a hypercube using only a small volume of space, while keeping

the wires relatively distant from each other. Hence, such a wiring could be realized

using “few” grid points, and thus it formed the basis of most of our lower bounds for

algorithmic problems on induced grid graphs and unit ball graphs. It was proven

that any graph is a minor of a grid cube of some small side length. An obvious

question would be to �nd the best side length possible: this is an interesting combi-

natorial problem that will probably require some new tools.

Open Problem 11. What is the smallest constant (or the in�mum of

the constants) c such that for all d > 3, any graph onm edges is a minor

of the grid cube of side length cm1−1/(d−1)
? What are the constants for

each �xed d?
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In Chapter 8 we presented gadgetry that together with Chapter 7 led to lower

bounds for a variety of problems on induced grid graphs and unit-ball graphs. In

particular we obtained lower bounds for Independent Set, (Connected) Domi-

nating Set, Connected Vertex Cover, Steiner Tree, (Connected) Feedback

Vertex Set, and Hamiltonian Cycle. As a consequence, we have shown a lower

bound for Euclidean TSP. Is there a more general approach to create gadgetry for

many problems at once? Our failure to give gadgets for Connected Vertex Cover

and Connected Feedback Vertex Set in induced grid graphs of dimension two is

perhaps due to inferior human computational power. Moving from various bags of

tricks to a more general “theory of gadgets” would be highly bene�cial.

Open Problem 12. Are Connected Vertex Cover and Connected

FeedbackVertex SetNP-complete in induced grid graphs in the plane?

In Chapter 9 we demonstrated that skinnier objects are more expressive than

fat ones in the sense that one can realize wirings in a smaller volume of space. We

used this to prove a lower bound for Independent Set in the intersection graph of

axis parallel boxes with edge lengths {1, . . . , 1, L}. The approach can perhaps be

used in lower bounds for other problems in dimension at least three. Are there any

further applications of these dense wiring structures?

In Chapter 10 we gave a quasi-polynomial lower bound in H2
for Independent

Set in certain noisy uniform ball graphs. Quasi-polynomial lower bounds are rare in

the literature. It is interesting to observe that there is more than one “type” of quasi-

polynomial algorithm. For example, there is a collection of problems that can be

solved by a polynomial algorithm which has access to poly(log n) non-deterministic

steps [64,119]. Can our problem of Independent Set in noisy uniform disk graphs

(and the problem in [4]) be solved with such an algorithm? In general, it would be

interesting to see if treewidth-based algorithms are helped in a substantial way by

non-determinism.

Open Problem 13. Which problems that have treewidth-based dy-

namic programming algorithms also admit polynomial algorithms with

poly(tw) non-deterministic steps?
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A | Problem de�nitions

(3, 3)-SAT

Input: A CNF formula φ with at most 3 variables per clause and where

each variable occurs in at most 3 clauses.

Question: Is there is a satisfying assignment?

Connected Dominating Set

Input: A graph G = (V,E) and an integer k
Question: Decide if there is a vertex set D ⊆ V of size k such that D
induces a connected subgraph, and all vertices in V \D are adjacent to at

least one vertex in D.

Connected Feedback Vertex Set

Input: A graph G = (V,E) and an integer k
Question: Decide if there is a vertex set F ⊆ V of size k such that F
induces a connected subgraph, and V \ F induces a forest.

Connected Vertex Cover

Input: A graph G = (V,E) and an integer k
Question: Decide if there is a vertex set S ⊆ V of size k such that S
induces a connected subgraph, and all edges are incident to at least one

vertex from S.

Distance-r-Dominating Set

Input: A graph G = (V,E) and an integer k
Question: Decide if there is a vertex set D ⊆ V of size k such that all

vertices in V \D have at least one vertex of D within distance r.
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Dominating Set

Input: A graph G = (V,E) and an integer k
Question: Decide if there is a vertex set D ⊆ V of size k such that all

vertices in V \D are adjacent to at least one vertex in D.

Euclidean Path Cover

Input: A point set P ⊂ Rd, a set of boundary points B ⊆ P , and a perfect

matching M on B.

Question: Find a collection of paths covering P of minimum total length

that realizes M on P .

Euclidean Steiner Tree

Input: A set of points P ⊆ Rd, and a number x ∈ R.

Question: Decide if there is a tree consisting of segments that contains all

points of P and has total length at most x.

Euclidean TSP

Input: A set of points P ⊆ Rd, and a number x ∈ R.

Question: Decide if there is a closed curve that contains all points of P
and has total length at most x.

Feedback Vertex Set

Input: A graph G = (V,E) and an integer k
Question: Decide if there is a vertex set F ⊆ V of size k such that V \ F
induces a forest.

Grid Embedded SAT

Input: A (3, 3)-CNF formula φ with an embedding of the incidence graph

Gφ in the n× n grid (as a topological minor).

Question: Is there is a satisfying assignment?
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Grid Tiling

Input: An integer k, an integer n, and a collection S of k2
non-empty sets

Wa,b ⊆ [n]× [n] for 1 6 a, b 6 k
Question: Is there a selection w : [k]2 → [n]2 such that wa,b ∈ Wa,b for

each 1 6 a, b 6 k and

• If wa,b = (x, y) and wa+1,b = (x′, y′), then x = x′.

• If wa,b = (x, y) and wa,b+1 = (x′, y′), then y = y′.

Grid Tiling with 6

Input: An integer k, an integer n, and a collection S of k2
non-empty sets

Wa,b ⊆ [n]× [n] for 1 6 a, b 6 k
Question: Is there a selection w : [k]2 → [n]2 such that wa,b ∈ Wa,b for

each 1 6 a, b 6 k and

• If wa,b = (x, y) and wa+1,b = (x′, y′), then x 6 x′.

• If wa,b = (x, y) and wa,b+1 = (x′, y′), then y 6 y′.

Hamiltonian Cycle

Input: A graph G = (V,E)
Question: Decide if there is a cycle S ⊆ E that visits all vertices of G.

Hamiltonian Path

Input: A graph G = (V,E), and two vertices v, w ∈ V
Question: Decide if there is a path P ⊆ E from v to w in G that visits all

vertices of G.

Independent Set

Input: A graph G = (V,E) and an integer k
Question: Decide if there is a vertex set I ⊆ V of size k that induces no

edges.
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Maximum Induced Forest

Input: A graph G = (V,E) and an integer k
Question: Decide if there is a vertex set F ⊆ V of size k such that F
induces a forest.

Minimum Weight Triangulation

Input: A set of points P ⊆ R2
and a number x ∈ R.

Question: Is there a maximal plane straight-line graph with vertex set P
where the total Euclidean length of the edges is at most x?

Planar SAT

Input: A CNF formula φ whose incidence graph Gφ is planar.

Question: Is there is a satisfying assignment?

Rectilinear Steiner Tree

Input: A set of points P ⊆ Rd, and a number x ∈ R.

Question: Decide if there is a tree consisting of axis-parallel segments that

contains all points of P and has total length at most x.

Steiner Tree

Input: A graphG = (V,E), a set of terminal verticesK ⊆ V and integer s.
Question: Decide if there is a vertex setX ⊆ V of size at most s, such that

K ⊆ X , and X induces a connected subgraph of G.

Traveling Salesman (TSP)

Input: A graph G = (V,E), a weight function f : E → R, and a number

x ∈ R.

Question: Decide if there is a cycle S ⊆ E that visits all vertices of G and

has total weight at most x.

Vertex Cover

Input: A graph G = (V,E) and an integer k
Question: Decide if there is a vertex set S ⊆ V of size k such that all edges

are incident to at least one vertex from S.



Summary

The thesis establishes new algorithmic and lower bound techniques for geomet-

ric network problems. Geometric networks arise in many applications. One such

application is in sensor networks, which are often modeled as so-called unit disk
graphs; these are graphs whose nodes corresponds to disks in the plane and where

two nodes are connected if their disks intersect. They have several generalizations:

to higher dimensions (called unit ball graphs), and to intersections of other ball-like

objects, called fat objects and similarly sized fat objects.

The �rst part of the thesis presents an algorithmic framework for solving NP-

hard problems in geometric intersection graphs of similarly sized fat objects. The

studied problems are classics of graph theory, such as Independent Set, Domi-

nating Set, Steiner Tree, Hamiltonian Cycle. While these problems seem to

need 2Ω(n)
time to solve in general graphs, they all have subexponential 2O(

√
n)

algorithms in planar graphs (graphs that can be drawn in the plane without inter-

sections). This gain in running time has been named the square-root phenomenon in

recent years. One of the open problems in the area was to extend this gain to unit

disk graphs, and to also obtain subexponential algorithms in higher dimensional

geometric intersection graphs. Some speci�c problems were already known to have

subexponential algorithms also in this graph class, but a general framework as the

one known for planar graphs remained elusive. This is what the thesis establishes:

a robust way of handling many problems in geometric intersection graphs for the

more general class of similarly sized fat objects is given, yielding 2O(
√
n)

algorithms

for the Euclidean plane, or 2O(n1−1/d)
algorithms in d-dimensional Euclidean space.

This is done using a new separator theorem, and a new treewidth-based technique

to deal with potentially dense graphs.

The thesis then delves into two more questions for intersection graphs. The

�rst is an extension of the results to the situation where the fatness assumption is

relaxed or even completely dropped. Second, the case of hyperbolic space is exam-

ined. Using a new separator theorem, it is shown that there is a “drop in dimen-

sion” compared to Euclidean space, that is, problems in hyperbolic unit ball graphs

in d-dimensional hyperbolic space need as much time to solve as their (d + 1)-
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dimensional counterparts in Euclidean space. This dimension drop has the most

interesting consequences for the hyperbolic plane, where the studied problems all

have quasi-polynomial (nO(logn)
) or sometimes even polynomial algorithms. This

is followed by a chapter on the Euclidean Traveling Salesman problem (ETSP),

where given n points in Euclidean space, the goal is to �nd the shortest round trip

that visits all the points. We improve the worst case running time to 2O(n1−1/d)
using

yet another new separator theorem and some other techniques from the previous

chapters.

The second part of the thesis is about lower bounds on the running times of

algorithms in geometric intersection graphs. The lower bounds all use the Expo-

nential Time Hypothesis (abbreviated as ETH), which is the assumption that 3-SAT

requires 2Ω(n)
time to solve. The key ingredient to establishing lower bounds are

so-called wiring theorems, which are essentially constructive embeddings of graphs

into grids. Using these embeddings one can place the wire gadgets of NP-hardness

constructions in 3- and larger dimensional Euclidean spaces optimally. Such con-

structions together with the Exponential Time Hypothesis show that all of the algo-

rithms in Euclidean space (including ETSP) studied in the �rst part need 2Ω(n1−1/d)

time under ETH, that is, the running times that we have obtained are optimal up to

constant factors in the exponent, unless the Exponential Time Hypothesis fails. The

method can be extended to work for the case where fatness is relaxed, and also to

hyperbolic space of dimension at least three, giving a matching lower bound for the

algorithms in the �rst part. Finally, using some techniques from parameterized com-

plexity, it is shown that the quasi-polynomial Independent Set algorithm given in

the hyperbolic plane is also ETH-tight: there is no no(logn)
algorithm under ETH.
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α-stabbed, see stabbing number

augmented grid graph, 127

induced ∼, 127
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blowup, 33, 93, 119

boundary point, 63

brick, 147

candidate set, 59

canonical

∼ box, 141

∼ path, 162

centerpoint, 86

compatible matchings, 66

compression, 111

divide and conquer, 5

embedding, 77

ETH, 4

∼-tight, 4

expansion (of wires), 111

fat, 6, 13, 45

∼ object, 6

strongly α-∼, 45

weakly α-∼, 45

gadget, 8

geometric intersection graph, 5

graph, 13

disk ∼, 14

geometric intersection ∼, 13

incidence ∼, 104, 143

neighborhood ∼, 83

uniform ball ∼, 76

unit disk ∼, 2, 13

graph power, 92

greedy partition, 32

grid cube, 9

horosphere, 164

isometric, 81

isoperimetric inequality, 91

k-spaced, 110

quasi-∼, 110

layer, 107

leaf cycle, 134

lexmin corner, 147

low ply, 14

matching

lexicographic ∼, 111

parallel ∼, 149

minor, 118

topological ∼, 104, 119

module, 146

movement

global ∼, 108, 110

local ∼, 110
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noisy uniform ball graph, 77

shallow ∼, 77

object, 6, 13

outerplanar, 91

k-outerplanar, 91

P-contraction, 30, 90

packing property, 58, 71

partition

clique-∼, 94

κ-∼, 30, 94

pathwidth, 16

weighted ∼, 16

planar graph, 5

ply, 14, 48

pull (a wire), 109, 111

push (a wire), 109, 111

(ρ, ν)-noisy, see noisy uniform ball graph

ρ-neighborhood, 83

rank-based approach, 17, 24, 38, 65

real RAM, 53

re�nement (of a grid), 124

relative distance, 54

representation agnostic, 24

representative set, 17, 66

rough reordering, 108

separator, 5, 54

shallow, 14

similarly sized, 6, 14

skeleton, 130

stabbing number, 44

subdivision

double ∼, 144
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subgrid, 109

subproblem, 16

symmetric group, 120

tiling, 81
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tree decomposition, 15

traditional ∼, 35
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∼ length, 107

∼ point, 114
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