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CHAPTER 1
Introduction

1.1 Longitudinal data

In statistics the term longitudinal data refers to “data collected at a sequence of
time points for each of a sample of individuals" [227]. Thus a longitudinal study
design involves multiple units (e.g. individuals, patients, households, schools,
fields) and a time frame of certain length, on which the same set of variables is
repeatedly sampled from each of the units. Terms like panel data and repeated
measures refer to the same type of study design. Other popular studies include
cross-sectional and time series data. Although traditionally separated, cross-
sectional and time series data can be seen as special cases of longitudinal data.
Cross-sectional studies include data from multiple units at a fixed point in time,
while time series refer to collections of data points ordered in time on a single unit.
The latter constitutes an apart segment of literature due to the field of application
and the intensity of the data. Time series are normally more intensive, with a
significantly larger number of repeats often connected with higher frequency,
and they find application in e.g. finance, engineering, biology. Longitudinal and
cross-sectional studies are typical settings of the medical and sociological fields
among others.

For a long time, data collection has been an expensive step. Longitudinal
datasets were limited in terms of units and repeats, and time series were collected
on single units. This has greatly changed with time, and although in some fields
data collection is still regulated by ethical committees, the amount of data is
exploding. Nowadays data collection and data analysis are integrated components
of any type of research or process. In the perspective of process improvement,
more and more data is being collected to understand the processes better and to
determine the influence factors that can lead to improved results. Almost any
information from machines and processes is stored and analysed. Also in the
medical field more data is being collected to better understand the health status
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2 Chapter 1. Introduction

and the processes that lead to diseases. Through a connected healthcare system,
hospital databases, wearables and mobile sensors on human beings, it is possible
nowadays to almost reconstruct the medical history of each individual, including
daily habits and events (e.g. diet, physical activity, hospital stays, medications).
As a result, data is growing. Longitudinal data is collected at increased frequency
or for longer periods of time, and time series are collected on multiple units. The
separation between types of data is thus becoming less apparent.

1.2 Goals of longitudinal data analysis

Because of their structure, longitudinal study designs facilitate the understanding
of temporal patterns, the comparison of various individual trends and the analysis
of their interrelations. Thus they are applied for the evaluation of changes, and for
comparing the effect of different interventions at population levels [49]. The idea
of collecting repeated measures from multiple units originated in the agricultural
field, for comparing how different treatments affected the crops [73, 74], but
later applications developed in the industrial, educational, medical field just
to name a few. Together with the changes in data, also the objectives of the
analysis are evolving in time and medical research is now more directed towards
personalised analyses. It is in fact well accepted that people differ, and that
diagnosis and treatment should be adapted towards the specific individual profile.
A change in physiological values can be larger than normal when compared
to the population, but acceptable when compared to the historical trend of the
specific person. Variability in temporal profiles might differ significantly, and
this could be linked to disease onset as well. As a consequence, the interest
in understanding heterogeneity is raising. Traditional population approaches
are thus being replaced by individual methods that enable tailor-made detection
of various conditions at their onset and monitoring the status of chronically ill
patients.

1.3 Methods for longitudinal data analysis

Both longitudinal and time series data have given rise to streams of literature for
their analysis. Traditional methods for the analysis of longitudinal data include
marginal, mixed effect models [75, 256], transition/conditional models [232,
75, 231]. Marginal models constitute analyses of the aggregated data, while
mixed effect models allow to capture the behaviour of the entire population
under the same statistical model, and add degrees of freedom to account for the
heterogeneity across units. Both are suited for low intensity longitudinal data,
and focus on the differences among units.

For high-intensity (time series) data, there exists a huge literature on time
series models [45]. These models are suited to analyse the behaviour, capturing
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trend and seasonality with different periodicities and shifts. Originally, time
series models were suited for single unit analyses.

1.3.1 Heterogeneity

Because of the need of personalized analyses, modelling subject-specific terms
has become a structural part of modern statistics: “allowing effects to vary
randomly from one individual to another is the basis of many modern regression
models for longitudinal data analysis” [75]. Sometimes the inclusion of random
terms in the mean structure is not sufficient to model the complex heterogeneity
in the data, since individuals differ not only in the mean structure, but also in
their variability. The assumption of constant variances has been proven to fail in
many practical applications, and variability has been shown to relate to diseased
or chronic status and ageing. For example menstrual variability is supposed to
be associated with differences in a woman’s fertility and in her long-term risk of
chronic disease [150, 206], variability in the amount of sleep is linked to perceived
sleep quality and overall well-being [142, 35], and within-individual biomarker
variability is expected to be influenced by health conditions [162] just to give few
examples. The analysis of variability, both within and between individuals, has
become crucially valuable, together with the choice of an appropriate variance-
covariance structure.

Random effects have also been introduced in time series models, to account
for heterogeneity in time [176]. This way, random coefficient time series models
can both model the average profile and accommodate irregular spikes in the time
series. Although these models are common in the finance and economic fields,
their structure is extremely flexible and similar to the behaviour observed in
physiological time series. Furthermore, extensions exist that include random
effects in autoregressive models to model simultaneously multiple units [110].

1.3.2 Challenges in the analysis of longitudinal data

The way of collecting data and the goals in analysing it are changing rapidly.
Traditional statistical methods are not designed for handling intensively col-
lected data on multiple units simultaneously, and are thus challenged to develop
accordingly.

On the one hand statistical methods need to be adapted to an increased load
of data. Reliability and robustness in case of large datasets are necessary require-
ments. At the same time, detailed analyses at the finer level might sometimes be
redundant for the scope of the analysis. Clear guidelines should thus be defined
to direct researchers through a conscientious choice of an appropriate level of
aggregation, e.g. population, individual, aggregated and pooled analyses. For
example modelling highly intensive data at the sampling frequency often implies
heavy computational load and large memory requirements. This hampers the
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implementation in devices and might even be unnecessary. Depending on the
application, summarizing and analysing the data with lower frequency statistics
can already provide sufficient understanding of the underlying process. Similarly,
pooled or aggregated analyses can provide the desired insight without exploring
the data at the individual level.

On the other hand, statistical models need to be developed further to ac-
count for more degrees of heterogeneity and empower personalized conclusions.
They need to account for the evidence of modern results that time dependencies
and heterogeneities between and within individuals are relevant for applica-
tions. Intra-individual variances are proven to link to response variables, and are
becoming parameters of inference rather than nuisance terms. Even more, experi-
mental results show the need for models including covariates and the (possibly
non-observable) mean in the variance components. Such extensions increase
estimation complexity and require adjustments to the old estimation methods, and
the introduction of new ones. Methods traditionally designed for heterogeneity
across units are required to extend in the direction of heterogeneity in time, and,
vice-versa, models traditionally used for capturing irregularities in time should
start including subject-specific parameters.

1.4 Aim and outline of the thesis

The present work is an attempt to better understand and reliably model repeated
measurements to monitor physiological values. We investigate, develop and
apply statistical methods to handle possibly intensive longitudinal data from
multiple users in a personalized manner. As a consequence, all the methodologies
considered here can deal with heterogeneity in the data at some levels to account
for subject-specific characteristics.

Working at the intersection of the mixed models and time series literature,
we investigate how different modern datasets can be analysed properly. Three
main datasets motivate the present work, and are different in terms of protocol
for data collection, type of data and goal of the analysis. We will describe them
shortly, together with the chosen modelling approach. More details can be found
in the corresponding chapters.

1.4.1 Understanding perceived sleep quality

The first two chapters concern the analysis of perceived sleep quality. Un-
derstanding self-reported sleep quality and how it links to measured and ques-
tionnaire information is currently of much interest in sleep medicine [24, 8, 7],
since low-quality sleep is known to connect with mental and physical health
problems [194, 214, 137].
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Sleep data

The data was collected on 50 subjects for 16 days, and included both physiolog-
ical measurements and subjective data from questionnaires. The study design
involved only healthy volunteers, of which 54% were females, with age ranging
from 40 to 65 years old, as this was considered the age category with the most
stable routine and sleep rhythm. All the participants were chosen according
to well-defined exclusion criteria (diagnosed neurological, cardiovascular, psy-
chiatric, pulmonary or endocrinological disorder; sleep disorder; using sleep,
antidepressant or cardiovascular medications; consuming drugs or excessive
alcohol; being pregnant; shift working; crossing more than two time zones in the
last two months). The protocol involved two weeks of home monitoring plus two
days in a sleep laboratory. During the first phase, participants were asked to wear
an unobtrusive device and to fill in morning and evening questionnaires, where
information of the preceding night and day were collected respectively. In the
sleep laboratory, besides the collection of this information, other physiological
measurements were taken. For more details on the study set-up, we refer to
Section 2.2.

The variable of interest was perceived sleep quality (PSQ), rated in the
morning questionnaire by the participants, by using a visual analogue scale
ranging in from 0 to 100. The boxplot of the PSQ values reported by each subject
during the home monitoring period is shown in Figure 1.1. Since the PSQ was
reported once per day, we considered covariates from the questionnaires reported
daily, and aggregated the objective measures to the day level. The resulting
dataset has thus 16 observations per individual, and can be categorized in the
low-intensity type of data.

Modelling approach

Our goal is to assess the influence of self-reported and measured sleep quantities,
and physiological values (e.g. derived heart rate measures), on perceived sleep
quality using the data described in the previous section. We choose mixed models
for the analysis to take into account the heterogeneous effect of various predictors
on the qualitative perception of sleep.

We first fit a traditional linear mixed model (LMM) to link the response
variable to two classes of predictors (Chapter 2). We regress the PSQ on sub-
jective (from questionnaires) and objective (from measuring devices) covariates
separately, and then on an extended set of sleep and non-sleep variables. We
investigate the difference existing among patients that medically fall under the
same category of normal sleepers, and the underlying correlation structures.
The best fits are reported and compared. This chapter has been published in
Behavioral Sleep Medicine [97].
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Figure 1.1: Boxplot of perceived sleep quality (PSQ) per patient. Patients are
ordered according to increasing age and the color indicates the gender - women
(pink) and men (green).

While analysing this dataset, we ascertained heteroscedasticity in the response
variable. In fact, as visible in Figure 1.1, the reported values of perceived
sleep quality are often highly variable both within- and between-subjects, with
outlying observations and outlying participants. Heterogeneity in the variances is
confirmed by the Levene’s test, and no link can be found between individual’s
average and variance. We choose thus to implement a linear mixed model
with the residual variance and the variance of the random effects proportional
to a latent inverse gamma-distributed random variable. This extension of the
LMM is known as the t linear mixed model (tLMM) and is suitable for data
with heterogeneous variances, heavy tails and outliers. This model is appealing
because a parsimonious distributional assumption on the variances makes the
approach robust to outliers and heavy-tailed distributions. Furthermore, it allows
modelling and inference on heterogeneous residual variances. Consequently, the
literature on tLMMs is broad. Nonetheless, we found the literature to be lacking
of important rigorous checks on the model specification and on the properties of
the proposed estimation methods. In Chapter 3 we contribute to fill this gap via a
thorough analysis of the model and to provide guidelines for proper application
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of the model. We explore and compare possible parametrizations, and investigate
model identifiability. Risks of converging to the wrong values in case of non-
identifiable model are shown via a small simulation study. Furthermore we run
a larger simulation study to illustrate the consistency of a maximum likelihood
(ML) estimation method. For the evaluation of the standard error of ML estimates,
we perform a bootstrap analysis to check the effect of relying on the asymptotic
properties of ML estimators in case of finite sample size. This chapter has been
submitted to a statistical journal.

1.4.2 Understanding changes in biomarkers

The second case study aims at an improved interpretation of sequential labora-
tory measures. The values of biomarkers from laboratory analyses have been
compared with population limits for a long time. These thresholds are derived
from the distribution of the values across the healthy population. Nowadays, due
to an increased interest for subject-specific diagnosis and treatment, population
reference values are being replaced by reference change values. In fact, this mod-
ern method compares the change in two consecutive values against the expected
variation. However, reference change values rely on the assumption of constant
within-subject and error variability, but evidence in clinical practice shows that
this hypothesis is often violated. Chapter 4 and 5 deal with the definition and
analysis of reference change values in case the variances are not constant.

Laboratory data

A marker commonly tested in laboratory analysis for evaluating cardiac function
is the N-terminal prohormone of brain natriuretic peptide (NT-proBNP). NT-
proBNP is released from cardiac myocytes upon myocardial stretch due to
pressure or volume overload. Higher values correspond to a major stretch of
the heart. NT-proBNP is an accurate biomarker for diagnosis and prognosis of
heart failure. The observed level of NT-proBNP is interpreted with respect to a
population based cut-off value, here set at 125 pg/mL. However, in patients with
chronic heart failure values significantly above this threshold are observed. These
patients have a baseline level of NT-proBNP that already is above 125 pg/mL,
and values will not drop below the threshold due to the irreversible damage of
the heart. Therefore, discriminating new pathology on top of already elevated
NT-proBNP is difficult. The major aim in these cases is to make the biomarker
concentration stay around a personal baseline. This means that intervention is
planned only in the case in which a significant increase from the individual’s
average is observed. Understanding whether the increase is significant is difficult.
Patients have different baseline levels and NT-proBNP also varies over time.
Next to this biological variation, the proportional measurement error results in
larger variability in high NT-proBNP levels compared to low NT-proBNP levels
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Figure 1.2: NT-proBNP values. Boxplots of ten measurements for each from a
small sample of patients. The data clearly exhibits mean-variance relationship.

(analytical variation). The effect of these two related sources of variation is
shown in Figure 1.2, resulting in an increased overall variability for patients with
increased average value. Reference change values can aid in discriminating if
an observed change is a statistically significant change, i.e. to understand when
a value exceeds the expectable variation, also in these particular categories of
patients.

The retrospective data in hand is collected by a posteriori search in the
databases of the cardiac department of the Catharina Ziekenhuis in Eindhoven.
The dataset includes both outpatients with cardiac disease in stable conditions and
clinical patients in unstable conditions. The measurements are low to medium
intensity (from a minimum of three to a maximum of 33 repeats per patient),
while they are available on a large number of patients (more than eight thousand).
We use information about hospitalization as ground truth for evaluating the
significance of the changes.
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Modelling approach

Our main goal is to define and fit reference change values models allowing for
mean-variance dependency. This way, reference change values can support clini-
cal decision making and may lead to more efficient treatments and interventions.
First, in Chapter 4, we study how the mean-variance dependency in the underly-
ing process affects the power of reference change values [100]. Reference change
values constitute a modern approach to understand changes in the outcome of
laboratory analysis, and take into account various sources of variation. In fact,
measurements in individuals are affected by true condition shifts, but also by
analytical, between- and within-subject biological variations [99]. Reference
change values compare the realized value to the values observed previously on
the same person, allowing for personalized analyses, and are nowadays a largely
accepted alternative to population reference limits. Nonetheless, these methods
rely on the assumption of constant inter-individual and analytic variances, while
it is nowadays well accepted that variability may vary in time [57]. For example
measurement variability is affected by the value being measured, and intra-subject
variability can depend on the average trend. Consequences of such an assumption
have been intuitively shown in [117]. We have rigorously addressed this problem
by comparing different assumptions on the mean-variance relationship. The
resulting paper has been published in Chemometrics and Intelligent Laboratory
Systems [196]. The results of Chapter 4 raised awareness among researchers and
practitioners for the importance of taking into account non-constant variances,
but did not provide a practical implementation. In Chapter 5 we formulate a
hierarchical model that can account for multiple dependencies: the variance at
each level can depend on the realization of the variables up to the previous level.
We investigate some mathematical properties of the model, including moments
and correlation structure. Then we propose two estimation methods, and compare
them with the existing two-step approaches proposed in [59, 253] via a simulation
study. This research provides practical implementation of value-dependent vari-
ances also in more general contexts with nested structures with multiple levels. In
many fields such a structure has already been hypothesized (e.g. statistical process
control [151], calibration in pharmacokinetics and pharmacodynamics [59, 253],
psychological studies [4]).

1.4.3 Understanding cardiac activity from unobtrusive devices

The last case study concerns data collected from wearables, in particular photo-
plethysmography signals. Photoplethysmography (PPG) is a light-based tech-
nology to measure relative peripheral blood volume variations. Being located
far from the heart, it contains a lot of information about the health status and
at the same time it is easily corrupted by noise. Here the modelling aims at
a deeper understanding of the underlying physiology and at the development
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of subject-specific model-based techniques for diagnosis and monitoring. The
dataset is the outcome of a clinical trial aimed at the detection of irregular heart
rhythms using unobtrusive wearable devices. The monitored population was
thus suspected of having some type of arrhythmias and in most of the cases was
receiving medications. This dataset is an example of how data from wearables
constitute a further challenge for traditional statistics. These time series are high-
frequency and are affected by various sources of heterogeneity. Furthermore,
although patients were monitored for one day only (a time window that is even
shorter than for the sleep trial (c.f. Section 1.4.1) and for the laboratory data
(c.f. Section 1.4.2)), the amount of data available is much larger due to the high
sampling frequency (64 Hz). A day of recordings results thus in more than 5.5
millions data points.

Photoplethysmography data

The data motivating our study was originally collected to develop algorithms to
detect atrial fibrillation from PPG signals. Atrial fibrillation (AF) is an arrhythmia
with 2% incidence on the world population, with possible complications leading
to stroke and heart failure amongst others. Since it is so widely diffuse and
often asymptomatic, it has motivated a wide spectrum of researches, trying to
early detect this rhythm disorder via unobtrusive devices. Accurate detection of
arrhythmias via photoplethysmography signals would in fact empower monitoring
on a large scale, for long periods, unobtrusively.

The data was collected from 30 patients (63% men, age 65 ± 14 years)
assigned to a 24 hour Holter electrocardiography (ECG) examination at Catha-
rina Hospital in Eindhoven, The Netherlands. The study was approved by the
local medical ethical committee and every patient provided written informed
consent before participating. The study protocol was the following: volunteers
registered in the morning at the cardiology department of the hospital to have
a 12-lead Holter monitor installed (H12+, Mortara, Milwaukee, WI, USA). In
parallel, patients received a wrist-wearable data logging device equipped with
Philips Cardio and Motion Monitoring Module (CM3 Generation-3, Wearable
Sensing Technologies, Philips, Eindhoven). The device was positioned on the
non-dominant arm and recorded PPG and acceleration data. Sampling frequency
of the raw data was fs = 128 Hz and the dynamic range of the accelerometer was
± 8 g. The Holter monitor was attached to the patient following normal hospital
procedures, and then a synchronization protocol was performed by simultane-
ously tapping the wrist-wearable device and pressing the event button on the
Holter. Patients were also asked to keep a diary of the taken medications, their
activities and complaints for the whole monitoring period. The protocol ended
after 24 hours, when the patient would arrive to the hospital to return the Holter
monitoring device, the diary and the wrist-wearable device. At that moment,
the same synchronization procedure of the first day was repeated to allow time
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alignment of the collected data. Patient information was obtained from medical
records. The ECG recordings were analysed by trained analysts, supported by
a software (Veritas, Mortara, Milwaukee, WI, USA) that automatically detects
the time and type of the contraction. Every heart beat in the ECG was labelled
either as sinus rhythm, atrial fibrillation (AF), premature supraventricular or
ventricular contraction, artifact, or unknown. The output of the software was
verified or corrected by analysts. In the 24-hour monitoring period, patients had
either 100% atrial fibrillation (8 participants, 26.67%) or no atrial fibrillation (22
participants, 73.33%). The raw PPG signal obtained from the wrist-worn device
was preprocessed with a 0.3 Hz high-pass filter and a 5 Hz low-pass filter, and
downsampled to a frequency of 64 Hz. Two samples of processed data about 15
seconds long are shown in Figure 1.3. Patient 5, without atrial fibrillation and
Patient 6 with atrial fibrillation.

The data of five patients has been excluded from the study: two because of
noisy ECG reference, two because of atrial flutter and one because of low PPG
signal quality. For each of the remaining patients, we selected a segment six
minutes long from the two hours following the sleep onset. Since the main goal
of our research was to model the physiology, we selected data under stable condi-
tions, i.e. segments of data from the night time with the least movement possible.
This does not necessarily exclude position changes and device displacements.

(a) Patient 5 (b) Patient 6

Figure 1.3: Processed PPG signals. Sample segments of about 15 seconds from
Patient 5 (nonAF) and Patient 6 (AF).

Modelling approach

The type of data, its periodicity, and the analysis of features’ temporal patterns
suggest to head towards time series models. On the other hand, we want to
account for the heterogeneity present in the data, both in time and across units.
From an initial literature search we are confronted with a very broad selection
of models, disorienting for how much it is scattered and disorganized. We make
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thus the attempt to structure the existing literature about autoregressive models
with some random coefficients, and include the resulting overview in Chapter 6.
We merge together two model families that are traditionally considered to belong
to different classes (part of the regression and time series fields). We attempt to
make the literature more accessible by providing a clear structure and a general
model equation including all other models as particular cases. The overview has
been submitted to a statistical journal.

Among the considered models, we select a dynamic factor model for the car-
diac component of the photoplethysmography signal, and provide its description
in Chapter 7. The state space representation allows to directly model the rela-
tionship between parameters and the evolution in time. The approach is flexible
and can fit data measured with different probes and under various physiological
conditions. We obtain the posteriori distribution of the fitted parameters, and
show how this can be used in clinical practice. We enable thus patient-specific
analyses of the parameters and classification of the condition. In particular, we
give details about a procedure for the detection of premature contractions. A
patent covering the description of the model has been granted, and a patent
application on the detection of premature beats has been filed in collaboration
with Philips Research.



CHAPTER 2
Determinants of perceived

sleep quality in normal sleepers

Based on
Goelema, M.S., Regis, M., Haakma, R., van den Heuvel, E.R., Markopoulos, P. &

Overeem, S. (2017). Determinants of perceived sleep quality in normal sleepers.
Behavioral sleep medicine, 1-10.

This study aims to establish the determinants of perceived sleep quality over a
longer period of time, taking into account the separate contributions of actigraphy-
based sleep measures and self-reported sleep indices.
The data was collected during two consecutive weeks of home monitoring, during
which the participants kept a sleep-wake diary, and their sleep was monitored
using a wrist-worn actigraph. The diary included questions on perceived sleep
quality, sleep-wake information, and additional factors such as well-being and
stress. The data is analysed using multilevel analysis to explain perceived sleep
quality and we compare two models: one that includes only actigraphy-based
sleep measures (model Acti), and another that includes only self-reported sleep
measures (model Self). In addition, we fit a model including the latter set of
covariates and some non-sleep-related factors (model Extended). In our cohort,
perceived sleep quality is mainly determined by self-reported sleep measures and
less by actigraphy-based sleep indices. The main predictors in the self-reported
model are the number of awakenings during the night, sleep onset latency, and
wake time after sleep onset.

13
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2.1 Introduction

A good night’s sleep is important for our overall health. However, it is still
not well-defined what a “good night’s sleep” actually entails, in the perception
of the sleeper. Currently, there is no broadly accepted definition of perceived
sleep quality. Perceived sleep quality can vary from person to person; one
subject may link it to not waking up at night, while another may interpret a short
sleep latency as good-quality sleep. Moreover, these connotations may even
differ for a single person across nights. Besides self-reported sleep measures,
perceived sleep quality can be expressed on the basis of objective measures such
as polysomnography or actigraphy-based methods. Earlier studies that examined
perceived sleep quality are cross-sectional in nature [9, 125, 197, 20, 177, 200,
245]. The observed associations between objective sleep measures and perceived
sleep quality were only low to medium and results were not consistent across
studies. Some authors found that slow-wave sleep was linked with perceived
sleep quality [9, 21, 125], while others observed a correlation between wake
time after sleep onset and perceived sleep quality [20, 125, 200] and others did
not [197, 245]. In addition, perceived sleep quality has been associated with
non-sleep factors such as employment status, age, and perceived stress [226]. A
few studies have examined the relationship between sleep measures and perceived
sleep quality in a longitudinal design [7, 135, 142]. Åkerstedt et al. investigated
the determinants of perceived sleep quality the next morning using a forced
sleep schedule of 8 periods of sleep of 6 hours and 8 naps of 1 hour [7]. They
found that perceived sleep quality was related to sleep efficiency but not to sleep
stages. Lemola et al. monitored participants for one week using an actigraph
and observed that variability of sleep duration was related to perceived sleep
quality and subjective well-being [142]. They took into account variability
between nights of the sleep parameters but used the Pittsburgh Sleep Quality
Index (PSQI [47]), an overall sleep quality score of the past month, as the
perceived sleep quality measure. Most research in perceived sleep quality uses a
perceived sleep quality score such as PSQI, where sleep is evaluated passively
over time, and as a result, less is known about the individual evening sleep itself.
Curiously, only a limited number of studies examined the association between
perceived sleep quality and self-reported sleep measures, obtained for instance
from a diary. Åkerstedt et al. determined the subjective meaning of good sleep and
proposed a sleep quality index consisting of sleep quality, calmness of sleep, ease
of falling asleep, and ability to sleep throughout the allotted time [8]. In another
study, the same authors predicted the sleep quality index with subjective sleep
variables and other factors, such as health and stress measures [10]. The most
profound factor in this latter study was stress before bedtime, followed by late
awakening, short prior sleep, high quality of prior sleep and good health the prior
day. It is clear that many factors play a role when judging sleep quality. However,
their relative importance needs to be determined. In addition, longitudinal studies
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on sleep quality are scarce and outcomes differ between reports. The aim of
the current study is thus to further establish the determinants of perceived sleep
quality scored on a daily basis, assessing the contribution of actigraphy-based
sleep measures as well as self-reported sleep indices.

2.2 Methods

2.2.1 Participants

A recruitment agency located in Amsterdam, the Netherlands, was responsible for
finding participants, from an available panel of 95000 persons. Participants had
to be between 40 and 65 years old, assuming that people around this age have a
relatively stable daily routine and sleep rhythm. Participants were excluded when
(a) diagnosed with any neurological, cardiovascular, psychiatric, pulmonary, or
endocrinological disorder, (b) diagnosed with a sleep disorder, (c) found to be
using sleep, antidepressant, or cardiovascular medication, (d) found to be using
drugs or excessive alcohol (> 3 units per day), (e) pregnant, or (6) working
shifts or crossing more than two time zones in the last two months. Initially, 58
participants started the study but 7 dropped out. The reasons for withdrawing
were (a) study protocol deemed too intensive (2), (b) dysfunctionality of devices
(2), (c) discomfort with wearing devices during sleep (2), and (d) personal
reasons (1). Data of one participant was excluded, because it was unreliable, as
the morning diary was continuously filled out too late, resulting in a total sample
of 50 participants. All participants received a reimbursement of 50 euros.

2.2.2 Study design and procedure

This study was conducted from February 2015 to May 2015. All procedures and
measures were approved by the Internal Committee of Biomedical Experiments
of Philips Research. No medical approval was required. The study was part of
a larger project examining the sleep quality in middle-aged persons. The study
design consisted of two weeks of home monitoring, during which participants
wore a wrist actigraph and filled out a sleep and wake diary in the evening as
well as in the morning (Figure 2.1). Participants were invited for an intake that
was held two days prior to the start of the study. During the intake, written
informed consent was obtained and the study design and use of the equipment
were explained. Additionally, demographic information (age, gender, number of
working days), general health, and the Pittsburgh Sleep Quality Index (PSQI [47])
were assessed. Participants filled out the sleep and wake diary through a laptop
that was provided to them during the intake. On the laptop, a link was installed to
access the software package Tempest [28, 29], which enabled the user to access
the sleep-wake diary online as well as offline. When information was entered
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D1 E N1 M D2 E N2 M D3 E N3

Figure 2.1: Overview of study design. E=evening diary, M=morning diary,
D=day, N=night.

without an Internet connection present, data was stored locally until an Internet
connection was established and data was sent to the research server.

2.2.3 Measures

Perceived sleep quality As the primary outcome, perceived sleep quality was
assessed using a self-rating visual analog scale, ranging from 0 (bad night’s sleep)
to 100 (good night’s sleep), in response to the following question: “How well did
you sleep last night?” Higher scores indicated better sleep quality, referred to as
“perceived sleep quality score” (PSQ).

The sleep and wake diary The sleep and wake diary included a morning
section and an evening section. The morning section consisted of the PSQ,
the Consensus Sleep Diary (CSD [48]), and questions about sleep rhythm and
specific sleep issues, such as problems falling or staying asleep, early morning
awakenings, and feeling refreshed in the morning. The evening section contained
questions about daily habits, stress, and well-being during the day. The Consensus
Sleep Diary was developed by sleep experts and potential users in order to meet
the need of a standardized sleep diary facilitating comparison across studies [48].
It contains questions such as, “When did you go to bed?” (bedtime), “How
long did it take you to fall asleep?” (sleep onset latency - SOL), “How many
times did you wake up during the night?” (wake after sleep onset - WASO),
and, “Did you sleep well?”. In our study, these are referred to as the self-
reported sleep measures. The morning section of the sleep and wake diary had
to be filled out within 1 hour after waking up. The evening section contained
questions regarding daily habits and mood, such as stress level during the day
(StressDay), stress level before bedtime (StressBedtime), and well-being during
the day (WBemotion/WBenergy). Stress level was assessed on a scale from 1 to
5; with 5 being very stressed. Well-being during the day was determined by a part
of the Short Form Health Survey (SF-36 [115]). The subscores energy/fatigue
(WBenergy) and emotional well-being (WBemotion) were assessed, with higher
scores indicating better well-being during the day (0− 100). In addition, the
evening diary inquired whether participants took a nap during the day (yes/no).
Participants were asked to fill out the evening section of the sleep and wake diary
1 hour prior to going to bed.
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Actigraphy-based During all nights, participants wore the Actiwatch Spec-
trum (AW) on the dominant wrist (Philips Respironics, Inc., Murrysville, USA).
It was set to a standard sampling rate of 120 per hour. Actigraphy-based sleep
parameters were determined using the Actiware software (version 5.57.0006).
Participants were instructed to push a marker button when they were going to
sleep and after their final awaking, such that a sleep interval was annotated based
on these inputs. The following parameters were derived from this interval: bed-
time (00:00:00), total sleep time (TST), wake time after sleep onset (WASO),
number of awakenings during the night, sleep onset latency (SOL), and final
wake-up time (00:00:00), all reported in minutes unless stated otherwise. Number
of awakenings was calculated as “the total number of continuous blocks of epochs
where each epoch was scored as wake for the given sleep interval”. These sleep
outcomes are referred to below as the actigraphy-based sleep measures.

2.2.4 Statistical analysis

We perform a multilevel analysis to regress perceived sleep quality (PSQ) on
some covariates. The analyses are performed on complete-record data, since less
than 12% of the data was missing. First, it is examined how much actigraphy-
based and self-reported sleep measures explain perceived sleep quality. Two
multilevel models with random intercept for the participant and independent intra-
subject variability are built – model Acti, including only actigraphy-based sleep
measures, and model Self, including only self-reported sleep measures. For both
models, we include TST, SOL, bedtime, WASO, number of awakenings, and final
wake-up time as covariates, and correct for age and gender. Furthermore, all two-
way interactions are included. The selection of the significant variables and their
interactions is done through stepwise backward elimination (keeping the models
hierarchical at all times). Pearson’s correlation coefficients between the observed
and (the best linear unbiased) predictions of PSQ are calculated to quantify model
prediction. As a second step, the model that performs best in the first analysis is
extended by including explanatory variables other than sleep characteristics of
the present night (model Extended), that is, the self-reported sleep variables of the
preceding night (the night prior to the previous night), weekday or weekend day,
employment status (employed or not), daytime naps (naps), stress levels during
the day (StressDay) and at bedtime (StressBedtime), WBenergy and WBemotion.
The variables involving a length of time (i.e. TST, SOL, WASO) are converted
into hours, and bedtime is centred around midnight, that is, negative values
indicate times before midnight. For interpretation and direct understanding of
the size effects respectively, we consider both the variables in their original scale
and their corresponding standardized versions. For the latter, all the continuous
explanatory variables are standardized to zero mean and unit standard deviation
(with respect to the means and standard deviations provided in Table 2.1 and
Table 2.2). Reported relationships are significant at a two-tailed p value of 0.05.
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All analyses are conducted using the MIXED procedure in the SAS software
(SAS 9.4 for Windows).

2.3 Results

The characteristics of the study sample are shown in Table 2.1. Approximately
half of the participants (54%) were female and the age range of the sample was
between 41 and 65 years. The PSQI global score ranged from 1 to 13, with 9
persons above the cut-off score of 5, meaning that our sample generally did not
experience sleep complaints.

Characteristics
Age (years) 51.8±6.6
Female gender, N (%) 26(54%)
PSQI 4.16±2.51
PSQ 71.35±23.22
Weekend nights (%) 28%
Employed (%) 76%
StressDay 1.54±0.76
StressBedtime 1.23±0.55
WBenergy 76.48±16.27
WBemotion 86.19±12.21

Table 2.1: Descriptive statistics. Demographics, sleep and non-sleep character-
istics of the study sample.

In Table 2.2 we report the statistics for the considered sleep measures, col-
lected through questionnaires (self-reported) and measured (actigraphy-based).
Although these values are meant to represent the same quantities, it is clear that
for some of them there is a significant discrepancy.

For illustrative purposes, we also show the relation between actigraphy-
based and self-reported quantities for few sleep measures, and how they link to
perceived sleep quality overall. In Figure 2.2 we show these plots for the wake
time after sleep onset (WASO), while in Figure 2.3 we show the analogous for
the total sleep time (TST).
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Actigraphy-based Self-reported r
TST (min) 454.31±87.76 436.95±87.93 0.66*
SOL (min) 10.24±17.09 17.21±26.45 0.24*
Bedtime (time) 24 : 02±1 : 19 24 : 04±1 : 15 0.95*
WASO (min) 28.76±14.02 14.95±24.91 0.22*
Number of awakenings 29.67±10.55 1.77±1.46 0.16*
Final wake-up time (time) 7 : 46±1 : 24 7 : 37±1 : 28 0.93*

Table 2.2: Mean and standard deviation of actigraphy-based and self-
reported sleep measures. TST = total sleep time, SOL = sleep onset latency,
WASO = wake time after sleep onset, r = Pearson correlations between the
actigraphy-based and self-reported sleep measures, * = significant at the < .01
level (two-tailed).

Figure 2.2: Wake time after sleep onset (WASO). Density of self-reported
and actigraph WASO and perceived sleep quality (PSQ) together with their
correlations.

In Table 2.3 we show the outcome of model Acti. The strongest predictors
are WASO, number of awakenings, and total sleep time. For the latter two,
an interaction term adjusts the coefficients for the female group. The positive
effect of total sleep time is stronger for women (7.29) than for men (3.26),
while the effect of the number of awakenings has different directions, being
positive for males and negative for females (for each awakening during sleep the
PSQ increases 0.59 points for men, while it decreases 0.14 points for women).
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Figure 2.3: Total sleep time (TST). Density of self-reported and actigraph TST
and perceived sleep quality (PSQ) together with their correlations.

Effect β SE p b SE p
Intercept 69.53 2.34 < .001 48.05 8.52 < .001
Gender (F) 5.23 3.23 0.11 −3.68 10.86 0.73
WASO −9.89 1.25 < .001 −43.32 5.36 < .001
NrAwakenings 6.26 1.76 < .001 0.59 0.17 < .001
TST 4.27 1.65 0.01 3.26 1.26 0.01
Bedtime 2.61 1.09 0.02 1.03 0.90 0.25
SOL −1.02 0.99 0.30 −4.23 3.59 0.24
NrAwakenings*Gender −7.69 2.28 < .001 −0.73 0.22 < .001
TST*Gender 5.29 2.11 0.01 4.03 1.61 0.01
SOL*Bedtime 2.07 0.80 0.01 5.50 2.13 0.01

Table 2.3: Model Acti. Coefficients for the fixed effects with corresponding
estimation error and p value. Model Acti includes only the actigraphy-based sleep
measures of the present night. β standardized coefficient, b non-standardized
coefficient, SE = standard error, p = p value, WASO = wake time after sleep onset,
TST = total sleep time, SOL = sleep onset latency. The * denotes interaction
between two variables. Variance of the random intercept: τ̂2 = 97.42 and residual
variance σ̂2 = 323.95.

Moreover, we observe a significant interaction effect between sleep onset latency
and time in bed: the negative effect of sleep onset latency is made positive by
late bedtime (i.e. later than 00:46).
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Effect β SE p b SE p
Intercept 70.05 1.72 < .001 74.74 12.42 < .001
Gender (F) 3.39 2.38 0.16 7.01 2.51 0.007
Age 0.91 1.19 0.45 −0.30 0.22 0.18
WASO −4.58 1.03 < .001 −13.72 2.81 < .001
NrAwakenings −6.95 0.80 0.001 −17.51 4.47 0.001
TST 3.00 1.17 0.01 2.05 0.80 0.01
Bedtime −3.17 1.15 0.01 −2.54 0.92 0.006
Final wake-up time 3.78 1.31 0.004 1.63 0.93 0.08
SOL −6.08 0.80 < .001 −40.88 9.59 < .001
WASO*Gender −6.03 1.47 < .001 −14.52 3.54 < .001
NrAwakenings * Age 2.38 0.83 0.004 0.25 0.086 0.004
SOL*WASO 1.72 0.52 0.001 9.38 2.87 0.001
SOL*Final wake-up time 2.10 0.80 0.009 3.21 1.22 0.009

Table 2.4: Model Self. Coefficients for the fixed effects with corresponding esti-
mation error and p-value. Note. Model Self includes only the self-reported sleep
measures of the present night. β standardized coefficient, b non-standardized
coefficient, SE = standard error, p = p value, WASO = wake time after sleep
onset, TST = total sleep time, SOL = sleep onset latency. The ∗ denotes inter-
action between variables. Variance of the random intercept was estimated to be
τ̂2 = 49.54 and the residual variance was σ̂2 = 214.28.

Model Self is mostly determined by number of awakenings, sleep onset
latency, and WASO (Table 2.4). In this case, only the coefficient of WASO is
different for the female and male groups, with the negative effect of WASO on
PSQ being greater for females: for each extra hour of WASO, women report
on average a PSQ score 14.52 points lower than males. Furthermore, we find
significant interactions between the number of awakenings and age, sleep onset
latency, and WASO, and between sleep onset latency and final wake-up time.
Due to the first interaction term, the negative effect of the number of awakenings
is softened by increased age though never becoming positive (the coefficient for
number of awakenings is in fact −17.51+0.25Age). Furthermore, the latter two
interactions mean that, although a higher sleep onset latency lowers the total
PSQ score, the negative effect of sleep onset latency on PSQ is reduced along
with a later wake-up time and a higher WASO. In particular, the coefficient for
SOL becomes −40.88+9.38 WASO +3.21 final wake-up time, which can even
become positive for certain values of the variables involved. The total variance
explained by the self-reported model is 61% and for the actigraphy-based model
is 41%. When replacing the best linear unbiased predictions (including random
effects) with exclusively fixed effects predictions, only 18% of the total variance
of perceived sleep quality is explained by the actigraphy sleep measures, and for
the self-reported model this results in 49%.
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Effect β SE p b SE p
Intercept 64.13 10.01 < .001 132.48 34.68 < .001
Gender (F) 4.21 2.47 0.01 7.49 2.63 0.006
Age 0.12 0.19 0.52 −1.53 0.65 0.02
NrAwakenings −24.77 6.70 < .001 −18.15 4.91 < .001
TST-pre −12.89 6.11 0.04 −9.0 4.27 0.04
SOL −5.66 0.91 < .001 −12.09 1.94 < .001
WASO −4.37 1.16 < .001 −10.72 2.85 < .001
Final wake-up time 3.83 1.43 0.008 2.73 1.02 0.008
Bedtime −3.81 1.27 0.003 −3.17 1.06 0.003
TST 3.26 1.39 0.02 2.25 0.96 0.02
Bedtime-pre −1.75 1.34 0.19 −1.52 1.17 0.19
NrAwakenings*Age 0.38 0.13 0.004 0.28 0.09 0.004
TST-pre*Age 0.23 0.11 0.05 0.16 0.08 0.05
WASO*Gender −5.40 1.55 < .001 −13.25 3.80 < .001
Bedtime-pre*Gender 3.60 1.67 0.03 3.14 1.45 0.03

Table 2.5: Model Extended. Coefficients for the fixed effects with correspond-
ing estimation error and p-value. Model Extended includes self-reported sleep
variables of the present night as well as from the preceding night. -pre = variable
of preceding night: the night prior to the present night, β standardized coefficient,
b non-standardized coefficient, SE = standard error, p = p value, TST = total
sleep time, SOL = sleep onset latency, WASO = wake time after sleep onset. The
∗ denotes interaction effects between variables. Variance of the random intercept
was estimated to be τ̂2 = 50.83 and the residual variance was σ̂2 = 196.73.

Subsequently, model Self is extended by including non-sleep characteristics
(model Extended). In Table 2.5 the outcome of the extended model is shown.
The strongest effect is represented by the number of awakenings during the
night, followed by total sleep time of the preceding night, sleep onset latency,
and WASO. For each awakening during the night, the PSQ score is reduced
with 18.15 points in this model. Moreover, due to significant interaction terms,
the negative effect of both number of awakenings and total sleep time of the
preceding night alleviates with increased age (the negative effect of BedtimePre
can even be inverted by old age). In addition, both WASO and bedtime of the
preceding night show a difference in gender. For women, the effect of WASO is
more negative than for men, and the effect of bedtime of the preceding night is
positive while it is negative for men. The extended model explains approximately
64% of the total variance in the response variable.
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2.4 Discussion

This study investigates the perceived sleep quality in a longitudinal design, using
a daily measure of perceived sleep quality. We have performed a modelling ap-
proach to determine the predictive value of actigraphy-based versus self-reported
sleep measures. We find that self-reported sleep measures are stronger predictors
of perceived sleep quality than actigraphy-based sleep indices. The self-reported
number of awakenings and total sleep time of the preceding night are the strongest
predictors of perceived sleep quality the next morning. This means that the
present night as well as the preceding night are indicative of perceived sleep
quality the next morning. Wake time during the night is a strong indicator in our
models, which is in line with previous research [20, 125, 200]. However, in our
results, this association is more evident in females, based on the significant inter-
action between wake time after sleep onset and gender in the self-reported model.
The actigraphy-based model shows a positive effect for number of awakenings
during the night. This is a counter-intuitive result, as one would expect that the
number of awakenings negatively affects the perceived sleep quality. In fact, this
positive effect is found only for males, since the interaction term of the number
of awakenings with gender would make the influence of number of awakenings
for females negative. This counter-intuitive relation may indicate that males
notice awakenings during the night less, and would therefore not necessarily
evaluate the perceived sleep quality as negative or possibly even as positive. The
difference between genders is also observed in the overall effect of total sleep
time (model Acti). The effect for sleep duration is stronger for females than for
males; the longer their sleep duration, the better their rating of perceived sleep
quality. The sleep variables that are significant in the self-reported model remain
when additional non-sleep factors and sleep measures of the preceding night are
added in an extended model. Among the additional variables, total sleep time
of the preceding night and the time the participants went to bed the night before
(only for females) are indicators of the perceived sleep quality the following
morning. Lemola et al. found an association between the variability of total sleep
time (coefficient of variation based on 7 nights, resulting in a cross-sectional
design) and sleep quality [142]. This finding is confirmed by our study where
total sleep time of the preceding nights has an effect on the sleep quality rating
the following night. In our data, employment status, day of the week, daytime
naps, emotional and energy well-being scores and stress levels of the day before
are not significant explanatory variables for the perceived sleep quality. This is
different from previous studies, where associations are found between perceived
sleep quality and stress [124, 248], and well-being [76, 168]. This could be due
to differences in assessing perceived sleep quality: most studies used an overall
sleep quality score over the previous month in a cross-sectional design, while we
incorporate a direct sleep quality score that is rated every morning. In addition,
the mean and standard deviation of stress level during the day of all participants
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was low, which could have yielded a variance that is too low to find possible
associations between stress and perceived sleep quality. The subject-specific
intercept helps to improve the fit of the actigraphy-based model substantially,
increasing the explained variation from 0.18 to 0.41. In fact, this additional
random term captures the subjective baselines, thus a prediction accuracy of 41%
would be achievable only when some baseline PSQ information of a participant
is present. To calculate the random intercept, multiple nights need to be taken
into account. The prediction of this perceived sleep quality will be more accurate
as it is more tailored to the person. In model Self, we observe that the same
inclusion of a random intercept has a smaller effect (49− 61%). In this case,
some of the subjectivity is already included in the explanatory variables. This
shows that psychological constructs, such as perceived sleep quality, are difficult
to determine for a whole group. People have their own individual interpretation
regarding the course of the night and when answering sleep-related questions.
Personality aspects such as general positive or negative affect may be repre-
sented in multiple domains (i.e. the perceived sleep quality score and individual
sleep characteristics), implying an association that might be caused partly by
method bias [184]. These could be the reasons why the relationship between the
actigraphy-based sleep characteristics and perceived sleep quality is only modest.
It is also well known that subjective variables correlate best with other self-
reported measures. Therefore, the difference found between the actigraphy-based
sleep model and the self-reported sleep model can be inherent in the assessment
method they represent. Earlier research has found that self-reported total sleep
time is consistently higher compared to actigraphy-based total sleep time [138].
Moreover, the actigraph algorithm operationalizing the number of awakenings
may influence the differences between objective and self-reported number of
awakenings. For example, recording continuous wake time is difficult for an
actigraph, as it is challenging for this device to differentiate between lying still
but being awake and being asleep. This could mean that the actigraph records
several awakenings during an actual single period of wake time. Nevertheless,
the above results suggest that the perceived sleep experience is an important
factor in determining overall sleep quality and therefore it may affect other parts
of people’s life as well. For instance, functioning during the day might be in-
fluenced by the feeling of being well rested after a night sleep [114, 142, 219].
With respect to the current study, some strengths and limitations are important
to note. We were able to examine the sleep quality determinants in a real-life
setting for 14 days, enabling the analysis of perceived sleep quality in a between-
and within-subject design. However, since there are currently no validated ques-
tionnaires that evaluate well-being and stress on a daily basis, questions from
other questionnaires were used. The included age range of 40 to 65 years limits
the generalizability of our findings. Future studies should assess the perceived
sleep quality in daily life in other age groups, such as students, given that these
persons typically have different sleep-wake rhythms. In addition, future studies
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that focus on categorization of individuals based on several sleep characteristics
may improve the prediction of perceived sleep quality [132]. In conclusion, we
were able to examine the determinants of perceived sleep quality, by using a
longitudinal approach over multiple nights and a daily measure of perceived sleep
quality in a middle-aged sample. Perceived sleep quality is best described by
self-reported sleep measures that include the number of awakenings during the
night and the total sleep time of the preceding night. The use of the umbrella
term sleep quality as a reference to either objective or subjective sleep quality is
not appropriate and a distinction should be made between objective sleep quality
and perceived sleep quality. To improve the accuracy of perceived sleep quality
predictions, multiple nights should be taken into account and a subject-specific
intercept should be included.
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The robustness of the t linear mixed model (tLMM) has been proved and
exploited in many applications. Various publications emerged with the aim of
proving superiority with respect to traditional linear mixed models, extending to
more general settings and proposing more efficient estimation methods. However,
little attention has been paid to the mathematical properties of the model itself and
to the evaluation of the proposed estimation methods. In this chapter we perform
an in-depth analysis of the tLMM, evaluating a direct maximum likelihood
estimation method via an intensive simulation study and investigating some
identifiability properties. The theoretical findings are illustrated through an
application to the dataset collected from a sleep trial analysed in Chapter 2.
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3.1 Introduction

Linear mixed models (LMM) are widely popular for their appealing feature of
modelling both the intra- and inter-subject variability with a broad set of possi-
ble correlation structures [134]. However, they rely on normality assumptions,
and can be highly sensitive to outlying data and heavy-tailed distributions. The
multivariate t distribution (see [128] for a comprehensive discussion of its char-
acterizations and properties) has been proposed to make linear regression and
mixed linear regression robust [136, 182]. In particular, the t linear mixed model
(tLMM) is a natural extension of the classical LMM, in which the response
variable is marginally t distributed [182]. A convenient hierarchical formulation
of the tLMM can be derived by mixing the multivariate normal distribution of the
response variable with a gamma-distributed latent scaling variable for the covari-
ance matrix [182]. This characteristic makes the tLMM robust to heavy-tailed
distributions of the observed data, and thus more appropriate than LMM when
normality assumptions are violated. Furthermore, robustness is achieved with
only one extra parameter compared to traditional LMMs, and allows the analysis
of random variances, making the tLMM a favourable choice over other robust
methods. In fact, many authors have explored applications and extensions of the
tLMM, and the related literature is quite extensive.

A similar model has been proposed to analyse heterogeneous within-subject
variances [53, 150]. Here the authors made no distributional assumptions on
the random effects, while they imposed a similar hierarchical structure for the
residual variances. Chinchilli, Esinhart and Miller [53] aimed at studying the
within-subject variability of two different laboratory techniques, treated the fixed
effects as nuisance parameters, and proposed partial likelihood estimation for
a model with only random intercept and no covariates. An extension of this
model has been introduced for the analysis of menstrual diary data, where both
the mean structure and the mean of the latent variable were assumed to link
to some covariates [150]. In the latter publication, the proposed estimation
approach combined quasi-likelihood, pseudo-likelihood and method of moments
(QL/PL-M) in consecutive steps, for the fixed effects, variance components and
parameters of the distribution of the latent variable respectively.

Applications of the tLMM have so far mainly focused on the detection and
accommodation of outlying effects. First references started considering tLMMs
to make linear mixed models robust to outliers, alternatively to Gaussian mixture
models [243]. In this publication, the authors focused on understanding the effects
on the response variable of contaminations at different levels, without deriving
the marginal distributions or discussing algorithmic details of the estimation.
Later, Pinheiro et al. [182] derived the hierarchical structure and the distribution
of random effects and residuals connected with the assumption of a multivariate t
distribution. The same work also included the description of multiple expectation-
maximization (EM)-type algorithms for maximum likelihood estimation. The
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model has been later extended by allowing autoregressive residual structures,
and estimated using direct maximum likelihood approaches [148], EM-type
algorithms [147], and Bayesian methods [149]. In these publications the authors
also discussed the prediction of future values, which is a natural consequence
in the Bayesian formulation. Multivariate extensions of the tLMM have been
studied in the frequentist and Bayesian frameworks [238, 239], and extended by
other authors for handling missing values and censored data [105, 237, 167, 240,
242, 241].

The publications listed above focus on extending tLMM, proposing alter-
native estimation methods and showing the supremacy of the tLMM over the
traditional LMM. However, the literature is lacking investigations on the con-
sistency of the proposed estimation methods and the relative estimation error in
general settings, as authors seldom included simulation studies. The reliability
of the QL/PL-M approach has been illustrated through an intensive simulation
study [150], but the underlying t mixed model includes only a random inter-
cept and assumes independence of residuals. Pinheiro et al. [182] run a smaller
simulation study focusing on the robustness of the tLMM when compared with
the LMM in presence of varying amount of outlying observations, and reported
thus only the relative efficiency. The ML-estimation method has never been
thoroughly investigated, but has often been employed in the applications that are
consistently part of the publications [148]. Models formulated in their full gener-
ality might not be estimable with the data in hand, and fitting is often performed
in some particular cases with uncorrelated random intercept and slope [147], or
allowing only either random slope or autoregressive correlation structure [148].
Furthermore, the standard error of the estimates for the frequentist approaches
has been often quantified based on the asymptotic theory (based on the ob-
served/expected Fisher information matrix). Although the authors anticipate
that this method might lack accuracy, they did not investigate its reliability in
finite-sample settings because of its computational load [182, 148, 147]. Finally,
the common parametrization is not justified and hides possible identifiability
issues. All the publications on tLMM make certain choices on the parameters
and select parsimonious correlation structures, without giving a mathematical
explanation for them. Identifiability of the tLMM has never been addressed,
while identifiability for LMMs has recently raised much attention. Many authors
warned the users for possible unreliability of the output given by software capable
of fitting LMM [235, 236, 139, 205, 113]. In fact, also when overparametriza-
tion is avoided, the problem might not be identifiable, and various automatic
procedures might return incorrect estimates without warnings.

In this chapter we address the possible formulations of the tLMM and pinpoint
choices of the variance-covariance structure that lead to identifiability issues.
We run a small simulation study to illustrate the silent risk of converging to the
wrong values when the model is not identifiable. Then we choose a popular
parametrization of an identifiable model, and run an intensive simulation study.
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The model we investigate includes various fixed effects, correlated random
intercept and slope, and an autoregressive correlation structure. We simulate a
large number of repeats compared with a relatively small number of patients,
a setting that is realistic in various practical situations but that has rarely been
formally analysed [150]. The simulations are based on our case study of a sleep
trial introduced in Section 1.4.1. We report the accuracy of the simple and direct
ML-estimation method of [148] when the fitted model is identifiable, and show
that as expected the estimation bias decreases substantially when the number of
subjects increases. Furthermore, we quantify the error committed in evaluating
the standard deviation of the estimates in finite samples when relying on the ML
asymptotic theory. Finally, we illustrate the tLMM on the case study from a sleep
trial (introduced in Section 1.4.1 and analysed in Chapter 2), and compare its fit
to the fit of the LMM.

3.2 Model formulation

The t linear mixed effects model is defined by

Yi = Xiζ +Ziui + ei, (3.2.1)

where Yi is the vector of Ti observations for subject i = 1, . . . ,n, Xi and Zi are
known Ti× p and Ti×q matrices corresponding to the vectors ζ and ui of the
fixed and random effects respectively, and ei is a vector of Ti random errors [182,
148, 147]. The random effects are assumed to be independent of the errors,
conditionally on the latent variable γi, i.e.,

γi ∼ Gamma(α/2,α/2),

ui|γi ∼ N
(

0,
σ2

γi
G
)
,

ei|γi ∼ N
(

0,
σ2

γi
R
)
.

(3.2.2)

Here G is the covariance matrix for the random effects and R is the residuals
correlation matrix. Under the stated distributional assumptions, Yi is t distributed
with α degrees of freedom, mean Xiζ and variance-covariance matrix Ωi =
σ2(ZiGZT

i +R) [53, 154].
This parametrization is commonly used in the literature and the choice is

motivated by identifiability issues: relaxing the restrictions on the distribution of
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the latent variable γi leads to

γi ∼ Gamma(α,β ),

ui|γi ∼ N
(

0,
1
γi

G
)
,

ei|γi ∼ N
(

0,
1
γi

R
)
.

(3.2.3)

This model is in fact non-identifiable unless α and β have a certain constant
ratio (cf Section 3.3). By taking σ2 = β/α , one can then show that the two
formulations are equivalent.

3.3 Model identifiability

If we introduce the notation {τii, i = 1, . . . ,q} and {ηi j, i, j = 1, . . . ,q, i 6= j}
for the parameters of the variance-covariance matrix G and {σrs, r,s = 1, . . . ,Ti}
of the covariance matrix R, the set of parameters involved in the t density is

θ = (ζ1, . . . ,ζp,τ11, . . . ,τqq,η12, . . . ,ηqq−1,σ11,σ12, . . . ,σTiTi ,α,β ).

To demonstrate identifiability we need to show that fYi(θ1) = fYi(θ2) if and only
if θ1 = θ2, with fYi(θ) defined by

fYi(θ) =
Γ(α + Ti

2 )

Γ(α)

1
(2πα)Ti/2|Ω̃i|1/2

(
1+

1
2α

∆
2
i

)−(α+Ti/2)

, (3.3.1)

where ∆2
i = (Yi−Xiζ )

T Ω̃
−1
i (Yi−Xiζ ).

First note that if Xi is of full rank, then the coefficients for the fixed effects
are uniquely determined. For the remainder, we assume that both design matrices
Xi and Zi are of full rank, and that the variance-covariance matrices G and R are
positive-definite. Under these assumptions, the problem reduces to identifiability
of the matrix Ω̃i =

√
β/αΩi. Obviously, identifiability is not met in this general

formulation for two reasons. First, α and β can be reparametrized by cα and cβ ,
leading to the same matrix Ω̃i as the original parametrization, thus we need to fix
the ratio β/α = σ2. Second, we may rescale cσ and Ωi/c and obtain the same
matrix Ω̃i in the original parametrization. To overcome this identifiability issue
we assume that R is a correlation matrix, i.e. σss = 1, ∀s = 1, . . . ,Ti. In this way
the scale

√
β/α = σ represents the residual standard deviation, constant over

the dimensions of the multivariate outcome. The set of parameters thus reduces
to

θ = (ζ1, . . . ,ζp,τ11, . . . ,τqq,η12, . . . ,ηqq−1,ρ12, . . . ,ρTi−1Ti ,σ ,α),

where we have changed the residual covariances σrs into the correlations ρrs.
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Since Ω̃i is a Ti×Ti symmetric matrix, identifiability conditions require the
number N of parameters of the variance-covariance structure to satisfy

N ≤ Ti(Ti +1)
2

, (3.3.2)

since this is the maximum number of distinct elements in a symmetric matrix.
The use of an unstructured correlation matrix R in combination with any

structure of random effects is not identifiable. Indeed, when R was an unstructured
correlation matrix and there was only a random intercept with variance τ2, the
matrix Ω̃i would become

Ω̃i = σ
2


τ2 +1 τ2 +ρ12 . . . τ2 +ρ1Ti

τ2 +ρ21 τ2 +1 . . . τ2 +ρ2Ti

. . . . . . . . . . . .
τ2 +ρTi1 . . . . . . τ2 +1

 . (3.3.3)

We denote two sets of parameters with the subscripts 1 and 2 respectively, and
take σ2

2 = σ2
1 /c, with any c > 0. From the diagonal elements, it follows that

τ2
2 = c(1+ τ2

1 )− 1. Plugging this relation in all the remaining ones, we get
(ρrs)2 = c((ρrs)1−1)+1. Since all of them can be satisfied by a certain choice
of c > 0, the matrix Ω̃i is not identifiable. Clearly, the unstructured matrix is
allowed when there is no random effect.

In the following sections we discuss identifiability conditions under various
assumptions. We consider popular choices for the random effects and for the
correlation structure, and show that for some combinations the resulting variance-
covariance matrix is not identifiable while for others it is. We illustrate the
approach to identifiability on study cases with only three repeats (Ti = 3).

3.3.1 Random intercept and AR(1) correlation structure

According to condition (3.3.2), two repeats should in principle be sufficient, but
this is a situation where R coincides with an unstructured matrix. Thus we need
at least three repeats for identifiability in this case. Then the problem reduces to
identifiability of the matrix

Ω̃i = σ
2

 τ2 +1 τ2 +ρ τ2 +ρ2

τ2 +ρ τ2 +1 τ2 +ρ

τ2 +ρ2 τ2 +ρ τ2 +1

 , (3.3.4)

with τ2 the variance of the random intercept and ρ ∈ (−1,1) the correlation
coefficient of the AR(1) structure. When we choose two sets of parameters
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θ1 = (τ2
1 ,ρ1,σ

2
1 ) and θ2 = (τ2

2 ,ρ2,σ
2
2 ), the system of equalities is then given by

σ
2
2 (τ

2
2 +1) = σ

2
1 (τ

2
1 +1)

σ
2
2 (τ

2
2 +ρ2) = σ

2
1 (τ

2
1 +ρ1)

σ
2
2 (τ

2
2 +ρ

2
2 ) = σ

2
1 (τ

2
1 +ρ

2
1 )

. (3.3.5)

If we choose σ2
2 = σ2

1 /c, the first two equations lead to τ2
2 = c(τ2

1 +1)−1 and
ρ2 = c(ρ1−1)+1, but the third equation shows that the full set can only hold
true when c = 1. Thus three observations are sufficient to make the tLMM
with random intercept and AR(1) correlation structure identifiable. Since this
holds true if we replace the power by a distance measure over time, the spatial
correlation structures

Ω̃i = σ
2

 τ2 +1 τ2 +ρd12 τ2 +ρd13

τ2 +ρd12 τ2 +1 τ2 +ρd12

τ2 +ρd13 τ2 +ρd12 τ2 +1

 (3.3.6)

are also identifiable with at least three observations.

3.3.2 Random intercept and Toeplitz correlation structure

Also in this case three repeats are sufficient according to condition (3.3.2). How-
ever, the variance-covariance matrix is given by

Ω̃i = σ
2

τ2 +1 τ2 +ρ τ2 +ν

τ2 +ρ τ2 +1 τ2 +ρ

τ2 +ν τ2 +ρ τ2 +1

 , (3.3.7)

with τ2 the variance of the random intercept, ρ and ν coefficients of the Toeplitz
correlation structure and σ2 the residual variance. In this setting the matrix
Ω̃i is not uniquely defined. In fact, if we choose two sets of parameters θ1 =
(τ2

1 ,ρ1,ν1,σ
2
1 ) and θ2 = (τ2

2 ,ρ2,ν2,σ
2
2 ) and take σ2

2 = σ2
1 /c, we can choose

τ2
2 = c(τ2

1 +1)−1, ρ2 = c(ρ1−1)+1 and ν2 = c(ν1−1)+1 to obtain the same
covariance matrix Ω̃i. This shows that we have multiple solutions for c 6= 1.
Increasing the number of observations will not resolve this identifiability issue,
since each dimension also adds another parameter. Thus the tLMM with random
intercept and Toeplitz correlation structure is never identifiable.

3.3.3 Random intercept and banded Toeplitz correlation structure

Consider a variance-covariance matrix with banded Toeplitz correlation structure
with bandwidth Ti−1. Similarly to the previous cases, three repeats are sufficient
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according to condition (3.3.2) since the variance-covariance matrix is

Ω̃i = σ
2

τ2 +1 τ2 +ρ τ2

τ2 +ρ τ2 +1 τ2 +ρ

τ2 τ2 +ρ τ2 +1

 . (3.3.8)

Then, given two sets of parameters θ1 = (τ2
1 ,ρ1,σ

2
1 ) and θ2 = (τ2

2 ,ρ2,σ
2
2 ), the

system of equalities is given by
σ

2
2 (τ

2
2 +1) = σ

2
1 (τ

2
1 +1)

σ
2
2 (τ

2
2 +ρ2) = σ

2
1 (τ

2
1 +ρ1)

σ
2
2 τ

2
2 = σ

2
1 τ

2
1

. (3.3.9)

Choosing again σ2
2 = σ2

1 /c, the second and third equations lead to τ2
2 = cτ2

1
and ρ2 = cρ1, and these expressions in the first equation impose c = 1 for the
system to hold true. Thus the tLMM with random intercept and banded Toeplitz
correlation structure is identifiable with three observations. Note that this holds
true also with more observations since it would just add expressions similar to
the middle one in (3.3.9) with other parameters.

3.3.4 Random intercept and slope with AR(1) correlation structure

Including a random slope in the tLMM increases the number of parameters and
the amount of linearly independent conditions. For the AR(1) residual correlation
structure, the matrix Ω̃i is given by

σ
2

 τ2
0 +1 τ2

0 +ητ0τ1 +ρ τ2
0 +2ητ0τ1 +ρ2

τ2
0 +ητ0τ1 +ρ τ2

0 +2ητ0τ1 + τ2
1 +1 τ2

0 +3ητ0τ1 +2τ2
1 +ρ

τ2
0 +2ητ0τ1 +ρ2 τ2

0 +3ητ0τ1 +2τ2
1 +ρ τ2

0 +4ητ0τ1 +4τ2
1 +1

 ,

when the time points t0, t1 and t2 are assumed to be 0,1 and 2. We use the
notation τ2

0 and τ2
1 for the variance of the random intercept and slope respectively,

η for their correlation coefficient, ρ for the coefficient of the AR(1) correlation
structure and σ2 for the residual variance. The random slope introduces six
distinct equations with five parameters, θ = (τ2

0 ,τ
2
1 ,η ,ρ,σ2), which does not

immediately show identifiability. If we choose θ1 = (τ2
01,τ

2
11,η1,ρ1,σ

2
1 ), θ2 =

(τ2
02,τ

2
12,η2,ρ2,σ

2
2 ) and σ2

2 = σ2
1 /c, the diagonal elements of Ω̃i lead to τ2

02 =

c(τ2
01 + 1)− 1, τ2

12 = cτ2
11 and η2 =

√
cη1τ01/

√
c(τ2

01 +1)−1. Using these
expressions and the first off-diagonal equality, we obtain ρ2 = 1+c(ρ1−1). The
remaining two equalities then force c to be equal to one if ρ ∈ (−1,1). This leads
to identifiability. Increasing the dimension gives an identical reasoning, which
means that the tLMM with random intercept and slope and AR(1) correlation
structure is identifiable for three or more repeats. Moreover, if we choose a
spatial structure for the residuals, changing ρrs to ρdrs , the same identifiability
conditions still hold.
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3.3.5 Random intercept and slope with Toeplitz correlation
structure

The Toeplitz correlation structure adds one parameter ν with respect to the AR(1)
correlation structure in case of three repeats, resulting in Ω̃i equal to

σ
2

 τ2
0 +1 τ2

0 +ητ0τ1 +ρ τ2
0 +2ητ0τ1 +3τ2

1 +ν

τ2
0 +ητ0τ1 +ρ τ2

0 +2ητ0τ1 + τ2
1 +1 τ2

0 +3ητ0τ1 +2τ2
1 +ρ

τ2
0 +2ητ0τ1 +3τ2

1 +ν τ2
0 +3ητ0τ1 +2τ2

1 +ρ τ2
0 +4ητ0τ1 +4τ2

1 +1

 .

Following the approach of Section 3.3.4, the diagonals lead again to τ2
02 =

c(τ2
01+1)−1, τ2

12 = cτ2
11 and η2 =

√
cη1τ01/

√
c(τ2

01 +1)−1. The off-diagonals

in the first column of Ω̃i result in ρ2 = 1+ c(ρ1−1) and ν = 1+ c(ν−1). The
lowest off-diagonal in the second column of the variance-covariance matrix
however does not resolve the issue, since it leads to ρ2 = 1+ c(ρ1−1), which
is the same relation. Thus the tLMM with Toeplitz correlation structure is not
identifiable with both random intercept and slope when three observations are
available. This was to be expected since the same correlation structure was not
identifiable with random intercept only. Again, increasing the dimension does
not change the conclusion, since it also introduces a new parameter and the new
equations are not independent of the previous ones.

3.3.6 Random intercept and slope with banded Toeplitz
correlation structure

When the correlation structure is banded Toeplitz with bandwidth Ti− 1, the
variance-covariance matrix Ω̃i is given by

σ
2

 τ2
0 +1 τ2

0 +ητ0τ1 +ρ τ2
0 +2ητ0τ1 +3τ2

1
τ2

0 +ητ0τ1 +ρ τ2
0 +2ητ0τ1 + τ2

1 +1 τ2
0 +3ητ0τ1 +2τ2

1 +ρ

τ2
0 +2ητ0τ1 +3τ2

1 τ2
0 +3ητ0τ1 +2τ2

1 +ρ τ2
0 +4ητ0τ1 +4τ2

1 +1

 .

Given two sets of parameters θi = (σi,τ0i,τ1i,ηi,ρi), i = {1,2}, from the di-
agonal elements of Ω̃i we obtain τ2

02 = c(τ2
01 + 1)− 1, τ2

12 = cτ2
11 and η2 =

√
cη1τ01/

√
c(τ2

01 +1)−1. The first off-diagonal element leads then to ρ2 =

1+ c(ρ1−1) which combined with the other conditions results in identifiability
already with three observations. Increasing the dimension will still force c = 1,
despite additional relations of the form ν2 = 1+ c(ν1−1) with extra parameter
ν .
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3.4 Model estimation - simulation study

3.4.1 A direct ML estimation method

In case an identifiable model is selected, maximum likelihood can be used to
estimate the parameters. The log-likelihood function, analogous to the one
proposed in [148], is given by l(θ) = ∑

n
i=1 log fYi(θ), with fYi defined in (3.3.1),

and θ = (ζ1, . . . ,ζp,τ11, . . . ,τqq,η12, . . . ,ηqq−1,ρ12, . . . ,ρTi−1Ti ,σ
2,α).

To maximize the likelihood, we have chosen the nonlinear optimization
procedure NLopt [116], named nloptr [255] in R [193] using a non-gradient based
local search method that performs numerical optimization by using quadratic
approximations of the objective function and allows for bound constraints for the
variance-covariance components [186].

To investigate the accuracy of this estimation procedure we select an identifi-
able tLMM with a parametrization in line with the literature, namely

Yi = Xiζ +Ziui + ei, (3.4.1)
γi ≡ 1/vi ∼ Gamma(α,α), (3.4.2)

ui|γi ∼ N(0,viG), (3.4.3)

ei|γi ∼ N(0,viσ
2R0), (3.4.4)

with G an unstructured variance-covariance matrix, and R0 an AR(1) correlation
matrix. The response variable conditionally on the latent variable γi thus has
variance

Var(Yi|γi) = vi(ZiGZT
i +σ

2R0). (3.4.5)

3.4.2 Estimation of the standard deviation of the estimates

Under certain regularity conditions, the standard deviation of the estimates can be
derived from the observed Fisher information matrix I

θ̂
(see for example Section

5.5 of [228]) with
Var
(
θ̂
)
= I−1

θ̂
, (3.4.6)

where θ̂ denotes the ML-estimator of θ . The Fisher information matrix I
θ̂

is obtained by substituting the ML-estimates θ̂ in the derivatives of the log-
likelihood function with respect to the parameters. This method has been used
in [148, 147], and with the expected information matrix in [182].

In the simulation study of an identifiable case, we check the accuracy of this
approach via a bootstrap analysis [66]. We compare the asymptotic standard
error of the estimates with the ones obtained with the bootstrap approach on 350
samples on the datasets generated in the first setting (Table 3.1). We show the
coverage probabilities of these parametric confidence intervals.
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3.4.3 Simulation settings

In this section we introduce the settings of the simulation study set up for the
validation of the ML estimation method in an identifiable case, and to show the
consequence of fitting a model that is not identifiable.

Motivated by our case study (Section 3.6.2), we consider a tLMM including
three fixed effects (gender, age and time) and two random effects (intercept and
slope),

ζ = [ζ0,ζg,ζa,ζt ]
T , (3.4.7)

ui = [ui,si]
T , (3.4.8)

yi j = ζ0 +ζgxig +ζaxia +ζtt j +ui + sit j + ei j. (3.4.9)

The coefficients for the fixed effects are set to the values ζ0 = 65, ζg = 2.5,
ζa = 0.5, ζt = 2 and the variance of the random intercept to τ2

0 = 1 for all
simulations. Furthermore, we choose a set of values for each variance-covariance
parameter, and by combining their values we define the simulation settings,
identified by the labels in Table 3.1. With the notation introduced in Section 3.2,
n is the number of subjects, τ1 is the standard deviation of the random slope,
and η is the correlation coefficient between random intercept and slope. The
remaining parameters are chosen differently for the identifiable and unidentifiable
case and specified in the following. Each setting is simulated Nsim = 1000 times
to ensure stability.

Unidentifiable case - RIS with Toeplitz correlation structure To show the
risks connected to non-identifiable models described in Section 3.3, we run a
small simulation study with a reduced number of repeats Ti = T = 3, n = 50
subjects and a Toeplitz correlation structure with parameters ϕ1 = 0.90 and
ϕ2 = 0.82 (ensuring the correlation matrix is positive definite). We consider
the settings with α = 1.5, α = 5 and α = 15 in Table 3.1. Note that in this
analysis we ignore the parameter ρ , and that the Toeplitz correlation structure
is fully defined by ϕ1 and ϕ2, set at fixed values. This reduces to 24 different
combinations of parameters. The starting values for the optimization procedure
are the linear transformations of the true parameters used in the simulation as
given in Section 3.3.5, with c = 2.

Identifiable case - RIS with AR(1) correlation structure For the identifiable
case, we simulate Ti = T = 16 repeats and choose an AR(1) correlation structure
with autoregressive coefficient ρ given in Table 3.1. The number of subjects is
set to n = 50 in all the 64 cases, while the setting numbers with a star are also
simulated with n = 100 subjects. As starting values we give the true values used
to simulate the data, and their linear transformations in few cases for comparison
with the unidentifiable case.
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Setting nr
σ2 τ1 η (ρ)

α = 1.5 α = 5 α = 7.5 α = 15
1 17 33 49

0.75

0.25
0.3 0.25

2∗ 18∗ 34∗ 50∗ 0.75
3 19 35 51 0.6 0.25
4 20 36 52 0.75
5 21 37 53

0.5
0.3 0.25

6∗ 22∗ 38∗ 54∗ 0.75
7 23 39 55 0.6 0.25
8 24 40 56 0.75
9 25 41 57

1.25

0.25
0.3 0.25

10∗ 26∗ 42∗ 58∗ 0.75
11 27 43 59 0.6 0.25
12 28 44 60 0.75
13 29 45 61

0.5
0.3 0.25

14∗ 30∗ 46∗ 62∗ 0.75
15 31 47 63 0.6 0.25
16 32 48 64 0.75

Table 3.1: Simulation settings. The first four columns uniquely define a label for
each of the simulation settings which will be used in the following. The number
of subjects is set to n = 50 in all the 64 settings, while the setting numbers with
a star are also simulated with n = 100 subjects in the identifiable case. The
parameter ρ is between brackets because it is only for the identifiable case with
AR(1) correlation structure.

3.5 Results - Model estimation

3.5.1 Unidentifiable case - RIS with Toeplitz correlation structure

In this section we report the results from the simulation study concerning the
unidentifiable case. As visible in Table 3.2, the ML estimates of the fixed
effects are reliable. On the other hand, the estimates of the variance-covariance
parameters are converging to the starting values. Thus the bias with respect to
the true underlying parameters is very large.

The effect of non-identifiability is limited to the variance-covariance matrix,
while the fixed parameters can be properly estimated. However, given that this
model is often used to compare the inter- and intra-individual variability between
groups [243, 53, 150], estimating variance components accurately is of crucial
importance.
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Param True value
n = 50 (24 settings)

Means Standard deviations
Mean (st dev) Mean (st dev)

ζ0 65 64.9976 (0.0102) 0.3537 (0.0477)
ζg 2.5 2.5046 (0.0153) 0.4782 (0.0625)
ζa 0.5 0.4982 (0.0089) 0.2416 (0.0346)
ζt 2 1.9996 (0.0023) 0.0753 (0.0184)

Table 3.2: Statistics of the estimates of the fixed effects. Here θ̂i j denotes
the ML-estimate of a fixed effect coefficient in θ in the jth simulated dataset
under setting i ( j = 1, . . . ,Nsim and i = 1, . . . ,Nsettings, with Nsettings = 24 for
n = 50). Under the column Means we report mean

i j
(θ̂i j) and between brackets

stdev
i

(mean
j

(θ̂i j)) for the coefficients of the fixed effects. For the same coeffi-

cients, we show mean
i

(stdev
j

(θ̂i j)) and between brackets stdev
i

(stdev
j

(θ̂i j)) in the

column Standard deviations. Here we can consider the absolute bias, as the fixed
effects do not vary across settings.

Parameter n = 50
α 10.22% (0.0795)
τ0 85.18% (0.0412)
τ1 56.65% (0.0753)
η 5.77% (0.1862)
σ2 −54.91% (0.0109)
ϕ1 −16.08% (0.0242)
ϕ3 −33.02% (0.0870)

Table 3.3: Relative bias in the estimation of the variance-covariance param-
eters. Here θ̂i j denotes the ML-estimate of a variance-covariance component
in θ in the jth simulated dataset, j = 1, . . . ,Nsim. The true value θ ∗i can vary
across settings i (i = 1, . . . ,Nsettings, with Nsettings = 24, and thus we report
the statistics of the relative bias: mean

i
((mean

j
(θ̂i j)−θ ∗i )/θ ∗i ) ·100, and between

brackets stdev
i

((mean
j

(θ̂i j)−θ ∗i )/θ ∗i ).

3.5.2 Identifiable case - RIS with AR(1) correlation structure

In this section we report the results from the simulation study on the identifi-
able case, with autoregressive correlation structure. From the results, we can
conclude that overall the estimation procedure works well, and it always gets
to convergence in a reasonably short amount of time (on average six minutes
per simulation). Furthermore, convergence and accuracy are not affected by
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imposing linear combinations of the true parameters as starting values for the
estimation procedure. The fixed effects can be estimated with high accuracy in all
the simulated settings, even with a relatively small number of subjects compared
with the large number of repeats. In Table 3.4 we summarize the results with
various statistics. We can conclude that the estimates of the fixed effects are on
average equal to the true values, with very little variation across the settings.

Param True value
n = 50 (64 settings)

Means Standard deviations
Mean (st dev) Mean (st dev)

ζ0 65 65.0003 (0.0090) 0.2814 (0.0298)
ζg 2.5 2.5016 (0.0124) 0.3797 (0.0449)
ζa 0.5 0.5001 (0.0057) 0.1902 (0.0228)
ζt 2 2.0002 (0.0021) 0.0568 (0.0183)

Param True value
n = 100 (16 settings)

Means Standard deviations
Mean (st dev) Mean (st dev)

ζ0 65 65.0010 (0.0067) 0.2140 (0.0136)
ζg 2.5 2.5021 (0.0099) 0.2913 (0.0208)
ζa 0.5 0.5010 (0.0056) 0.1473 (0.0113)
ζt 2 2.0010 (0.0011) 0.0404 (0.0130)

Table 3.4: Statistics of the estimates of the fixed effects. Here θ̂i j denotes the
ML-estimate of a fixed effect coefficient in θ in the jth simulated dataset under
setting i ( j = 1, . . . ,Nsim and i = 1, . . . ,Nsettings, with Nsettings = {64,16}
for n = {50,100} respectively). Under the column Means we report mean

i j
(θ̂i j)

and between brackets stdev
i

(mean
j

(θ̂i j)) for the coefficients of the fixed effects.

For the same coefficients, we show mean
i

(stdev
j

(θ̂i j)) and between brackets

stdev
i

(stdev
j

(θ̂i j)) in the column Standard deviations. Here we can consider the

absolute values, as the fixed effects do not vary across settings.

Also the variance-covariance parameters can be estimated with low bias in
most of the settings, although some exceptions exist for the parameters τ0 and
especially η (see Table 3.5). Clearly, the increased number of units has a positive
effect, reducing relative bias and standard error, as we may expect from the
asymptotic behaviour of ML estimates. To investigate in more detail the bias of
the parameters τ0 and η for n = 50, we visualize the relative bias of the individual
settings in Figure 3.1 and 3.2. The two lines (continuous and dotted) connect the
settings with ρ = 0.25 and ρ = 0.75 respectively, the two symbols distinguish
the different values of η , and the labels on the horizontal axis correspond to the
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Parameter n = 50 n = 100
α 4.07% (0.0305) 2.20% (0.0144)
τ0 −10.77% (0.0156) −6.00% (0.0137)
τ1 −1.54% (0.0038) −0.76% (0.0023)
η 30.20% (0.0800) 16.20% (0.0532)
σ2 3.69% (0.0127) 2.38% (0.0068)
ρ −0.43% (0.0024) −0.05% (0.0015)

Table 3.5: Relative bias in the estimation of the variance-covariance param-
eters. Here θ̂i j denotes the ML-estimate of a variance-covariance component in
θ in the jth simulated dataset, j = 1, . . . ,Nsim. The true value θ ∗i can vary across
settings i (i = 1, . . . ,Nsettings, with Nsettings = 16 for both n = {50,100}, cor-
responding to the starred settings in Table 3.1), and thus we report the statistics
of the relative bias: mean

i
((mean

j
(θ̂i j)− θ ∗i )/θ ∗i ) · 100, and between brackets

stdev
i

((mean
j

(θ̂i j)−θ ∗i )/θ ∗i ).

simulation settings defined in Table 3.1.
A strong dependence on the autoregressive coefficient ρ is apparent, while

ρ itself is always estimated with good accuracy. In particular, higher values of
ρ make the estimation of τ0 and η more difficult. Moreover, when ρ = 0.75
we can observe a difference in performance attributable to η , namely small η

combined with big ρ causes the most biased estimates of the variance of the
random intercept and its correlation with the random slope. When ρ = 0.25, the
relative bias is not large.

−12.5%

−10%

−7.5%

−5%

1 3 5 7 9 11 13 15 17 19 21 23 25 27 29 31 33 35 37 39 41 43 45 47 49 51 53 55 57 59 61 63
Setting nr

η
0.3
0.6

ρ
0.25
0.75

Figure 3.1: Relative bias in estimating τ0. The labels on the horizontal axis
correspond to the simulation settings as defined in Table 3.1, the line types distin-
guish the values of ρ and the symbols denote the value of η . Clear dependence
on ρ and on η in the cases with ρ = 0.75.
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1 3 5 7 9 11 13 15 17 19 21 23 25 27 29 31 33 35 37 39 41 43 45 47 49 51 53 55 57 59 61 63
Setting nr

η
0.3
0.6

ρ
0.25
0.75

Figure 3.2: Relative bias in estimating η . The labels on the horizontal axis
correspond to the simulation settings as defined in Table 3.1, the line types distin-
guish the values of ρ and the symbols denote the value of η . Clear dependence
on ρ and on η in the cases with ρ = 0.75.

Furthermore, we perform a bootstrap analysis on the first simulation setting.
We choose a bootstrap sample of B = 350 as this is shown to provide stability in
the estimates on the case study (see Section 3.6.3). In Table 3.6 we report the
average estimate, the standard error as obtained analytically by exploiting the
asymptotic properties of ML estimates, the standard error as obtained from the
bootstrap analysis (average over the 1000 simulated datasets for the bootstrap
standard deviation) and the coverage probabilities of the bootstrap confidence
intervals. We observe that the direct derivation from the Fisher information matrix
undervalues the standard error of the estimates, since the same values from the
bootstrap analysis are overall larger and lead to coverage probabilities close to
the nominal ones. Increasing the number of bootstrap samples can probably still
improve the coverage for some of these parameters.
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Parameter Estimate Asymptotic er Bootstrap er Coverage pr
ζ0 65.00 0.165 0.262 0.935
ζt 1.999 0.037 0.039 0.942
ζa 0.497 0.172 0.183 0.944
ζg 2.506 0.235 0.362 0.955
α 1.699 0.376 0.409 0.980
τ0 0.914 0.145 0.157 0.885
τ1 0.243 0.030 0.031 0.918
η 0.337 0.174 0.192 0.920
σ2 0.771 0.091 0.112 0.954
ρ 0.247 0.045 0.047 0.955

Table 3.6: Results of the bootstrap analysis on the datasets from the first
setting. Results of the bootstrap analysis with 350 samples from each of the
1000 simulated datasets from setting 1. The asymptotic error is the one obtained
via the Fisher information matrix and is compared to the one obtained via the
bootstrap method. The last column shows the coverage probability as obtained
with the bootstrap standard deviation.

3.6 Case Study

In Chapter 2 we have investigated the link between perceived sleep quality (PSQ)
and both self-reported and measured sleep quantities. In this section we illustrate
an application of the tLMM to the analysis of the same sleep data (described
in Section 1.4.1), this time focusing on understanding the relationship between
perceived sleep quality and heart rate variability. Being a subjective value, PSQ
is highly variable within- and between-participants, with no clear relationship
between the level and the variance (see Figure 1.1). Heterogeneity in the variances
was checked via the Levene test (F = 3.05 with d f = 40 and p = 6.13e− 09)
prior fitting the model.

3.6.1 Preprocessing and data imputation

The study design involved 50 healthy volunteers, but due to unreliability of
the physiological measurements on 8 participants, and the missingness of all
the baseline variables relative to one participant, we remained with a dataset
consisting of 41 participants. The heart beats were extracted from the signal
measured by the unobtrusive device and then the average heart rate over 30
second-windows were computed. For the aim of this study, we considered only
the aggregated values over nights, namely the night average (HRmean) and the
night standard deviation (HRsd) of the 30s window-averages. The data collected
during the two nights in laboratory settings were excluded as the change in
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sleeping conditions might have affected sleep quality, resulting in 14 time points
per participant. Furthermore, the rate of missingness in the response variable
was 11.13%, while it was 11.74% in HR mean and standard deviation. Since the
proposed estimation method requires complete datasets, we performed multiple
imputation (R package mice [257]) generating 20 complete datasets using some
of the baseline and longitudinal variables.

3.6.2 The fitted model

We fitted a tLMM with random intercept and slope for time as continuous variable
and include age, sex, mean HR, standard deviation HR as covariates for the fixed
effects, analogous to the one described in Section 3.4.1. We also fitted a linear
mixed model with the same fixed and random effects (MIXED procedure of SAS
with maximum likelihood estimation [152]). Note that we have used the LMM
estimates as starting values for the parameters in the tLMM, together with various
initial values for α . Both models are fitted on each imputed dataset separately,
and the standard error of the estimates is computed via the bootstrap approach
(see Section 3.4.1). Then the final estimates are derived as the mean of the
estimates from the analysis of each imputed dataset, and the final standard error
of the estimates (combining within- and between-imputed dataset variability)
is derived via Rubin’s rule [201]. For the LMM we used the MIANALYZE
procedure of SAS and for the tLMM we implemented the Rubin’s rule in R.

3.6.3 Results

For the bootstrap analysis, we choose to sample each of the 20 datasets B = 350
times as this is shown to provide stability in the standard deviation of the estimates
(see Figure 3.3).
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Figure 3.3: Standard deviation as function of the number of samples. Both
for fixed effects and variance-covariance parameters, we show how the standard
deviation of the estimates stabilizes as the number of samples increases. From
the plot, B = 350 samples seems a reasonable value to get stable results.
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Fixed Effects
ζ0 ζg ζa

86.69 (18.24) 5.86 (3.86) -0.21 (0.30)
ζHRm ζHRs ζt

-0.22 (0.18) 0.52 (0.75) 0.61 (0.23)
Variance-covariance components

τ̃2
0 σ̃2

0 ρ

114.08 (32.69) 444.31 (29.65) -0.06 (0.05)

Table 3.7: Coefficients of the LMM. Estimates of the coefficients of the LMM
and corresponding standard error between brackets. Fitted with the MIXED
procedure in SAS software choosing the maximum likelihood estimation method.
The estimates and standard errors are pooled with the procedure MIANALYZE.
Some parameters have a tilde in the notation as they can not be directly compared
with the corresponding parameter in the tLMM [182].

After a first analysis of the tLMM, the initially included random slope is
left out based on the information criteria (average AICRIS = 5142.98 versus
average AICRI = 5138.83), suggesting that the heterogeneity in the slope is
not sufficiently large, and confirmed by the estimate of the variance of the
random slope τ2

1 = 0.000198. We thus reduce the model to random intercept
only. The estimates for the linear mixed model are shown in Table 3.7, with the
corresponding standard errors between brackets.

As for the LMM, also for the tLMM the random slope does not improve
the fit and thus in Table 3.8 we report the estimates of the model with random
intercept only, with their standard deviations obtained via the bootstrap approach.
The results shown in the table correspond to the starting value α0 = 1.5.

The average perceived sleep quality corrected by the mentioned factors is
84.84± 6.63, and is negatively affected by an increased mean heart rate over
the night (ζHRm = −0.18± 0.16), while it is on average higher for females
(ζg = 6.93± 4.41). At the same time, differences in age seem to play no role
in the perception of a good night sleep, as well as the fixed effect of the night
standard deviation of the heart rate. There is a positive effect of time, and
a substantial variation in individual means. The residuals have a variance of
σ̂2 = 440.55±13.28, and the estimated autoregressive coefficient is very small.
Note that both parameters of the gamma distribution are equal to α̂ = β̂ =
1.51± 0.85, result that justifies the choice of tLMM over traditional LMMs,
and this is confirmed by the information criteria (average AICtLMM = 5138.83
against average AICLMM = 5210.18). Furthermore, while the estimates do not
show extreme differences, the standard deviation of the estimates is lower in
the tLMM compared to the LMM. This might be explained by the fact that
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Fixed Effects
ζ0 ζg ζa

84.84 (6.63) 6.93 (4.41) -0.12 (0.24)
ζHRm ζHRs ζt

-0.18 (0.16) 0.24 (0.54) 0.45 (0.20)

Variance-covariance components
τ0 σ2 ρ α

12.75 (2.55) 440.55 (13.28) -0.01 (0.07) 1.51 (0.85)

Table 3.8: Coefficients of the tLMM. Estimates of the coefficienst of the tLMM
and corresponding standard deviations in the brackets. Fitted with the direct
ML procedure described in Section 3.4, starting values are equal to the LMM
estimates in Table 3.7 and α0 = 1.5.

the heterogeneity affects more the confidence with which we can estimate the
parameters than the estimates themselves, and is another observation in favour of
the t model over the traditional one.

3.7 Discussion

In this chapter we presented a thorough analysis of the tLMM, with particular
focus on model definition and parameter estimation. For the first part, we
provided the mathematical formulation of non-identifiability for tLMMs and
gave an explanation of the common choice of equal parameters of the gamma
distribution, normally not justified. It is worth noticing how the mathematical
similarity of different gamma distributions actually ends up in the same marginal
distribution of the response variable Yi. Thus, the same distribution of the response
variable can have different interpretations.

Identifiability issues that arise in the variance-covariance structure are theoret-
ically shown by comparing the covariance matrix corresponding to two different
sets of parameters, illustrating the procedure under some popular assumptions on
the variance-covariance structure of random effects and residuals. The effect of
non-identifiability on estimation is illustrated via a small simulation study. As
expected, the estimates of the fixed effects are still reliable, although their stan-
dard deviation is slightly higher compared with the estimates in the identifiable
case. The main effect of non-identifiability is reflected in the estimation of the
variance-covariance parameters, and this is crucial when using the t mixed model
for the analysis of variances [243, 53, 150]. Since the method converges also
in this case, identifiability issues are difficult to spot a posteriori and should be
checked in the phase of model definition and formulation.
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Then we investigated the reliability of an existing estimation method in case
the model is identifiable. We extended the direct maximum likelihood approach
to allow for two correlated random effects and an autoregressive correlation
structure of first order [148]. The method is direct, easy to understand, reasonably
fast and fully reproducible.

We assessed its performance via an intensive simulation study under the
traditional choice of α = β , and showed that the fixed effects can be accurately
estimated in all the considered settings, also with a relatively small amount of
subjects and a large number of repeats. This analysis is quite unique, as previous
work on the robustness of estimation methods is limited, and even when it exists,
simulates normally a small number of observations [182] or a relatively simple
correlation structure [150]. This is the component that is most difficult to estimate.
In fact, we concluded that for some sets of true values the estimation of the
variance-covariance parameters is less stable, in particular for η and τ0 when the
coefficient of autocorrelation ρ is large. This problem is normally overcome in the
literature by employing Bayesian approaches [149] or expectation-maximization
algorithms [147], or by avoiding the coupling of both random intercept and slope,
with autoregressive correlation structures. For example in [148] the authors
explore a random intercept with autoregressive correlation, but simplify the
correlation structure when including also a random intercept. The choice might
be due to their case study, concerning 17 observations on a maximum of 18
participants, which might be very critical for the estimation accuracy. In fact, we
showed that thanks to the optimal properties of ML estimation the accuracy can be
improved by increasing the number of subjects in the study, which is commonly
even larger in panel studies than it was in our simulation study. Furthermore,
our study shows that relying on the asymptotic properties of the ML estimates
in this case can lead to underestimation of the actual variability in the estimates.
Therefore we propose a bootstrap approach to estimate the standard error of the
estimates.

The analysis of sleep data led to conclusions that slightly differ from the
literature [120, 169]. This might be due to the HR variables that were taken
into account, aggregated at night level, or to the novel approach accounting for
additional heterogeneity. In fact, even choosing higher starting values for the
parameters of the gamma distribution (e.g. α0 = 10), leads to the same estimate
of the hyperparameter, supporting the choice of a model with underlying heavy-
tailed distribution. The choice between these assumptions will require further
investigation.

Note that the speed and rate of convergence of the estimation method could
be increased by choosing an alternative optimization procedure and by providing
the gradient of the likelihood function. Furthermore, more research is needed to
overcome the limitation of the current method in handling missing values. Also
the model could be extended by empowering different heterogeneity factors for
the random effects and for the residuals, as already highlighted in [182]. Another
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extension would involve replacing the gamma distribution with more general
exponential probability distributions, and relaxing the hypothesis of independence
between random effects and residuals. Finally, future research should focus on
deriving specific measures to assess the goodness of fit of the t distribution.



CHAPTER 4
Reference change values for
two heterogeneous normally

distributed variables

Based on
Regis, M., Postma, Th.A. & van den Heuvel, E.R. (2017). A note on the calculation of

reference change values for two consecutive normally distributed laboratory results.
Chemometrics and Intelligent Laboratory Systems, 102-111.

Population reference limits are inadequate for personalized analyses of med-
ical laboratory results. Reference change values have been recommended as a
valid alternative in assessing individual changes across sequential measurements.
In this chapter, we investigate the accuracy (type I error) and power (complement
of type II error) of reference change values under three different statistical mod-
eling scenarios and show that oversimplified hypotheses lead to misinterpretation
of laboratory results. The power is strongly affected by the statistical modeling
assumptions: it is shown that positive shifts in the individual average health
condition are difficult to detect, while it is much easier to identify negative shifts.

49
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4.1 Introduction

Medical laboratory results are traditionally compared with normal reference
limits, i.e. ranges of values that are expected for healthy persons. They are
typically defined by the lower and upper 5 percent quantiles of a reference group,
i.e. subjects for which no morbidity is assessed [107]. These population-based
reference ranges are mere cut-off values and can lead to false positives and false
negatives. The classification of a normal measurement does not guarantee that the
value is normal for the specific patient and alternatively an abnormal measurement
does not necessarily imply disease alert, in particular when the value is close
to the critical threshold. The reason is that measurements in individuals are
affected by true condition’s shifts, but also by some other inherent causes, such as
pre-analytical, analytical, between- and within-subject biological variations [99].
Population-based reference ranges do not separate these sources of variation.

The considerations above have led to the development of alternative methods
for the interpretation of medical laboratory results, in particular recently with
an increased interest in personalized medicine. Modern methods aim at under-
standing changes in individuals, rather than comparing results with respect to
population-based references. Reference change values (RCV) or critical differ-
ences are a popular method for the assessment of laboratory results, introduced
in [100]. Several manuscripts can be found in this field [86, 157, 158, 159]. The
approach defines criteria for normal variation in two sequential measurements,
which mathematically are often defined as

RCV =±zα

√
2(σ2

A +σ2
I ), (4.1.1)

with σ2
A the analytical variability, σ2

I the intra-individual variability, and zα a
quantile from the standard normal distribution. Typical values for zα are 1.645
for α = 0.05, 1.960 for α = 0.025 or even 2.58 for α = 0.005. A good review
on the subject is given in [87].

The calculation of RCVs for many different laboratory outcomes is quite sim-
ple since all laboratories approximately know the analytical and intra-individual
variabilities for medical laboratory results from samples from the healthy popula-
tion. A possible disadvantage of the RCVs in (4.1.1) is that the analytical variation
is assumed to be independent of the health status, an assumption which might
be incorrect, as suggested in [117] and in [57]. To overcome this, Jones [117]
proposed a modification of the traditional RCV to an RCV that changes with the
level of the quantity it tries to measure, assuming a constant coefficient of varia-
tion. However, the work of [117] lacks mathematical rigor, does not specify the
statistical assumptions, and does not discuss the consequences of the simplified
hypotheses on the detection of possible shifts in the health status between two
sequential measurements.
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In this chapter, we give a rigorous formulation of the reference change values
under various statistical hypotheses, and derive the result of [117] as a special
case of our general framework. We also show that the power to detect true health
changes is counterintuitive when the analytical variability depends on the health
state. In Section 4.2 we introduce the modeling framework and provide a general
definition of the reference change values. We consider three different scenarios,
corresponding to diverse dependencies of the variances. In Section 4.3 we discuss
how the model can be generalized to allow for a real non-physiological change
in the health status and study the power of reference change values in detecting
real changes. We conclude the chapter with a discussion.

4.2 Reference change values

Let Yi j be a measured medical laboratory quantity for subject i = 1,2, . . . ,n at two
consecutive moments in time j = 1,2. We will assume, possibly after a suitable
mathematical transformation (e.g. logarithm), that these laboratory results can be
described by an additive structure such as

Yi j = µi +Vi j +Ei j, (4.2.1)

where µi is the true mean of subject i, Vi j is the random intra-subject variability
and Ei j is the random analytical variability. The subject-specific mean µi should
be considered random for population reference change values, but it can be
assumed deterministic when the focus is on detecting changes within a subject.
The random variable Vi j is assumed normally distributed with zero mean and
variance σ2

i . Thus
Xi j = µi +Vi j, (4.2.2)

representing the true value (without analytical variation) for subject i at time
point j, follows a normal distribution N(µi,σ

2
i ). The error term Ei j is normally

distributed with zero mean and variance τ2
i j, conditionally on Vi j. Furthermore,

the two measurements are assumed to be distant enough in time, such that
(Vi2,Ei2) can be assumed independent of (Vi1,Ei1).

To include variability that depends on the true health condition, we will
assume that the variances σ2

i and τ2
i j may depend on the true health values µi and

Xi j,
σ

2
i = σ

2(µi),

τ
2
i j = τ

2(µi,Vi j).
(4.2.3)

Note that the intra-subject variability may depend on the mean health state only,
but the analytical variation may also be affected by the levels of Vi j. This general
formulation implies that the difference Yi2−Yi1 is no longer normally distributed
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if τi j depends on Vi j. The cumulative distribution function of the difference
Yi2−Yi1 is

P(Yi2−Yi1 ≤ y) = E

(
Φ

(
y− (Vi2−Vi1)√

τ2(µi,Vi1)+ τ2(µi,Vi2)

))
, (4.2.4)

where Φ is the cumulative distribution of a standard normal variable, and the
expectation is with respect to Vi1 and Vi2 (see Section 4.5.1 for the derivation).
The mean of the difference is zero and the variance is given by

Var(Yi2−Yi1) = 2
(

σ
2(µi)+E

(
τ

2(µi,Vi j)
))

, (4.2.5)

with Vi j ∼ N(0,σ2(µi)). Based on this variance and the definition in (4.1.1), a
first approximation for the reference change values becomes

Lα =−zα

√
2
(

σ2(µi)+E(τ2(µi,Vi j))
)
,

Uα = zα

√
2
(

σ2(µi)+E(τ2(µi,Vi j))
) (4.2.6)

where zα denotes again the upper α-quantile of the standard normal distribution.
A more precise RCV would be determined by two reference change values Lα

and Uα such that

P(Yi2−Yi1 ≤ Lα) = 1−P(Yi2−Yi1 ≤Uα) = α, (4.2.7)

but the boundaries Lα and Uα may still depend on the unknown parameter µi
through σ(µi) and τ(µi,vi j). A possible alternative is to use the first observation
Yi1 in the lower and upper bounds, i.e. Lα(Yi1) and Uα(Yi1), such that

P(Yi2−Yi1 ≤ Lα(Yi1)) = 1−P(Yi2−Yi1 ≤Uα(Yi1)) = α. (4.2.8)

The inclusion of Yi1 in the RCV may help eliminate the parameter µi and in a
way it is used as an estimator of µi. The following cases provide the boundaries
under certain assumptions on σ(µi) and τ(µi,vi j).

4.2.1 Case I. σ(µi) = σ0 and τ(µi,vi j) = τ0

This is the traditional setting for computing reference change values. Under
the stated normal distributional and independence assumptions, the RCVs are
directly determined by (4.1.1) and (4.2.5),

Lα =−zα

√
2(σ2

0 + τ2
0 ) and Uα = zα

√
2(σ2

0 + τ2
0 ). (4.2.9)
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This case may seem trivial, and in a way it is, but it can include the cases of
distributions other than normal. If for instance the original data Ỹi j follows a
log-normal distribution, it is possible to compute reference change values for the
measurements in the logarithmic scale, i.e. Yi2−Yi1 = log(Ỹi2)− log(Ỹi1). These
limits can be transformed back to the limits for the ratio Ỹi2/Ỹi1 in the original
scale. In fact, when introducing model (4.2.1), we have considered the additive
normal structure possibly after some transformations of the original data, and
that can include more general distributions.

4.2.2 Case II. σ(µi) = csµi and τ(µi,vi j) = cmµi

Let cs > 0 and cm > 0 denote the intra-subject and measurement coefficients of
variation respectively, expressed as fractions. Since the variance of the measure-
ment error τ2

i j is still independent of the random term Vi j, the difference Yi2−Yi1 is
normally distributed with variance Var(Yi2−Yi1) = 2c2

t µ2
i , where ct =

√
c2

s + c2
m

denotes the total coefficient of variation. Thus the reference change values, with-

out using Yi1 in the computation, would be given by±zα

√
2c2

t µ2
i . While the total

coefficient of variation of laboratory results is usually known from experimen-
tal studies, the individual mean µi is unknown. Instead, we propose the limits
Lα(Yi1) =

√
2ctL0

αYi1 and Uα(Yi1) =
√

2ctU0
αYi1, where L0

α < 0 and U0
α > 0 are

constants chosen such that the equalities (4.2.8) hold. In this case L0
α and U0

α can
be determined in closed-form expression

L0
α =−

√
2

2
zα

√
2− z2

α c2
t − zα ct

1− z2
α c2

t
and U0

α =

√
2

2
zα

√
2− z2

α c2
t + zα ct

1− z2
α c2

t
, (4.2.10)

with the restrictions ct ≤
√

2z−1
α for the lower bound and ct < z−1

α for the upper
bound. Note that the lower bound L0

α for ct = z−1
α is defined by its continuity

extension, since the limit exists and is finite,

lim
ct−→z−1

α

L0
α =−zα

√
2

2
, (4.2.11)

while the upper bound diverges to infinity when ct approaches zα . See 4.5.2 for
the derivation of the bounds (4.2.10) and 4.5.3 for the derivation of their limits.

The reference change values found under the assumptions of this section
satisfy a property of reversibility. It means that, under the assumption of Yi2 ≥Yi1,
given a first measurement Yi1 we can determine the upper bound Yi1(1+

√
2ctU0

α)
for Yi2 but alternatively, given Yi2, it is possible to determine the lower bound
Yi2(1+

√
2ctL0

α) for Yi1. If the observations Yi1 and Yi2 are such that they would
equal these bounds, we would obtain the reversibility criterion

(1+
√

2ctL0
α)(1+

√
2ctU0

α) = 1. (4.2.12)
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Substituting (4.2.10) in (4.2.12) shows that this reversibility criterion is indeed
satisfied.

The bounds Lα(Yi1) and Uα(Yi1) with L0
α and U0

α given in (4.2.10) were also
determined in [117] using an intuitive approach. The author likewise mentions the
restriction on the value ct for which it is not possible to determine the upper bound,
and these limitations are in line with the formulas provided here. For example,
with the commonly used significance level α = 0.05, the total coefficient of
variation should satisfy ct < 0.8597 for the lower bound, and ct < 0.6079 for the
upper bound.

For how they are defined, the boundaries can be rewritten as bounds on the
ratio Yi2/Yi1. They are given by 1+

√
2ctL0

α and 1+
√

2ctU0
α respectively, with

L0
α and U0

α given in (4.2.10). In certain cases, this might be easier to understand
than a range on the difference.

4.2.3 Case III. σ(µi) = csµi and τ(µi,vi j) = cmxi j

In practice, the intra-subject variability makes the true value change over time.
Thus, if the variance of the measurement error depends on the value it tries to
measure, then it will depend on the true value Xi j, rather than on the average
value µi, since µi is not known at the moment that Xi j is being measured. Case III
models this more realistic setting by assuming that σ(µi) = csµi and τ(µi,vi j) =
cmxi j = cm(µi + vi j). Under these hypotheses, the variance of the difference
Yi2−Yi1 is given by

Var(Yi2−Yi1) = 2µ
2
i (c

2
s + c2

m + c2
s c2

m) = 2µ
2
i (c

2
t + c2

s c2
m), (4.2.13)

and it is larger than the variance 2µ2
i c2

t that was obtained in Section 4.2.2 and
by [117]. However, the product c2

s c2
m may be small enough to still use the same

limits from Case II. On the other hand, the distribution of the difference is
no longer normally distributed and the RCV can not be derived from (4.1.1).
Thus we consider the reference change values in the form Lα(Yi1) =

√
2ctL0

αYi1,
Uα(Yi1) =

√
2ctU0

αYi1 as in Section 4.2.2, and compute the probabilities (4.2.8).
The cumulative distribution function of the difference Yi2− D̃αYi1 is given by

P(Yi2− D̃αYi1 ≤ 0) = E

Φ

(
−(1+ csZ2)+ D̃α (1+ csZ1)

cm

√
(1+ csZ2)2 + D̃2

α (1+ csZ1)2

) , (4.2.14)

where Z1 and Z2 are independent and standard normally distributed random
variables, and D̃α = 1+

√
2ctL0

α or D̃α = 1+
√

2ctU0
α for the lower and upper

bounds respectively. The full derivation is available in Section 4.5.4. Note that
the distribution (4.2.14) is independent of the mean µi, but does depend on the
parameters cs and cm, which would be approximately known in practice.

Solving the equalities in (4.2.8) with (4.2.14) does not lead to a closed-form
expression of L0

α and U0
α , but the bounds can be obtained numerically, with the

values computed in (4.2.10) as starting point for iterative procedures.
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In Table 4.1 we show the lower and upper bounds for Case II and Case III,
when α = 0.05. It is interesting to note that including measurement-dependent

cs cm
L0

α U0
α

II III α α̃ II III α α̃

0.1 0.1 −1.43 −1.41 0.05 0.0477 2.00 1.97 0.05 0.0479
0.2 −1.34 −1.32 0.05 0.0463 2.33 2.27 0.05 0.0468
0.3 −1.27 −1.24 0.05 0.0460 2.93 2.82 0.05 0.0466
0.4 −1.21 −1.19 0.05 0.0461 4.13 3.93 0.05 0.0469

0.2 0.1 −1.34 −1.32 0.05 0.0463 2.33 2.27 0.05 0.0468
0.2 −1.29 −1.24 0.05 0.0406 2.67 2.48 0.05 0.0418
0.3 −1.24 −1.17 0.05 0.0371 3.37 2.97 0.05 0.0391
0.4 −1.20 −1.12 0.05 0.0360 4.93 4.03 0.05 0.0385

0.3 0.1 −1.27 −1.24 0.05 0.0460 2.93 2.82 0.05 0.0466
0.2 −1.24 −1.17 0.05 0.0371 3.37 2.97 0.05 0.0391
0.3 −1.21 −1.10 0.05 0.0290 4.37 3.43 0.05 0.0325
0.4 −1.18 −1.05 0.05 0.0244 7.09 4.53 0.05 0.0290

0.4 0.1 −1.21 −1.19 0.05 0.0460 4.13 3.93 0.05 0.0468
0.2 −1.20 −1.12 0.05 0.0360 4.93 4.03 0.05 0.0385
0.3 −1.18 −1.05 0.05 0.0244 7.09 4.53 0.05 0.0290
0.4 −1.17 −1.00 0.05 0.0163 17.29 6.06 0.05 0.0224

Table 4.1: Comparison of lower and upper bounds in Case II and Case III
for various coefficients of variation. The columns α and α̃ show the first type
error under the distributional assumptions of Case III, when the bounds from
Case III and from Case II are applied respectively. While α is exact for all the
coefficients of variation, α̃ is too small (α̃ < 0.05) and decreases with increased
total coefficient of variation. This means that the bounds from Case II are too
conservative when applied to the Case III scenario.

analytical variation results in limits that are no longer symmetric. Furthermore,
under the assumptions of Case III the property of reversibility introduced in
Section 4.2.2 is no longer exactly satisfied. The reason is that now there is a
stochastic component affecting the variance of the measurement error, and this
influences the measurement differently at the two points in time. The values
found numerically for Case III are monotone functions of both cs and cm, as in
Case I and Case II. More precisely, the values of both L0

α and U0
α increase with

the intra-subject and analytical coefficients of variation. More interesting is the
difference in the upper bounds for Case II and III. When intra-individual and
analytical variation increase, the absolute difference in the upper bounds for Case
II and III becomes substantial. This implies that the criteria proposed by [117]
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are too conservative when the analytical variation depends on the true value it
tries to measure, as confirmed by the type I error α̃ when the bounds from Case
II are applied to Case III. This becomes clinically relevant when cs and cm are
large.

4.2.4 Example

To illustrate the calculation of reference change values we use the example of car-
diac troponin T (cTnT) in [84] and take α = 0.05. Here the authors provide hourly
and weekly coefficients of variation from two different assays. We consider the
weekly total and biological variation from the Elecsys 2010 assay, given by a me-
dian total coefficient of variation ct = 32% and a median intra-subject coefficient
of variation cs = 30% respectively, from which we derive the measurement coeffi-
cient of variation, cm =

√
c2

t − c2
s = 11.14% (see Table 1 in [84]). Since there are

no absolute values for the intra-individual and analytical variances given in [84],
the RCV in (4.2.9) for Case I is formulated as a relative difference with respect to
the first measurement, i.e. the RCV for (Yi2−Yi1)/Yi1, presented in percentages,
is given by RCV(%) = 100%zα

√
2ct . The lower and upper limits for Case I

are given by −74.44% and +74.44%, so that an acceptable range for the ratio
100%Yi2/Yi1 is given by [25.6%,174.4%]. Note that these bounds differ from
the ones provided in [84] due to a sample size correction. Using (11), the lower
and upper limits for Case II are given by L0

0.05 =−1.2649 and U0
0.05 =+2.9587,

respectively. This leads to an acceptable range of [42.8%,233.9%] for the ratio
100%Yi2/Yi1 by applying 100%(1+

√
2ctL0

0.05) and 100%(1+
√

2ctU0
0.05). This

shows the asymmetry in reference change values when analytical variation is
proportional to the measurand, emphasized by [117]. These limits are much more
realistic than the ones obtained under Case I, normally calculated by researchers.
However, when the measurement error is truly proportional to the measurand
at the moment of measuring (Case III), the lower and upper limits, obtained by
solving equation (4.2.8) with (4.2.14) through numerical integration, are equal
to L0

0.05 =−1.2360 and U0
0.05 =+2.8280 respectively. These bounds lead to an

acceptable range of [44.1%,228.0%] for the ratio 100%Yi2/Yi1 in Case III. This
confirms what is observed in the previous section, that the reference change
values under the assumptions of [117] are more conservative than those obtained
under the more realistic assumption of measurement error dependent on the
measurand. The difference in this case is not dramatic though, due to a relatively
low analytical coefficient of variation (cm = 11.14%). Larger differences may
exist when the analytical variation becomes larger (see Table 4.1).

4.3 Power of reference change values

So far we have assumed the measurements to be stable across the true mean value
µi except for random deviations around it, and these random deviations have
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been incorporated in the reference change values. In this section, the assumption
of stability is relaxed and the power of the different bounds in detecting a change
is determined. We focus on one-directional detection, i.e. we study the power
of the upper bound for detecting positive changes, and respectively the power of
the lower bound for detecting negative shifts in the three cases introduced in the
previous sections.

Let ∆ denote a shift between the first and second measurements due to a
non-physiological variation in the patient. We will assume that the values can
still be modeled by an additive structure,

Yi j = µi j +Vi j +Ei j, (4.3.1)

with µi j = µi +∆1{2}( j) and 1A(z) an indicator function equal to one when z ∈ A
and zero otherwise. We choose the shift to be proportional to the intra-subject
deviation,

∆ = kσ(µi), k ∈ R, (4.3.2)

with k > 0 for positive shifts and k < 0 for negative ones. Note that the mean
value at the second time point is given by µi +∆, and that this also affects the
variances at the second time point in Case II and III. As a consequence of this,
we need to restrict k in Case II and III to

k >− 1
cs
, (4.3.3)

to ensure positive mean values and acceptable standard deviations also at the
second time point.

4.3.1 Case I. σ(µi j) = σ0 and τ(µi j,vi j) = τ0

Under the assumption of constant variances, the powers in detecting positive and
negative shifts of magnitude ∆ = kσ0 can be obtained from

P−(Lα ) = Φ

 Lα − kσ0√
2(σ2

0 + τ2
0 )

 and P+(Uα ) = 1−Φ

 Uα − kσ0√
2(σ2

0 + τ2
0 )

 , (4.3.4)

with Lα and Uα provided by (4.2.9) (see 4.6.1 for more details). Both powers
converge to one when the absolute value of k diverges to infinity as in this case
there are no restrictions on the parameter, and they are symmetric as shown in
Figure 4.1.

Furthermore, the power increases with the intra-subject variability σ0 reach-
ing an asymptotic value, and decreases with higher variances of the measurement
error τ2

0 , as expected.
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Figure 4.1: Case I. Power of the reference change values as function of σ0 for
different values of k, τ0 = 1.

4.3.2 Case II. σ(µi j) = csµi j and τ(µi j,vi j) = cmµi j

The results shown for Case I are of course trivial, but they function as a benchmark
for a comparison with the other two cases. When both standard deviations are
assumed to be proportional to the true mean value and the change is assumed
to be proportional to the intra-subject variability ∆ = kcsµi, the power can be
obtained from

P−(Lα ) = Φ

 −kcs +
√

2ctL0
α

ct

√
(1+ kcs)2 +(1+

√
2ctL0

α )2

 ,

P+(Uα ) = 1−Φ

 −kcs +
√

2ctU0
α

ct

√
(1+ kcs)2 +(1+

√
2ctU0

α )2

 ,

(4.3.5)

with L0
α and U0

α given in (4.2.10). For the full derivation, see Section 4.6.2. Note
that the shift ends up also in the variance, due to the assumption σ(µi j) = csµi j,
and this indicates the need for (4.3.3). On the other hand, the power is still
independent of the mean health status µi. The values are visualized in Figure 4.2;
as we can see, the power is no longer symmetric for positive and negative
shifts, and in particular it is more difficult to detect upwards changes, but the
monotonicity with respect to cm is retained. While in Case I the power stabilizes at
its maximum value when the intra-subject variability increases, this is completely
different for Case II. For a negative shift we see three different profiles, depending
on the value of k, which are monotonic functions of cs (see Figure 4.2a); for a
positive shift the power seems to increase with cs up to a maximum and then
seems to decline (see Figure 4.2b), which can be explained by the formulas
in (4.3.5).

Case II seems to detect more quickly a downward shift than in Case I. This is
not surprising, since a downward change would also reduce the variation of the
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measurement error and would thus make it easier to detect changes. However, it
is at the expense of upwards shifts, since these increase the measurement error
and are thus hard to detect.
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Figure 4.2: Case II. Power of the reference change values as function of cs for
different values of k, cm = 0.1. For k = −3, the power of Lα is computed for
cs < 0.33 according to constraint (4.3.3).

4.3.3 Case III. σ(µi j) = csµi j and τ(µi j,vi j) = cmxi j

Under the more realistic assumption of dependence on the true value of the error
variance, the power in detecting a change ∆ = kcsµi can be computed with

P−(Lα ) = E

Φ

(
−(1+ kcs)(1+ csZ2)+ D̃α (1+ csZ1)

cm

√
(1+ kcs)2(1+ csZ2)2 + D̃2

α (1+ csZ1)2

) , (4.3.6)

P+(Uα ) = 1−E

Φ

(
−(1+ kcs)(1+ csZ2)+ D̃α (1+ csZ1)

cm

√
(1+ kcs)2(1+ csZ2)2 + D̃2

α (1+ csZ1)2

) ,

with Z1 and Z2 independent and standard normally distributed random variables,
and D̃α = 1+

√
2ctL0

α and D̃α = 1+
√

2ctU0
α for the lower and upper bounds

respectively, as derived in Section 4.6.3.

Considerations similar to Case II can be made: first of all, the power is still
independent of the mean value µi. Furthermore, although the limits computed
under the settings of Case III seem to detect shifts with higher probability, the
plots in Figure 4.2 and Figure 4.3 do not show a significant difference in the
power in these two cases. This is in fact due to the choice of the coefficient



60 Chapter 4. Reference change values

0 0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

cs

P
−
(L

α
)

k =−1
k =−2
k =−3

(a) Power of Lα

0 0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

cs

P
+
(U

α
)

k = 1
k = 2
k = 3

(b) Power of Uα

Figure 4.3: Case III. Power of the reference change values as function of cs,
cm = 0.1. For k =−3, the power of Lα is computed for cs < 0.33 according to
constraint (4.3.3).

of variation of the measurement error. For larger values of cm, the difference
between the powers increases (see the figures in 4.7), since the discrepancy
between bounds is larger for larger values of cm, as shown in Table 4.1.

4.4 Discussion

In this chapter we showed that oversimplified assumptions on the distribution of
laboratory results lead to misinterpretation of sequential measurements. While
the shortcomings of population-based reference values are fairly well accepted,
the effect of assuming constant variances when computing reference change val-
ues is a matter which has been poorly addressed [117, 87].Jones [117] raised the
topic of computing critical differences when the intra-subject and measurement
standard deviations vary across measurements in time, and correctly identified
that traditional bounds are unacceptable when the measurement error is propor-
tional to the measurand, unless variances are low. However, the author of [117]
did not study the more realistic setting that the measurement error depends on
the true value it is trying to measure, instead of the true average value. We in-
vestigated this more general scenario and studied the consequences on detecting
changes. The extended analysis showed that the reference change values of [117]
are too conservative in particular for less precise measurement methods and this
negatively affects the power of the upper bound when the measurement error
is larger. Reference change values in the two non-traditional scenarios have
difficulties in revealing an upward shift, while downward shifts are more easily
distinguished, even more easily than under traditional settings. This is explained
by the fact that positive shifts substantially increase measurement variation, while
negative ones reduce it. The cases studied here can be extended to more general
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variance structures, relaxing normality assumptions or the independence between
the intra-subject term and the measurement error. However, this simple case
already shows the necessity of further investigation in this field. The under-
standing of medical laboratory measurements is a real issue which needs to be
addressed and requires more research in the world of statistics. The accuracy of
reference change values might be increased by taking into account more than
two sequential measurements, for example using control charts, but we leave
this for further investigations. For the purpose of this chapter, we limited the
analysis to two measurements and showed that the current assessment methods,
with measurement error proportional to the measured quantity, can easily detect
negative shifts in the individual’s health condition but fail to capture big positive
ones.

4.5 Details: Derivation of the reference change values

4.5.1 Bounds (4.2.4)

The cumulative distribution function of the difference Yi2−Yi1 can be computed
by conditioning on the intra-individual values Vi j,

P(Yi2−Yi1 ≤ y) = E(P(Yi2−Yi1 ≤ y |Vi1,Vi2))

= E(P(Ei2−Ei1 ≤ y− (Vi2−Vi1) |Vi1,Vi2)) .
(4.5.1)

The difference Ei2−Ei1 is normally distributed conditionally on (Vi1,Vi2) with
mean and variance

E(Ei2−Ei1 |Vi1,Vi2) = 0

Var(Ei2−Ei1 |Vi1,Vi2) = τ
2(µi,Vi1)+ τ

2(µi,Vi2),

and thus (4.5.1) becomes

P(Yi2−Yi1 ≤ y) = E

(
Φ

(
y− (Vi2−Vi1)√

τ2(µi,Vi1)+ τ2(µi,Vi2)

))

which is in fact (4.2.4).

4.5.2 Case II. Bounds (4.2.10)

With the choice of Dα(Yi1) =
√

2ctD0
αYi1 made in Section 4.2.2, and with the

constant D0
α being either L0

α or U0
α , the probability in (4.2.8) becomes

P(Yi2−Yi1 ≤ Dα(Yi1)) = P(Yi2− (1+
√

2ctD0
α)Yi1 ≤ 0). (4.5.2)
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Since the random variable is still normally distributed with mean and variance

E
(

Yi2− (1+
√

2ctD0
α)Yi1

)
=−
√

2ctD0
α µi

Var
(

Yi2− (1+
√

2ctD0
α)Yi1

)
= 2µ

2
i c2

t

(
1+
√

2ctD0
α +(ctD0

α)
2
)
,

the probability in (4.5.2) is simply

P(Yi2−Yi1 ≤ Dα(Yi)) = Φ


√

2ct µiD0
α√

2µ2
i c2

t

(
1+
√

2ctD0
α +(ctD0

α)2
)
 .

Thus, equating this probability to α and 1−α for the lower and upper bounds
respectively, leads to the two equations

L0
α =−zα

√
1+
√

2ctL0
α +(ctL0

α)2,

U0
α = zα

√
1+
√

2ctU0
α +(ctU0

α)2,

(4.5.3)

from which the closed-form expressions (4.2.10) are obtained using standard
algebraic calculations.

4.5.3 Case II. Limits of the bounds

When ct approximates the critical value z−1
α , the lower limit converges to a finite

value,

lim
ct−→z−1

α

−
√

2
2

zα

√
2− z2

α c2
t − zα ct

1− z2
α c2

t

=−
√

2
2

zα lim
ct−→z−1

α

2− z2
α c2

t − z2
α c2

t

(1− z2
α c2

t )

(√
2− z2

α c2
t + zα ct

)
=−
√

2
2

zα lim
ct−→z−1

α

2√
2− z2

α c2
t + zα ct

=−
√

2
2

zα .

However, such a limit does not exist for the upper bound, which diverges when
ct approaches the critical value z−1

α , since

lim
ct↑z−1

α

√
2

2
zα

√
2− z2

α c2
t + zα ct

1− z2
α c2

t
=+∞.
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4.5.4 Case III. Cumulative density function (4.2.14)

Similarly to Section 4.5.2, with the same choice of Dα(Yi1) =
√

2ctD0
αYi1, D0

α

being either L0
α or U0

α , the probabilities in (4.2.8) become again as in (4.5.2).
However, the random variable Yi2 − (1 +

√
2ctD0

α)Yi1 is no longer normally
distributed, and the cumulative density function is obtained by conditioning on
the true values Xi1 = µi +Vi1 and Xi2 = µi +Vi2. Taking D̃α =

√
2ctD0

α , the
probability in (4.2.8) becomes

E
(
P(Ei2− D̃α Ei1 ≤−Xi2 + D̃α Xi1 | Xi1,Xi2)

)
. (4.5.4)

Now, Ei2− D̃α Ei1 is normally distributed conditionally on Xi1 and Xi2 with mean
and variance

E
(
Ei2− D̃α Ei1 | Xi1,Xi2

)
= 0

Var
(
Ei2− D̃α Ei1 | Xi1,Xi2

)
= c2

m

(
X2

i2 + D̃2
α X2

i1

)
.

(4.5.5)

Thus (4.5.4) becomes

∫
Φ

 −xi2 + D̃α xi1

cm

√
x2

i2 + D̃2
α x2

i1

 1
σ2(µi)

φ

(
xi1−µi

σ(µi)

)
φ

(
xi2−µi

σ(µi)

)
dxi1dxi2. (4.5.6)

Rewriting (4.5.6) using σ(µi) = csµi leads to∫
Φ

(
−(1+ csz2)+ D̃α(1+ csz1)

cm
√
(1+ csz2)2 + D̃2

α(1+ csz1)2

)
φ(z1)φ(z2)dz1dz2, (4.5.7)

which is in fact (4.2.14).

4.6 Derivation of the power of RCVs

4.6.1 Case I. Powers (4.3.4)

Assuming (4.3.1), the difference Yi2−Yi1 is normally distributed with mean and
variance

E(Yi2−Yi1) = ∆,

Var(Yi2−Yi1) = 2(σ2
0 + τ

2
0 ).

Thus the powers P−(Lα) = P(Yi2−Yi1 ≤ Lα) and P+(Uα) = P(Yi2−Yi1 ≥Uα)
in detecting a shift ∆ = kσ0 can be computed using the probability

P(Yi2−Yi1 ≤ Dα) = Φ

 Dα −∆√
2(σ2

0 + τ2
0 )

 , (4.6.1)

with Dα denoting either Lα or Uα in (4.2.9).
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4.6.2 Case II. Powers (4.3.5)

In Case II the difference Yi2−Yi1 is still normally distributed, with mean ∆.
However, in this case the variance is affected by the change in the true mean
health status, leading to

Var(Yi1) = c2
t µ

2
i and Var(Yi2) = c2

t (µi +∆)2.

The reference change value is dependent on the first measurement, thus the power
in detecting a change ∆ = kcsµi is computed with

P(Yi2−Yi1 ≤ Dα(Yi1)) = P
(
Yi2− D̃αYi1 ≤ 0

)
, (4.6.2)

with Dα(Yi1) =
√

2ctD0
αYi1 and D̃α = 1+

√
2ctD0

α . The random variable Yi2−
D̃αYi1 is normally distributed with mean and variance

E
(
Yi2− D̃αYi1

)
= ∆−µi

√
2ctD0

α ,

Var
(
Yi2− D̃αYi1

)
= c2

t
(
(µi +∆)2 + D̃2

α µ
2
i
)
.

Thus (4.6.2) becomes

P(Yi2−Yi1 ≤ Dα(Yi1)) = Φ

 −kcs +
√

2ctD0
α

ct

√
(1+ kcs)2 +(1+

√
2ctD0

α)2

 , (4.6.3)

and (4.3.5) is now obtained by using (4.6.3) for P−(Lα) = P(Yi2−Yi1 ≤ Lα(Yi1))
and P+(Uα) = P(Yi2−Yi1 ≥Uα(Yi1)).

4.6.3 Case III. Powers (4.3.6)

The power in detecting a change ∆ = kcsµi is again computed with the proba-
bility (4.6.2). However, the random variable Yi2− D̃αYi1 is no longer normally
distributed and we need to condition on the true values Xi1 and Xi2. The probabil-
ity in (4.6.2) is then

P
(
Yi2− D̃αYi1 ≤ 0

)
= E

(
P
(
Ei2− D̃α Ei1 ≤−Xi2 + D̃α Xi1 | Xi1,Xi2

))
. (4.6.4)

Now the difference Ei2− D̃α Ei1 is normally distributed conditionally on Xi1
and Xi2 with mean and variance given in (4.5.5). Taking into account that
E(Xi2) = µi +∆, (4.6.4) becomes

E

Φ

 −Xi2 + D̃α Xi1

cm

√
X2

i2 + D̃2
α X2

i1

=

E

(
Φ

(
−(µi +∆)(1+ csZ2)+ D̃α(µi + csZ1µi)

cm
√
(µi +∆)2(1+ csZ2)2 + D̃2

α(µi + csZ1µi)2

))
=

E

(
Φ

(
−(1+ kcs)(1+ csZ2)+ D̃α(1+ csZ1)

cm
√
(1+ kcs)2(1+ csZ2)2 + D̃2

α(1+ csZ1)2

))
,

(4.6.5)
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where Z1 and Z2 are two independent standard normally distributed random
variables. Applying this in P−(Lα) = P(Yi2−Yi1 ≤ Lα(Yi1)) and P+(Uα) =
P(Yi2−Yi1 ≥Uα(Yi1)), the powers in (4.3.6) can easily be obtained.

4.7 Additional plots for the power of RCVs
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Figure 4.4: Power of the reference change values Lα(Yi1) as function of cs for
different values of k, cm = 0.2. For k = −3, the power of Lα is computed for
cs < 0.33 according to constraint (4.3.3).
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Figure 4.5: Power of the reference change values Uα(Yi1) as function of cs for
different values of k, cm = 0.2.
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Figure 4.6: Power of the reference change values Lα(Yi1) as function of cs for
different values of k, cm = 0.3. For k = −3, the power of Lα is computed for
cs < 0.33 according to constraint (4.3.3).
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Figure 4.7: Power of the reference change values Uα(Yi1) as function of cs for
different values of k, cm = 0.3.
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Multilevel models with hierarchical mean-variance proportional dependencies.
In progress.

Hierarchical models are common for the analysis of clustered data (e.g. clus-
tered randomized trials, cluster sampling, repeated measures, meta-analysis).
They include random effects to model correlations among observations from
the same cluster. They address heterogeneity among cluster locations, but they
typically assume constant variances. Assuming homoscedasticity while it is
violated by the underlying true model may lead to underestimation of variances
and incorrect inferences. We introduce a hierarchical model in which the variance
of each level is dependent on the hierarchical level below, and describe some
model characteristics. We also propose two estimation methods: method of
moments (MME) and M-estimators. For the latter, we show how we can apply
the two-step procedures from the literature for the two-level hierarchical model,
and adapt it for higher-level hierarchical models. The method is flexible and can
be employed in applications with clustered data with multiple levels. We evaluate
the estimation procedures via simulation studies for the two- and three-level
hierarchical models.
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5.1 Introduction

Observations are affected by various sources of variation. In particular in repeated-
measurements settings, values differ between subjects (inter-subject variability),
and within each subject (intra-subject variability) due to biological differences.
On top of that, systematic and random measurement errors (due to e.g. analysts,
instruments) induce additional variation that may be quantified in case multiple
repeated measurements are taken in the exact same setting. Many statistical
models exist that can handle multiple sources of variability and that help to
provide reliable information about the underlying true values and how they
change in time. These models are called variance components, hierarchical
or random effects models [75, 230], and they treat the location parameters as
random variables. Consider for example the linear mixed model [134]

Yi = Xiβ +Ziui + ei, (5.1.1)

with Yi the vector of responses for cluster i, Xi and Zi the corresponding design
matrices for the fixed and the random effects respectively relating to the unknown
vectors of coefficients β and ui. The random coefficients ui are assumed to be
independent samples from some distributions, independent of the residuals ei.
Most of these approaches assume the variances of these random terms to be con-
stant, σu and σe. However, the assumption of constant variance is often violated
in practical examples, and it is a major concern in some fields, such as quality
control, quantitative genetics and pharmacokinetics/pharmacodynamics. The con-
sequences of ignoring heterogeneity of variances may be important, in particular
due to selecting too many individuals from the most variable environments [78],
and to the power of the test linked with the modelling assumptions [196]. To
account for this, heterogeneous variances have been discussed in the literature
in various ways that can be essentially grouped under two main categories,
deterministic and random variances.

Deterministic variances. A simple way to make the linear mixed model (5.1.1)
heretoskedastic is by allowing the residual variance to vary with the levels
of a certain variable [81]. All the observations having the same group level
i (e.g. individual, treatment) have the same residual variance parameter σ2

e,i.
This is for example the heterogeneous mixed model that is implemented in
traditional software, like the MIXED and the GLIMMIX procedures in SAS
software [208, 152]. Here the group option in the repeated statement defines the
heterogeneous effect in the residual covariance structure. This formulation is
very general, and includes many other proposed extensions as particular cases.
Yet, allowing each group to have different variance largely increases the number
of parameters to be estimated and affects optimization.
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Cluster variances (both for residual and random effects) have also been linked
to some covariates. For this, model (5.1.1) is often rewritten as

Yi = Xiβ +σu,iZiu∗+σe,ie∗i , (5.1.2)

where u∗ and e∗i are independent standard normal distributions. Such models,
popular in the fields of quantitative genetics and animal breeding, are based on
normality assumptions and impose a linear relationship between the log-variances
and some covariates [207, 81, 198, 77],

logσ
2
e,i = pT

i δ

logσ
2
u,i = hT

i η ,
(5.1.3)

where pi and hi are design vectors, and δ and η the corresponding vectors
of coefficients to be estimated. A similar structure, limited to the residual
variance, has been discussed [78] and compared to other functional forms [217].
Furthermore, more parsimonious definitions have been proposed [80]

σu,i = τiσ
b1
e,i ,

or alternatively,
logσu,i = b0 +b1 logσe,i.

The latter expression includes as particular cases the homogeneous case (b1 = 0)
and the constant ratio case (b1 = 1) [79, 198, 82].

Random variances Other extensions of the traditional mixed model include a
latent variable in the variance-covariance structure. Popular assumptions include
the random effects independent of the residuals, conditionally on the latent
variable γi, leading to the tLMM [182, 148, 149] discussed in Chapter 3.

A latent variable structure for the residual variance has also been coupled
with the dependence on some covariates [150, 53]

ui ∼ N (0,G)

ei|γi ∼ N
(

0,
1
γi

G
)

γi ∼ Gamma

(
1+2δ

δ
,

δ

(1+δ )σ2
i,0

)
,

(5.1.4)

where the logarithm of σ2
i,0 is linearly linked to some covariates

log(σ2
i,0) = hT

i η .
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Here the inverse gamma distribution accounts for the variability that is not
explained by the covariates. Although very popular, the assumption of inverse-
gamma variances is not the only option. A discussion on the best distributional
assumptions for the residual variance is presented in [95], from a Bayesian point
of view.

In other applications, differences in the variances are known to be linked to
the average trend. Therefore, models linking the (subject-specific) mean and
variance structures have been developed. For example model (5.1.2) has been
extended to include a mean-variance relationship [80, 217] by replacing the first
assumption in (5.1.3) with

σ
2
e,i = (µi/µ0)

α
σ

2
0,i

logσ
2
0,i = pT

i δ ,
(5.1.5)

where µi = E(Yi, j), µ0 represents a reference basis (e.g. µ0 is the population
sample mean) and α is a real-valued parameter that characterizes the mean-
variance relationship.

Also in the field of pharmacokinetics/pharmacodynamics, authors have typi-
cally accounted for mean-variance dependencies in the analysis [59, 123, 253].
This is achieved by assuming the location of the observations is a nonlinear func-
tion that includes fixed and random effects, and the variability of the residuals
is a function of this location plus some additional unknown coefficients. For
estimation, two-step methods are proposed.

In this chapter, we focus on the last category: a cluster mean-variance de-
pendency in the context of hierarchical models, in which the variance depends
on the latent random variables. This modelling assumption is realistic in many
practical situations and does not necessarily restrict to two-level hierarchical
structures. In laboratory chemistry it is well known that the relative measurement
error is U-shaped, reaching large values when the underlying measurand lies at
the extremes of the measurement range. On the other hand, the absolute error is
known to increase with the value being measured, often linearly. These relations
are well-known in clinical practice, but they are not addressed in all clinical
procedures. For instance reference change values (RCV) constitute a method
to interpret the difference between consecutive measurements within subjects
(cf. Chapter 4). They flag a new measurement as critical if the change with
respect to the previous measurement exceeds the expected variation. In fact,
this method relies on the evaluation of constant variances and leads to wrong
conclusions in case of heteroscedasticity. Indeed, the power of RCVs in detecting
significant shifts decreases drastically in case of mean-variance dependency, both
for a constant coefficient of variation [117], and for a standard deviation that is
proportional to the true value being measured [196].

A similar problem exists in statistical process control, where control charts
are essentially designed as reference change values to detect changes based on
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the assumption of stationary normal variability. Linna and Woodall [151] have
anticipated that also in this case the power of the test is negatively affected by
measurement-dependent variance. Likewise, while addressing the problem of
measurement invariance between and within subjects, the authors of [4] conclude
that also a mean-variance relationship should be accounted for in the analysis of
psychological data.

Mean-variance relationships introduce multiple challenges, especially when
the random effects in the location parameters are assumed to affect the residual
variability. The marginal distribution of the response variable is no longer normal,
thus traditional estimation methods fail, and problem complexity can easily
increase in case of multiple hierarchical levels. In fact, the literature is lacking
of techniques to estimate models with more than two-level and cluster mean-
variance relationship, also in the simpler linear random effects model.

In this chapter we study a three-level hierarchical linear model in which
the conditional standard deviations are proportional to the realization of the
hierarchical levels below. We explore the underlying distribution, its moments,
and the correlations between observations. Then we address estimation. We
extend the two-step methods of [59] and [253] from a two-level to a three-level
hierarchical model, while simplifying it under the assumption of linearity. Finally,
the linear structure without covariates makes estimation using the method of
moments possible. We compare the performance of all the estimation methods
via a simulation study.

In Section 5.2 we introduce the notation and the working assumptions. We
also derive the first moments of the marginal distribution and the intra-class
correlations. In Section 5.3 we address estimation. We explicitly derive the
moment estimators, and then adapt the two-step ML approaches described in [59]
and [253]. Section 5.4 introduces the simulation settings and presents the accu-
racy of the various estimation methods in terms of bias. We end the work with a
discussion in Section 5.5.

5.2 The model

Consider a three-level hierarchical random effects model of the form

Yi, j,k = µi +δi, j + εi, j,k, (5.2.1)

where Yi, j,k is the k-th repeat of the j-th measurement on unit i (or the k-th
measurement on individual j from cluster i), i = 1, . . . , I, j = 1, . . . ,J and k =
1, . . . ,K. The subject-specific mean µi is assumed to be a random variable with
normal distribution, i.e.

µi
iid∼ N(µ,(c0µ)2), (5.2.2)

with µ the overall mean and with c0 the coefficient of variation. Then, for
each following hierarchical level we model the conditional standard deviation as
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proportional to the realization of the lower hierarchical levels,

δi, j|µi
iid∼ N(0,(csµi)

2),

εi, j,k|µi,δi, j
iid∼ N(0,(cm(µi +δi, j))

2),
(5.2.3)

with cs and cm unknown coefficients of variation.
We discuss here the model with three-level, motivated by the analysis of

laboratory measures. We assume thus µi to be the subject-specific mean, δi, j the
intra-individual term with coefficient of variation cs and εi, j,k the measurement
error with coefficient of variation cm. However, applications of model (5.2.1)
can also be foreseen in other types of clustered data, and the number of levels
can be adapted to the case study in hand. For example reducing to a two-level
hierarchical model

Yi, j = µi +δi, j, (5.2.4)

one gets a heteroscedastic random effects one way ANOVA with mean-proportional
variances. Model (5.2.4) is in fact a particular case of the model described
in [59, 253]. The authors of these publications used f (xi, j,βi) for the mean µi
with xi, j subject-specific covariates, βi a vector of random coefficients and f a
nonlinear function. In these more general models the standard deviation of δi, j is
taken equal to σg{ f (xi, j,βi),θ}, with σ and θ two parameters to be estimated.

5.2.1 Moments and correlations

As a consequence of the assumptions of Section 5.2, the conditional response
variable Yi, j,k|µi,δi, j is sequentially uncorrelated and independent across units,
with

E
(
Yi, j,k|µi,δi, j

)
= µi +δi, j,

Var
(
Yi, j,k|µi,δi, j

)
= c2

m(µi +δi, j)
2.

(5.2.5)

Furthermore, we have that model (5.2.1) implies the response variable to have
the following marginal features:

E
(
Yi, j,k

)
= µ,

E
(
Y 2

i, j,k
)
= (1+ c2

0)(1+ c2
s )(1+ c2

m)µ
2,

E
(

Y 3
i, j,k

)
= (1+3c2

0)(1+3c2
s )(1+3c2

m)µ
3,

E
(
Y 4

i, j,k
)
= (1+6c2

0 +3c4
0)(1+6c2

s +3c4
s )(1+6c2

m +3c4
m)µ

4,
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Var
(
Yi, j,k

)
=((1+ c2

0)(1+ c2
s )(1+ c2

m)−1)µ2,

skewness =
6(c2

0c2
s + c2

0c2
m + c2

s c2
m +4c2

0c2
s c2

m)

((1+ c2
0)(1+ c2

s )(1+ c2
m)−1)3/2 ,

kurtosis =
(1+6c2

0 +3c4
0)(1+6c2

s +3c4
s )(1+6c2

m +3c4
m)

((1+ c2
0)(1+ c2

s )(1+ c2
m)−1)2

− 4(1+3c2
0)(1+3c2

s )(1+3c2
m)

((1+ c2
0)(1+ c2

s )(1+ c2
m)−1)2

+
6(1+ c2

0)(1+ c2
s )(1+ c2

m)−3
((1+ c2

0)(1+ c2
s )(1+ c2

m)−1)2 .

Note that while the variance depends on the mean value µ , skewness and kurtosis
do not. Furthermore, both skewness and kurtosis are always positive for values
of the coefficients of variation in (0,1).

It is also interesting to consider the intra-class correlation of model (5.2.1).
The covariance of two measurements at different points in time u 6= v from the
same person will have covariance

Cov(Yi,u,r,Yi,v,s) = c2
0µ

2, (5.2.6)

and thus correlation

ρ(Yi,u,r,Yi,v,s) =
c2

0

(1+ c2
0)(1+ c2

s )(1+ c2
m)−1

. (5.2.7)

The covariance and correlation for two different repeats r 6= s at the same time
are

Cov(Yi, j,r,Yi, j,s) = c2
0µ

2 + c2
s µ

2(1+ c2
0),

ρ(Yi, j,r,Yi, j,s) =
(1+ c2

0)(1+ c2
s )−1

(1+ c2
0)(1+ c2

s )(1+ c2
m)−1

.
(5.2.8)

Reducing model (5.2.1) to (5.2.4) by averaging over the repeats leads to a
model with additive residual variance as it does in traditional ANOVA models.
In fact,

Ȳi, j,· = µi +δi, j + ε̄i, j,·, (5.2.9)

and δ̃i, j = δi, j + ε̄i, j,· will have variance

Var
(

δ̃i, j

)
= Var(δi, j)+1/Kc2

m(1+ c2
s )(1+ c0)

2
µ

2, (5.2.10)

corresponding to the Var
(

δ̃i, j

)
= Var(δi, j)+ 1/KVar

(
εi, j,k

)
of the traditional

three-level ANOVA model reduced to the two-level ANOVA model.
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5.3 Estimation methods

In this section we discuss various estimation methods that can be used for fitting
model (5.2.1). We explicitly derive the method of moments and extend the
two-step approaches of [59, 253] to a three-level hierarchical model. The latter
procedures can be reiterated in order to fit structures with more levels.

5.3.1 Method of moments

We consider the method of moments for the estimation of the variance compo-
nents of model (5.2.1). The expected mean sum of squares are given by

E(MSε) = µ
2c2

m(1+ c2
s )(1+ c2

0),

E(MSδ ) = Kµ
2c2

s (1+ c2
0)+µ

2c2
m(1+ c2

s )(1+ c2
0),

E
(
MSµ

)
= JKµ

2c2
0 +Kµ

2c2
s (1+ c2

0)+µ
2c2

m(1+ c2
s )(1+ c2

0).

(5.3.1)

The estimates of the variance components are then obtained by solving a set of
linear combinations of the mean squares, namely

c2
0µ

2 ≈ (MSµ −MSδ )/(JK),

c2
s (1+ c2

0)µ
2 ≈ (MSδ −MSε)/K,

c2
m(1+ c2

s )(1+ c2
0)µ

2 ≈MSε .

(5.3.2)

Moment estimates of model (5.2.1) are thus

ĉ2
0 = (MSµ −MSδ )/(JKµ̂

2),

ĉ2
s = (MSδ −MSε)/(Kµ

2(1+ ĉ2
0)),

ĉ2
m = MSε/(µ̂

2(1+ ĉ2
s )(1+ ĉ2

0)),

(5.3.3)

with µ̂ = 1/(IJK)∑i, j,k Yi, j,k. An advantage of the method of moments is that
it allows simultaneous estimation of all the parameters. On the other hand, its
extension to include covariates or auto-correlations might be cumbersome.

5.3.2 Maximum likelihood

Let θ = [c0,cs,cm,µ]
T denote the vector of parameters to be estimated. Given

the hierarchical structure, the likelihood for each observation is given by

fYi, j,k =
∫∫

R2
fYi, j,k|µi,δi, j fµi,δi, j dµidδi, j (5.3.4)

with
fµi,δi, j = fδi, j |µi, fµi . (5.3.5)



5.3. Estimation methods 75

Since the conditional distributions are normal, the likelihood for each observation
fYi, j,k is given by

C
∫∫

R2

1
µi(µi +δi, j)

exp

{
− (Yi, j,k− (µi +δi, j))

2

2c2
m(µi +δi, j)2 −

δ 2
i, j

2(csµi)2 −
(µi−µ)2

2(c0µ)2

}
dµidδi, j,

with C = 1
(2π)3/2c0cscmµ

. Despite the assumptions of independence across repeated
measurements and units, the nested structure makes the definition of the likeli-
hood non-trivial. Two-step approaches have been proposed in the literature as
alternative, and are discussed in the following section.

5.3.3 Two-step approaches

In this section we show how the two-step approaches of [59] and [253], tradi-
tionally proposed for two-level nonlinear hierarchical models, can be adapted
to fit (5.2.1). Referring to model (5.2.4), the methods first estimate the subject-
specific means µi and the intra-individual variability cs, and then derive popu-
lation information from the estimates µi. We will first illustrate the procedures
for a two-level linear hierarchical model (special case of the nonlinear model
treated in the publications), and then show how this method can be applied to
hierarchical models with more levels.

Step 1 With Step 1 we refer to the estimation of the subject-specific means
and intra-individual variability. This is performed via iteratively reweighted least
squares, and include the following steps

(a) Obtain initial estimates µ̂
(0)
i ’s of the corresponding µi’s via an unweighted

fit (e.g. ordinary least squares, method of moments).

(b) Use the residuals from the kth fit to get an estimate ĉ(k+1)
s of the intra-

individual coefficient of variation cs, where k ≥ 0.

(c) Derive estimated weights ŵi’s from (b) for weighted regression. Fit a
weighted regression to obtain new estimates µ̂

(k+1)
i ’s and repeat (b).

Steps (b) and (c) are reiterated until the relative changes in the estimates of
the subject-specific means and variance parameters are negligible (i.e. < 10−4).
Several options have been proposed for these two steps.

In phase (b) the values µ̂
(k)
i ’s are fixed at the kth estimate, and optimiza-

tion is performed with respect to the variance parameter. Algorithms include
minimizing an objective function with respect to cs [59], with a choice between
pseudolikelihood (PL)

PL :
I

∑
i=1

J

∑
j=1

(
(Yi, j− µ̂

(k)
i )2

c2
s (µ̂

(k)
i )2

+ log(µ̂(k)
i )2 + logc2

s

)
, (5.3.6)
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restricted maximum likelihood

REML :
I

∑
i=1

J

∑
j=1

PLi(µ̂
(k)
i ,cs)− log(c2

s )+ log

(
J

∑
j=1

µ̂
(k)
i

)
, (5.3.7)

and absolute residuals likelihood

AR :
I

∑
i=1

J

∑
j=1

(
|Yi, j− µ̂

(k)
i |

ηµ̂
(k)
i

+ log(ηµ̂
(k)
i )

)
, (5.3.8)

with η = csE
(
|Zi, j,k|

)
and Zi, j,k standard normal.

Alternatively, M-estimation has been proposed by [253], solving

Mest :
I

∑
i=1

J

∑
j=1

((Yi, j− µ̂
(k)
i )2− c2

s (µ̂
(k)
i )2)

1

c3
s (µ̂

(k)
i )2

= 0 (5.3.9)

via weighted nonlinear least squares (WNLS). The latter two approaches (5.3.8)
and (5.3.9) constitute competitive alternatives with respect to other objective
functions in case of outlying units and observations.

In (c), the estimates of the µi’s are updated to the values µ̂
(k+1)
i ’s. Weighted

regression is proposed by [59], while [253] proposed the new robust estimates
µ̂
(k+1)
i ’s to be solution of the I equations

J

∑
j=1

1

(ĉ(k+1)
s )2µ2

i

(Yi, j−µi) = 0, i = 1, . . . , I. (5.3.10)

Again optimization is performed via weighted nonlinear least squares.

Step 2 In the second step, population parameters are derived from the estimates
of the subject-specific means µ̂i’s. Computing the sample mean and variance

µ̂ = I−1
I

∑
i=1

µ̂i, ĉ2
0 =

1
Iµ̂2

I

∑
i=1

(µ̂i− µ̂)2 (5.3.11)

is a simple and direct method. However, it delivers biased estimates of the
variance since it does not account for the variability in the estimates from Step 1.
Authors have proposed alternative methods to overcome the underestimation of
the variability. From the distributional assumption µi ∼ N(µ,c2

0µ2) and the fact
that the posteriori distribution of the estimates is normally distributed

µ̂i|µi ∼ N(µi,Ci), (5.3.12)

one can derive the marginal distribution of the estimates

µ̂i ∼ N(µi,Ci + c2
0µ

2). (5.3.13)



5.3. Estimation methods 77

Here Ci is an estimate of the asymptotic variance that takes into account the
variability induced by estimation in the first step. The variance Ci in the linear
case is simply

Ci =
J

µ̂2
i

(
1+3ĉ2

s

ĉ2
s
−1
)
. (5.3.14)

For estimating the parameters of this distribution, the authors in [59] have pro-
posed iterative expectation-maximization (EM)-type algorithm. First, they pro-
duced refined estimates µ̃i’s of the µ̂i’s,

µ̃
(k+1)
i = 1/(C−1

i +(ĉ(k)0 µ̂
(k))−2)

(
C−1

i µ̂i + Σ̂
−1
(k) µ̃

(k)
i

)
, (5.3.15)

and then got refined estimates of the population parameters

DG : µ̂
(k+1) = I−1

I

∑
i=1

µ̃
(k+1)
i ,

(ĉ(k+1)
0 µ̂

(k+1))2 = I−1

(
I

∑
i=1

(
µ̃
(k+1)
i − µ̂

(k+1)
)2

+
I

∑
i=1

1/(C−1
i +(ĉ(k)0 µ̂

(k+))−2)

)
.

In [253], the authors propose M-estimating equations by simultaneously solving
in µ̂ and ĉ0

Y D : ∑
I
i=1 1/(Ci +(ĉ0µ̂)2)(µ̂i− µ̂) = 0

∑
I
i=1(Ci +(ĉ0µ̂)2)−2(µ̂i− µ̂)2−1/(Ci +(ĉ0µ̂)2) = 0.

Note that these two-step approaches rely on the initial estimation of the individual
parameters, and are thus suitable for cases with a relatively large number of
repeats.

Extension to three-level hierarchical linear models To extend this approach
to three-level hierarchical models, we split model (5.2.1) into two two-level
hierarchical models,

Yi, j,k = γi, j + εi, j,k,

γi, j = µi +δi, j.
(5.3.16)

As a consequence,

Yi, j,k|γi, j ∼ N(γi, j,(cmγi, j)
2) and γi, j|µi ∼ N(µi,(csµi)

2). (5.3.17)

Firstly, we obtain the estimates γ̂i, j’s (i = 1, . . . , I and j = 1, . . . ,J) and ĉm from
the observations Yi, j,k and the first model equation in (5.3.16) following Step 1.
Then we reiterate the same procedure (Step 1) on the estimates γ̂i, j’s and the
second model equation in (5.3.16) to get µ̂i’s and ĉs. Finally, the population
parameters µ̂ and ĉ0 are obtained through Step 2.

This shows that estimation using the two-step approaches of [59, 253] can be
conveniently adapted to estimate also hierarchical models with more levels.
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5.4 Simulation study

In this section we describe the settings and show the results of a simulation
study. The aim of the analysis is to compare the different estimation methods
and evaluate their performance under different scenarios. We simulate both
model (5.2.4) and model (5.2.1), since the first provides a closer comparison with
the results from the literature [59].

5.4.1 Settings

The three-level hierarchical model (5.2.1) is analysed for I = 15, J = 5 and K = 3,
under the settings generated by all the possible combinations of the parameters
µ ∈ {1,5}, c0,cs ∈ {0.1,0.2} and cm ∈ {0.1,0.2,0.3}, resulting in a total of 24
settings. For each, we generate and estimate 1000 cases. Data is generated
by first sampling the means µi’s, i = 1, . . . , I from the population distribution.
Each of these subject-specific means is then used as parameter for generating
δi,1, . . . ,δi,J , and similarly each δi, j together with the corresponding µi defines
the variance of the distribution from which the εi, j,1, . . . ,εi, j,K are sampled.

To compare the results with the literature, we simulate also the two-level
hierarchical model (5.2.4) for I = 50 and J = 5, setting the parameters to the
values µ ∈ {1,5,10}, c0,cs ∈ {0.1,0.2,0.3}. By combining all the values, we
simulate 27 settings, 1000 times each. Furthermore, we simulate the exact same
settings with J = 10, to show the effects of an increased number of repeats on
the two-step estimation methods.

We report the relative bias to be able to present an overview of all the simula-
tion settings.

5.4.2 Results

In this section, we summarize the results of the simulation study. We divide
the results into two sections, relating to the two- and three-level hierarchical
models, (5.2.4) and (5.2.1) respectively. We compare the estimation methods
by plotting together the boxplots of the relative bias of each estimation method,
grouped per estimated parameter. Since various methods have been proposed for
the phases in the two-step approaches, we evaluate all the possible combinations,
resulting in a total of 13 estimation methods for the population parameters, and
only 5 possibilities for the other coefficients of variation. The labels referring
to these approaches will thus be a combination of the labels for Step 1 (PL for
pseudolikelihood in equation (5.3.6), REML for restricted maximum likelihood
in equation (5.3.7), AR for absolute residuals in equation (5.3.8), Mest for M-
estimation in equation (5.3.9)) and for Step 2 (Sample for sample mean and
variance in equation (5.3.11), YD for the method of [253] in equation (5.3.16),



5.4. Simulation study 79

DG for the method of [59] in equation (5.3.3)). Furthermore, the label MM will
refer to method of moments (cf. Section 5.3.1).

Two-levels hierarchical model (5.2.4)
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Figure 5.1: Relative bias in estimating population parameters µ and c0 in the
two-level hierarchical linear model with different procedures.
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Figure 5.2: Relative bias in estimating cs in the two-level hierarchical linear
model with different procedures. Comparison of the estimates’ bias in two cases
with different number of repeats, J = 5 and J = 10, to evaluate the effect of
different sample sizes on the accuracy of the estimation procedures.

Three-levels hierarchical model (5.2.1)

Looking at the boxplots in this and previous section, we can draw similar conclu-
sions for the estimation of the parameters of a two- and three-level hierarchical
model. From the results it is apparent that the method of moments performs con-
sistently better than the other approaches in the estimation of all the parameters.
On the other hand, this method is quite restrictive in the allowable mean structure
and in the inclusion of covariates. In these cases, two-step approaches might
be advantageous and still lead to satisfactory results. For the estimation of the
population mean, using the sample average in the second step is a convenient
yet accurate approach, irrespective of the method used in Step1 (PL, AR, MEst),
except for REML in the three-level model. This can be due to the fact that the
underlying mean structure is simple and linear. Yet, using the sample variance
in the estimation of c0 leads to a consistent overestimation. For this parameter,
REML combined with the DG method of [59] for the population parameters
provides the best results, although DG in the second step is shown to deliver
only slightly worse results when combined with AR, PL and M-est. Restricted
maximum likelihood provides the best results (after the method of moments) also
for cs and cm. In few cases (never exceeding 4 simulated dataset per settings)
in the three-level hierarchical model, the estimation methods led to misleading
estimates. These results are excluded from the results reported here.
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Figure 5.3: Relative bias in estimating population parameters in the three-level
hierarchical linear model. Comparison of the estimates of the population mean µ

and coefficient of variation c0 with different procedures.
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5.5 Discussion

Understanding changes in the average trend is essential in multiple disciplines,
and implies estimating the expectable variation. Methods to allow for het-
eroscedasticity in random effect models already exist, but models to account
for reiterated cluster mean-variance relationships in hierarchical models with
multiple levels are still lacking. Despite a stream of research directed towards
mean-variance dependence in pharmacokinetics modelling, these models are
suited for nonlinear hierarchical models with two levels. In practice, many ex-
amples exist that have more levels and are affected by a (possibly reiterated)
mean-variance dependence. An example is provided by the analysis of labora-
tory data, and in particular these values that oscillates largely and differently in
patients.

We provide a method to model three-level hierarchical structures in which
the standard deviation at each level is proportional to the realization of the levels
below. The properties of the resulting marginal distribution are discussed, with
particular focus on the first centred moments. It is interesting to notice that for
values of the coefficients of variation in (0,1), both skewness and kurtosis are
always positive, and the moments can be derived in a very elegant and structured
form.

We also provide guidance towards estimation of these multilevel models.
We discuss a method of moments and various two-step approaches. The latter
can be seen as an extension to multiple levels of the original method of [253,
59], simplified to a linear mean structure, and linear mean-standard deviation
relationship. From the simulation results, we can conclude that the method of
moments provides overall the best results. However, moment estimation might
be cumbersome in some settings, in which the proposed two-step approaches
are a flexible alternative. In these cases, we suggest the use of REML in Step 1,
since it is shown to perform better than the other proposed approaches. For Step
2, the choice is not trivial as the simple sample mean is shown to be a consistent
estimator of the population mean, but this does not hold for the sample variance
in the estimation of the coefficient of variation c0. Combining the method of [59]
for c0 with the sample mean for µ is a possibility, but this has not been explored
yet. Note also that for models with more than two levels, it is possible to combine
different algorithms (e.g. REML-PL-DG), as this might increase estimation
accuracy. In general, our results agree with previous conclusions [59], for which
the accuracy of two-step estimation methods increases with the number of repeats,
while it is strongly affected by sparse data.

Future research should develop these models further and make them suitable
for practical applications. For example, more complex mean-variance dependen-
cies can be foreseen, also involving additional parameters. For the estimation, it
is important to propose methods that are reliable also in case of sparse data, which
is a realistic scenario in real situations (e.g. laboratory analysis). Furthermore,
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although the adaptation of the two-step approach to the three-level hierarchical
model is shown to provide reliable estimates, we expect that efficiency and ac-
curacy of the procedure will increase when taking the uncertainty in estimating
the parameters from the first steps into account, while applying the following
steps in the estimation. On the other hand, there are multiple options to reduce
the order of hierarchical models to a lower one. For example, the three-level
hierarchical model analysed here can be alternatively reduced to a two-level
model by averaging over the repeats, and considering together the two sources of
variation. Re-estimating the two contributions in a second stage might however
not be trivial.
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Random autoregressive models: a structured overview.
Submitted.

Huge streams of data are recorded from devices, often at high-frequency
and from multiple users. Models characterized by autoregressive structure and
random coefficients are powerful tools for the analysis of these high-frequency,
high-dimensional, often volatile time series. The available literature on such
models is broad, but also sectorial, overlapping, and confusing. Most of the
models focus on one property of the data, while much can be gained by combining
the strength of various models and their sources of heterogeneity.

We present a structured overview of the literature on autoregressive models
with random coefficients. By introducing a new model that generalises the
existing ones, we provide a unified framework and describe the hierarchy among
the models. We further list typical applications and estimation methods. We
hope this will be the starting point for more research combining the existing
knowledge to handle rich, large datasets.
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6.1 Introduction

Many modern devices record data, often at high-frequency. Usage data from
smartphones, cameras and microphones, wireless sensor networks, event log and
physiological signals from health monitoring devices are just a few examples.
These devices are increasingly popular and data from multiple users are collected
in clouds, rapidly growing into big data. The challenge in analysing these data
consists of extracting as much information as possible, monitoring status, and
forecasting future values.

Many machine-learning techniques are rapidly developing, offering a wide
range of flexible methods for prediction. However, these methods do not always
provide some understanding of the probabilistic mechanism behind the data gen-
eration and thus should still be supported by statistical model-based approaches
in an integrated manner [88, 65, 247, 52, 101].

Various models have been developed for high-frequency data. However,
considering continuous measurements for several units simultaneously makes
the analysis of the data extremely challenging. Models characterized by both
an autoregressive structure and the inclusion of some random coefficients are
powerful tools in the analysis of these high-frequency, volatile time series, and
for pooling information from multiple units. The available literature on such
models is extremely broad, but often sectorial, overlapping, and confusing. For
instance, the random coefficient autoregressive (RCA) model used in financial
applications [176] and the random coefficient autoregressive model considered
in biological studies [155] share the same name but are different. The first model
aims at capturing volatility in time for a single time series, while the goal of
the second is to represent heterogeneity among units under the same modelling
assumptions.

In some cases the same model is known under different names. The RCA [155]
and the autoregressive panel data model [170] are in fact the same model, al-
though they do not share the same name. A similar issue exists when it comes
to estimation. In the introduction to their work [50], the authors emphasize that
various approaches that developed independently in the fields of time series and
panel data are often very similar. For instance, they observe that “estimating
functions and generalized method of moments are essentially the same”. On
the other hand, they refer to the model in hand as RCA, while it is in fact its
generalized version.

Some authors have pointed out the risk of confusion. For example [15]
highlights the different sampling of the random coefficients in the RCA model
of [176] from that of [155], while [110] compares models for panel data and
RCA models, commenting on certain peculiarities. However, these resources
are insufficient to guide researchers and practitioners across such an extensive
literature.

With the present work we aim at giving a comprehensive, structured overview
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of available autoregressive models with random parameters, showing how they
relate and how they differ from each other; this includes an overview of common
applications and estimation methods for each model. With this overview we fill
the gap between two (traditionally independent) families of models, capturing
the heterogeneity across units and the heterogeneity across time respectively.
To accomplish this task, we introduce a unifying random autoregressive (RAR)
model which includes as special cases the most commonly used models. Without
any constraints on its parameters, the proposed general model is certainly over-
parametrised. However, this structure provides us with a unified framework to
capture most existing model equations, and a unified language to better connect
and contrast existing models. In this way, the RAR model opens a new route
for further exploration and development of heterogeneous time series models for
complex data. The present work supports this evolution, by also providing an
overview of existing estimation methods that can be exploited and expanded in
different directions to adapt to various types of data.

The chapter is organized as follows: Section 6.2 presents a consolidated
outline, listing the RAR model and the model families existing in the literature.
We pay particular attention to the hierarchy among existing models, their similar-
ities and differences, and we relate each model to the general one. The formal
definition of the random autoregressive model is provided in Section 6.3 together
with its assumptions. Then, following the structure given in Section 6.2, we
move down the hierarchy and focus on the two traditionally independent families
of models: models with heterogeneity in time (Section 6.4), and models with
heterogeneity across units (Section 6.5). We state how to obtain each model
equation from the general one, gather related contributions from the literature,
and discuss the main properties and estimation methods for these models. Sec-
tion 6.6 is dedicated to recent model structures, capable of addressing both forms
of heterogeneity. Finally, we end the work with a discussion in Section 6.7.

6.2 Unified outline

The literature that we consider here is broad and heterogeneous, and the terminol-
ogy often changes according to the field of application. This commonly causes
some disorientation when first coming into contact with this literature, sometimes
needlessly isolating entire fields. Authors often propose already existing defini-
tions unaware of previous uses, or refer to the same object in different ways. In
this section we provide an overview of the terms which have been used in the
literature to describe both the data and the models. A complete list of all the
definitions introduced in the past is beyond the scope of this work. However, the
information provided here will considerably ease the reader’s navigation of the
existing literature.

We also introduce the terminology that we use in the remainder of this review.
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Since a broad set of definitions already exists, we avoid introducing new terms
unless strictly necessary. We stick to the existing nomenclature, even if it is
somewhat unclear, and only modify it if the same term is used for two different
objects, or make additions whenever we define a new object. The families of
model are then presented with the help of a graph, making the hierarchy clear
at a first glance. In the remainder of the overview, the models in the graph are
introduced one by one and discussed.

6.2.1 Terminology for data structures

Data is characterized by three dimensions: the number of units/subject n, the
number of outcomes m, and the number of samples T . The relative sizes of
these dimensions can vary significantly, depending on the research study and
application.

The number of observed units n is typically large in biological and clinical
studies. Here the focus is on pooling information from the n units, since the
number of repeats T per unit is typically limited. For this type of data, a variety
of terms has been introduced such as panel data [110], panel of time series [85],
time series panel data [170] and time-series-cross-section data [34]. All of these
definitions aim to underline the extension from traditional single unit time series
to multiple units. Note however that in social sciences and medical research the
term cross-sectional traditionally refers to the analysis of the population at a fixed
time point – this clashes with the meaning that this term takes in the context of
time series.

When considering the dimension m of the response variable, the terminol-
ogy normally used is unidimensional/univariate for m = 1 and multidimen-
sional/multivariate for m > 1. In some cases, m = 2 is distinguished from
the multivariate case with the term two-dimensional/bivariate. In the literature
considered in the present work, often a single time series is considered and an
m-dimensional response variable is rarely addressed.

Finally, the third dimension is the number of observations T . Data with
a high number of repeats on a single unit is normally the object of interest in
finance, and is referred to as time series data. In these applications in fact,
the number of units is often not mentioned and taken equal to one. The terms
intensive/high-frequency longitudinal also refer to repeated observations, and
normally the distinction between longitudinal and time series data is either in
the number of repeats, which is much larger for the latter, or in the number of
observed units, which is larger for longitudinal data.

With the explosion of new technologies for data collection, often the three
dimensions are all large at the same time, making the choice of the terminology
not easy. Thus we propose the use of a very simple nomenclature, addressing
the first two dimensions by single/multiple-units and univariate/multivariate
respectively. Then, since all of the data that we consider has more than two
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repeats, we will call it time series data. In this way, we can have for example a
multiple-units univariate time series, a single-unit multivariate time series and so
on. Furthermore, we propose a shortened version through which one can also
specify precisely the magnitude of each dimension, namely (n,m,T )−data.

6.2.2 Terminology for models

Models for the analysis of temporal data are known in statistics as time series mod-
els. In particular, we focus here on autoregressive models, i.e. models regressing
the outcomes on previous values of the same time series. In econometrics, models
with this structure are defined as dynamic panel data models to be distinguished
from static panel data models which do not contain lagged dependent variables.
The models used for repeated measurements recorded at lower frequency on
multiple units are typically referred to as longitudinal models. These include
mixed and growth models, where unit-specific time trajectories are considered.

All models treated in the overview are in Table 6.1, together with their
acronyms. In the same table we explain how the definitions used here differ
from the one used in the literature, what the random effects are, and how they
are sampled. Furthermore, we specify in which section the respective model is
treated. We distinguish two families of models (the blue dashed cluster on the left
hand side, and red dotted box on the right hand side of Figure 6.1 respectively)
based on how the random terms are sampled: models for heterogeneity in time
have the coefficients that are stochastic processes in time, while models for
heterogeneity across units sample their coefficients from a certain distribution.

These two families do not usually overlap in the literature. The first is
typical in finance and developed around the RCA model [176]. The second has
developed in the fields of biology and econometrics growing in parallel from
various publications. Also the asymptotics varies substantially depending on the
research question and type of data in hand: asymptotic behaviour of estimators is
studied with respect to the number of observations T −→∞ and fixed n when the
focus is on the heterogeneity in time or for increasing number of units n−→ ∞

and fixed amount of repeats when the focus is on pooling many units. Recent
models addressing both heterogeneity in time and across units (random coefficient
panel data, and dynamic factor models) lie in the overlap of both families. For
this and few other models, the asymptotic behaviour is studied both with respect
to time and unit.

The acronyms in the nodes of Figure 6.1 correspond to those listed in Ta-
ble 6.1. The arrows linking two nodes point from the more general model to
a submodel that has given rise at least to an independent publication, while
the dashed lines highlight looser connections and similarities. We introduce
the random autoregressive moving average (RARMA) model to gather all the
considered models under a single structure. Since the literature on the topic is
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extremely vast, we have limited our overview to models fulfilling the following
inclusion criteria:

1. autoregressive structure,

2. at least one parameter is randomly sampled from a distribution and

3. discrete-time models.

The grey nodes mark the models that are characterized by the three properties
above. For completeness we include also some structures which do not satisfy all
three properties, but are closely related to the main topic of the overview. These
models are represented by white nodes in Figure 6.1, and shortly discussed in the
remainder.
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6.3 Random autoregressive models

An m-variate time series {Yi,t} for unit i = 1, . . . ,n at time t = 1, . . . ,Ti is said to
follow a random autoregressive model of order p – RAR(p) if it satisfies

Yi,t =
p

∑
k=1

g̃i,t,kYi,t−k +Xi,tβ +Zi,tci + ei,t , (6.3.1)

where Yi,t and Yi,t−k are the m-vectors of response variables for unit i at time t and
t−k respectively. The m×mr and m×ms block diagonal matrices Xi,t and Zi,t are
the design matrices at time t for the fixed and random effects respectively. The
mr-vector β = [β T

1 , . . . ,β T
m ]T and the ms-vector ci = [cT

i,1, . . . ,c
T
i,m]

T represent
fixed and random effects, with β j and ci, j the vectors corresponding to the
jth outcome. In particular, ci is sampled from a distribution with zero mean
and constant covariance matrix Σu. The m×mp-matrices of auto- and cross-
regression coefficients {g̃i,t} constitute a stochastic process indexed by i and
t, where g̃i,t = [g̃i,t,1, . . . , g̃i,t,p]. Finally, the noise process {ei,t} is a sequence
of m-variate random vectors with mean zero and covariance matrix Σei,t . No
assumption is made on serial and mutual correlation between {g̃i,t} and {ei,t},
while all the random variables are independent across units. The random effects
ci are also independent of all other random coefficients,

Cov

g̃i,t
ci
ei,t

=

Σgi 0 Σge
0 Σc 0

Σge 0 Σei,t

 ,

with Σge a covariance matrix. Furthermore, the initial state Yi,0 is assumed to be
of finite variance for any i.

We make here a brief comment about the existence and identifiability of
processes such as (6.3.1). Following [176, 161], one can consider the simpler
case of a first-order process on one unit since a vector autoregressive (VAR)
process of general order p can always be written as a VAR(1) model [161]:

Yt = g̃tYt−1 +Xtβ +Ztci + et .

Without loss of generality we can set β = 0, and the random effects can be studied
separately. It remains therefore to examine the process

Yt = g̃tYt−1 + et .

This is a VAR(1) model with a random autoregressive coefficient, so this repre-
sentation ensures that if the coefficients g̃t almost surely satisfy certain conditions
(namely those under which VAR processes exist), then also (6.3.1) will exist.
Note however that (6.3.1) defines a much wider class of processes. Attesting to
results in the literature, the existence of particular instances of (6.3.1) has already
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been studied: in case the autoregressive coefficients are serially uncorrelated,
and uncorrelated with the residuals [229]; if the autoregressive coefficients are
assumed to satisfy, almost surely, the conditions for existence of VAR models,
and are uncorrelated both serially and of the residuals [161].

The model in its full specification (6.3.1) is probably overparametrized. We
obtain meaningful submodels by introducing constraints on the model parameters.
For instance, assume that there exists a filtration Ft such that

E(g̃i,t |Ft) = gi,or (6.3.2)
E(g̃i,t |Ft) = gt ,or (6.3.3)
E(g̃i,t |Ft) = γ. (6.3.4)

In these cases, the resulting autoregressive coefficient, although being random,
presents only subject-specific variability (6.3.2), or the way it changes in time
is the same across subjects (6.3.3), or it does not depend on either unit i or
time t (6.3.4). Many other assumptions can be stated to derive existence and
identifiability of the process (6.3.1), but this is outside the scope of the present
work.

In order to have a structure that includes all the models treated in the present
work as particular cases, we extend the definition of RAR models to random
autoregressive moving average models – RARMA(p,q,r,s) – with a state-space
formulation very close to [225] (see Figure 6.1)

Yi,t =
p

∑
k=1

γkYi,t−k +
q

∑
k=1

ϕkwi,t−k +Xi,tβ +Zi,tci,t +wi,t

wi,t =
r

∑
j=1

fi,t, jwi,t− j +
s

∑
j=1

gi,t, jYi,t− j + `0,i,tŶi,t + ei,t .

(6.3.5)

Here γ = [γ1, . . . ,γp]
T and ϕ = [ϕ1, . . . ,ϕq]

T are constant autoregressive and mov-
ing average coefficients respectively, fi,t = [ fi,t,1, . . . , fi,t,r]

T , gi,t = [gi,t,1, . . . ,gi,t,s]
T

and `0,i,t are stochastic processes indexed by i and t with mean zero, and

Cov


ci,t
gi,t
fi,t
`0,i,t
ei,t

=


Σc 0 0 0 0
0 Σgi 0 0 Σge
0 0 Σ f 0 0
0 0 0 Σl 0
0 Σge 0 0 Σei,t

 .

Furthermore, Ŷi,t−1 denotes the conditional expectation of Yi,t given Ft−1. Sta-
bility and stationarity of the process in (6.3.5) have been proven in [225] when
some filtration satisfying (6.3.3) is imposed, and Xi,t = Zi,t = 0 ∀i, t. Note that
a RARMA(p,0,0, p) model with `0,i,t = 0 a.s is in fact a RAR(p) model, where
g̃i,t,k = gi,t,k + γi,k. Similarly we will show that also the other models presented
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in this overview are particular cases of the general RARMA structure (see Fig-
ure 6.1).

6.4 Models for the heterogeneity in time

This section deals with models suited for (1,m,T )−data (typically with T large)
grouped by the blue dashed box on the left hand side of Figure 6.1, and character-
ized by parameters that are random in time. These models have been developed
in finance and have application in futures hedging, spot rate predictions, stock
volume transaction data amongst others, but there also exist applications in engi-
neering, ecology, epidemiology and biology. In all models treated here n = 1, so
we drop the subscript i.

It is worth mentioning here that such models have also been treated in the
closely related field of statistical tracking, but we do not pursue this connection
here; c.f. [133] for an overview.

6.4.1 Generalized random coefficient autoregressive models
(GRCA)

With the notation and distributional assumptions introduced in Section 6.3, a
generalized random coefficient autoregressive (GRCA) model of order p [112]
can be written as

Yt =
p

∑
k=1

(
γk +gt,k

)
Yi,t−k + et . (6.4.1)

It is in fact a RARMA(p,0,0, p) model with `0,t = 0 a.s., autoregressive coeffi-
cients gt = [gt,1, . . . ,gt,p]

T and residuals et serially uncorrelated, and Xt = Zt = 0
for every t.

This structure, introduced in [112], generalizes the random coefficient au-
toregressive (RCA) model [176] by allowing the autoregressive coefficients and
the residuals to be correlated, while enforcing serial uncorrelation for each of
the two stochastic terms. Despite the different assumptions, such models are
often referred to as random coefficient autoregressive models [55, 56, 50, 23].
The GRCA includes as particular cases the (generalized) Markovian bilinear
or (G)MB model, and random coefficient exponential autoregressive (RCEA)
models, for particular choices for the autoregressive coefficients [112].

The very first attempts to analyse this structure can be found in [55, 56]. In
these papers the author derives conditions for stability in GRCA models. Later
local asymptotic normality is proven, together with the asymptotic optimality
of the maximum likelihood estimators for the mean of the autoregressive coeffi-
cient [111]. The same authors compare the efficiency of conditional and weighted
conditional least squares (LS) estimators for GRCA via a simulation study, show-
ing a better performance of the latter [112]. By combining Godambe’s optimal
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estimating functions with conditional least squares and the method of moments,
the authors of [50] introduce the so-called estimated optimal estimators. It is
interesting to note that for GRCA these are identical to the conditional weighted
least squares estimators of [112]. The same authors derive the limit distribution
for the estimate of the mean of the autoregressive coefficient, showing that these
depend only on the second-order characteristics of the joint distribution of random
coefficients and error. Despite the title and no references to [112], the authors
in [23] discuss a GRCA model and make restricting assumptions (reducing to a
RCA model, c.f. Section 6.4.1) to derive quasi-maximum likelihood estimators
and show their strong consistency and asymptotic normality.

Quasi-maximum likelihood (QML) estimation can be applied to non-stationary
GRCA (and, similarly, to the generalized autoregressive conditional heteroscedas-
ticity (GARCH) models, introduced in Section 6.4.3) [224]. For this estimator,
asymptotic normality and consistency are proven. Furthermore, bootstrap meth-
ods based on QML are shown to enable the simultaneous estimation of all the
three parameters in GRCA [72].

Empirical likelihood (EL) estimators have been proposed for the autore-
gressive and variance-covariance parameters in GRCA [258]. In this work, the
authors derive the asymptotic distribution of the estimators, a non-parametric
version of Wilk’s theorem, a test to check for stationarity and ergodicity in first-
order GRCA models, and propose an empirical log-likelihood ratio statistics.
Finally, they compare their estimation method with the one of [112], highlighting
the advantages of the proposed strategy when compared with traditional methods
(i.e., it does not rely on predetermined symmetry, it does not require the estima-
tion of the asymptotic covariance matrix, it is robust against heteroscedasticity).
Based on the same empirical likelihood and on conditional least squares, the
same authors develop monitoring techniques for GRCA, proposing a test for
parameter changes [259, 260] and a test for stationarity and ergodicity [261] for
GRCA(1) models. Furthermore, the empirical likelihood method is applied to
the weighted LS score equation to create a unified framework in the estimation
of GRCA, both stationary and non-stationary, possibly trended time series either
with or without random coefficients [103].

Random coefficient autoregressive models (RCA)

If we assume gt to be independent of the residuals et in (6.4.1), this becomes
the random coefficient autoregressive (RCA) model [176], as previously pointed
out [112]. This structure is one of the first attempts to capture the heterogeneity
typical of financial time series. While early publications on RCA models deal
with their stability, stationarity and ergodicity [15, 175, 176, 70], recently the
focus has concentrated on parameter estimation.

The classical assumptions in papers dealing with various estimation methods
include necessary conditions for stability and ergodicity. Least squares estimation
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methods have been proposed in the classical and conditional forms [175, 176,
225], and are often taken as benchmark for modern advances. Furthermore,
since LS estimates are strongly consistent and under suitable conditions they
obey the central limit theorem, they often served as starting point for iterative
schemes such as maximum likelihood (ML) [176, 222, 13], or in combination
with other procedures such as estimating functions (EF) [220, 1] and bootstrap
methods [190, 71]. Note that for ML estimation, autoregressive coefficients and
residuals are also typically assumed to be jointly normal. Furthermore, for RCA
models the EF approach is equivalent to weighted least squares (WLS) [1]. [209,
130] investigate asymptotic properties of a general class of M-estimators and then
derive an efficient adaptive locally asymptotically minimax adaptive estimator
for the mean of the random coefficient. Aue et al. use quasi-maximum likelihood
(QML) to estimate the parameters of scalar RCA(1) processes [23]. Under
suitable conditions, they derive strong consistency and asymptotic normality for
these estimates. The procedure is an extension of the traditional method of [176]
in the sense that they impose only natural minimal conditions on the sequences
of random coefficients and residuals. Moreover, recent work investigate Whittle-
and generalized moment estimators for stationary RCA [213, 38].

Many authors explored also estimation under non-stationarity conditions,
proposing unified frameworks for the systematic analysis of both stationary
and non-stationary time series, proposing maximum likelihood and conditional
least squares on various classes of nonlinear time series [222]. As with the
GRCA model, quasi-maximum likelihood is used for the non-stationary RCA.
Although the variance of the initial error cannot be estimated, weak consistency
and asymptotic normality of the estimates can be proven [37, 22]. In the latter
reference, the method is validated through a Monte Carlo simulation study and
applied to real financial data.

The Bayesian approach enables the analysis of non-stationary time series and
allows the inclusion of prior information [63, 252, 26, 203, 233, 234, 60]. The
comparison between the Bayesian [234] and the QML [22] estimation methods
applied to the same daily stock transaction volume data is interesting. The author
of the latter publication expresses a non-decisive opinion on the real dataset,
but remarks the better performance of the frequentist parameter estimate on the
simulated data.

Other recent publications deal with tests for the randomness of the coeffi-
cients [11] and for parameter changes in RCA [191, 145, 144].

Generalized Markovian Bilinear models (GMB)

Take gt,k = θkerk
t in (6.4.1), with θ = [θ1, . . . ,θp]

T a vector of constants and
r = [r1, . . . ,rp]

T a vector of non-negative integers. The resulting model is the
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so-called generalized Markovian bilinear (GMB) model,

Yt =
p

∑
k=1

(
γk +θkerk

t
)

Yt−k + et , (6.4.2)

of which the Markovian bilinear (MB) model is a particular case when rk =
1 ∀k [223, 70, 54]. It is worth noting that although GMB models have a random
autoregressive coefficient, this coefficient is not sampled from an independent
stochastic process, as it is for RCA models (c.f. Section 6.4.1). Rather, the
autoregressive coefficient is function of the noise term.

Random Coefficient Exponential Autoregressive models (RCEA)

Take gt,k = (θk1 +θk2 exp(−θk3e2
t ))et in (6.4.1), where θ j = [θ1 j , . . . ,θp j ]

T , j =
1,2,3 are vectors of constant parameters. Then, (6.4.1) becomes

Yt =
p

∑
k=1

(
γk +(θk1 +θk2 exp(−θk3e2

t ))et
)

Yt−k + et , (6.4.3)

known in literature as random coefficient exponential autoregressive (RCEA)
model [112, 192]. As in GMB models, the heteroscedasticity in the autoregressive
coefficient is inherited from the residuals.

6.4.2 Random coefficient autoregressive models with correlated
terms (RCAC)

In practical situations (for example encountered in economy), the assumption
of independence in time of the coefficients often does not hold. Models that
account for some time-dependence among the random parameters have thus been
introduced. These models also extend the RCA model (Section 6.4.1), but are not
particular cases of the GRCA. In fact they are again derived from (6.3.1) without
the subscript for the unit, by setting Xt = Zt = 0 ∀t, but contrarily to GRCA they
assume independence between noise and autoregressive coefficients, and allow
serial correlation for one of the two random variables. The acronym introduced
here for this family is RCAC (random coefficient autoregressive models with
correlated terms).

Random coefficient autoregressive model with correlated random
coefficients

An example of RCAC model relaxes the assumption of serial independence of
the autoregressive coefficients, by assuming the random coefficient of the scalar
RCA(1) to be gt,1 = α0zt +α1xt−1, with α0,α1 6= 0 constant coefficients and
z1, . . . ,zt independent random variables with zero means and the same variance
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σ2
z , independent of both Y0 and {et} [129]. In this publication, conditions for

stationarity, covariance function and best linear predictions are obtained.

Random coefficient autoregressive model with correlated error sequence

In the dissertation [229], the author extends the results for RCA models under
typical assumptions (c.f. Section 6.4.1) to RCAs with the noise being an ergodic,
strictly stationary martingale difference sequence with respect to the previous
observations. Although the author refers to it as a generalized random coefficient
autoregressive model, this should not be confused with model (6.4.1) as pointed
out in the second chapter of the dissertation, since the autoregressive coefficient is
independent of the residuals. For this model, the author proposes a new functional
estimator, originally for RCA(1) [209], for RCA(p) and multivariate RCA(1).
The newly introduced estimator is strongly consistent and asymptotically normal.
With an extensive simulation study the author compares least squares, weighted
least squares, maximum likelihood, and the new functional estimator in terms of
efficiency and asymptotic variance. Based on this the author concludes that the
WLS seems to be the optimal choice. The code for parts of the implementation
(in R [193]) are provided. A study comparing the performance of the LS method
on RCA models with correlated and uncorrelated error sequence is presented
in [18]. From the simulation study, the authors conclude that the correlation in
the residuals improves the results only when the data oscillates, while for real
data the model with autocorrelations outperforms the simpler model with serially
independent error sequence.

6.4.3 Generalized autoregressive conditional heteroscedasticity
models (GARCH)

A significant contribution to the literature for modelling stochastic volatility is
given by the family of generalized autoregressive conditional heteroscedasticity
models [42]. With the notation of the previous sections a GARCH(p,q) model is
defined as

Yt |Ft−1 ∼ N(Xβ ,h2
t )

h2
t = α0 +

p

∑
k=1

αkw2
t−k +

q

∑
k=1

βkh2
t−k

wt = Yt −Xβ

(6.4.4)

where Ft−1 is a filtration, and α0, αk, and βk are coefficients to be estimated. This
model is suited for (1,m,T )−data, with m possibly larger than one [30]. This
model can also be seen as a RARMA(0,0,0,0) model with Zt = 0 ∀t and `0,t = 0
almost surely. Thus wt = et , and et is normally distributed with variance h2

t . As
for GMB and RCEA models (Sections 6.4.1 and 6.4.1), the heteroscedasticity in
time comes from the noise and not from sampling from a different distribution.
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We mention this family shortly for completeness, and refer to other references
that deal in depth with this model [30, 83].

Autoregressive conditional heteroscedasticity models (ARCH) The partic-
ular case of (6.4.4) with q = 0 constitutes the autoregressive conditional het-
eroscedasticity (ARCH) model of order p [69]. Here the covariance structure is
only function of the noise at previous states, h2

t = α0 +∑
p
k=1 αkw2

t−k, imposing
shorter memory to the process.

Similarly to GARCH the heterogeneity in ARCH is obtained by incorporating
the noise in the definition of some parameters, and we refer to publications
specifically on the topic for further details [43, 62, 98]. However, it is interesting
to note that RCA and ARCH models share second order properties and can be
studied in parallel [225, 249, 50].

6.4.4 Conditional heteroscedasticity autoregressive moving
average models (CHARMA)

After the introduction of the ARCH model described in Section 6.4.3, many
authors investigated its relationship with the RCA model (Section 6.4.1). In
fact, the first can be rewritten with the structure of the second, and they possess
the same second order properties [225, 249]. The introduction of conditional
heteroscedasticity autoregressive moving average (CHARMA) models [225] is
motivated by these considerations and from the observation that neither RCA
nor ARCH have parsimonious definitions. CHARMA models are defined by the
equations

γ(B)Yt = ϕ(B)wt

ft(B)wt = `0,tŶt−1 +gt(B)Yt + et
(6.4.5)

where B is the backwards operator, and are in fact a RARMA(p,q,r,s) with
Xt = Zt = 0, ∀t, and with both serially and mutually independent random terms
having constant variances. Estimation can be carried out via LS, and appropriate
moment conditions ensure asymptotic normality of the estimators. Multivariate
extensions of the CHARMA model can be found in [6]. Note that RCA and
ARCH are also particular case of CHARMA [225].

6.4.5 Random coefficient autoregressive regime switching models
(RCARRS)

For the particular application of estimating time-varying hedges ratios, many
models have been explored – in particular, under the RAR family, the bivariate
GARCH and the RCA models [36]. The so-called random coefficient autoregres-
sive regime switching (RCARRS) [140] model was introduced by combining
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the flexibility of RCA models with the state-dependence properties of Markov
regime switching (MRS) models [12]. It was originally formulated as

St = αst +ζtFt + εt,st (6.4.6)

(ζt − ζ̄ ) = φ(ζt−1− ζ̄ )+νt , (6.4.7)

where St and Ft are the spot and future values at time t, αst is a state-dependent
constant parameter, ζt is the autoregressive coefficient with steady-state ζ̄ . The
two iid sequences εt,st and νt with variances σ2

εst
and σ2

ν respectively are also
mutually independent. The state equation on ζt has autoregressive coefficient
|φ | < 1 to impose stationarity on the ζt sequence. The parameters depend on
a latent variable st following a two-state first-order Markov-switching process
with transition probabilities p1 and p2 to be estimated. From a comparison of the
models proposed for this application it appears that RCA has the best in-sample
(on the data used to estimate model parameters) performance, while RCARRS the
best out-of-sample (on new data) performance for the case study at hand [140].
With a small extension to state-dependent variables, the RCARRS model of order
p can be seen as a RARMA(p, p,0,0) model with γk = φk, ϕk =−φk, Xt = [1,Ft ],
Zt = Ft , β = [(1−φ)αst , β̄ ] and ct = νt . Furthermore, st ∈ {0,1} determines the
distribution being sampled,

αst = α01{st = 0}+α11{st = 1},
εt,st = εt,01{st = 0}+ εt,11{st = 1},

where α0 and α1 are two constant values, εt,0 ∼ N(0,σ2
0 ) and εt,1 ∼ N(0,σ2

1 ).

6.4.6 Time-varying autoregressive models (TVAR)

Completely independent from the RAR literature is the stream of publications on
Bayesian time-varying autoregressive (TVAR) models [188, 187]. The Bayesian
framework, together with the non-stationary time series in hand, may be the
reason for the non-existence of references to other publications also dealing
with heterskedastic time series (such as the ones treated in other sections). In
fact, this dynamic linear regression model can be derived from the general
equation (6.3.1) similarly to GRCA models. However, different assumptions are
allowed on the random parameters, and it allows model order uncertainty. Such
models find application in various modern contexts, such as biomedical signal
processing (including the analysis of multiple electroencephalographic traces) and
communications. In [187], the authors consider a model for (1,1,T )−data with
the autoregressive coefficient following a Gaussian random walk. The variance
of the noise term σ2

t = σ2
t−1(δ/ηt) depends on ηt ∼ Beta(at ,bt), allowing for

heteroscedasticity. Furthermore, ηt is assumed to be serially independent and
independent of et and ζt . Also this model is a special case of the general structure.
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With the mentioned choices, it is a RARMA(0,0,0,1) model with Xt = Zt = 0 ∀t
and `0,t = 0 almost surely, gt following a random walk and {et} having variance
Σei,t = σ2

t as defined in the paper and rewritten above.

6.5 Models for the heterogeneity across units

In this section we describe the family of models delimited by the red dotted line
on the right hand side of Figure 6.1. The common feature among these models
is that they pool information from n time series assumed to follow the same
underlying process. This is important when the number of observations T in
(n−m−T )-data is limited.

Vector autoregressive (VAR) models are often employed to consider multiple
responses simultaneously. However, they are characterized by a large number of
parameters which makes the estimation challenging. Bayesian vector autoregres-
sive (BVAR) models aim to overcome this issue by pooling information from
different units, but when there is a large number of these short time series, more
restricting assumptions are necessary on the priors [170]. In fact, many of the
models treated in this section were introduced to extend the flexibility of BVAR
models and enable a more efficient analysis of a large number of short time
series by introducing random coefficients. The randomness can be found either
in the dynamic part (i.e. in the autoregressive coefficient) or in the static part
(i.e. random effects), depending on the purpose. Most of the proposed models
have, in fact, only one of these two sources of randomness.

Publications about models in this family developed often in an independent
way, with applications in the economic, sociological, biological, agricultural,
international relations and industrial fields, where multiple time series with
similar behaviour are available. There exist various overviews on the topic [85,
108, 110, 131], but their scope is limited to a single field of application and related
publications. The authors of [108] summarize and compare the performance of
various approaches specific to marketing applications. All of the models that
they investigate are particular cases of the RARMA model: the first consists of
a set of independent autoregressive models with constant coefficients for each
response unit. The second and the last are constant coefficient models, and the
difference is in the aggregation of the response variable in the latter structure. The
so-called fixed effects model is an autoregressive model with random intercept
while the one defined as random coefficients model is in fact (6.5.1). Their work
is a good guide to the understanding of the relationship between the considered
models, giving the appropriate estimation method, drawbacks and references.
Since the approaches accommodate different levels of heterogeneity, they are
then compared by the use of a simulation study and an application to real data.
The paper of [85] is again based on marketing applications, and beside reviewing
existing models, proposes a series of possible extensions combining well-known
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features. In fact, some of the proposed models already exist in different fields of
application. Also the overview of [110] focuses on economic applications and
reviews part of the literature, ranging from static random effects models to those
including autoregressive structures.

Since the existing literature is wide and diverse, but at the same time it shows
many similarities, we introduce the unit-specific autoregressive (UAR) model to
organize the right hand side of Figure 6.1. We state how to set the parameters of
the UAR model to obtain the remaining models as particular cases, showing their
hierarchy and listing the main related publications.

6.5.1 Unit-specific autoregressive models (UAR)

With the notation of Section 6.3, the general unit-specific autoregressive (UAR)
model of order p can be written as

Yi,t =
p

∑
k=1

γkYi,t−k +Xi,tβ +Zi,tci +wi,t ,

wi,t =
r

∑
j=1

fi, jwi,t− j +
s

∑
j=1

gi, jYi,t− j + ei,t .

(6.5.1)

It is in fact a RARMA(p,0,r,s) model where the random coefficients are indexed
only by i and are independent, and `0,i,t = 0 almost surely.

Random coefficient autoregressive panel data models (RCAP)

In (6.5.1) take Xi,t = Zi,t = 0 ∀i, t, and fi,t = 0 almost surely

Yi,t =
p

∑
k=1

γkYi,t−k +wi,t ,

wi,t =
s

∑
j=1

gi, jYi,t− j + ei,t .

(6.5.2)

The resulting equation is the random coefficient autoregressive model, which has
been widely studied and applied mainly in biological and economic studies, for
its ability to pool multiple time series [155, 221]. Since there is no agreement
in the definitions, we refer to this structure as random coefficient autoregressive
panel data (RCAP) model, to keep the analogy with RCA (Section 6.4.1). The
residuals are assumed to be a series of identically distributed normal random
variables with variance Σei,t . In most cases the covariance matrix is diagonal and
constant, but there exist exceptions [179, 170], and only one reference makes the
explicit assumption for the independence between autoregressive coefficients and
residuals [203].
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Early references deal with stationarity and estimation of the moments of the
distribution of the random autoregressive coefficient; consistency and asymptotic
normality are proved [199]. Most publications propose Bayesian approaches to
the estimation of the RCAP parameters. To legitimate the approach, Liu and
Tiao [155] show that the prior on the parameters of the distribution of the random
coefficients has progressively less influence as the number of units increases. In
the same publication, the authors analyse a first order scalar case, deriving basic
properties of the theoretical a posteriori distribution of the coefficients in the case
of beta distributed AR coefficients. They also discuss how the model can be
applied to seasonal data and how it can be extended to second order autoregres-
sion, with a rescaled Dirichlet distribution as prior on the coefficients. The same
authors furthermore, propose empirical Bayes estimates for RCAP(p) to over-
come the technical complexities of the approach of [155], and they outperform
classical least-squares estimation in most of the cases [146]. However, the authors
remark that the latter approach requires prior knowledge of the distribution of the
coefficients and cumbersome implementation.

A similar comparison of large sample properties of empirical Bayes estimates
with respect to both Bayesian and frequentist estimates for RCAP(1) illustrates
how the three limit distributions are equivalent [126]. For inference in the context
of the Bayesian approach, authors have developed a Metropolis-within-Gibbs
sampling algorithm and two algorithms based on MCMC (only one requiring
stationarity) [179, 170]. The latter reference includes the same application
investigated by [155]. They conclude that their method performs better than VAR
or BVAR for numerous time series, both stationary and nonstationary. Recently,
the model has been applied to a genetic study on beef cattle [204]. The Bayesian
estimates are obtained under three different priors, and the proposed method
is shown to perform well both in a simulation study and in the application. In
particular, the independent multivariate student’s t - inverse gamma prior is
shown to provide the best results on the data in [204]. Other recent publications
use model-based approaches similar to the ones described in this section for
clustering [173, 239, 172].

Autoregressive linear mixed models (ARLM)

When the random autoregressive and moving average coefficients are null almost
surely, UAR (6.5.1) reduces to the autoregressive linear mixed ARLM(p) model
of order p [92],

Yi,t =
p

∑
k=1

γkYi,t−k +Xi,tβ +Zi,tci + ei,t . (6.5.3)

Here the autoregressive coefficient is constant, and the heterogeneity is due to the
random effects ci. The assumptions on the random coefficients are these tradi-
tional in linear mixed models, namely ci and ei,t are assumed to be independent
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across units i, both iid normal with constant variances Σc and Σe respectively.
The authors [92] reduce the model to a first order scalar model by writing the
autoregressive term in matrix form as γFiYi, where γ = [γa, . . . ,γp] and Fi is a
(Ti +1)× (Ti +1) matrix with all of the elements below the diagonal equal to 1
and all the other entries equal to zero. When the coefficient is an unknown scalar,
this notation makes the connection with traditional linear mixed models more
evident. Higher orders of autoregression models are obtained by changing the
entries of Fi. The authors motivate the use of this model to fit response profiles
observed in clinical trials, with initial sharp changes, decreasing rates of change,
and finally approaching asymptotes. The ARLM model enables the analysis of
dose-response changes within individuals, modelling curves approaching random,
patient specific asymptotes. In the first paper, the focus is on the properties of
the newly introduced model, on how it extends the traditional autoregressive
model in the random effects term and in the error structure [92]. Via a simu-
lation study and the application to a clinical study, the authors conclude that
their model outperforms the previous approaches for this specific application.
In later publications, the same authors further explore the properties of ARLM
models, focusing on the effect of drop-outs on the asymptote’s estimate [94];
they also consider estimation in the case of unequally spaced measurements in
time [90]. They propose a state-space representation to enable Kalman filter
estimation and extend the model to the bivariate case [89, 93]. Later, they analyse
the dose-response relationships when the dose is chosen based on previously
observed response [91]. In the referenced publications, the authors use maxi-
mum likelihood estimation methods, and in some cases estimates are shown to
be consistent. The analysis is implemented through the MIXED procedure in
SAS software [152] relying on the flexible matrix representation. However, this
estimation method does not work when intermittent (i.e. followed by observed
values) missing values are present.

Autoregressive panel data models (ARP) The autoregressive (or dynamic)
panel data (ARP) model,

Yi,t =
p

∑
k=1

γkYi,t−k +Xi,tβ + c0,i +wi,t (6.5.4)

is a special case of (6.5.3) with random intercept only, although no cross refer-
ences exist between the two model families. This model has been largely applied
in finance and psychology. Estimation and identifiability are discussed in two
consecutive publications by the same authors [16, 17]. Since these are tradition-
ally models for short time series (small T ), the authors investigate the consistency
of ML estimates and asymptotic properties as both the number of observations T
and units n diverge to infinity. Of particular interest is their discussion about the
influence of the initial conditions, which is not negligible under these settings.
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Furthermore, they clarify the difference between pseudo- and conditional max-
imum likelihood estimators. In the second publication, they extend the model
allowing for the inclusion of both time-invariant (serial correlation model) and
time-varying (state dependence model) exogenous variables and show which
parameters can be estimated. Their work fits the general framework structuring
the error models [163].

Since in dynamic panel data models the series are highly autoregressive
and the number of observations is moderately small, the generalized method of
moments (GMM) estimator has large finite sample bias and poor precision in
simulations. Various alternative approaches exist, often exploiting instrumental
variables. A comparative study illustrates how a modified version of the least
squares dummy variable estimator (i.e. including dummy variables to eliminate
individual effects) can outperform GMM in terms of asymptotic variance, while
achieving small bias [127]. Furthermore, various modified versions of the GMM
have been investigated, such as the Arellano-Bond estimator and the system
GMM [19, 5, 39, 40, 41, 44]. Few references study Bayesian inference in ARP
models under either standard and non-Gaussian assumption [104, 118].

The fundamental problem of testing the presence of individual effects [106,
19], serial correlation [250, 64] and unit roots [143] in dynamic panel data models
is addressed by many authors to enable the choice of the most parsimonious
structure and test stationarity.

The number of publications studying applications of model (6.5.4) is ex-
tremely large. More information on model selection and estimation methods can
be found in comparative papers such as [119, 44].

Time-series-cross-sectional models (TSCS)

Time-series-cross-sectional (TSCS) models [33] constitute a stream of publica-
tions independent of the rest of the literature. The main reason for this is probably
the type of data being analysed; it is large both in n and T , and asymptotics are
taken with respect both to T and n. The model is widely applied in political
economy and can be stated in the following state-space form

Yi,t = Xi,tβ +wi,t

wi,t =
r

∑
j=1

fi, jwi,t− j + ei,t .
(6.5.5)

where ei,t are independent identically distributed random variables with zero
mean. Note that (6.5.5) is in fact a UAR model with gi = 0 a.s. , γk = 0 ∀k and
Zi,t = 0 ∀i, t.

In [33] we find a discussion on the so-called Parks method, according to
which the generalized least squares (GLS) method dramatically underestimates
variability in TSCS data unless T � n. The authors point out that this requirement
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is often not fulfilled in the field of comparative political economy, where the Parks
method is commonly used. Feasible GLS (FGLS) is discussed as an alternative.
The authors conduct a Monte Carlo simulation study to show the importance of
including individual autoregressive coefficients in small datasets. The authors
also suggest the use of panel-corrected standard errors, which take heterogeneous
serial correlation in the residuals into account.

Another publication of the same authors extends the model to time series
with a binary response variable and a large number of observed units. The
authors alert researchers that taking correlation in time into account is crucial
for proper inference. In particular, they show the consequences of neglecting
correlations by looking at previously published studies in international relations
where correlations where ignored [34]. A similar discussion is proposed by the
same authors in [31, 32]. Finally, [183] compares the goodness of fit of various
models on the specific case study of Welfare State development.

6.5.2 Bayesian vector autoregressive models (BVAR)

Bayesian vector autoregressive (BVAR) models are the traditional vector autore-
gressive models, where the coefficients are estimated via Bayesian approaches by
setting a prior on the autoregressive coefficients (i.e. shrinkage methods). This,
jointly with the likelihood of the data, returns a posterior distribution for the
autoregressive coefficients. They are shown to be appropriate methods for esti-
mating large dynamic models [25]. A Bayesian vector autoregressive model of
order p is in fact a RARMA(p,0,0,0) model, with Xi,t = Zi,t = 0 ∀i, t, `0,i,t = 0
a.s and serially independent residuals. However, BVAR models do not fulfil
our inclusion criteria since the randomness on the coefficients is imposed for
estimation, while we consider models where the coefficients are random by
assumption (inclusion criteria 2.). We refer thus to other references for more
details [153, 61, 25, 251].

6.5.3 Hierarchical vector autoregressive models (HVAR)

In recent years, studies in psychology and behavioural science have started in-
cluding dynamic models for temporal behaviour with hierarchical structures to
account for both inter- and intra-individual variability. These models address
data where all dimensions (n, m, and T ) are large, and developed almost inde-
pendently of the remaining literature. Since a definition does not exist and the
models considered here vary also in terms of structure, we collect them under the
general term hierarchical vector autoregressive (HVAR) models - highlighting the
multivariate outcome and the hierarchical definition, without forcing a specific
model structure.

This includes, for instance, the multilevel VAR model [46], that is in fact
a RCAP (6.5.2) suited for (n,m,T )-data. Given the field of application and the
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fact that this model constitutes the basis for a network approach, we treat it
separately. It is also interesting to notice the analogy with BVAR models – in
the sense that the model equations are the same, but here the auto- and cross-
regression coefficients are random for the model assumptions, and estimation is
based on pseudo-likelihood. Using their model the authors obtain subject-specific
equations that enable them to compare different groups.

Another example in this cluster is the hierarchical state space model [156]
(c.f. [178, 195] for the continuous-time version), a dynamic linear model with
subject-specific parameters, that can be rewritten as

Yi,t = Zi,tci,t +wi,t

wi,t =
p

∑
j=1

fi, jwi,t− j + ei,t ,

with the notation introduced in Section 6.3. It is in fact a RARMA(0,0, p,0)
model with `0,i,t = 0 a.s. and an additive structure for ei,t = ziXt,i+vt . The authors
take a Bayesian approach for the estimation.

Furthermore, hierarchical Bayesian models have received particular attention
and they are shown to be well suited for studies in psychology [212, 141, 195].
Some authors have also introduced a test to check whether inter- and intra-
individual model structures are equivalent [4].

6.6 Models for the heterogeneity in time and across units

In this section we describe models that can accommodate both heterogeneity
in time and across units. The need for models capable of addressing multiple
properties of the data at the same moment has been recently addressed both for
macroeconomic and financial applications [109], and for the analysis of EEG
data [189].

6.6.1 Random coefficient panel models (RCP)

With the notation of Section 6.3, a random coefficient autoregressive panel (RCP)
model [109] is defined as

Yi,t =
p

∑
k=1

γkYi,t−k +Xi,tβ +Zi,tci +wi,t ,

wi,t =
s

∑
j=1

gi,t, jYi,t− j + ei,t ,

(6.6.1)

which is in fact a RARMA(p,0,0, p) (6.3.5) model with `0,i,t = 0 almost surely,
the autoregressive coefficients independent of the residuals and all the stochastic
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terms serially independent. Note that the nomenclature could be confused with
that of autoregressive panel data models, treated in Section 6.5.1. However, we
do not introduce new definitions to avoid creating additional terms. Model (6.6.1)
is used on (n,1,T )−data in [109], and is capable of addressing heterogeneities
both in time and across units, with subject-specific stochastic autoregressive
coefficients and the following factor structure for the error term

ei,t = zi,t +χivt . (6.6.2)

All the stochastic terms are serially independent and independent across units. In
particular, the term vt has zero mean and unit variance, while χi is independent
across the units and independent of the other random terms.

Early references to this model address the unit root problem [174, 246].
Recently, it has been shown that the unit root problem exists only in case T −→
∞ [109]. In their manuscript, the authors study the asymptotics of the weighted
least squares estimator, showing that it is asymptotically normal. The authors
provide a simulation study to justify that this estimator performs well also for
relatively small panel data (both in terms of T and n), and two applications to
macroeconomic and financial case studies.

Note that random coefficient panel models include both RCA and RCAP
models as particular cases for some filtrations, Xi,t =Zi,t = 0, ∀i, t and no structure
is imposed on ei,t .

6.6.2 Dynamic factor models (DFM)

Bayesian time-varying autoregressive (TVAR) models (c.f. Section 6.4.6) are
suited for single non-stationary time series. These models have also been ex-
tended to pool information from multiple non-stationary time series, in order to
understand the cross relationships and spatio-temporal dynamics observable, for
example, in multiple channels of EEG data. Other applications include analysis
of speech signals and communications.

In dynamic factor models (DFM) the state follows a dynamic linear or TVAR
model [244], while the observation equation can assume various forms. Again,
as for the TVAR model, multiple assumptions are possible. One example is the
regression with fixed factor weights to adjust the effect of the latent variable for
different channels [188, 189],

yi,t = χixt +νi,t ,

xt =
p

∑
j=1

φt, jxt− j +ηt ,

φt = φt−1 +wt .

(6.6.3)

It is in fact a RARMA(0,0, p, p) model with gi,t =− fi,t = φt , assumed to follow a
random walk, and a multiplicative structure for the residuals (ei,t = χiηt ) similar
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to (6.6.2) of [109]. In this case, however, χi’s are fixed factors, and thus the
inclusion of this class into the models for the heterogeneity across unit and time
is questionable. It is also interesting to note the analogy with HVAR models, but
here the autoregressive coefficients are random in time while in HVAR they are
random samples from the population.

6.7 Discussion

In this chapter we have presented a comprehensive overview of models with
autoregressive structure and random coefficients. The literature on this topic is
extremely broad and varied, and the nomenclature and the proposed inference
methods strongly dependent on the field of application. We provide a terminology
section that can guide the reader through the literature. We also introduce a
general model that allows for a better understanding of the hierarchy between
existing models, making similarities and differences between them clearer. Our
overview includes lists of applications that are typical for each model, and this
information is valuable in narrowing down appropriate models for the data at
hand. Since the existing literature is fragmented, we believe that bringing together
traditionally independent fields will boost the research in each field, exploiting
the achievements of others. This will also avoid replication of results, which is
quite common in this context.

We limited this review to autoregressive models with random parameters
for discrete-time data, but extensions in multiple directions are possible. For
example, it would be interesting to extend this work to other autoregressive
models, e.g. models with deterministically time-varying parameters. It would
also be interesting to extend the overview to continuous-time models. Further
research should continue the analysis of the newly introduced RARMA model,
checking identifiability and proposing suitable estimation methods. Hopefully
the results will move towards open source implementations, differently from the
current literature – which is vast and not easily reproducible.
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Automatic segmentation and

probabilistic modelling of PPG
signals

Based on
Regis, M., Eerikäinen, L.M., Haakma, R., van den Heuvel, E.R. & Serra, P. (2019).

Robust probabilistic modeling of photoplethysmography signals with application to the
classification of premature beats.

Submitted.

In this chapter we propose a robust approach to model photoplethysmography
(PPG) signals. After decomposing the signal into two components, we focus
the analysis on the pulsatile part, related to cardiac information. The goal is to
enable a deeper understanding of the information contained in the pulse shape,
together with that derived from the rhythm. Our approach combines functional
data analysis with a state-space representation and guarantees fitting robustness
and flexibility on stationary signals, without imposing a priori information on the
waveform and heart rhythm. With a Bayesian approach, we learn the distribution
of the parameters, used for understanding and monitoring PPG signals. The
model can be used for data compression, for inferring medical parameters and for
understanding condition-related waveform characteristics. In particular, we detail
a procedure for the detection of premature contractions based on the residuals of
the fit. This method can handle both atrial and ventricular premature contractions,
and classify the type by only using information from the model fit.
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7.1 Introduction

Photoplethysmography (PPG) is a light-based technology to measure relative
peripheral blood volume variations [14]. Nowadays PPG is commonly used and
integrated in devices at different body locations (e.g. wrist, finger, ear), since it
can be used to derive physiological information that is normally measured via
other measurement modalities, such as electrocardiogram (ECG). Although this
causes a loss of accuracy in the estimated values when compared to the same
medical parameters, e.g. heart rate from ECG, it comes with the advantage of
unobtrusiveness and low costs. Furthermore, it can provide a broader image of the
health status, including for example information on the cardiovascular, respiratory
and autonomic systems [211, 14, 181, 67, 51]. Since it is nowadays well accepted
that early diagnosis and treatment of threatening conditions can make a large
difference both in terms of individuals’ quality of life and public health costs,
monitoring the population unobtrusively and on a large scale for cardiovascular
problems at relatively small costs has become a priority in modern medicine.
This has motivated and boosted research on PPG signals to detect anomalies,
and to monitor and classify categories of patients. However, the richness of the
information combined with signal disruption, due to device misplacement and
movement for example, results in an extremely complex signal. In fact, a deep
understanding of the PPG waveform is still a challenging open problem [67].

Multiple attempts have been made to model the signal to disclose the un-
derlying physiology [210, 202, 58, 235, 164, 27, 165, 160, 102]. Shariati and
Zahedi [210] proposed a linear parametric model, and tested the fit with different
choices for the correlation structure. The conclusion among the tested possibil-
ities was in favour of the autoregressive structure. A more popular approach
consists of decomposing the signal into a variable number of (log)normal com-
ponents [202, 58, 235, 164, 27, 165, 160, 102]. This method is motivated by the
underlying physiology since each component has a physical explanation [68].
The major limitation of this approach is the fixed structure of the pulses, that re-
quires a priori knowledge and reduces model robustness. Most of the approaches
listed above are in fact suited for modelling regular sinus rhythm. A recent
publication explores using a mixture of Gaussians and lognormals for model
fitting and data simulation under atrial fibrillation [216]. Also in this case, each
patient is assigned a certain fixed pulse shape among five possible choices prior
fitting. This rigidity leads to the failure of fitting procedures every time the newly
encountered shape does not comply with the expected waveform, requiring the
data to have limited within-subject variability, and the method necessitates some
initial analyses to distinguish among the possible categories. Also the fixed
number of categories may not capture all the possible behaviours of the data and
variability between individuals. To overcome this limitation, curve registration
has been proposed [164]. This way variability across pulses is extracted from
the data, allowing separate analyses, and Gaussian mixture models can be fit-
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ted. In this publication then, the temporal evolution is captured by imposing an
autoregressive structure on the fitted parameters.

We further enhance modelling flexibility, by combining curve registration
with a spline model for the registered curves. Since our focus is on the pulsatile
component dependent on heart rate, we first exclude the low-frequency compo-
nent [181]. This part contains information about the respiratory activity, and can
be further modelled and analysed with the approaches introduced for extracting
respiratory information [3, 166, 121, 51]. Then we segment the resulting signal
component into pulses based on the detected local minima, define a functional
data object for each pulse and model them iteratively. We employ a state-space
representation to directly model the relationship between parameters, avoiding
a second step to model the time evolution. Estimation is performed with an
extended Kalman filter. The approach is flexible and is shown to fit data mea-
sured with different probes (i.e. finger and wrist) and under various heart rhythms
(e.g. atrial fibrillation, presence of premature contractions).

Our main contribution to the understanding of the signal is on the waveform
characteristics: instead of imposing a certain pulse shape that remains constant
in time, we model it as random, and learn the posteriori distribution of the fitted
parameters. This enables multiple analyses on the health status such as heart
rhythm disorders. Direct applications include model-based compression and
summary of patient properties into a reduced set of parameters. Furthermore,
clinical uses are foreseen by classifying the fitted parameters. We detail the
procedure for the detection of premature contractions.

The chapter is organized as follows: in Section 7.2 we illustrate the modelling
procedure, detailing each step from the data processing until model fitting. In
the following sections we foresee possible clinical applications of the newly
introduced model (Section 7.3), and show the results both from the fit and from
the applications (Section 7.4). We end the chapter with a short discussion on
the findings and an outlook on possible future extensions and applications of the
method presented here (in Section 7.5 and Section 7.6 respectively).

7.2 Methods

In this section we detail the modelling procedure, shown schematically in Fig-
ure 7.1. The boxes on the right hand side group the steps of the algorithm into
main phases, and the numbers therein redirect to the corresponding sections with
the details on the implemented procedure.

The data motivating the study and used in the present work is described in
Section 1.4.3, together with the corresponding preprocessing procedure. After
that appropriate segments of signals are selected and processed, they are de-
composed into two separate periodic components (Section 7.2.1). Component
I is the low-frequency component, captured by the local maxima and minima.
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Figure 7.1: Flowchart of the algorithm. Main steps in the algorithm presented
sequentially and grouped into phases at the right hand side, where the numbers
redirect to the corresponding sections. Colour coding: black = input; grey =
(intermediate) output; white = steps of the algorithm; light grey = steps mentioned
from literature.

Component II shows pulsatile frequency, and is the original signal corrected
for the envelope of the low-frequency component. The chapter focuses on an
in-depth analysis of Component II in Section 7.2.2. Component II undergoes
first a transformation step, which includes segmentation into singular pulses and
a check on abnormalities: pulses which are completely flat or with an outlying
small length are excluded since for them no physiological explanation could
be found. Then we scale each regular pulse to have unit amplitude, define a
functional object and perform curve registration. In the current implementation,
we show that using piecewise linear functions both for interpolation and for the
time transformation already provides good fit, but these functions can easily
be replaced by more complex transformations. We propose a state-space rep-
resentation to model the evolution of the shape of the aligned and scaled PPG
pulses. Since data collected under stable conditions does not have much residual
variability after curve registration, we model the pulses as being constant on
average and put a prior distribution on them.

In the following, Z denotes the time series of observations and [0,T ] the time
interval on which they were taken. The pair (Ri,Zi) represents a measurement
Zi taken at time Ri ∈ [0,T ], where Ri = (i− 1)∆ and ∆ = 1/ fs is the constant
sampling period. Note that if the sampling frequency were not constant, Ri would
be more generally a sequence increasing in i.
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7.2.1 Decomposition

Detection of local extrema. For detecting local extrema, we implement a
greedy approach comparing the ith value Zi with the values in the neighborhood
of radius ρ centered in Ri. If it is larger (smaller) than or equal to all the
considered points, then it is flagged as a maximum (minimum). The critical
points are then post-processed to keep only the first and the last of sequences of
identical maxima (minima, respectively).

We denote the local minima by L = {(Ti,Li), i = 0, . . . ,N}, with N the
total number of pulses, and assume that the first and last observations are local
minima, i.e. (0,L0) and (T,LN). Furthermore, with the term pulse we refer to
the collection of observations between two consecutive local minima Ti−1 and
Ti. These samples are denoted by Vi = (Vi,1, . . . ,Vi,ni), and the corresponding
observation times by Ri = (Ri,1, . . . ,Ri,ni). The length of the ith vector is ni,
with n = ∑

N
i=1 ni the total number of observations by time T . The duration of

each pulse is denoted by ti = Ti−Ti−1, with ∑
N
i=1 ti = T and TN = T . In case of

constant sampling frequency, Ti = ni∆. Finally, the maximum in each pulse is
denoted by (Si,Ui), with U = {(Si,Ui), i = 1, . . . ,N}.

Component I and Component II. Component I consists of the union of L
and U , as shown in Figure 7.3. Component II consists of the original signal
normalized by the envelope of the local extrema (Figure 7.4). To obtain the
second component, we first subtract the piecewise linear interpolation of the
local minima L̃(t) to the original signal. More precisely, L̃(t) : [0,T ] 7→ R is the
interpolating function connecting the extended set of minima obtained by adding
points iteratively

if ∃i ∈ 1, . . . ,N, t ∈ [0,T ] s.t. Zi < L̃(t), then L̃ = L̃ ∪ (Ri,Zi),

where initially L̃ = L and L̃(t) = L(t) is the analogous function interpolating
the initial set of minima L . This procedure is repeated until Zi ≥ L̃(t), ∀i, t. This
way, L̃(t) fully wraps the signal from below and

Ṽi, j =Vi, j− L̃(Ri, j)≥ 0, ∀i = 1, . . . ,N, j = 1, . . . ,ni.

Then each pulse with length(Ṽi) < l0 or amplitude Ũi = Ui− L̃(Si) = 0 is
stored as a vector of missing values of matching length (both thresholds can be
set to exclude no pulse). The Nk pulses Ṽi that pass these exclusion criteria are
then normalized dividing by the shifted local maximum Ũi, as

V̂i, j =
Ṽi, j

Ũi
, i = 1, . . . ,Nk, j = 1, . . . ,ni.

Component II is then segmented into pulses V̂i, i = 1, . . . ,Nk and these are
overlapped to have the same first observation as shown in Figure 7.5.
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7.2.2 Model for Component II

Curve registration. We denote with Pi(t) the functional version of V̂i. In the
current implementation we perform linear interpolation such that V̂i, j = Pi(Ri, j),
i= 1, . . . ,Nk, j = 1, . . . ,ni, and evaluate the functions at the same r equally spaced
points in [0,1], as shown in the three examples in Figure 7.6. Then we perform
curve registration, i.e. we align pulse characteristics by composing the original
curve with monotone functions of the independent argument (hereby referred to
as warping functions). The pulses can first be aligned to a target pulse, such as

Mi(t) = median(P1(t), . . . ,Pi−1(t)) (7.2.1)

by composing the curves Pi(t) with the corresponding warping functions

gi(t) : [0,1]→ [0, ti], gi(t) = argmin‖Mi(t)−Qi(t)‖2 ,

where Qi(t) = Pi(gi(t)) and the difference is minimized with respect to the L2

norm. In the current implementation gi = I ∀i, where I (x) = x denotes the
identity function.

Then we compose the aligned curves Qi(t) with piecewise linear warping
functions hi(t) : [0,1]→ [0,1] that interpolate the points (0,0), (mi,Si), and (1,1)
(shown in Figure 7.7). In particular, we choose

mi = median(S1, . . . ,Si−1). (7.2.2)

As a consequence of this transformation, the location the maximum of each pulse
gets aligned to mi, as shown in Figure 7.8. For each pulse we can thus define
the composed warping function wi(t) = (hi ◦gi)(t) and denote the corresponding
normalized, aligned functional object as Wi(t) = Pi(wi(t)).

State-space model. LetXi ∈Rp, p∈N be state vectors and Yi = (Yi,1, . . . ,Yi,r)
the observation vectors with Yi, j = Wi(( j− 1)/r), i = 1, . . . ,Nk, j = 1, . . . ,r.
Consider also appropriate design matricesHi ∈ Rr×p, i = 1, . . . ,Nk, a Toeplitz
matrix Σ ∈ Rp×p, and σ2

ε ,σ
2
ξ
,σ2 ≥ 0. We model the observations Yi as

Yi =HiXi +εi, εi ∼ N(0,σ2Ir +σ
2
εHiΣH

T
i ),

Xi =Xi−1 +ξi, ξi ∼ N(0,σ2
ξ
Ip),

(7.2.3)

where the sequences εi and ξi are mutually independent, i = 1, . . . ,Nk.
The top equation in (7.2.3) models each pulse Yi as a function of the state

vector Xi. In fact we assume that Y =Hθ+ση, with θ =X+σεζ, where
η ∼ N(0,Ir) and ζ ∼ N(0,Σ) are independent. In other words, we assume that
our observations are of the form Hθ, where the parameters θ have mean X .
The variance σ2 represents the noise level of the observations Yi, σ2

ε models
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the magnitude of the variability of the parameter θ modelling the pulse shape,
and Σ models dependencies between the coordinates of θ. The bottom equation
in (7.2.3) models the evolution of the means of the shape parameters as being
constant in time. Note that our modelling assumption still allows for variability
around this mean.

Here we assume the entries of the design matricesHi to be

{Hi}k, j = N j,d+1

(
Ri,k−Ri,1

ti

)
, k = 1, . . . ,r, j = 1, . . . , p, (7.2.4)

where N1,d+1, . . . ,Np,d+1 form a B-spline basis of degree d on [0,1], with an
appropriate number of knots.

Estimation. The state-space model described above includes parameters that
have to be estimated from the data, namely the state vectors Xi, the Toeplitz
matrix Σ, and the variances σ2

ε , σ2
ξ

, and σ2. These are estimated sequentially.
The Kalman filter equations can be used to estimate the states Xi of the

system. We initialize X0 = 0, Γ0 = Ip, Σ̂0 = Ip, σ̂2
ε,0 = 0.1, σ̂2

ξ ,0 = 0.1, and
σ̂2

0 = 0.1, and iterate, for i = 1, . . . ,Nk, computing

Θi = σ̂
2
i−1Ir +Hi

(
σ̂

2
ε,i−1Σ̂+ σ̂

2
ξ ,i−1Ip +Γi−1

)
HT

i ,

Ξi =
(
Γi−1 + σ̂

2
ξ ,i−1Ip

)
HiΘ

−1
i ,

X̂i = X̂i−1−Ξi
(
Yi−HiX̂i−1

)
,

Γi = (Ip−ΞiHi)
(
Γi−1 + σ̂ξ ,i−1Ip

)
,

(7.2.5)

followed by estimating Σ̂i, σ̂2
i , σ̂2

ε,i, and σ̂2
ξ ,i, as minimizers of

i

∑
k=max(1,i−s)

{(
Yk−HkX̂k−1

)T
Θ−1

k

(
Yk−HkX̂k−1

)
+ log |Θk|

}
, (7.2.6)

for some s ∈ N. The expression in the previous display is, up to an additive
constant, −2 times the log-likelihood of the most recent s observations from the
model. Note that although the two terms σ2

ξ
and σ2

ε in Θi are written separately,
they are not identifiable. However, for our purpose it is sufficient to estimate their
sum in order to account for the appropriate variability.

7.3 Applications

The model described in Section 7.2 is motivated by and directed towards clinical
applications. Data compression is a direct consequence of model fitting, that
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reduces the data load as much as desired. The method can thus be used to reduce
the memory load and increase the processing speed of various algorithms. Also
the distribution of the fitted parameters is directly obtained from the procedure,
enabling analyses and inference. Examples include studies of the covariance of
the shape parameters. In this section we discuss other possible uses of the output
produced by the model, and detail a procedure for the detection of premature
contractions.

7.3.1 Inference

The shape parameters from the model fit summarize the waveform as accurately as
desired. An interesting application is expressing medical parameters as function
of the fitted values. Inter-beat-intervals (IBIs) and pulse amplitude are only few
examples of the signal characteristics that can be expressed as functionals of the
shape parameters. Furthermore, new features can be derived beside the ones that
are traditionally used in computational PPG analysis. We illustrate the accuracy
in deriving IBIs from our algorithm in Section 7.4.3.

7.3.2 Detection of premature contractions

The method introduced in Section 7.2 relies on the assumption of an underlying
stationary process. As a consequence, disturbances and deviations from stationar-
ity affect the magnitude of residuals. This characteristic can be used to diagnose
and monitor patients. We illustrate a procedure for the detection of premature
contractions, both atrial and ventricular. In fact, the dataset was collected to study
atrial fibrillation, but multiple arrhythmias are present in the data, and can easily
be confused with atrial fibrillation.

The literature on the detection of rhythm anomalies in the PPG signal is
broad. Suzuki et al. [218] proposed a method for the detection of irregular pulses,
irrespective of the cause, based on the changes in the pulse-to-pulse interval and
the ratio pulse amplitude/pulse-to-pulse interval. This method achieved 91.5%
sensitivity and 99.0% specificity on data from three subjects during night, but did
not allow classification of specific anomalies. Specific methods for the detection
of premature ventricular contractions have been proposed, in which pulse features
are extracted and classified with various algorithms. Linear discriminant analysis
classifier (90.5% sensitivity and 99.9 % specificity, even in case of four-class
classification based on the shape of the following pulse) [96], artificial neural
network (92.4%-93.2% sensitivity and 99.9% specificity, also in case of bigem-
ini) [215] and k-nearest classification (90.4% specificity) [254] are just a few
examples. These methods are all suited for the detection of premature ventricular
contractions. An approach for a more general detection of (sequences) of pre-
mature contractions exists [185]. The method, however, is segment-based and
provides the classification for a time window of certain length (e.g. 15 seconds).
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This would cause problems in case different premature contractions happened in
the same window.

Furthermore, all the approaches proposed so far focus on the extraction of
features from each pulse and rely thus on some method detecting the pulses.
In fact, signal segmentation in case of arrhythmias may not be accurate, as
many authors report. This also makes it difficult to detect different types of
premature contractions. Recently more attention has been paid to the shape
characteristics of the PPG signal [180]. In the study the focus was on developing
a template matching that is robust to multiple types of arrhythmias, and led to
detect premature contractions, irrespectively of the type.

We propose a model-based classification and threshold method to detect
premature atrial and ventricular contractions, and classify them into the two
types. In fact premature contractions can be symptomatic and therefore cause
discomfort for the patient. Understanding the burden (i.e. the number of pre-
mature contractions) and the origin of the premature contractions is important
since the decision whether to treat is influenced by these two factors. The first
classification approach is support vector machine (SVM) classification with
features that are outputs of the model. In particular, we use the standardized
residuals possibly together with the shape parameters and/or the data per pulse.
We explore different combinations of predictors and kernels, and train/test the
model through leave-one-out cross-validation. We consider both two and three
class classification (regular vs premature atrial or ventricular contraction, and
regular vs premature atrial vs premature ventricular contraction, respectively).

The second approach concatenates the standardized residuals in a vector,
losing the separation into pulses, smooths the absolute values and detects local
peaks. Since maxima in the smoothed absolute residuals are seen to align with
anomalies in the PPG signal due to a mismatch between model prediction and
observed data, we use a simple threshold to detect the premature contractions.

7.4 Results

In this section we collect some results on the model fit and its applications.
First we illustrate the procedure described in Section 7.2 on different types of
PPG segments. Then we focus on the application, showing the accuracy of
the estimated inter-beat-intervals, and the performance of the methods for the
detection of premature contractions.

7.4.1 Fit

In the following, we show the results of fitting the model to PPG signals, illus-
trating the whole procedure introduced in Section 7.2. To check the flexibility
of the model, we fit data both from patients with atrial fibrillation (Patient 6)
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and without (Patient 5) from the dataset introduced in Section 1.4.3. Further-
more, we consider the publicly available 8-minute Data from the CapnoBase
database [122, 121] and fit the data from patient 32 (Capno 32). This way, we
have data recorded with finger (CapnoBase data) and wrist (internally collected
data) probes, either sinus rhythm or under atrial fibrillation. The data from the
CapnoBase dataset is firstly downsampled to reduce the sampling frequency to
64 Hz.

From Figure 7.2 to Figure 7.8 we show the whole procedure, from the
processed PPG signals, through the decomposition in Component I and II, to the
curve registration (and the corresponding warping function) performed on the
pulses that constitute Component II. Finally, in Figure 7.9 we show the final fit
against the original signals. The residuals (the difference between the fit and the
processed signal) and some residual diagnostics are reported in Figure 7.10-7.13.
We will make use of a different notation for the original and fitted signal. Full
lines will represent functional objects, while dotted lines the observations.

(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.2: Processed PPG signals. Sample segments of about 15 seconds from
Patient 5 (nonAF) and Patient 6 (AF) from the internally collected dataset, and
from Patient Capno 32 from the CapnoBase dataset.

(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.3: Decomposition - Component I. Local maxima and minima consti-
tute Component I, represented by the black dots. The dotted line is the original
signal and the grey lines constitute the envelope, used to normalize the signal to
obtain Component II.
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(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.4: Decomposition - Component II. Component II is the signal nor-
malized by the envelope of Component I. Component II has thus unit amplitude.
Dotted line for the observations.

(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.5: Segmentation. Component II is segmented into pulses and over-
lapped to have the same first sample. Dotted line for the observations.

(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.6: Curve registration. Each pulse constituting Component II is inter-
polated on the same r points in [0,1]. Continuous line to represent functional
objects.
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(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.7: Time transformation. Piecewise linear warping functions that lead
to the pulses with aligned maxima.

(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.8: Maxima alignment. Pulses with aligned maxima, obtained by com-
posing Component II with the piecewise linear warping functions in Figure 7.7.
The residual variability in the location of the maxima is due to the sequential
choice of the target maximum location.

(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.9: Resulting fit. The black dashed line is the original signal, while the
pink continuous line is the model fit.
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(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.10: Residuals - series. Residuals of model fit, obtained as difference
between the fit and the original data.

(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.11: Residuals - histogram. Histogram of the residuals from model fit,
obtained as difference between the fit and the original data.

(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.12: Residuals - acf. Autocorrelation function of residuals from model
fit.

(a) Patient 5 (b) Patient 6 (c) Capno 32

Figure 7.13: Residuals - pacf. Partial autocorrelation function of residuals from
model fit.
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The residual plots in Figure 7.10 and their correlation functions (Figure 7.12
and Figure 7.13) show that residuals are still somewhat structured. Correlations
can be due to the simple assumptions made on the model residuals, or to the initial
preprocessing procedure. However, the magnitude of the residuals is small in
absolute terms (see the histogram in Figure 7.11), and centred around zero. The
user can thus decide whether to increase model complexity/change the processing
procedure, or deliberately use the simpler model while taking the consequences
on the residuals into account.

The goodness of fit is also evaluated in terms of relative root mean squared
error (relative RMSE) for the two datasets separately. The relative RMSE is
defined as the ratio between the root mean squared error and the standard devia-
tion of the data. It thus expresses how the residuals of the fit compare with the
variability in the dataset. Information about the internal dataset refers to the fit
on the 6 minutes segments from each of the 25 patients, while information about
the CapnoBase dataset refers to the whole available segments (8 minutes long)
from the 9 patients. As visible in Table 7.1, the values are overall reasonable.
One may note, however, that the statistics are increased by the fit on data from
patients with rhythm irregularities and signal nuisances.

Dataset Min 1st Qu. Median Mean 3rd Qu. Max.
Internal 3.54% 7.35% 11.10% 11.50% 13.57% 29.05%

CapnoBase 5.53% 10.33% 12.12% 13.68% 12.57% 32.62%

Table 7.1: Relative RMSE. Summaries relative to internal and CapnoBase
datasets of the relative root mean square error. It is defined as the ratio between
the root mean squared error and the standard deviation of the data.

7.4.2 Robustness

Since the focus of the present work is on modelling the shape and its characteris-
tics, robustness of the method with respect to movement artefacts is of essential
importance. Here we show that the method can handle data with changes in wrist
positions. As visible for example from the fit in Figure 7.14 (data from Patient
1 of the internally collected dataset, without AF), the model can adjust to the
different amplitudes before and after movement. More importantly, we observe
that the distributional information we derive on the shape is not dependent on
wrist position, and can thus be used to derive physiological insight. Analogous
conclusions have been drawn after fitting the model to data from other patients.
In Figure 7.15 we show the median of 50 pulses after movement as obtained from
the estimated parameters together with the 5% and 95% quantiles of the 50 pulses
before perturbation, and reversely the median of the pulses before movement
against the 5% and 95% quantile pulses after movement.
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Figure 7.14: Segment of PPG signal with position change. The long-term
periodicity and the pulse shape seem to depend on wrist position. The black
dashed line is the original signal, while the pink continuous line is the model fit.

(a) Post-movement median (continuous
black line) against 5% and 95% quantiles
pre-movement (black dashed lines) and
waveforms (grey lines)

(b) Pre-movement median (continuous black
line) against 5% and 95% quantile post-
movement (black dashed lines) and wave-
forms (grey lines)

Figure 7.15: Effect of position change on model output. Shape parameters
before and after position change. Example illustrated from Patient 1 of the
internally collected dataset.

7.4.3 Inference: inter-beat-intervals

In this section we show the accuracy achieved in estimating the IBIs as the
distance between the local minima. In Table 7.2 for each patient from the internal
study (described in Section 1.4.3) we report the correlation between the IBIs
obtained through model fitting and the IBIs from ECG, when the misdetected
contractions are excluded. Furthermore, we compute the relative absolute error
as the ratio between the absolute difference between the two IBIs and the true
ones. Finally, we report the percentage of misaligned contractions, both missed
and erroneously detected.
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patient AF correlation relative absolute error missed (%) extra (%)
1 0.99 0.019 7.01 1.13
2 X 0.97 0.091 19.28 16.42
3 0.98 0.017 5.88 8.98
4 0.97 0.006 0.31 0.00
5 0.95 0.022 3.25 4.64
6 X 0.98 0.071 15.24 6.47
7 0.99 0.013 0.74 1.23
9 X 0.99 0.031 0.85 0.85
10 0.99 0.012 4.66 1.86
11 0.99 0.023 15.89 24.74
12 X 1.00 0.029 17.79 33.56
13 0.98 0.008 0.75 0.00
14 0.98 0.011 2.08 2.97
15 0.99 0.013 3.89 0.24
17 0.98 0.010 0.55 0.55
18 0.96 0.019 3.69 4.80
20 X 0.99 0.050 13.56 17.09
22 0.99 0.012 4.47 7.67
23 0.97 0.008 0.32 0.00
24 0.95 0.008 5.62 11.02
26 0.99 0.009 0.27 0.00
27 0.96 0.008 0.34 0.34
28 X 0.98 0.033 1.13 0.38
29 X 0.99 0.031 1.94 1.55
30 X 1.00 0.040 33.21 37.27

0.98 ± 0.01 0.027 ± 0.026 7.70 ± 10.06 8.16 ± 11.18

Table 7.2: Accuracy in determining the IBIs as a function of the fitted pa-
rameters. Correlation and relative absolute error between IBIs from model
fitting and from ECG, excluding misdetected contractions (missed and extra,
reported in percentage). At the bottom mean and standard deviation of these
values.
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As visible, the correlation between the estimated and the true values is overall
high, but this is influenced by the fact that we are excluding all the misspec-
ified minima. In fact, mainly under atrial fibrillation the rates of misaligned
contractions can be quite large.

This example shows how IBIs can be derived from the fitted parameters.
Other functionals can be foreseen that link the parameters to certain shape
characteristics. Examples of informative measures include the peak-to-peak
interval, the pulse amplitude, the area under the curve and the point of maximal
slope.

7.4.4 Detection of premature contractions

In this section we discuss the performance of our model-based methods for
detecting premature contractions. First we report the results of the SVM approach
to classify premature contractions by using the information from the fit, possibly
combined with the original data. We show the results of this classification for
various choices of predictors and kernels, both in case of two-class classification
(sinus rhythm/premature contraction) in Table 7.3 and in case of three-class
classification (sinus rhythm/premature atrial contraction/premature ventricular
contraction) in Table 7.4. For the first, we report sensitivity, specificity and
overall accuracy defined as

accuracy =
∑i Cii

∑i j Ci j
, (7.4.1)

where C is the confusion matrix in which the rows are the true values, and the
columns are the predicted ones. For the three-class classification, only patient 10
was included as it was the only patient showing multiple premature contractions
of both types in the selected time window. In this case we report the sensitivity
of each class against the rest,

seni =
Cii

∑ j Ci j
, (7.4.2)

and the accuracy defined in (7.4.1).
The use of shape parameters (Xi) as input is shown to provide good accuracy

for both the two- and three-class classification. Furthermore, predictions can be
improved by combining this information with the residuals from the fit (εi) and
the data itself (Yi) in the two-class classification (cf. Table 7.3).

In the following we show the performance of the proposed threshold method
for the detection of premature contractions. The procedure involves optimization
of three parameters, namely the window length for moving average smoothing λ ,
the radius of the interval to be considered for the detection of local maxima ρ

and the threshold π for the detection of premature contractions. Parameter opti-
mization with leave-one-out cross-validation from a grid of possible values led to
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kernel predictor accuracy (%) sensitivity (%) specificity (%)
linear (Yi, εi,Xi) 97.88 ± 2.36 50.04 ± 36.18 99.15 ± 0.82
linear Xi 98.15 ± 2.25 42.86 ± 40.63 99.51 ± 0.64
linear εi 97.49 ± 3.01 15.79 ± 30.19 99.69 ± 0.64
linear Yi 97.44 ± 3.08 15.94 ± 30.59 99.64 ± 0.78

Table 7.3: SVM two-class classification. Average and standard deviation of
out-of-sample accuracy, sensitivity and specificity of the SVM method in the
classification of normal sinus rhythm against premature contractions.

kernel predictor acc (%) sen sin (%) sen pac (%) sen pvc (%)
polyn Xi (next) 96.23 97.68 50.00 71.43
polyn Xi (paired, next) 95.27 98.34 50.00 35.71
linear Xi (paired, next) 94.95 98.34 100 21.43

Table 7.4: SVM three-class classification. Accuracy and sensitivity in the detec-
tion of normal sinus rhythm (sin), premature atrial and ventricular contractions
(pac and pvc respectively) against the rest. Results refer to patient 10 from the
internally collected dataset. Under predictor, between brackets: next refers to
using the shape parameters relative to the next pulse to predict the label of the
current pulse, and (paired, next) means using the features from the next two
pulses to predict the label of the current pulse.

an optimal set of parameters. For each left-out patient, a certain combination of
λ , ρ and π was found, and the values are shown in the histogram in Figure 7.16.

(a) λ (b) ρ (c) π

Figure 7.16: Histogram of the optimal values for the parameters.

As visible, these values are highly concentrated. We choose thus to fix these
values to the medians λ̄ =45, ρ̄ =55, π̄ =0.051 for the remainder of the analysis.
The results from the detection of premature contractions with the threshold
method with these median values for parameters are shown in Table 7.5. Note
that the procedure does not distinguish between premature atrial and ventricular
contractions.

The detection procedure performs reasonably well on all the patients, without
marked differences in the detection of premature atrial or ventricular contractions.
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patient n. pac n. pvc accuracy (%) sensitivity (%) specificity (%)
1 44 0 98.19 100.00 97.98
3 13 0 71.12 100.00 69.90
4 1 0 99.69 100.00 99.69
5 3 1 92.79 100.00 92.72
7 41 0 90.12 2.44 100.00

10 2 16 91.59 88.89 91.75
11 1 0 73.89 100.00 73.82
13 0 2 100.00 100.00 100.00
14 2 0 95.24 100.00 95.21
15 0 17 98.29 93.75 98.48
17 0 1 97.22 100.00 97.21
18 0 2 96.86 100.00 96.85
22 25 0 76.92 64.00 78.05
23 2 0 93.91 50.00 94.19
24 3 0 90.69 66.67 90.85
26 22 0 95.38 31.82 99.42
27 2 0 85.03 100.00 84.93

91.00 ± 8.77 82.21 ± 28.55 91.83 ± 9.24

Table 7.5: Detection accuracy of threshold procedure on the internal dataset
when the parameter values are fixed to the median values. For each patient
we report the number of premature atrial and ventricular contractions (pac and
pvc respectively), accuracy, sensitivity and specificity of the detection method.
In the last row, the average and standard deviation of accuracy, sensitivity and
specificity.

Exceptions are patients 7 and 26 that show long sequences of premature con-
tractions without alternation to regular contractions. The premature contractions
detected by the threshold method are then classified into the two classes via SVM.
Among the possible choices of kernel functions and predictors, we found the
linear kernel combined with a predictor including data (Yi), fitted shape parame-
ters (Xi) and residuals (εi) to deliver the best results. The average out-of-sample
accuracy (obtained via cross-validation) is 56.01% ± 31.40%, the sensitivity for
sinus rhythm versus the other classes is 71.92% ± 29.78%, while it is 36.31% ±
40.95% and 29.44% ± 36.54% for premature atrial and ventricular contractions,
respectively. For reference, we report the results from the classification of the
premature contractions as detected by the ECG. Although these results do not
directly compare with the results obtained on the detected premature contractions
(where there is the addition of false positives), it is interesting to see the informa-
tion contained in the predictors about the two types of premature contractions.
The overall accuracy is 73.29% ± 38.52%. The sensitivity for premature atrial
contractions is 79.82% ± 36.15% while this value for premature ventricular
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contractions is 54.17% ± 46.58%. This is achieved with sigmoid kernel and a
combination of data, residuals and shape parameters as predictor (Yi, εi,Xi).

7.5 Discussion

In this chapter we have proposed a new model for photoplethysmography signals.
Motivated by the dataset in hand, including patients with various comorbidities
and having different medications, we aimed at a flexible yet robust model. This
goal is achieved by combining curve registration and spline smoothing. Indeed,
results show that the model can fit data measured with finger and wrist probes,
from patients with very disparate conditions (including atrial fibrillation and
premature contractions). The temporal information is embedded together with the
relationship between parameters via a state-space representation, and estimation
is performed by applying an extended Kalman filter. The algorithm is modular,
and each step can be replaced to adapt the approach to the particular case study in
hand. The method is also shown to be robust to changes in wrist position, a feature
that is particularly desirable to make inference on the estimated parameters, since
data from weareables is easily corrupted by such disruptions.

Residual diagnostics show patterns. The structure contained therein is due
to the fact that residuals follow pulse shapes, and thus for each pulse, they lie
all either above or below the observed signal. Furthermore, from the correlation
plots we observe that residuals are not independent. Additional error structure
and more spline parameters could greatly improve the fit and consequently the
residual pattern. However, we avoid this because we want the results to be
comparable with methods existing in the literature, and we want to use the lack
of fit for clinical applications.

In particular, we show how residuals can be used to detect premature atrial and
ventricular contractions. Furthermore, by combining the information from the fit
(in particular the shape parameters), we are also able to classify them into the two
types. With support vector machine we achieve 97.88% ± 2.36% accuracy in
the classification of regular and premature contractions, by using a combination
of shape parameters, residuals and data as predictors. Including only the shape
parameters would lead to comparable results, while this would not hold in case
of including only the residuals from the fit or the data. We achieve furthermore
96.23% accuracy in distinguishing normal sinus rhythm (sensitivity 97.68%),
atrial (sensitivity 50.00%) and ventricular (sensitivity 71.43%) premature con-
tractions, although the data in hand allows this analysis on one patient only. It is
interesting to see that in this case different combinations of the shape parameters
alone are the best predictors. Here the sensitivity in detecting premature ventricu-
lar contractions against the other rhythms is higher than the one for premature
atrial contractions, reflecting an unbalanced classification problem. These results
strengthen the importance of morphology analyses in general, and in particular
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the relevance of the information contained in the shape parameters obtained from
the model fit. SVM is a standard approach, and can provide directly three-class
classification. Furthermore, being patient-specific, it just needs some historical
data from the patient before being able to provide insight. We also propose a
threshold method as an alternative to the SVM approach. This procedure seems
to be universal (parameters are stable across the considered group of patients)
and provides a visualization of the signal/fit mismatch. Furthermore, different
objective functions can be chosen in order to maximize specificity or sensitivity,
according to the goal. We optimized the two with equal weights, reaching 82.21%
± 28.55% sensitivity and 91.83% ± 9.24% specificity, although with a relatively
high rate of false positives. It is interesting to note that there is no significant
difference in the detection accuracy of the two types of premature contractions.

These results on the classification of premature atrial vs ventricular contrac-
tions are new and promising. No beat-by-beat benchmark exists for the detection
of premature atrial and ventricular contractions, and for their classification. On
the other hand, a direct comparison for the detection of premature ventricular
contractions alone with published results has not been possible, since the data
used is often openly available, but the labelling is performed by the authors and
labels are not reported.

Our results anticipate the richness of information contained in the waveform
characteristics, and the insight we can get by improving our understanding of it.

7.6 Future work

Our results are an indication that shape analysis is a very promising direction for
future research. The studies should continue further to improve the understanding
of signal morphology, and to use this for relevant clinical applications.

In the current implementation, segmentation into pulses is performed on the
basis of detected local minima. Since the largest first derivative in the rising
slope of the pulses has been shown to be the most accurate fiducial point in
comparison with ECG [171], this could be considered for improvement. Other
methods for pulse delineation exist, such as [2]. Further research could also
address the structure in the residuals, either increasing model complexity, or
proposing alternative processing procedures. Modelling choices can be tuned
according to the specific aim without changing the structure of the algorithm, and
the fit can be improved as much as desired, minding the trade-off with overfitting.

We have shown that the model can be fitted to two very different datasets.
Since the dataset in hand is highly heterogeneous, we expect that the approaches
proposed for the detection of premature contractions will be valid on other
datasets, but further studies will have to prove this concept. We also foresee
that detection and classification of premature contractions can be improved,
for example by combining existing methods for the detection of premature
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ventricular contractions with our model-based approach, able to also detect
atrial contractions, and to distinguish the type of premature contraction. Having
more data from patients with such arrhythmias will lead to the enhancement of
the current method in the unobtrusive detection and classification of premature
contractions.

In fact, the dataset in hand was limited in terms of the health condition of the
patients included. In the future, it would be interesting to apply the method to data
from other categories of patients: for example data from healthy individuals or
with other comorbidities, segments showing onset of atrial fibrillation. Inference
from the distribution of the fitted parameters will enable patient-specific analyses,
disease detection and classification of individuals into categories.



CHAPTER 8
Discussion and future work

Longitudinal studies are prevalent study designs for understanding temporal
trends and making pooled analyses at the population level. There are various
challenges that arise when modelling longitudinal data, and many of them have
already been addressed [75]. As a consequence, the literature on models for
repeated measurement analyses is extremely broad and diverse.

Nonetheless, the way of collecting data and the aims of the analysis are
changing profoundly. Thus researchers might face lack of proper statistical
methods for answering their research questions. Modern devices can measure
and store information semi-continuously, giving rise to datasets that extend largely
both in the number of units and in the number of repeats. Traditional methods
developed in the field of mixed models are suited for low frequency data from
multiple units, while models for time series are developed for high-frequency
data collected from single units. On top of that, the goals of the analysis are
evolving. For a long time, the focus has been on making inference on the average
parameters. Nowadays there is an increased interest in estimating variability, as it
is proven to link to the response variables in multiple applications. In particular,
heterogeneity in the variances is attracting steadily more attention since it is
shown to contribute to the explanation of processes and prediction of events
(e.g. disease). As a result, data analysis in real settings for answering (clinically)
relevant questions is challenging.

In this thesis, we have provided a collection of methods to account for hetero-
geneity in longitudinal data, and contributed to their development. Motivated by
three real case studies, we have investigated methods that enable us to capture
various sources of heterogeneity, including approaches that can link the variance
to the (possibly non-observable) mean value. We studied methods that can handle
lower intensity longitudinal data, and investigated flexible approaches for highly
intensive longitudinal data.
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8.1 Structure and rigorous analysis of existing models

The popularity of longitudinal study designs is reflected in the amount of methods
developed for their analysis. There exists a broad literature, including mixed and
time series models, that enable handling repeated measurements. Although the
separation between low and high-frequency measurements is fading due to the
increasing amount of data being collected, methods are still mostly suited for
one of the two categories of data. Our belief is that a first step in progressing the
analysis of longitudinal data is by employing and adapting methods that already
exist. Moreover, careful considerations are needed to guide practitioners in the
choice and use of models for longitudinal data. Part of the thesis is thus focused
at analysing what is available, bringing together traditionally separated fields of
research, and providing a sound analysis of existing models.

While looking for models that could account for heterogeneity in our case
studies, we came across a broad and disconnected literature. With the purpose
of understanding similarities and differences across models, we have built a
structure that could help in navigating the existing publications. This overview
is made available in Chapter 6, and restricts to models that include both an
autoregressive structure and some random effects. We have clearly stated what
are the similarities and differences between model families that have never been
compared together, and divide them based on the type of data they are suited for.

For the analysis of low intensity longitudinal data, we have considered linear
mixed models. In Chapter 2 we presented the results of the analysis on a two-
weeks study on perceived sleep quality. Even when working under the more
traditional assumptions of constant variances, the results are not trivial. In
fact, patients that are normally classified as normal sleepers are shown to be
a heterogeneous group, with outliers and subgroups. These results raise the
question whether the current medical categorization is proper, and may lead to
further investigations on longer term monitoring of sleep quality. Similar results
are obtained in analogous studies on sleep and other medical fields, and question
currently adopted procedures. On the other hand, one may also acknowledge
that accounting for the highest level of heterogeneity might lead to individual
analyses, with consequent considerations. The response variable is obtained from
questionnaires, and by definition involves additional variability due to an intrinsic
difference in evaluating the same condition (e.g. pessimistic or optimistic). It
would be interesting to investigate how such psychological implications indirectly
affect the response variable and model fit.

Motivated by the same dataset, in Chapter 3 we have also fitted a tLMM,
that is a linear mixed model with variances depending on a latent inverse gamma
random variable. Qualitative analyses and statistical tests have shown that the
intra-individual variances are not constant, nor show a relationship with the mean
reported value. The tLMM is shown to outperform traditional LMM in terms of
goodness of fit, indicating the necessity for modelling heterogeneous variances
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when regressing perceived sleep quality on derived heart variability measures.
Yet, the tLMM is an example of a model that is widely employed in practical
analyses, but that misses rigorous foundations. Many publications exist that
perform analyses of real case studies, although the accuracy of the estimation
methods has never been rigorously investigated. The problem with tLMMs might
even exist before approaching estimation, since for some combinations of the
variance-covariance structures of residuals and random effects the problem is not
identifiable. We filled the gap in the validation of a maximum likelihood estima-
tion method, and provided guidelines for the choice of the variance-covariance
structures.

Similarly, in Chapter 4, we investigated the power of reference change values
(RCV). This method is commonly used in laboratory analyses for understand-
ing the changes in consecutive values of biomarkers. However, it relies on
the assumption that both inter-individual and residual variances are the same
across the population. We first introduce the mathematical formulation, and then
compute the theoretical power of the method in correctly detecting the changes.
Our results raise the issue that when the real variation is not encompassing the
methodological assumptions, the method does not provide satisfactory results,
especially in case of upwards shifts.

8.2 New proposed approaches

From what was discussed so far, it is clear that many statistical approaches have
been established that can model repeated measurements data while accounting
for degrees of heterogeneity. However, they are sometimes not sufficient to
accommodate heterogeneity and model the structure of real datasets. Motivated
by clinical applications, we have been looking for possible existing solutions,
and then adapted these models to suit the specific case studies.

8.2.1 Low-intensity longitudinal data models

The mathematical formulation of reference change values in Chapter 4 has been
purely used for power analysis. We have thus been working under the assumption
of knowing the population parameters. Nonetheless, the results obtained there
could not be used in practice, where the coefficients of variation would not be
known. In Chapter 5 we have thus introduced a three-level hierarchical model
for low intensity longitudinal data (i.e. data with a little number of repeats
and typically low frequency measurements), and addressed its estimation. The
peculiar feature of this model is that it imposes the conditional standard deviation
of each level to depend on the hierarchical levels below. Such dependency
is known to occur in many practical situations, for example in case of value-
dependent measurement error, but is rarely implemented in statistical models.
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Few exceptions exist in the pharmacokinetics field, but the structure there is
nonlinear and includes only two hierarchical levels [59, 253]. The hierarchical
structure of the variances makes estimation non-trivial, especially due to the
inclusion of the random effects in the dependencies. We have adapted the two-
step estimation methods of [59, 253] and compared them with the traditional
method of moments. Results from the simulation study under a broad set of
settings show that the parameters can be accurately estimated, especially with the
method of moments, and can thus be used for evaluating changes in consecutive
measurements.

8.2.2 High-intensity longitudinal data models

Finally, in Chapter 7 we reported the approach developed to model photoplethys-
mography signals. This is a popular example of measurement from unobtrusive
device that can be used to monitor the population on the large scale at reduced
costs. The signal has already been largely studied, and algorithms exist for
extracting information. However, they are normally suited for and validated
on a certain category of people. Motivated by the dataset in hand, collected
from patients with various arrhythmias, we aimed at the development of a robust
yet flexible model. The method is shown to fit data from different categories
of patients, and to be robust to possible (limited) position changes. Our novel
approach provides a deeper insight in the waveform, without restrictions on
the category the monitored person or patient belongs to. The fitted parameters
and their distributions can be used for further inference, with applications to
monitoring and detection. An exploratory investigation on the detection and
classification of the type of premature contractions has already shown promising
results and invites future work in this direction.

8.3 Future work

This thesis collects existing and new models that can account for some sources
of heterogeneity. Much research still needs to be done, and we expect that these
lines will be continued in the future.

As discussed indeed, statistical methods need to develop further to provide
sound analyses and answer research questions from real applications. The way
we want to interpret data is changing, and the methods should evolve accordingly.
Models both in the field of mixed regression and in the field of time series
will have to be reviewed and updated to the new necessities. Existing methods
could be sufficient to the solution of encountered problems, without introducing
more complex structures. However, rigorous checks of the existing models are
necessary when inference is made on the estimated parameters or decision is
based on model predictions. Future research has to focus on the accuracy of
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the estimation methods and on the power or the statistical tests, since inference
will have consequences on the detection of disease onset and treatment. The
reference change values in Chapter 4 and the tLMM in Chapter 3 are just two
examples of the risk of getting the wrong answer without warnings. A posteriori
controls can be difficult to perform or not possible at all. Thus further checks
on model assumptions and estimation methods need to be implemented prior to
their application, in order to guarantee the reliability of the approaches.

Research should focus on how to use the available data. Since large vol-
umes of data are being collected, understanding its value and the relevance
of the information therein contained for answering the research questions is
steadily more important. A connected direction involves the investigation of
dimensionality-reduction techniques such as features selection and data aggrega-
tion. Reducing data intensity in fact enables analyses with traditional methods.
In some cases modelling the data at the sampling frequency might not improve
the understanding of the underlying process while increasing model complexity,
computational and memory load. Future research should thus not proceed blindly
in the direction of developing models for larger data volumes, but should focus
on providing guidelines for data selection and data cleaning, before proceeding
with analyses and modelling. It is important that users are given guidance on
sound approaches for data load reduction, reasonable modelling assumptions and
model selection. The current methods may still need incremental improvement or
combination with other existing structures to be able to address better individual
heterogeneities. Among the possible extensions of some of the models proposed
in this thesis there is for example the relaxation of the assumptions of normality
and of sequential independence.

On the other hand, traditional methods from the class of mixed and time
series models might not be flexible enough to handle some data and research
questions. Another outlook for future research is given by the RARMA model
proposed in Chapter 6. This structure is in fact a step in the direction of a
modelling strategy that could in principle handle the analysis of the increasing
amount of data, without much data processing or aggregation. Extensions to this
overview can be made to include continuous and simpler models (e.g. classical
linear mixed models, classical ARMA models) to provide a complete picture.
From the modelling point of view, future research could extend the RARMA
model even further to include more heterogeneity components, but should mainly
focus on estimation. At the moment there is no numerical procedure or software
to estimate its components. Also in this case, guidelines should be provided
that compare modelling choices, for example indicating which part of the model
should be eliminated in case the data in hand is not rich enough to estimate
all parameters. On the theoretical level, identifiability of this general structure
should be addressed and the model should be simplified in its parameters, to
solve non-identifiability problems.

As a final remark, we would like to introduce a more general discussion on
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the new direction in the data analysis. The willingness to include more and more
heterogeneity in the models may lead to the limit case of individual analyses. If
in some cases this would be advisable, in other cases such an analysis may not
deliver what is needed, together with the clear drawback in the computational
load. Again, clear formulations of the research questions should be coupled with
evaluation of the output delivered by different statistical methods and guidance
on the proper aggregation level and modelling choice.

With this work, we have aimed to contribute to the literature on data analysis
of complex and heterogeneous datasets, by providing sound analyses and exten-
sions of existing models. We hope that the results presented in this thesis will lead
to more research on methods to handle heterogeneity to be able to accommodate
complex modern research questions.
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Summary

Heterogeneity in subject-specific statistical models for the analysis of longi-
tudinal data

Longitudinal data is data that is collected over time, and it is used to understand
the temporal dynamics of variables and their interrelations. In the domain of
health, longitudinal data is used for different purposes. For instance, in clinical
trials it is used to demonstrate statistically and clinically relevant differences
between the average temporal profile of the treated and control group, while in
epidemiology and health monitoring the focus is more on changes in the temporal
dynamics of risk factors over time and how this relates to disease outcomes. With
the development of wearables and mobile sensors on human beings, the amount of
longitudinal data collected on subjects has rapidly increased, making the analysis
of longitudinal data more important. Even relatively cheap devices provide an
opportunity to monitor individuals unobtrusively. They can track physiological
values and make possible continuous monitoring of the population on a large
scale. However, the analysis of these intensive or high-frequency longitudinal
datasets is far from trivial, due to temporal and cross-sectional correlations that
vary with time and individuals. Indeed, it is nowadays well accepted that people
differ, and that diagnosis and treatment should be adapted towards the specific
profile of the individual. A change in physiological values can be larger than
normal when compared to the population, but acceptable when compared to the
historical trend of the specific person. Understanding heterogeneity raises the
need for modern statistical methods to enable the detection of various conditions
at their onset and monitoring the status of chronically ill patients. The aim of
the PhD project was to investigate, develop and apply statistical methods to
handle repeated measurements of physiological values in a personalized manner.
We addressed few challenges concerning the handling of possibly intensive
longitudinal data from multiple users. All of them deal with some degrees of
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heterogeneity of the data. Part of the results presented in this thesis have been (or
will soon be) submitted to journals.

In Chapter 2 and 3 we show the results from an application to sleep data.
Chapter 2 emphasizes the understanding of how people perceive their sleep qual-
ity, by regressing a subjective response variable with respect to both subjective
(from questionnaires) and objective (from measuring devices) covariates using
linear mixed models. In Chapter 3 we implement a linear mixed model using
a t-distribution through heteroscedastic variances. This is a popular extension
of the traditional linear mixed model for longitudinal data to handle outliers
and thick tails. We show the results of a direct maximum likelihood estimation
procedure for the estimation of the model parameters via an intensive simulation
study. We assess the accuracy of the direct ML estimation method and inform
the reader about possible identifiability issues.

In Chapter 4 and 5, we address the heterogeneous variance mixed model
for the analysis of repeated laboratory values. The model is an extension of
the linear mixed model, and it allows the measurement error’s variability to be
function of the true value being measured. These models are substantially more
difficult to estimate and the interpretation of variability is more complicated than
in standard mixed models. In Chapter 4, we discuss the consequences of variance
heterogeneous mixed models towards the implementation of reference change
values, and in Chapter 5 we discuss various techniques for parameter estimation.

Chapter 6 presents an extensive literature overview of autoregressive statisti-
cal models that can deal with intensive longitudinal data, and single or several
heterogeneities. Since the aim of this chapter was broad, it touched a wide
spectrum of techniques and fields of applications that have always been indepen-
dent and isolated. This fragmentation is what makes difficult to obtain a proper
overview of publications and understanding of the current state of the art. We have
structured the existing models in a hierarchical way, understanding their relations,
and described an overarching autoregressive statistical model that contains all of
the submodels. This general model extends and goes beyond existing models for
heterogeneous temporal data. In Chapter 7 we analyse photoplethysmography
(PPG) signals. This is a popular unobtrusive and cheap technology in monitoring,
whose complete understanding is still a challenging open problem. We introduce
a novel modelling approach that is robust to various physiological conditions and
that enables the compression of the signal. By learning the distribution of the
shape parameters of the statistical model, we get to a deeper understanding of the
signal and show that this can be used for diagnosis.
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