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Abstract 

 

 
loud applications, big data, internet of things are massively increasing the 

traffic within data centers and putting stringent requirements on the data 

center network (DCN) in terms of connectivity, bandwidth, latency, costs, and 

energy consumption. To meet the pressing requirements of high bandwidth, good 

scalability and connectivity, a DCN must be scalable and capable of supporting 

on-demand connectivity and beyond 10 Gb/s data rate of server operation. 

Scaling the servers count (>10,000) and data rate (>10Gb/s) in current multi-tier 

electrical DCN architectures leads to intrinsically large delay and huge amounts 

of optical to electrical and electrical to optical conversion modules result in high 

cost and power consumption. Although multi-stage switching architectures could 

be used to build up high-radix electrical switches to mitigate the intrinsic high 

latency, the large amount of interconnect modules will still lead to high cost and 

power consumption. 

Alternatively, the severe requirements of DCN can be addressed in optical 

domain. Due to the slow configuration time on the order of milliseconds in an 

optical circuit switch (OCS), the fast optical switch (FOS) could be employed to 

substitute the OCS in the optical DCN architecture. However, the low efficiency 

multi-hop connections of optical switches as well as the lack of optical buffer for 

FOS limit the practical implementations of optical network architecture based on 

FOS. 

To overcome the lack of optical buffer in the optical DCN architecture, we 

propose OPSquare architecture based on FOS with fast flow control. OPSquare 

possesses two parallel intra-cluster and inter-cluster networks connected by 

FOSs. In OPSquare, single-hop direct interconnection is provided for top of rack 

switches (TORs) within the same cluster, while at most two-hop is sufficient for 

inter-cluster communication. The network performance in terms of average 

latency, packet loss and throughput are numerically investigated when scaling up 

the number of servers by using the OMNeT++ under a realistic DC traffic model. 

We show by numerical analysis that the OPSquare DCN architecture allows for 

2s server-to-server average latency and less than 10-5 packet loss for traffic load 

of 0.4 when it connects 10,240 servers (each TOR connects 40 servers). Results 

C 
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indicate 23.8% and 39% cost and power saving, respectively, for the OPSquare 

DCN supporting 160,000 servers with respect to the Fat-Tree DCN. 

 To further decrease the cost and power consumption of the proposed 

OPSquare architecture, we propose the HiFOST DCN architecture based on FOS 

and modified TOR. HiFOST features inter-cluster connections via direct Ethernet 

links between TORs, while the intra-cluster interconnection of HiFOST is still 

implemented by means of FOS. Therefore, the inter-cluster interface equipped at 

the TOR in HiFOST does not add the optical label. The total number of FOSs in 

OPSquare and HiFOST is 2×N and N+1, respectively, where N is the port count 

of FOS. Compared with OPSquare, nearly half of FOSs are saved in HiFOST. 

Numerical analyses confirm that the HiFOST DCN architecture interconnecting 

94,080 servers achieves a server-to-server latency <2.8 µs and <5.6×10-6 packets 

loss ratio under load of 0.5. Results indicate that for 94,080 servers operating at 

10Gb/s, HiFOST has 48.2%, and 34.1% saving of the cost and 46.3% and 32.5% 

saving of the power consumption with respect to the Fat-Tree and Leaf-Spine, 

respectively. 

Using fast optical flow controlled FOS, OPSquare and HiFOST DCN 

architecture can both meet the stringent requirements of DCN. Nevertheless, 

when OPSquare and HiFOST have to support >100,000 servers, the 

implementation of FOS is quite challenging in which case radix larger than 64×64 

is needed. And we propose FOScube to address the super-scale issue, which can 

interconnect 163,840 servers with 16×16 FOS. Numerical performance 

assessments indicate that FOScube supporting 92160-server achieves 3 s 

network latency, 2×10-4 packet loss at load of 0.3. 

    Besides the numerical evaluation of OPSquare, HiFOST and FOScube, we 

develop a cost and power consumption model for networking interconnecting 

components of DCN. The cost and power consumption of the OPSquare, HiFOST 

and FOScube DCN are investigated and compared with the electrical DCN 

architectures Fat-Tree, Leaf-Spine and the optical architecture H-LION. All the 

three proposed architectures are cost- and power- efficient compared with other 

popular DCN architectures such as Fat-tree, Leaf-Spine and H-LION.  

    To address the scalability and power efficiency in high performance 

computing (HPC) infrastructures, we carry out the performance investigation of 

HiFOS and FOSquare in the HPC network where powerful blades equipped with 

tens of cores are clustered. Compared with DCN architectures OPSquare and 

HiFOST, the HPC architectures HiFOS and FOSquare interconnect the high 

performance blades rather than TORs. The real HPC application traces obtained 

in the MareNostrum 3 are fed to the HPC network. In HiFOS and FOSquare HPC 

network, the blades inside a rack are directly connected by FOS. The cores are 
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separated into two categories, the mapped cores and the unmapped cores. Four 

HPC applications are randomly distributed in the mapped cores of the HiFOS and 

FOSquare network, while the unmapped cores remain idle. We show that the 

HiFOS and FOSquare allow for more than half reduction of average latency 

compared with the electrical Leaf-Spine HPC network. 

    Moreover, we carry out joint tests on the home-made small size DCN with 16 

servers and OMNeT++ simulation. The traffic patterns of the representative DC 

applications such as map-reduce, media-streaming, web-serving are extracted by 

capturing and analyzing the traffic traces of the containerized applications that 

are deployed and running in the K8s network cluster. We propose a load 

balancing algorithm to optimize the network performance in terms of latency and 

packet loss. Fed by the traffic patterns of the real DC applications, we carry out 

the simulations in the OMNeT++, and we compare our mechanism with other 

algorithms such as round-robin, Localflow to verify the effectiveness of our load 

balancing algorithm. 
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Chapter 1  

 

 Introduction 

 

 

1.1 Today’s Data Centers  

When computer was in infancy in the late 1930s, it remained unclear whether it 

would develop along electrical/mechanical structures based on relays or along 

purely electrical structures based on vacuum tubes. In the World War II, the 

American army needed high power computing tools to calculate the cannonball’s 

trajectory. Therefore, computing speed became the dominant requirement for 

computers. As a result, the vacuum tube outperformed the relay due to latter’s 10 

milliseconds long switching delay after receiving the signal.  

In 1960s, computers were big expensive mainframes hosted in large rooms. 

And they were mainly used by the military and government agencies. Gradually, 

vacuum tubes, the key building components of computers, began to be substituted 

by smaller and cheaper transistors which last much longer with higher efficiency 

and reliability. Benefiting from the increased density of the transistors achieved 

in electrical integrated circuits, the first processor was invented in 1971. Since 

then, Moore's law has driven an exponential performance improvement for 

processors for almost half a century [1].  

Currently, even the most common computer system is far more powerful than 

the first computer (the Atanasoff-Berry Computer), let alone the high-end 

computer systems. For example, Huawei RH2288H–v3 rack server comprises of 

16 cores, 32 logical processors and 256 GB~700 GB memory [2]. Nowadays, a 

Data Center (DC) is a building or dedicated space within a building which houses 

such kind of powerful computer systems (servers) and associated components, 

such as telecommunications and storage systems [3]. Today’s data centers 

consume megawatts of power and require large power distribution and cooling 

https://en.wikipedia.org/wiki/Building
https://en.wikipedia.org/wiki/Computer
https://en.wikipedia.org/wiki/Telecommunication
https://en.wikipedia.org/wiki/Computer_data_storage
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infrastructures. If we were in the 1960s, we would probably regard the mainframe 

as a DC.  

In todays’ DC, fiber optics and optical transceivers (TRXs) are prevalently 

adopted. There are tens of thousands of racked servers connected by various 

switches in a large DC [4]. As depicted in figure 1.1 and discussed in [5], the top 

of the rack switch (TOR) interconnects all the servers inside the rack, and 

multiple racks form a cluster, where inter-rack connections are made by the 

aggregation switch. The core switches are responsible for the interconnection 

between different clusters.  

1.1.1 Data Center Network 

 

Fig. 1.1 Traditional 3-layer tree DCN architecture. 

As shown in Fig. 1.1, the traditional data center network (DCN) architecture is 3-

layer tree [5]. Typically an oversubscription of 10~100 is set in the 3-layer tree 

based DCNs, which may cause the bandwidth bottleneck due to the insufficient 

bandwidth between layers. Besides the aggregation bandwidth, the bisection 

bandwidth, namely the bandwidth available between the two partitions when the 

network is bisected into two partitions, is another key parameter to eliminate the 

bandwidth bottleneck and ensure low network latency.  

To support high bisection bandwidth, the current DCN has evolved into Fat-

Tree and Leaf-Spine topologies, which are shown in Fig. 1.2. Fat-Tree and two-

layer Leaf-Spine are the most commonly deployed architectures in small and 

medium DCNs, while 3-layer Leaf-Spine is mostly employed for large and mega 

DCNs. Small and medium DCNs could start from tens of racks and scale to 

hundreds of racks with total size of <0.2 million square feet [6]. The large and 

mega DCNs will interconnect thousands of racks with size in the range of 1 
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million to 2.2 million square feet [7]. Figure 1.3 shows the schematic of Facebook 

DC fabric network adopting the 3-layer Leaf-Spine topology [8]. 

 

Fig. 1.2 (a) Fat-Tree DCN architecture, (b) Leaf-Spine DCN architecture. 

 

Fig. 1.3 Schematic of Facebook DCN topology [8]. 

1.1.2 Data Center Traffic  

Driven by the cloud computing paradigm enabled by the virtualization 

technology, DCs witness a booming growth of various applications. Figure 1.4 
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shows the DC workload by installed applications worldwide from 2015 to 2020. 

The total amount of installed workloads is predicted to reach 460 million items 

in the year 2020. Those kinds of applications, such as computing, enterprise 

resource planning (ERP), data analytics and internet of thing (IOT) are generating 

massive traffic in DCs [9].   

 

Fig. 1.4 Data center workloads in millions [9]. 

 

Fig. 1.5 The Global data center IP traffic. 
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As shown in Fig. 1.5, the global data center IP traffic increases 25% annually 

from 2012 to 2020. Emerging DC applications and workloads are creating new 

communication patterns with more than 75% of the total DC traffic processed 

within DCs [9]. Therefore, a flat DCN architecture where all the switching nodes 

are located in the same plane instead of the hierarchical architectures could handle 

the east-west traffic efficiently by supporting high bandwidth and low latency. 

And this huge increase of intra-DC traffic requires architectural and technological 

changes in underlying interconnect networks in order to meet the growing 

demands in both communicating endpoints and traffic volume, while decreasing 

the costs and the energy consumption.  

 

1.1.3 Requirements for DCNs  

To cope with the exponentially increasing traffic of DC and provide the 

services satisfactorily, today’s DCN must meet the following requirements:  

 High bisection bandwidth 

    As more than 75% of the total DC traffic is processed within DCs, the DCN is 

required to support high bisection bandwidth to avoid the bandwidth bottleneck. 

As an example, if a DC interconnects 100,000 servers operating at 10 Gb/s, the 

DC will need Pb/s (100,000×10Gb/s = 1015 bit/s) capacity to achieve full bisection 

bandwidth.  

 Low latency 

Along with emerging real-time applications such as map-reduce, artificial 

intelligence, and e-commerce transactions, low latency becomes a critical factor 

for measuring DCs performance. Typical real-time applications require a sub-

millisecond delay. 

 Scalability 

In current DCN, to support the flexible capability of “pay as you grow”, server 

counts must be able to scale beyond 100,000 and link data rates should be capable 

of operating at >10 Gb/s. Servers with network interface cards (NICs) operating 

at 100Gb/s are already commercially available [10]. 

 Fault tolerance 

There are applications that should run in DC 24/7 ceaselessly. To avoid 

suffering huge loss in case of any links breakdown, the network interconnecting 

servers within a DC must have multiple paths for supporting fault-tolerant 
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operation. Also multiple paths could assist to run load balancing algorithms to 

optimize the DCN’s performance. 

 Cost efficiency 

The DCN could be built with different kinds of devices in various topologies. 

The main variable cost of DCs is the networking components including TRXs 

and switches since the server cost contributes equally to different architectures. 

Besides the consideration of the network performance, there might also be a clear 

capital cost variance on different architectures due to the adoption of various 

network components. And the cost of those network components increases as the 

DC scales up. An appropriate oversubscription could be set in DC to achieve a 

trade-off between the network performance and the costs. 

 Power consumption efficiency 

Apart from the capital costs, the operation costs dominated by power 

consumption are another major expenditure for a DCN. The power consumption 

of the DCN comprises of the optical to electrical and electrical to optical 

conversion (O/E/O) of TRXs, the power consumption of the switches and the 

power consumption of the servers. By exploiting optical switch technology, the 

huge power consumption of the large radix electrical switches and the O/E/O of 

TRXs can be eliminated. 

1.1.4 Challenges for current DCNs  

In current DCNs, the electronic switches are still acting as the switching 

components for the networking. Accompanying the fast development of the 

electrical switching technology, 40 Gb/s and 100 Gb/s per port Ethernet switches 

have already been prevalently deployed in DCs, and 400 Gb/s  also begins to be 

employed [11]. Therefore, building a DCN with a large number of servers 

(>100,000) operating at high data rate (>100 Gb/s) requires electrical switches 

with extremely high radix to avoid hierarchical multi-layers architectures and 

resulting bandwidth bottlenecks, high server-to-server latency as well as poor 

cost-efficiency [12].  

    However, the limited I/O bandwidth of the switch application specific 

integrated circuit (ASIC) caused by the limited ball grid array (BGA) density will 

prevent the implementation of high radix switch at high data rates [13]. As one 

type of surface-mount packaging technologies used for integrated circuits, the 

BGA can provide more interconnection pins than can be put on a dual in-line or 

flat package. Multi-stage switching architectures could be used to build up 

electrical switches with high radix at the expense of a large number of 

interconnect modules leading to higher cost, power consumption, and latency. 
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Therefore, the DCN based on electrical switches cannot fulfill the requirements 

of the DC. 

Alternatively, the stringent requirements of DCN in terms of high bisection 

bandwidth, low latency, low cost and high power consumption efficiency can 

also be addressed in the optical domain. Optical switching technologies can 

transparently switch high data rate signals and can intrinsically provide high 

bandwidth in DCN. Furthermore exploiting optical switching technologies can 

efficiently reduce the cost and power consumption of O/E/O interconnects and 

latency [14]. However, optical circuit switches will introduce unavoidable 

milliseconds latency due to their reconfiguration time. Therefore, fast optical 

switching on the granularity of packets should be deployed to avoid the high 

latency. However, a practical fast (nanoseconds) optical switch can only be 

implemented with a limited number of ports. Given the above challenges and 

technical limitations, novel modular flat DCN architectures exploiting fast optical 

switches with moderate port count that are capable to provide a large scalability 

should be designed and investigated.  

1.2 High performance computing 

 

Fig. 1.6 Projected and real performance development from 1995 to 2018. 

HPC infrastructures are another evolutionary direction of the primitive 

mainframes. Different from the DCs that are commercialized and provide internet 

services for the general public, HPC infrastructures are mainly designed by 
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governments and large organizations for scientific computing. Specialized at 

solving scientific problems, the computers in HPC infrastructures normally have 

more processors than the computers in a DC. 

1.2.1 HPC infrastructures 

Top500 announces the top 500 powerful HPC infrastructures annually. Figure 

1.6 shows the projected and real performance development of the top 500 HPC 

infrastructures from 1995 to 2018 [15].  

In 2018, Summit substituted Sun way TaihuLight and became the fastest 

supercomputer in the world. Summit provides researchers in all scientific 

communities unprecedented opportunity to solve the world’s most pressing 

challenges with its Rpeak of 200,794.9 TFlop/s [16]. The specifications and 

features of Summit are shown in Table 1.1.  

Table 1.1 The specifications and features of Summit [16]. 

Components value 

Processor IBM POWER9™ (2/node) 
GPUs 27,648 NVIDIA Volta V100s (6/node) 

Memory (NV Memory) /node  512GB DDR4 + 96GB HBM2 (1600GB) 
Nodes 4,608 
Node Performance 42TF 
Total System Memory >10PB DDR4 HBM Non-volatile 
Interconnect Topology Mellanox EDR 100G InfiniBand, Non-blocking Fat Tree 
Peak Power Consumption 13 MW 

1.2.2 HPC applications 

There are two models for task execution in HPC environments: Single 

Instruction Multiple Data (SIMD) and Multiple Instruction Multiple Data 

(MIMD). SIMD executes the same computing instructions and operations across 

multiple processes at the same time, while MIMD uses multiple processors to 

asynchronously control multiple instructions, achieving space parallelism. SIMD 

is typically used for problems requiring lots of computations with processors 

performing the same operation in parallel. MIMD is frequently used for problems 

that break down algorithms into separate and independent parts, with each part 

assigned to a different processor for simultaneous solution. In both models, the 

HPC system acts as a single computational resource. 

The applications running in HPC systems usually benefit from parallel 

algorithms. HPC applications are also specifically designed to take advantage of 

the parallel nature of HPC systems. More specifically, large tasks will be divided 

into several sub-tasks, which are computed in different nodes. The processing 
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time will be greatly shortened due to the parallel processing of the sub-tasks. 

Amdahl’s law is often used in parallel computing to predict the theoretical 

speedup when using multiple processors. And there are plenty of areas benefiting 

from the HPC systems, such as prediction of natural disasters, genetic 

sequencing, nuclear fusion, weather forecast, and so on. For example, we can get 

the analytic results of 30-year weather data in only less than 10 minutes, but it 

will take more than 20 years with a regular computer [17]!  

    Traditional HPC applications usually start with a question and wait for a 

returned answer. But now, people are starting with a set of equations and want to 

compute the implications. Such large scale data analyses have turned that concept 

upside-down. Besides, Machine learning (ML) applications have become a hot 

topic in HPC in the past several years [18]. This boom of various novel HPC 

applications promotes the progress of HPC systems. 

1.2.3 Technical challenges and trend 

Nowadays, witnessing the fast development of the HPC infrastructures’ 

computing speed, Intel Xeon PhiTM integrates multiple small cores (>60) and 

supports >250 threads [19]. And the high-end servers deployed in HPC 

infrastructures are built with such powerful processors. To support the high-

bandwidth as well as the long transmission distance with typical value of 60 m in 

HPC infrastructures [16], fiber optics and optical TRXs come to be employed to 

replace the electrical cables. 

Traditionally, the resources in HPC are hard to set up, maintain and operate. 

However, cloud computing provides a fully novel method to utilize the HPC 

infrastructure [20]. The computing resources as well as storage resources, even 

the applications are flexibly allocated and released under the context of a service 

level agreement (SLA) that is responsible for achieving the desired quality of 

service (QoS) [21]. To build a HPC system supporting theoretical peak 

performance (Rpeak) of PetaFlop/s or even higher, we should consider carefully 

to design the network interconnections. Amdahl’s second law states that for every 

instruction per second of processing speed (CPU speed), a balanced computing 

system needs to provide one bit per second of I/O rate and one byte of main 

memory capacity [22]. Therefore, a network interconnection with >Pb/s capacity 

must be accomplished to achieve the >Peta-Flop/s computational capabilities 

with the energy consumption of above 1MW [23][15]. For the network 

interconnection in current HPC systems, the above discussed requirements of 

DCNs such as scalability, fault tolerance, high bisection bandwidth and low 

latency, cost and power consumption efficiency are all needed as well. However, 

the HPC systems based on electrical switches fail to meet those stringent 
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requirements due to the drawbacks of the electrical switches we discussed above. 

Accordingly, the optical switching turn out to be a promising candidate to meet 

all those requirements. 

1.3 Scope of the Thesis 

1.3.1 The problems we are facing 

The key issues of the DC and HPC networks are summarized and listed below: 

 It will be prohibitive to use electronic switches to satisfy the future 

bandwidth needed as well as the power consumption and cost required in the 

next generation high performance data center and computer networks. For 

supporting a DCN with Pb/s capability, core electrical switches with radix 

of 1000 operating at 50 Gb/s should be deployed under an oversubscription 

of 1:20, which is very tough and causes high cost and power consumption 

even when it is feasible.  

 The inefficient power consumption and the huge cost of high-radix 

electronic switches and the extra power consumption of O/E/O modules 

restrict the deployment of electrical switch based architectures. In the Fat-

tree architecture which supports 10,000 servers, the TRXs count for more 

than 70% of the total cost and for around 30% of the power consumption 

when we exclude the impact of the servers [24][25]. 

 The scalability of electrical switch-based hierarchical architectures is poor, 

and the stringent latency requirement in DC and HPC calls for novel flat 

optical architectures. The fast optical switch has the intrinsic advantage of 

providing high bandwidth, microseconds end-to-end latency [26], and 

switching transparently in favor of flattening the DCN. However, there is no 

practical optical buffer for the optical switches.  

 The DCN architectures based on optical circuit switch introduce 

unavoidable longer reconfiguration time on the order of milliseconds. While 

the fast optical switch (FOS) can switch on the granularity of a packet, the 

limited port count of FOS severely restricts the scale of the modular DCN 

supported by FOS. Even if the issue of the lack of optical buffers is solved, 

FOS can only be employed in the intra-cluster interconnection. And the 

practical operation of a large scale DC is prohibited since the cascade of 

FOSs results in low network performance. 

 The computing and bandwidth resources are underutilized in traditional 

DCs. And the typical average network load, namely the utilization ration of 

the link bandwidth, is less than 0.3 [27]. The computing resource utilization 
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can be improved by adopting novel optical DCN architectures with 

virtualization technologies [28]. However, the virtualized applications 

running in a DC are creating diverse and heterogeneous traffic patterns. To 

achieve the network performance optimization in a FOS based OPSquare 

DCN, which scales as the square of the port count of the FOS and is built on 

two parallel networks, we should firstly develop corresponding traffic model 

to profile the characteristics of those virtualized applications. Besides, 

benefiting from the traffic model of those real virtualized applications, 

efficient and dedicated network load balancing algorithms should also be 

proposed in OPSquare DCN to improve the bandwidth utilization and 

ultimately optimize the network performance.  

1.3.2 Original Contributions to the scientific field 

The main original contributions of this thesis include: 

 We numerically investigate the performance of a novel flat optical DCN 

architecture OPSquare based on FOS. OPSquare comprises of two parallel 

intra-cluster and inter-cluster networks and scales as the square of the FOS 

radix. Thus, it is scalable even employing FOS with moderate port count. 

OPSquare solves issues of high cost, high power consumption of O/E/O 

modules, insufficient bandwidth and large latency in current hierarchical 

electrical architectures by adopting an FOS which operates in nanoseconds.  

In a typical DC, micro-seconds server-to-server average latency would be 

satisfactory, and less than 10-2 packet loss at media access control (MAC) 

layer is accepted for user datagram protocol (UDP) traffic. While numerical 

results show that the OPSquare DCN architecture allows 2 μs server-to-

server average packet latency and less than 10-5 packet loss for traffic load 

of 0.4 when it connects 10240 servers. 

 We propose a high performance scalable optical architecture FOScube for 

DC with low radix FOS. FOScube solves the need of challenging 64×64 

FOSs for scaling the DC to larger than 100,000 servers by employing three 

parallel networks to interconnect TORs within a cluster, between the 

clusters, and between super-clusters. It can support a DC scaling to 163,840 

servers by employing 16×16 FOSs. The performance of the FOScube 

architecture is analyzed and compared with OPSquare under realistic traffic. 

Numerical performance assessment indicated that FOScube supporting 

92160 servers achieves 3 μs network latency, 2×10-4 packet loss at load of 

0.3.  

 We propose another novel flat optical DCN architecture HiFOST to further 

solve the issue of cost and power consumption by decreasing the number of 
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required FOSs and thus also reduce the amount of optical links with respect 

to OPSquare. HiFOST only utilizes FOSs for the intra-cluster networks, 

while the inter-cluster connection is accomplished by the TORs using direct 

Ethernet connections. HiFOST maintains the comparable performance as 

achieved in OPSquare under realistic traffic. The power consumption and 

cost of HiFOST is 26.9% and 29.2% less than those of OPSquare, 

respectively, for interconnecting 100,000-server due to the saving of FOSs. 

More specifically, it allows 2.8 μs server-to-server average latency and less 

than 5.6×10-6 packet loss for traffic load of 0.5 with 94080-server. With 

respect to OPSquare, the cost and energy consumption of HiFOST is less 

due to the decreasing of adopted FOSs.  

 We build a cost and power consumption model of all the required DCN 

components to evaluate and compare the cost and power consumption of 

different DCN architectures that include Fat-Tree, Leaf-Spine, OPSquare, 

hierarchical lightwave optical interconnect network (H-LION) and 

FOScube. The numerical results of cost, power consumption of those DCN 

architectures are calculated to verify the cost and power efficiency of the 

proposed optical architectures. The power consumption and cost of a DC 

supporting 160,000 servers based on OPSquare are 39% and 23.8% less than 

those of Fat-tree, respectively. While FOScube can achieve a 48.4% power 

consumption and 47.5% cost saving for interconnecting 160,000-server 

compared with Fat-Tree.  

 OPSquare and HiFOST DCN architectures employ multiple distributed FOS 

to connect TORs in clusters. We propose and numerically validate FOSquare 

and HiFOS as two novel low latency and scalable HPC networks that employ 

FOS to interconnect powerful HPC blades. Those two novel HPC 

architectures are numerically validated under real HPC application traces. 

We compare the network performance of FOSquare and HiFOS with the 

MareNostrum 3 Leaf-Spine supercomputer operating at Barcelona 

Supercomputer Centrum. The results show that HiFOS and FOSquare both 

show 70% less latency for various applications. The high network 

performance of FOSquare and HiFOS is obtained due to the flat 

characteristics of the architectures as well as the FOS adoption. Moreover, 

when interconnecting 10,000 blades, FOSquare and HiFOS can achieve 

23.6% and 65.3% power consumption saving as well as 17.9% and 60.2% 

cost savings respectively compared with Leaf-Spine architecture due to the 

elimination of the O/E/O modules. 

 We have built the ECO DCN with 16 servers based on Docker orchestration 

platform Kubernetes. Real applications such as media streaming, web-

serving, and spark have been deployed and run in the ECO DCN. This allows 
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to carry out the traffic modeling of representative virtualized DC 

applications and thus to develop the traffic generator to be employed for the 

DCN architectures simulations. Moreover, the developed traffic model can 

be used to investigate novel packet level load balancing algorithms. We 

propose the lowest path buffer (LPB) algorithm to optimize the OPSquare 

DCN performance. LPB considers the buffer occupation in the whole path 

(from the source to the destination) rather than the local buffer occupation. 

And the performance of LPB is also evaluated under various scenarios. 

Compared with the round-robin and the Localflow load balancing 

algorithms, LPB could achieve 23.7% and 32.1% less latency, respectively. 

Besides, LPB also improves the packet loss performance with respect to 

round-robin and Localflow.  

1.3.3 Outline of the thesis 

The thesis is structured as follows. Chapter 2 presents the state-of-the-art DCN 

components, the corresponding cost and power consumption model, DCN 

topologies and DC traffic model. In Chapter 3, we propose OPSquare 

architecture based on FOS with fast flow control. OPSquare possesses two 

parallel intra-cluster and inter-cluster networks connected by FOSs. The network 

performance in terms of average latency, packet loss, throughput, cost and power 

consumption are numerically investigated when scaling up the number of servers 

by using the OMNeT++ under a realistic DC traffic model. In Chapter 4, we 

propose the HiFOST DCN architecture based on FOS and modified TOR to 

further decrease the cost and power consumption of the proposed OPSquare 

architecture. HiFOST features inter-cluster connections via direct Ethernet links 

between TORs, while the intra-cluster interconnection of HiFOST is still 

implemented by means of FOS. Numerical analyses confirm that the HiFOST 

DCN architecture can achieve performance comparable with OPSquare. Chapter 

5 presents FOScube to address the super-scale issue, which can interconnect 

163,840 servers with 16×16 FOS. Numerical performance assessments in terms 

of average latency, packet loss, and throughput, cost and power consumption are 

numerically investigated and compared with OPSquare. In Chapter 6, we carry 

out the performance investigation of HiFOS and FOSquare in the HPC network 

with real HPC application traces obtained in the MareNostrum 3 supercomputer 

located in the Barcelona Supercomputing Center. We show that the HiFOS and 

FOSquare allow reducing by more than half the average latency compared with 

the electrical Leaf-Spine HPC network. Chapter 7 first presents the building of 

the ECO DCN and deployment of representative DC applications. We also 

developed a traffic model by capturing the traffic traces of the bursty web-serving 
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and media streaming as well as continuous spark DC applications running in our 

ECO DCN. Based on the developed traffic model, we propose a novel load 

balancing algorithm which optimizes the performance of OPSquare in various 

scenarios. The thesis concludes with Chapter 8, where the main results are 

summarized and suggestions for future work are discussed. 

 



 

Chapter 2  

 

DCN technologies, topologies traffic and 

cost and power model 

 
In this chapter, we provide a detailed description on the start-of-the art DCN 

components and aim to fully describe the technologies adopted in current DCs. 

Considering the variety of electrical and optical switches, fiber types, and servers, 

different implementations of DCN architectures are described to highlight 

advantages and disadvantages of different architectures in terms of high 

bandwidth, low latency and fault tolerance. Based on the various adopted 

switching technologies, we partition those DCN architectures into several kinds, 

providing a complete summary on those DCN architectures for each category. To 

make a fair comparison between the DCN architectures, we have built the cost 

and power consumption model for all the DCN components and sub-systems. 

Those cost and power consumption models will be used to calculate the costs and 

power consumption of the proposed DCN and HPC architectures described in the 

next chapters. Besides, we also present the DC traffic model for evaluating the 

novel fast optical switch (FOS) based DCN architectures proposed in Chapter 3, 

4 and 5 to address the stringent requirements in current DCs.  

In section 2.1, the start-of-the art DCN components including fiber optics, 

single mode transceivers, electrical/optical switches, and wavelength routing 

switches based on AWGR are discussed in detail. In Section 2.2, we make a 

summary of the DCN architectures, and we classify the DCN architectures into 3 

categories: DCN architectures based on electrical switches, DCN architectures 

based on optical switches and DCN architectures based on optical switches array 

wavelength grating routing. In section 2.3, the cost and power consumption 

model of the DCN components are built for the comparison between various 

DCN architectures that will be performed in the next chapters. After that, the DC 

traffic model and HPC traces are described in Section 2.4. The traffic models will 

be employed for evaluating the performance of the DC and HPC networks. 
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Finally, section 2.5 concludes the chapter by summing up the discussed key 

points. 

2.1 State-of-the-art DCN components 

Nodes in early days DCs are interconnected by pure electrical cables. Due to the 

rapidly increasing operating speed and bandwidth of current computers systems, 

optics begins to play an important role in current DCNs. On the one hand, fiber 

optics and optical transceivers are replacing electrical cables to reduce cabling 

complexity and provide high bandwidth. On the other hand, emerging optical 

switching technologies, such as optical circuit switching, fast optical switching 

and arrayed wavelength grating routers (AWGR) are also being considered in DC 

to support the requirements of bandwidth and large scalability in DCs.   

2.1.1 Fiber optics 

The principle that the light can be guided by refraction makes fiber optics possible. 

It was firstly demonstrated by Daniel-Colladon and Jacques-Babinet in Paris in 

the early 1840s. Compared with copper wire, the optical fiber has the following 

merits: broad bandwidth, immunity to electromagnetic interference, 

unaffectedness by nearby electromagnetic radiation and low attenuation loss (for 

single mode fiber the attenuation loss is 0.19 dB/km and 0.34 dB/km at 1550nm 

and 1310nm, respectively; and the attenuation loss of multi-mode fiber at 850nm 

is 3.5 dB/km). With the increasing bandwidth needed in DCNs as the DC scales 

out and scales up, optical fibers are substituting copper wires and widely used in 

modern DCNs.  

Optical fibers can be classified in two categories: multi-mode fiber (MMF) and 

single-mode fiber (SMF). The core diameters of MMF and SMF are 50/62.5 μm 

and around 9 μm, respectively. The cost of MMF is higher than SMF’s due to its 

larger core diameter. However, the SMF works with solid state laser diode, while 

the MMF typically is used in combination with low cost vertical cavity surface 

emitting laser (VCSEL) at 850 nm as the light source. Therefore, if the cost of 

laser source is taken into consideration, adopting MMF is far cheaper than SMF.  

However, MMF has intrinsic limitation due to limited bandwidth/reach which 

means that when the traffic bandwidth transferred over MMF increases, the 

transfer distance must be decreased. On the contrary, SMF can intrinsically 

support high data rate over long distance with WDM technology. Indeed SMF is 

the only adopted solution when the bitrate increases over 100 Gb/s on single fiber 

beyond 100 m. Therefore, SMF and MMF are two different optic cables which 

have their own separate application fields. In general, the MMF is used in the 

https://en.wikipedia.org/wiki/Jean-Daniel_Colladon
https://en.wikipedia.org/wiki/Jacques_Babinet
https://en.wikipedia.org/wiki/Paris
https://en.wikipedia.org/wiki/Electromagnetic_radiation
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scenario of short distance communication transmission in the intra-cluster of DC 

(<100 m at 100 Gb/s [29]), while SMF is adopted in inter-cluster communication 

of DC over long distance transmission (>300 m). The characteristics of SMF and 

MMF are summarized and shown in Table 2.1.  

Table 2.1. The characteristics of SMF and MMF. 

Characteristics SMF MMF 

Core diameter ≈ 9 μm 50/62.5 μm 

Wavelength 1310 ~ 1550 nm 850nm/1310 nm 

Type G652/G655/G657 OM1~OM5 

Cost low fair 

Link budget  4~6 dB 2 dB 

Transmission distance (40Gb/s) >300 m 150 m 

 Transmission distance (10Gb/s) >300 m    300 m  

2.1.2 Single mode optical transceivers 

Optical transceiver is the general term for optical transmitter and receiver. The 

transmitter converts the electrical signal from the output port of the electrical 

switch (ES) and launch the optical signal through the optical fiber to the 

destination node. The receiver is responsible for O/E of the signal from the fiber 

to the input port of the ES. Transceivers can be classified into various categories 

based on their performance characteristics and end-use.  

Based on the transmitting speed, there are transceivers from 1Gbps to 400Gbps 

[30]. Small form-factor pluggable transceiver (SFP) operates at 1Gbps, and its 

updated version SFP+ operates at 10Gbps. With 4 parallel channels integrated, 

quad small form-factor pluggable transceiver (QSFP) supports bandwidth of 40 

Gbps. There are also SFP28 and QSFP28 operating at 25 Gbps and 100 Gbps, 

respectively. Besides, there are CFPs that operate beyond 100Gbps. However, 

compared with QSFP28, CFP is not preferred due to the low port density and 

high power consumption. Moreover, QSFP-double density (QSFP-DD) and 

QSFP56 aggregate a total data rate of 200 Gbps with 8-channel at 25GBaud of 

NRZ modulation and 4-channle at 50 GBaud of PAM4 modulation, respectively. 

Under 8-channel of 50 G of PAM4 modulation, QSFP-DD could support a data 

rate of 400Gbps [31]. 

Single mode transceiver is possible to work with the MMF at a short distance. 

Besides the short transmission distance of MMF, the cost of MMF is also higher 

than SMF’s. Therefore, MMF is not chosen to work with the single mode 

transceiver for the long transmission distance. In the single mode domain, 

1310nm and 1550nm correspond to the low dispersion and low loss windows of 

the fiber respectively, which can realize large capacity and long distance 

transmission. The two most common and standardized schemes are coarse 
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wavelength division multiplexing (CWDM) and dense wavelength division 

multiplexing (DWDM). CWDM wavelengths are spaced at 20nm in the 1310nm 

window and in the 1550nm window. The DWDM schemes are much more tightly 

spaced than CWDM with standard channel spacing of 25 GHz, 50 GHz and 100 

GHz. These channels are allocated within 1260~1360 nm (O band), 1530~1565 

nm (C band) and 1575~1625 nm (L band) in terms of wavelength.  

Though the pluggable single mode transceivers such as SFP+, QSFP and 

QSFP28 are mostly adopted in current DCNs, there is a clear trend on the 

evolution of the pluggable transceivers. On the edge TOR, there have been 

several attempts to integrate or place very close the transceivers to the mother 

board of the ES. In this way, large energy can be saved and it also helps to layout 

the transceivers. For the core switch, it is to be substituted by the optical switches. 

Therefore, the transceivers can be eliminated in the core layer, which could save 

a lot of power consumption and costs in the DC. 

2.1.3 Electrical switch 

The most key component of an electrical switch (ES) is the application specific 

integrated circuit (ASIC), which performs the switching function. ESs with 128 

radix ASIC operating at 10Gbps are already in current DCs. ESs with 

128×25Gbps ASIC have also been deployed. Besides, there are ESs interface 

scaling up to 50Gb/s (2×25Gbps with NRZ modulation) and 100 Gb/s (2×50Gbps 

with PAM4 modulation) emerging this year. However, the limited I/O bandwidth 

of the switch ASIC caused by the limited ball grid array (BGA) density prevents 

the implementation of high radix switch (>128) at a single stage. 

 

                          Fig. 2.1 Three-stage Folded-Clos architecture. 



 19 

 

To build high radix ES, 3-stage Folded-Clos architecture is normally adopted. 

As shown in Fig. 2.1, with r n×m, m r×r and r m×n small radix switches, we can 

build a switch with radix of rn×rn. For example, with 24 128-radix ASICs, we 

can build 1024 radix ES with 3-stage Folded-Clos architecture. Table 2.2 shows 

several commercial DC ESs with more than 1,000 10 Gb/s interfaces. 

Table 2.2. High radix commercial ES in used DCN. 

Type     Switching capacity Interfaces Rack unit 

Arista 7508E [32] 30 Tbps 1152 10GbE/ 288 40GbE/  

96 100GbE  

11 U 

Cisco Nexus 9508 

[33][34] 

30 Tbps 1152 10GbE/ 288 40GbE/ 

288 100GbE 

13 U 

Cisco Nexus 9516 

[35] 

60 Tbps 2304 10GbE/ 576 40GbE/ 

576 100GbE 

21 U 

Huawei CE12816 

[36] 

          178 Tbps 2304 10GbE/ 2304 

25GbE/ 576 100GbE 

16 U 

HPE FlexFabric 

12916E [37] 

184 Tbps 768 10GbE/ 768 25GbE/  

576 100GbE 

21 U 

 

As the DC scales out to more than 100,000 serves, the very high radix ES 

(radix>1000) must be adopted in the ES based DCNs. Those high radix ESs are 

typically built by the 3-stage Folded-Clos architecture as shown in Fig. 2.1, which 

would cause a significant and unavoidable delay. Besides, the high radix ES is 

very expensive and it would consume a lot of energy. Besides the huge power 

consumption of the ES, the large amount of transceivers adopted in the ES based 

DCNs also causes huge power consumption due to the O/E/O. Another limitation 

of the ES is the scalability in terms of data rate per port. The ES almost reaches 

the limited point where it is very hard or even not possible to increase the date 

rate beyond 100 Gb/s.   

2.1.4 Optical circuit switch 

Different from FOS that operates at the granularity of packet, optical circuit 

switch (OCS) operates at the granularity of circuit. Once the optical link is 

established, the full bandwidth of the optical link can be utilized lossless. The 

OCS can be classified into two categories: micro-electromechanical systems 

(MEMS) and beam steering. The MEMS switches are based on the optical 2D 

and 3D micro-electromechanical system. Reflecting and diffractive effects are 

the two principles to implement the MEMS switches. The reflecting based 

MEMS switches typically comprise of an array of tiny micro-mirror and moving 

parts arranged on special substrate material with complementary metal-oxide-
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semiconductor transistor (CMOS) integrated circuits. While the MEMS based on 

diffractive effect performs the switching function by adjusting the phase of light 

through mechanical motion of micro-mirrors.  

For a 2D MEMS, radix with 16×16 has already been built commercially [38]. 

To address the scalability issue, the 3D based MEMS is proposed, which is 

composed of a pair of two-axis tilting mirror and optical fiber collimator arrays. 

Nowadays, commercial 3D MEMS OCS can support 320 ports [39]. The switch 

can achieve less than 3.5 dB insertion loss and 50 ms switching speed in a 

wavelength range of 1260~1630 nm.  

The direct light beam-steering is another 3D based solution to scale the port 

count of the OCS. Commercial beam-steering OCS supporting 384 ports is 

available [40]. The switch features 25 ms switching time with 2.5 dB insertion 

loss and 70 dB optical crosstalk isolation between channels.  

Despite good scalability, the slow OCS causes large configuration overhead on 

the order of millisecond for traffic flows. Therefore, OCS is adopted mainly in 

the scenario where the aggregation traffic is huge enough to fully utilize the 

bandwidth that the OCS provides. And the duration of the traffic flows should be 

dramatically longer than the switch re-configuration time.  The above limitations 

prevent the deployment of OCS in the DCN where the traffic is dynamic with 

huge amount of mice flows.   

2.1.5 Wavelength routing switch based on AWG   

Arrayed Wavelength Grating Routers (AWGR) can achieve the switching 

function accompanied with tunable laser (TL) or tunable wavelength converters 

(TWC). The key feature of the AWGR is that it is passive and lossless device. 

However, there is a fundamental limitation in this technology: poor scalability. 

To increase the number of the wavelength channels and the radix of the AWGR, 

we must decrease the channel spacing which results in a higher crosstalk [41][42]. 

The crosstalk lever of the device under the worst case scenario is in the range of 

-25 dB∼-22 dB [43]. Another issue restricting the port count of an AWGR is that 

the deviation of passband center frequencies from the ITU-T grid becomes large 

as the port number becomes large. Currently only 32×32 AWGRs are 

commercially available [44]. Even with the developing of the technology, a 

realistic port count of an AWGR device is likely to be less than one hundred [45]. 

With 2×N2 SOA-based TWCs, it is possible to scale the port count of AWGR 

from N to N2 [46]. However, the TWCs are expensive and lead to huge amounts 

of power consumption [47]. There are also proposals to build AWGR with radix 

of M×N by adopting two stages of M×M and N×N AWGR. Besides, there are 

also 3-stage architecture proposed to release the constraint of tuning range [43]. 
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Though a 512×512 AWGR has been demonstrated in literature [48], N×(N-1) 

transceivers on N wavelength channels remain required [49].  

In conclusion, the scalability and performance of AWGR based wavelength 

routing switch is mainly dependent on the capability of the TL and TWC. And 

the limitation of this solution is that the connectivity is severely restricted by the 

tuning range of the tunable transceiver [50][45]. Therefore, the AWGR based 

solution is challenging and not scalable for interconnecting a large number of 

nodes. Besides, the high cost of TWC also prevents the practical deployment of 

the AWGR based wavelength routing switch in DCNs. 

2.1.6 Fast optical switch (FOS) 

As already discussed in section 2.1.4, the space optical switches based on 

piezoelectric beam steering and 3D MEMS as well as wavelength selective 

switch (WSS) based on Liquid Crystal on Silicon (LCoS) have tens of 

milliseconds of switching time. Therefore, OCS are more suitable for the scenario 

with elephant traffic flows. To implement a practical fast optical switches, we 

should give considerations to the controlling technique implementation and the 

contention resolution scheme. AWGR and TWC provide one solution to realize 

the fast optical switch, but it cannot scale out and the TWC is costly. With the 

broadcast-and-select architecture, the semiconductor optical amplifier (SOA) and 

electro-absorption modulator (EAM) are commonly used as the gating elements. 

Fast optical switch (FOS) can also be implemented easily by SOAs adopting 

broadcast and select architecture to eliminate the high splitting loss of the 

broadcast architecture [51]. Besides, there are also electro-optic effects based 

FOSs that are implemented by lithium niobate (LiNbO3) [52]. The SOA based 

FOS could be lossless due to its intrinsic characteristics, while the loss 

compensation for SOA is essential to realize a large connectivity.  

There are mainly two reasons to prevent the FOS from becoming practical. One 

is that lacking optical buffer makes it difficult to realize the function of resolving 

contention flexible in ESs; the other is that FOS’s integration density is low 

compared with the relatively mature silicon photonic. To address the first 

problem, there are two solutions: to use fiber delay lines (FDL) which acts as the 

optical buffer, and to buffer the packet in the electrical domain. The disadvantage 

of FDL is that they increase the system complexity.  

The schematic of the buffer-less FOS based on broadcast & select architecture 

is shown in Fig. 2.2. The FOS enables processing the multiple WDM input 

packets parallel by using autonomously controlled 1 × N photonic switches (PS).  
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Fig. 2.2 The schematic of the buffer-less FOS. 

    In this architecture, the first issue is resolved by fast flow control mechanism. 

When the packets are sent out to the FOS from TORs, the packets will wait for 

the flow control signal rather than erased immediately as the case in all ES based 

network. In case of contention, the packet with higher priority is forwarded to 

one or several of the N possible output ports and the others are blocked and the 

corresponding flow control signals are generated and sent back to the TORs. 

According to the received successful acknowledgement (ACK) or unsuccessful 

acknowledgement (NACK), the flow controller at the TOR releases (or 

retransmits) the packets stored in the buffers [53]. 

2.2 DCN architectures 

The servers hosted inside a DC are interconnected through various topologies, 

which have a fundamental influence on the performance of the DCN. Based on 

the switching technologies, we can classify the DCNs into 3 categories: DCN 

based on ES, DCN based on FOS and/or OCS, and DCN based on AWGR.  

2.2.1 DCN architectures based on ES 

The traditional DCN architectures were built by the ES with various radixes and 

operation rates, and they can be divided into two groups: the tree-like DCN 

architectures and the recursive DCN architectures. 
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The tree-like DCN architectures are the variants of the three layer tree DCN 

architecture [5]. Though the three layer tree may cause the bandwidth bottleneck 

and large latency, it is still used in many small DCNs due to the simple 

deployment. Currently, the most relevant adopted architectures in DCNs are the 

Folded-Clos [54] and the Fat-Tree [55]. Indeed, Leaf-Spine [56] is a 3-layer 

Folded-Clos, while 5-layer Folded-Clos will result in the super Leaf-Spine 

architecture [8], respectively. Examples of Fat-tree architectures are the Elastic-

Tree, PortLand and VL2. Elastic-Tree aims to reduce the power consumption by 

turning off parts of the switches and connections in Fat-Tree while still satisfies 

the requirements of the current DC traffic [57]. PortLand supports a better fault-

tolerant routing and forwarding by carrying out modifications on existing ESs 

[58]. VL2 connects all servers through a virtual two-layer Ethernet, and all 

servers can be allocated to the upper layer applications resulting in no resource 

fragment [59].  

The recursive DCN architectures are built recursively based on the basic 

architecture unit of the DCN. MCube uses a blocking-defined structure to 

interconnect servers. The minimal cell of MCube is a cube containing 8 low-radix 

switches and 12 servers, and MCube can scale out to thousands of servers with 

this minimal cell [60]. CamCube constructs the DCN network by 3D torus and 

has connection redundancy, and there is no bottleneck existing in the node. 

However, CamCube has a long routing hops of N1/3 (N is the number of servers) 

[61]. To decrease the diameter of the network, De Bruijn graph with diameter 

logN is proposed to also interconnect servers in different rack but with same 

labels [62]. For an n-dimensional De Bruijn graph with m symbols, it has mn 

vertices, and the edges are between the two vertices that can be transformed by 

shifting. DCell is constructed from low-level DCells, and DCells of the same 

layer are fully connected with each other [63]. In contrast to DCell, there are no 

full connections among the virtual nodes of the same layer in FiConn. Ficonn 

only uses the existing backup port of servers for interconnection, no other 

hardware cost is introduced on the server [64]. Similar to DCell, BCube is also 

built by low-level BCubes. The number of switches in BCubek is k times of that 

in DCellk, which causes a complex and costly cabling issue in BCube [65]. Rather 

than create a modular DC as DCell and BCube aim to do, MDCube is proposed 

to connect those modular DCs and to create a large DC. In MDCube, each BCube 

is connected with other BCubes to build a hypercube DCN [66]. Hyper-Fat-Tree 

network (HFN) was proposed to improve the performance map-reduce 

application. In HFN, each switch connects m workers nodes and n master nodes. 

HFN0 taken as virtual servers, the basic architecture of HFN will be the same as 

BCube. Therefore, a large number of switches are needed in HFN [67].  
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The Elastic-Tree, PortLand and VL2 tree like DCN architectures are capable 

of improving the network performance and decreasing the operation cost of DC. 

And the recursive DCN architectures such as DCell, Mcube and Ficonn can avoid 

bottleneck of single point failure and increase the network capacity. However, 

the tree like DCN architectures result in a large latency and require high radix ES 

to scale out the DC. While the recursive DCN architectures require a large amount 

of switches resulting high power consumption. Therefore, the ES based DCN 

architectures could meet a few DCN requirements but fail to support all the DCN 

requirements in terms of high bandwidth, low latency, low cost, power 

consumption efficiency, and fault tolerance. 

2.2.2 DCN architectures based on FOS and/or OCS 

To address the issues of the ES based DCN architectures such as high latency, 

bandwidth bottleneck, high cost and power consumption, there are also DCN 

architectures based on emerging optical switching technologies. Based on the 

adopted optical switching technologies, those DCN architectures can be 

classified into three categories: DCN architectures based on OCS, DCN 

architectures based on OCS and FOS, and DCN architectures based on FOS. 

    C-through and Helios are the pioneers of the OCS based DCN architectures. 

C-through resolves the bandwidth bottleneck by deploying an OCS in the 

traditional 3-layer tree DCN. The OCS interconnects all the TORs and provides 

the connectivity to the nodes with high bandwidth requirements benefiting from 

the traffic monitoring system [68]. Similar to C-through, Helios is proposed for 

modular DCs based on OCS [69]. Helios is based on a typical 2-layer tree DCN, 

and it adopts WDM technology. Therefore, it is possible to provide full bisection 

bandwidth with enough number of wavelength (for example 32). OSA (previous 

known as Proteus) is based on WSS and OCS, several wavelengths from TOR 

are multiplexed and routed to WSS [70][71]. The WSS sends the wavelengths to 

k different groups that are connected to OCS.   

HOS, HOSA and LIGHTNESS bring innovation into current DCNs by 

adopting both OCS and FOS. HOS architecture evolves from the traditional 3-

layer tree [72]. The aggregation and core switch in the traditional 3-layer tree are 

replaced by HOS edge and core node, respectively. The edge node is responsible 

for the traffic classification and aggregation, while the core node comprises two 

parallel fast optical switch and optical circuit switch. HOSA interconnects TOR 

only by one layer optical switches [73]. The optical switches consist of both 

circuit and packet switches. HOSA employs separate data and control plane. The 

control plane is realized by using a centralized controller where the routing, 

scheduling and switches configurations are carried out. In LIGHTNESS, the 
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intra-cluster traffics from servers are grouped by the TOR and mapped to either 

OCS or FOS based on traffic shapes [74]. More specifically, the OCS is 

responsible for handling the elephant flows, while the FOS is utilized to switch 

mice flows. The scalability issue is also solved by adopting a similar layer 

OCS/OPS interconnection data plane among clusters. 

On the DCN architectures based on FOS, OSMOSIS comprises of two stages: 

wavelengths from TORs are firstly multiplexed and then broadcasted to all the 

modules in the first stage, while the SOA acting as the ON-OFF gate selects the 

corresponding wavelength in the second stage [75]. Data Vortex, as a distributed 

interconnection network architecture, is built by 2×2 switching nodes arranged 

as concentric cylinders [76]. Data Vortex is feasible to scale out with the 

hierarchical multistage. However, a huge latency is unavoidable as it scales to a 

large size due to the multi-hop. To address the large latency caused by the 

hierarchical structure, a flatter DCN architecture OPSquare is proposed, which 

possesses two parallel intra-cluster and inter-cluster networks connected by FOSs 

[26]. In OPSquare, at most two-hop is sufficient for inter-cluster communication. 

OPSquare could support >100,000 servers by employing FOS with radix larger 

than 64. Then FOScube is proposed to address the super-scale issue, which can 

interconnect 163,840 servers with 16×16 FOS [77]. To further decrease the cost 

and power consumption of the proposed OPSquare and FOScube architecture, 

HiFOST is proposed based on FOS and modified TOR [25]. The intra-cluster 

interconnection of HiFOST is implemented by means of FOS. However, HiFOST 

features inter-cluster connections via direct optical links between TORs. 

Therefore, nearly half of FOSs can be saved in HiFOST.  

The optical switches based DCN architectures aim to solve the high latency, 

bandwidth bottleneck, high cost and power consumption issues of the ES based 

DCN architectures. OCS based DCN architectures could solve the issue on high 

bandwidth, but with an unavoidable large re-configuration time. The hybrid DCN 

architectures adopting OCS and FOS could efficiently handle both the elephant 

and the mice flows but the limitation lies in the pre-monitoring of the traffic that 

would add extra network expense on the operation of the DC. In the FOS based 

DCN architectures, statistical multiplexing could be achieved regardless of the 

traffic patterns. Before implementing high performance FOS based DCN 

architectures, the lack of optical buffer as well as the limited radix of the FOS 

should be addressed. Given the large efforts of many companies and project 

worldwide, 64×64 FOS could be prototyped and manufactured in the next few 

years. 
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2.2.3 DCN architectures based on AWGR 

Among all the proposed and existing optical interconnect architectures for DCs, 

the AWGR based solutions have attracted much attention due to WDM 

parallelism, dense interconnectivity and unique wavelength routing capability. 

Benefiting from the cyclic wavelength routing feature of AWGR, several AWGR 

based DCNs have already been proposed. Those DCNs can be classified into two 

categories: single-stage DCNs and multi-stage DCNs.  

On the single-stage DCNs, IRIS project starts to explore the adopting of 

AWGR for next-generation optical switching network [78]. Datacenter optical 

switch (DOS) adopted AWGR to achieve no blocking switching from any input 

port to any output port by tuning the wavelength at each input port [79]. TONAK 

LION was based on skinny-clos topology, and it was an improved type of LION 

switch [80]. The TONAK LION combines the distributed all-optical token 

control plane [81] and the all-optical NACK architecture resulting in improved 

performance and good scalability [82]. Besides, a flexible inter-rack 

interconnection DCN was proposed by using OFDM technology [83]. 

Apart from the single-stage DCNs, there are several AWGR-based multi-stage 

DCNs. Petabit optical switch for DCN was a three-stage Clos based DCN 

architecture adopting AWGR and TWCs [46]. Hi-LION was an optical 

interconnection DCN architecture that comprises a passive AWGR-based local 

hierarchical all-to-all network and a global AWGR-based mesh-like network 

[84][85]. Moreover, a flat all-to-all optical interconnect architecture was 

proposed to achieve ultra-low contention communication by the flexible 

bandwidth adjustment at the network core layer [86].  

Similar to FOS based DCN architectures, the AWGR based DCN architectures 

can also perform the switching function in sub-microns. And the AWGR based 

DCN architectures would consume less power compared with DCN architectures 

based on optical switching technologies since the AWGR is a passive device. 

However, the main disadvantage of the AWGR based DCN architectures is the 

high cost of the TWC. Therefore, both single-stage and multi-stage AWGR based 

DCN architectures may only be deployed in a small size DC. 

2.3 Cost and power consumption of DCN components 

In this section the cost and power consumption model of the DCN components 

are described in order to provide in the next chapters a comparison between the 

existing DCN architectures and the ones introduced in this thesis. The server cost, 

being equal for all the architectures, have not been considered. The prices and 

power consumptions are obtained from current commercial DCN components as 
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well as the current laboratory prototypes, which can be different as novel optical 

technologies evolve. Therefore, the values in the cost and power consumption 

model of DCN components should be understood as approximations of the real 

values, which can vary with the developing of the technologies. 

2.3.1 Cost model 

To calculate the cost of the ES as a function of the switch radix, we break down 

the cost of the ASIC and the mainboard. The costs of the ASICs operating at 

10Gb/s for switches with radix up to 128 are shown in Table 2.3 [87]. The cost 

of the other components (fans, PHYs, etc.) in the ES contribute to around 400$ 

while the cost of the mainboard is about 1000$ from the discussions with industry 

experts [88]. ES with radix up to 128 consists of a single ASIC, while the 256-

radix ES is built upon six 128-radix ASICs on one mainboard adopting CLOS 

topology. Due to the limited space and power dissipation in one mainboard, ES 

with radix larger than 256 are built by multiple mainboards. For example, six 

256-radix switch mainboards are used to build one 512-radix ES and so on for 

larger radix ES.  

Table 2.3. The cost of ASIC with various radixes. 

ASIC radix ASIC cost ($) 

26 410 

48 870 

64 1140 

128 1587 

 

 

Fig. 2.3 Cost of ES with various radixes. 
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The costs of ESs are shown in Fig. 2.3. The cost increases slowly for ES with 

radix smaller than 128, while it increases rapidly when multiple mainboards are 

used to build high radix ES.  

The SOA based fast optical switches are photonic integrated devices on the InP 

platform. The cost of the InP based FOS has been calculated according to the 

JePPIX roadmap [89], which indicates that the total cost of the InP chip (material 

and fabrication) is in the order of 100 $/mm2 for a chip volume up to 10,000, and 

down to 10 $/mm2  for a chip volume of up to 100,000. According to the design 

of the FOS chip reported in [90], it is estimated that 50 mm2 is needed for 8×8 

FOS. This leads to a conservative estimated cost of 5000$ (50 mm2 × 100 $/mm2) 

for 8×8 FOS InP chip. The FPGA board (switch micro-controller) is estimated as 

300$, while the cost of each of the SOA driver and the label processor is 5$ and 

20$, respectively. For 8×8 FOS, we need 64 SOA drivers and 32 label processors. 

Then it comes with the total cost of 6220 $ (5000 $ photonic InP chip, 300 $ 

FPGA switch controller, 640 $ label processors, 320 $ SOA drivers). When the 

port number of FOS scales from N to 2N, it is estimated that the SOA driver and 

chip area scale 4 times while the label processor number scales 2 times. Then we 

have the cost of 22860 $ for 16×16 FOS and 87980 $ for 32×32 FOS respectively.  

According to the design of the AWGR chip reported in [91], it is estimated that 

3 mm2, 12 mm2, 48 mm2 are needed for 8×8, 16×16, and 32×32 AWGR, 

respectively. This leads to a conservative estimated cost of 300 $  (3 mm2 × 100 

$/mm2), 1,200 $  (12 mm2 × 100 $/mm2) and 4,800 $ (48 mm2 × 100 $/mm2) for 

8×8, 16×16, and 32×32 AWGR, respectively. The costs of various TRXs and 

fibers are shown in Table 2.4 [92][93][94]. 

Table 2.4. The cost of all TRXs and fibers. 

TRXs Cost($/(Gb/s)) 

Single mode and single channel (SM_1) 70 

Single mode and 4 parallel channels (QSFP_PSM) 400 

Single mode and 4 WDM channels (QSFP_CWDM) 500 

Multi-mode and single channel (MM_1)  15 

Multi-mode and four channels (MM_4) 80 

50 Gb/s WDM 4          3000 

Tunable SFP+      750 

SMF 0.3 per meter 

MMF 0.9 per meter 

2.3.2 Power consumption model 

In the calculation of the power consumption of the FOS, we break down all the 

contributions including FPGA board (25 W), label processor board (32 W), SOA 
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driver (1W), and also the label generator (2W) and laser driver (1.5W) 

implemented at the TOR switch. Conservative estimations based on discrete 

components are made here. For 8×8 FOS, we need 32 label generators and 32 

laser drivers. Then it comes with the total power consumption of 441W (25W 

FPGA micro-controller, 192W label processors, 64W SOA drivers, 48W ACK 

identifiers, 64W label generators and 48W laser drivers). When the port number 

of FOS scales from N to 2N, it is estimated that the SOA driver only scales 4 

times, while other components scale 2 times. Then we have the power 

consumption of 985 W for 16×16 FOS, 2457 W for 32×32 FOS, respectively. 

The power consumptions of various TRXs are shown in Table 2.5 [92][93]. 

Table 2.5. The power consumption of all TRXs. 

TRXS Power(W) TRXS Power(W) 

SM_1  1 MM_1 1 

QSFP_PSM  2.5 MM_4  1.5 

QSFP_CWDM  2.5 50 Gb/s WDM 4 8 

50 Gb/s SM 2 Tunable SFP+ 2 

2.4 DC traffic model and HPC application traces 

Data center traffic characteristics are strongly dependent on the applications 

running in the servers. It is then difficult (if even possible) to define a typical DC 

traffic. The traffic model defined here is a generalized approximation to the very 

different scenarios that can be found in real DCs. A DC-like traffic pattern as 

reported in literatures [27][95][96] is employed to evaluate the system 

performance in an intra- and inter-cluster communication network environment. 

The traffic model is employed in Chapter 3, Chapter 4 and Chapter 5 to 

investigate the network performance of OPSquare, HiFOST and FOScube DCN 

architectures, respectively. The performance investigation under various 

scenarios in terms of buffer dimension, flexible link bandwidth and scalability 

are carried out to fully evaluate the merits of the proposed DCN architectures.  

In Chapter 6, to increase the bandwidth and improve the latency performance 

of HPC networks, we employ the fast optical switching technology in the design 

of HPC networks architectures. And we investigate the network performance of 

two FOS based HPC architectures, namely FOSquare and HiFOS, with 4 HPC 

application traces. The HPC application traces are obtained from real applications 

running in the Marenostrum 3 supercomputer. And the characteristics of those 

HPC application traces are described in detail in section 6.2. Those HPC 

application traces are adopted to investigate the performance of the proposed 
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HPC networks. And the results are compared with MareNostrum 3 Leaf-Spine 

supercomputer to show the merits of the proposed HPC networks.  

2.4.1 DC traffic model 

Figure 2.4 and Fig. 2.5 show the cumulative distribution function (CDF) and the 

histogram of the packet length from 64 to 1518 bytes generated during the 

simulations, respectively. Packet arrival times are modeled according to the 

ON/OFF periods. This is the traffic behavior found in DCs and, in general, in 

internet traffic [97][98][99]. The length of these ON/OFF periods is modeled with 

a Pareto distribution because of the heavy-tailed random distributions character. 

 
Fig. 2.4. CDF of the size of the generated packets.  

 

Fig. 2.5. histogram of the size of the generated packets. 

If X is a random variable with a Pareto distribution, then the probability that X 

is greater than some number x, i.e. the survival function (also called tail function), 
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Where xm is the (necessarily positive) minimum possible value of X, and α is a 

positive parameter. The Pareto Type I distribution is characterized by a scale 

parameter xm and a shape parameter α, which is known as the tail index.  

Figure 2.6 and Fig. 2.7 illustrate the CDFs of ON and OFF periods. ON periods 

are in accordance with the length distribution regardless of the simulated input 

traffic load value. However, the time between them (i.e. the OFF periods) is 

proportional to the chosen simulation load value. When a higher load is selected 

it becomes shorter and vice versa. In this sense, only traffic density varies from 

one simulation to another while traffic complexity remains constant. 

 

Fig. 2.6. CDF of the ON transmission periods of a simulated server under typical DC 

operation. 

 

Fig. 2.7. CDF of the OFF transmission periods of a simulated server under typical DC 

operation. 

If we set the mean value of X as x , then we have the below equation 2.2 
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Therefore, with the two xm and α input into the Pareto distribution function 

pareto_shifted, we will have the length of ON period, namely, OnPeriod, 

calcluated in equation 2.3: 

                  _ ,  1 /( (( ) ) )OnPeriod pareto shifted x                        (2.3) 

and we can get the length of OFF period denoted by OFFPeriod: 

                            (1 ) /OffPerind OnPeriod                                  (2.4) 

2.5 Summary 

In this chapter, we report the state of the art DCN architectures that employ 

different technologies. DC network architectures based on traditional ES have 

some issues in terms of high bandwidth, low latency, cost and power consumption 

efficiency when DC scales to large number of servers. We have discussed the 

potential benefit of implementing DCN architectures based on FOS to solve the 

bandwidth bottleneck, large latency, cost and power consumption for DC scaling 

to large number of servers. In order to benchmark our proposed DCN solutions 

based on FOS, the state of art DCN components and sub-systems are reviewed in 

detail. Cost and power consumption are reported for the different types of fibers 

and transceivers. We build the cost and power consumption model of the DCN 

components to evaluate and compare the capital and operational cost of our 

proposed FOS based DCN architectures discussed in the next chapters with 

respect to the currently adopted DCN architectures including Fat-Tree and Leaf-

Spine. Moreover, in order to investigate and benchmark the system performance 

of our proposed FOS based DCN architectures with respect to the currently 

adopted DCN architectures, we have modeled the realistic DC traffics according 

to the different traffic traces available in literature. In addition, the HPC traffic 

model from real application traces collected by real applications running in the 

Marenostrum 3 supercomputer have also been discussed and they will be used to 

investigate the performance of the FOS based HPC network in Chapter 6.. 

In the following Chapter 3, Chapter 4 and Chapter 5, OPSquare, HiFOST and 

FOScube based on FOS are respectively proposed to solve the issues of the 

current DCs. And the cost, power consumption, and network performance of the 

above proposed architectures are analyzed and verified in a DCN under the cost, 

power consumption model in section 2.3 as well as the realistic traffic in section 

2.4. In Chapter 6, the performance investigations of HiFOS and FOSquare HPC 

networks with real HPC application traces are carried out and compared with 

MareNostrum 3 Leaf-Spine supercomputer. 



 

Chapter 3  

 

OPSquare: an optical flat DCN 

architecture based on FOS 

 

 
In this chapter1, aiming at solving the scaling, bandwidth, and latency issues in 

current hierarchical DCN architectures, we propose and investigate a novel 

optical flat DCN architecture in which the number of interconnected TORs scales 

as the square of the optical packet switches (OPS) port count (OPSquare). The 

performance of OPSquare DCN in terms of scalability, packet loss, latency, and 

throughput is assessed by numerical simulation employing OMNeT++ under 

realistic DC traffic model as the one reported in Chapter 2. Moreover, the cost 

and power consumption of the OPSquare DCN have been studied and 

benchmarked with Fat-Tree and H-LION under the DCN components cost and 

power consumption model built in Chapter 2.  

This chapter is organized as follows. In the Section 3.1, the system operation 

of the OPSquare architecture will be discussed in detail. The schematic of the 

TOR and the OPS are also described. In Section 3.2, the system performance is 

assessed and discussed under different traffic destination distributions, scalable 

number of servers, and various buffer sizes. After that, in Section 3.3, the cost 

and the power consumption of the OPSquare DCN are investigated and compared 

with ESs based Fat-tree DCN and AWGR based H-LION DCN. Finally, Section 

3.4 concludes this chapter by summing up the most important results. 

3.1 OPSquare system operation  

The proposed flat DCN architecture based on two parallel inter- and intra-

cluster networks is shown in Fig. 3.1. It consists of N clusters, and each cluster 

                                                      
1 Parts of this chapter are based on the results published in [127], [26]. 
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groups M racks by using an intra-cluster optical switch (IS). Each rack contains 

k servers interconnected by an electronic TOR switch. The TOR switch is 

equipped with two wavelength division multiplexing (WDM) bi-directional 

optical links. One optical link is used to interconnect the TOR to the IOS for intra-

cluster communication. The second optical link interconnects the TOR to the 

inter-cluster optical switch (EOS). The i-th EOS interconnects the i-th TOR of 

each cluster, with i=1, …, N. It can be seen from Fig. 3.1 that a single-hop 

communication is needed between racks of the same cluster, while at most two 

hops are needed to interconnect racks of different clusters. It is worth noticing 

that the proposed DCN architecture allows the TORs to be interconnected via 

different path connections, increasing network fault-tolerance and facilitating 

load balancing algorithm to optimize the performance of the network (a novel 

load balancing algorithm will be discussed in Chapter 7). As shown in Fig. 3.1, 

the number of interconnected TORs (and servers) scales as N × M. By using a 64 

× 64 port IOS and EOS, up to 4,096 TORs and then 163,840 servers (in case each 

TOR groups 40 servers) can be interconnected. It indicates that a scalable DCN 

can be built by using feasible optical switches with moderate switch radix due to 

the excellent quadratic scalability of the proposed architecture.  

 

 Fig. 3.1. Novel flat DCN architecture based on optical switch with fast flow control. 

The functional blocks of the TOR are illustrated in Fig. 3.2. Part of the traffic 

coming from the k servers is exchanged within the intra-rack servers (intra-rack 

traffic), and the rest of the traffic is directed to servers located in the same cluster 

(intra-cluster traffic), and servers located in different clusters (inter-cluster 

traffic).When the packets sent by the servers are processed by the TOR, the 

packet header (destination) will be checked by the head processor. In case of 

intra-rack traffic, the TOR directly processes and forwards the traffic to the server 

destination. Intra-rack contention is solved by using k intra-rack buffer queues in 

the TOR.  
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Fig. 3.2. TOR schematic diagram equipped with WDM transceivers and fast flow control. 

In case of intra- or inter-cluster traffic, the traffic is directed to the intra-cluster 

interface or inter-cluster interface. The intra-cluster interface consists of p WDM 

transceivers (TX and RX in Fig. 3.2) with dedicated electronic buffers. Apart 

from the optical data links between the TORs and FOS, there is an optical flow 

control link between the FOS and each TOR. Based on the contention occurring 

at the FOS, the ACK or the NACK signal will be sent to the TOR denoting the 

successful or unsuccessful transmission of the optical packet. According to the 

received ACK (or NACK), the flow controller at the TOR releases (or 

retransmits) the packets stored in the buffers. Each of the p WDM transceivers is 

only dedicated for the communication with a different group of TORs. The M 

TORs are thus divided into p groups and each group contains FI = M/p TORs. 

One of the p WDM TXs addresses FI (instead of M) possible destination TORs, 

in combination with the 1 × FI switch at IS. The decision of which interface and 

which wavelength to use to route the packet is made at the head processor. 

According to the packet header destination, the intra-cluster data packets are 

forwarded to and stored in one of the p transceiver buffers corresponding to the 

certain group of destination TORs. The wavelength is determined based on the 

corresponding relations between group number and wavelength of different 

TORs as reported in Table 3.1.  

In general, the buffer of the transceiver at λi stores and forwards the traffic 

destined to the intra-cluster TOR (i-1)×M/p+1, …, TOR i×M/p (Group i), with 

i=1, …, p. As an example shown in Fig. 3.1, with regards to TOR 1, the buffer of 

the transceiver at λ1 stores and forwards the traffic destined to the intra-cluster 

TOR 2, TOR 3, …, TOR M/p (Group 1). In each TOR, a copy of the optical 

packet attached with an optical label determining the TOR destination is 

transmitted to the IS. The label is processed at the IOS to determine the 

destination. If there is no contention with other packets, the packet will be 
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forwarded to the output port of the FOS and an ACK will be sent to the TOR. In 

case of contention, only one packet will be forwarded, while the other packets 

will be blocked and then NACKs signals will be sent to the TORs to indicate that 

the packets have to be retransmitted at the next time slot. 

Table 3.1 TOR grouping and wavelength mapping rules. 

TOR of Group i Destination TOR (at the i-th RX link) 
Group 

NO. 

 

 

TOR1 

 

λ1 - TOR2
i TORF

i     1 

λ2 TORF+1
i TORF+2

i TOR2F
i 2 

…… 

λp TOR(p-1)xF+1
i TOR(p-1)xF+2

i TORM
i p 

 

 

TOR2 

 

λ1 TOR(p-1)xF+1
i TOR(p-1)xF+2

i TORM
i p 

λ2 TOR1
i - TORF

i 1 

…… 

λp TOR(p-2)xF+1
i TOR(p-2)xF+2

i TOR(p-1)xF
i p-1 

…… 

 

    TORM/p 

   (TORF) 

λ1 TORF+1
i TORF+2

i TOR2F
i      2 

λ2 TOR2F+1
i TOR2F+2

i TOR3F
i   3 

…… 

λp TOR1
i TOR2

i -  1 

  
The structure and operation of the inter-cluster interface are similar to the intra-

cluster interface. The inter-cluster interface consists of q parallel WDM 

transceivers with dedicated buffers to connect the TOR to the EOS optical 

switches. The number of p and q WDM transceivers depends on the required 

capacity to guarantee a target oversubscription. If the TOR oversubscription is 1 

and each server produces traffic at data rate of b_serv, the capacity offered by the 

WDM transceivers should be equal to k × b_serv (the total data traffic generated 

by the servers). For instance for k = 40 servers with 10 Gb/s interface, to 

guarantee an oversubscription of 1, the p+q WDM transceivers should provide a 

capacity of 400 Gb/s. Multiple 25 Gb/s or 50 Gb/s p and q WDM transceivers 

can be tailored according to the expected intra- and inter- cluster data traffic ratio. 

For inter-cluster connection, it might be that the packet has to undergo two hops 

(from TOR to EOS  TOR  IOS to TOR destination or from TOR to IOS  

TOR  EOS to TOR destination) before reaching the final destination (see 

example in Fig. 3.1). In this case the packet has to be detected and processed by 

the intermediate TOR, adding extra latency. 
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Fig. 3.3. Schematics of (a) optical switch (IS) architecture, (b) label extractor (c) 1×F 

switch. FBG (fiber Bragg grating), LP (label processor), DML (direct-modulated laser), 

FDL (fiber delay line) 

The buffer-less IOS is based on broadcast and select architecture and it is 

schematically shown in Fig. 3.3(a) (for EOS, just substitute q instead of p and N 

instead of M). The IOS processes in parallel the multiple WDM input packets by 

using autonomously controlled 1 × F optical switches. Each WDM channel can 

be flexibly controlled to reach the F output ports according to the carried optical 

label. More channels can be added in a super-channel fashion, to provide the 

desired aggregation bandwidth. Note that FI is equal to M/p for IS, and FE equals 

N/q for EOS since each of the p (or q) WDM transceivers groups the traffic 

destined to M/p intra-cluster TORs (or N/q inter-clusters TORs). This allows to 

scale the port count of the switch to M × M (or N × N) by using p × M (or q × N) 
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parallel smaller 1 × FI (or 1 × FE) switches with moderate broadcast splitting 

losses and therefore lower OSNR degradation. 

At the optical switch node, each wavelength channel is processed by the 

photonic switch module. The optical label is first extracted and processed at the 

label extractor, while the optical payload is transparently switched by the 1 × F 

switch. The schematic of the label extractor and 1 × F switch is depicted in Fig. 

3.3(b) and (c), respectively. The in-band RF tone label is filtered out by a narrow-

band fiber Bragg grating (FBG) and then processed on-the-fly to recover the 

digital label bits [100]. The payload is 1 × F broadcasted using a coupler, and will 

be selected by the SOA gates controlled by the switch controller according to the 

label information. The SOA gates guarantee > 40dB extinction ratio. Therefore, 

the crosstalk between adjacent wavelengths is mainly due to the arrayed 

waveguide grating (AWG) channel suppression which is typically higher than 

30dB. Multicast operation is also supported by enabling multiple SOA gates. The 

use of SOA gates has twofold advantages: fast nanosecond switching time, and 

optical amplification of the signal to compensate the splitting losses of the 

broadcast and select architecture. Moreover, the proposed technologies allow 

photonic integration of the switch in a single chip [90]. More details on the 

operation and potential port count scalability of the 1 × F switch up to 64 ports 

are reported in [53]. Benefited from the modular structure and parallel processing 

of each channel, the possible contentions among the F input ports can be solved 

in a distributed manner which resulted in port-count independent nanoseconds 

reconfiguration time allowing operation on large as well as small flows exploiting 

statistical multiplexing [101][102]. The packet with higher priority is forwarded 

to one or several of the F possible output ports and the others are blocked and the 

corresponding flow control signals are generated and sent back to the TORs. 

According to the received ACK (or NACK), the flow controller at the TOR 

releases (or retransmits) the packets stored in the buffers [53]. 

The traffic from the same group destining the same destination TOR is 

combined by an AWG, as illustrated in Fig. 3.3(a). Therefore, these wavelengths 

should not overlap with each other. A wavelength mapping rule for the TORs in 

Group i interconnected by the IOS is shown in Table 3.1, in which F of IOS 

equals M/p. The maximum number of WDM wavelength channels supported by 

the OPSquare is determined by the operational bandwidth of the SOA gate, 

achievable wavelength spacing of the input AWG and the adjacent crosstalk 

channel specifications. The SOA typically has a -3 dB gain bandwidth larger than 

40nm which is sufficient for accommodating more than 50 100GHz-spaced 

channels. The number of 64-byte buffer cells Ncell that a packet occupied is 

calculated by the following formula: 

                                                

/ 64cell packetN L   
                                                 (3.1) 
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Where Lpacket is the length of the packet. Five cells with the same next hop are 

aggregated to form an optical packet (320 bytes) before being sent out through 

the transmitter. An optical packet could be formed by a 300-byte packet or five 

small packets with length less than 64 bytes. A preamble sequence will be added 

in front of the optical packet considering the burst-mode operation at the receiver 

side. The optical packet is buffered and a copy attached with an optical label 

determining the TOR destination is transmitted to the IS. The label is processed 

at the IOS to determine the destination and the blocked packet in case of 

contention will be retransmitted. At the destination TOR, a burst mode clock data 

recovery (BM-CDR) module has been considered for the packetized data. The 

solution for hardware implementation of BM-CDR able to lock to the incoming 

packet within 3 ns has been already reported in [103].  

3.2 Simulation analysis 

OMNeT++ network simulation framework has been employed as the simulation 

tool to fully investigate the performances of the proposed DCN under packet 

transmission. In the simulation, the preamble time for the BM-CDR is set to 100 

ns based on the assessment of the optical switch prototype described in [103]. 

The head processor forwards the data packets to the transceiver buffers according 

to the group destination of the packet. The header processing time and the buffer 

time of the cell are taken as 80 ns and 51.2 ns (64 bytes × 8 / 10 Gb/s) respectively 

regardless of the network scale according to the switching time of cut-through 

switch measured in [104]. The delay of the physical realization of label 

processing and switch control is port-count independent and has been considered 

as 20 ns in total for all the simulation studies based on the assessment results 

presented in [53]. 

    The system is set to operate at a data rate of 50 Gb/s, which has been considered 

to reach 200 Gb/s Ethernet speed under solution of IEEE P802.3bs when p equal 

to 4 [105][106]. The default distance between the TORs and the OPS is set to be 

50 m. This, added to the delays introduced by the optical modules, translates into 

a round trip time (RTT) in the system. The RTT is the minimum latency a packet 

will experience and acts as an offset for the latency measurements. During the 

simulations the servers create packets, according to a certain pattern and load 

value, and forward them to the TOR switch. The TOR and OPS operate as 

described in the Section 3.1. The TOR and server receive the transmitted cells 

and collect statistical information. 

    To explore the performance of OPSquare data plane architecture under 

different configurations, several sets of simulations have been considered. In 



40    Simulation analysis 

 

particular we analyze the packet loss, throughput and latency performance of the 

OPSquare architecture as a function of the traffic patterns, the scalability of the 

number of servers, and the electronic buffer size.  

In the simulation, traffic is classified into 3 categories (inter-cluster, intra-

cluster and intra-TOR). In each category, packets destinations are chosen 

randomly. Given that most of the traffic is exchanged within the TOR and the 

cluster, two different intra-TOR traffic ratios (50% and 60%) are considered. 

Moreover two different intra- and inter- cluster traffic ratios are considered as 

summarized in Table 3.2.  

Table 3.2 Studied traffic patterns. 

Traffic Case A Case B Case C Case D 

Inter-cluster 12.5% 10% 12.5% 10% 

Intra-cluster 37.5% 40% 27.5% 30% 

Intra-TOR 50% 50% 60% 60% 

First, we investigate the performance of an OPSquare DCN consisting of 256 

TORs interconnected by 16 × 16 IOS and EOS under different traffic patterns 

and buffer sizes. Each TOR connects 40 servers with 10 Gb/s link, resulting in a 

DCN composed of 10,240 servers. Afterwards, in order to get the full 

understanding of performance of OPSquare DCN, we carry out the experiments 

for OPSquare DCN under the extreme case when both splitting ratios of IOS and 

EOS are equal to 1.  

The packet length is set based on the CDF reported in Chapter 2. The value of 

the shape parameter (tail index) α is taken in the range of [1.5, 20] with uniform 

distribution. The capacity of the optical links that interconnect the TORs to the 

IOS and the EOS are 200 Gb/s (4 × 50 Gb/s WDM channels) and 50 Gb/s, 

respectively. The RTT is 560 ns, including the time used to process the labels and 

control the switch (60 ns), as well as the delay caused by the 2 × 50 = 100 m 

optical links (500 ns). In all the simulations, each server transmits an average of 

105 packets, and all servers are programmed to operate independently. In the ON 

period, the server generates packets continuously, while no packets are generated 

in the OFF period. The ON/OFF ratio determines the load. 

As shown in Table 3.3, the IOS and EOS radix and the number of transceivers 

inside TOR have been fixed in the study of Section 3.2.1 and Section 3.2.2 (M = 

N = 16, p=4 and q=1), therefore the splitting ratio of IOS and EOS equals 4 and 

16 (FI=4, FE=16), respectively. In section 3.2.1, the suitability of the OPSquare 

architecture is assessed under the traffic patterns case A to case D at a fixed buffer 

size of 50 KB. In section 3.2.2, the OPSquare performance is investigated under 

different buffer size (10 KB to 80 KB). The electronic buffer of the TOR stores 

the transmitted packets to the OPS so that, in case of collision, they can be 
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retransmitted. Packet losses in the simulations occur when these buffers are full 

and new packets arriving at the TOR are discarded. Setting input buffers with 

large capacity should in principle help to decrease the packet loss at the cost of 

larger latency.  In section 3.2.3, the scalability of the OPSquare is investigated up 

to 40 thousands of servers under the traffic pattern case A, and a fixed buffer size 

of 50 KB for each transmitter. The number of transceivers of the TOR is still set 

as p equals 4 and q equals 1, while the splitting ratio F in the optical switch IOS 

varies from 2 to 8, and in the optical switch EOS varies from 8 to 32. Finally in 

section 3.2.4, the performance of the OPSquare is investigated when there is only 

one group per optical switch IS. In this case, the splitting ratio in the optical 

switch IOS varies from 8 to 32. 

Table 3.3 Parameters setting in the simulations. 

Parameters 
Section 3.2.1 

Traffic pattern 

Section 3.2.2 

TOR buffer  

Section 3.2.3 

Scalability 

Section 3.2.4 

Extreme case  

p 4 4 4 1 

q 1 1 1 1 

F of IOS  (FI) 4 4 2,4,6,8 8,16,32 

F of EOS (FE) 16 16 8,16,24,32 8,16,32 

M = FI × p 16 16 8,16,24,32 8,16,32 

N = FE × q 16 16 8,16,24,32 8,16,32 

3.2.1 Varying Traffic Destinations Distributions 

Figures 3.4, 3.5 and 3.6 show the server-to-server average latency, the network 

(TOR-to-TOR) average latency, the CDF of the server-to-server latency and the 

packet loss as a function of the load under different traffic patterns for a DCN 

size of 10240 servers and 50 KB buffer size per transmitter. With the increase of 

the traffic load both the network and server-to-server average latency increases. 

Due to the relatively low packet contention, when the load is less than 0.4 the 

network average and server-to-server latency under different traffic patterns is 

around 1 s and 2 s, respectively. The buffer time at TOR contributes for more 

than the half of the server-to-server latency at load smaller than 0.3. When the 

load is higher than 0.5, the gap between the server-to-server latency and network 

latency only increases a little, which means the buffer time at TOR only increases 

slightly and the number of retransmissions becomes the major portion of the 

server-to-server latency.  
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Fig. 3.4. Server to server and network latency of the OPSquare under different traffic 

patterns. 

At high load, it is clearly seen that the server-to-server and network latency for 

case A is larger than case B and case C. The reason is that case A has more inter- 

and intra-cluster traffic. The packet loss increases as the total amounts of the 

inter-cluster and intra-cluster traffic increase. Therefore, the packet loss of case 

A and case B (50% traffic out of TOR) is larger than case C and case D (40% 

traffic out of TOR). For case A and B, although the amount of traffic coming out 

of the TOR is same, the packet loss of case A is slightly larger than case B. The 

reason is that the inter-cluster traffic of case A is higher than the case B, as most 

of the inter-cluster traffic has to cross two hops (occupy more link capacity). Thus, 

the real load of the system in the case A is higher than the case B. Similarly, the 

same analyses can be also applied to the performance results under the case C 

and the case D traffic patterns.  

 

Fig. 3.5. Server-to-server latency CDF of the OPSquare at load of 0.1, 0.3, 0.5 and 1.0 

for traffic pattern case A.  
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Fig. 3.6. Packet loss of the OPSquare under different traffic patterns. 

For traffic pattern in case A, we count the server-to-server latency for all the 

packets received at the servers of the first TOR. The CDF of the server-to-server 

latency is shown in Fig. 3.5. It is clearly shown that the maximum server-to-server 

latencies increase as the loads increase due to the high contention probability at 

heavy load. When the load is 0.1, 99% of the packet latency is smaller than 3.2 

s. At load of 0.3, 90% of the packet latency is smaller than 3 s, and the 90% of 

the packet latency is smaller than 10 s at load of 0.5. The maximum number of 

re-transmissions is not limited in the simulations. Limiting the maximum number 

of retransmissions would result in lower server-to-server latency especially at 

load higher than 0.5, but at the expense of high packet loss.  

Packet loss is closely related to the quality of service required by each 

application. The amount of packet loss that is acceptable depends on the specific 

application. In [107] packet loss less than 1% is regarded as "good" for streaming 

audio or video, and 1-2.5% as "acceptable". In Fig. 3.6, the packet loss is around 

1% at load 0.5 even under heaviest inter-cluster traffic (Case A). Considering that 

the traffic load in DCs does not exceed 30% of the maximum network capacity 

for 99% of the time [27][96], the OPSquare can handle the heavy traffic pattern 

at load of 0.5 under conservative estimation. 

3.2.2 Dimensioning the TOR Buffers 

Figures 3.7 and 3.8 show the server-to-server latency and packet loss as a 

function of the load for a DCN with size of 10240 servers under traffic pattern 

case A when the buffer size per transmitter of the TOR varies from 10 KB to 80 

KB.  
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Fig. 3.7. Server-to-server latency of the OPSquare under different TOR buffer sizes. 

As we can see from Fig. 3.7, the server-to-server latency remains almost the 

same for load less than 0.4 for different buffer sizes. For a load above 0.4, the 

latency increases rapidly as it may experience several retransmissions for a packet 

to be successfully delivered. It is also observed that the server-to-server latency 

increases as the buffer size becomes larger after reaching the load of 0.4. The 

reason is that longer waiting time is needed in the buffer queue.  
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Fig. 3.8. Packet loss of the OPSquare under different TOR buffer sizes.  

The packet loss performance is shown in Fig. 3.8. Increasing the buffer size 

from 10KB to 30KB and from 30KB to 50KB would have an improvement of 

more than an order of magnitude in packet loss performance at load of 0.4. A 

packet loss less than 10-5 for load of 0.4 has been achieved for a buffer size of 50 

KB. Buffer sizes larger than 50KB would have less significant improvements, 

while deteriorate the latency performance at higher load. Therefore, 50KB is 

considered as the optimal buffer size and will be chosen for the scalability 
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assessment in Section 3.2,3. Since the traffic in DCs does not exceed 10% of the 

maximum network capacity for 95% of the time and does not exceed 30% of the 

total capacity for more than 99% of the time [27][96], the OPSquare architecture 

can effectively handle the DC traffic by using moderate-radix optical switches. 
The performance can be further improved by employing multiple receivers at the 

TOR switch in which case more packets can be forwarded and received at the 

same time [108]. 

3.2.3 Scalability of the OPSquare DCN 

In order to investigate the DCN scalability, we have varied the amount of servers 

from 2,560 to 40,960. As the amount of servers per TOR has been kept to 40, the 

amount of TORs varies from 64 to 1024, and consequently the EOS and the IOS 

optical switches with radix 8 to 32 are needed to build the DCN.     

Figures 3.9, 3.10 and 3.11 show the server-to-server latency, packet loss, and 

system throughput, respectively, as a function of the load for DC scaling from 

2560 servers to 40960 servers while the buffer size is kept as 50 KB.  
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Fig. 3.9. Server-to-server and network average latency of the OPSquare under different 

DC size. 

It is clearly shown in Fig. 3.9 that, for traffic load up to 0.4, both the network 

and the server-to-server latency do not change with the scaling of the DCN. 

Moreover, for traffic load of 0.8, the network latency increases by 33.3% when 

the DCN size increases from 2560 to 10240 servers, but it only increases by 10.1% 

for larger DCN size (> 10240 servers). This indicates that the DCN performance 

is maintained as the DCN size scales. Similar results and considerations are 

applicable to the server-to-server latency. 
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Fig. 3.10. Packet loss of the OPSquare under different DC size. 

Figure 3.10 shows the packet loss of the system. With more servers 

interconnected, more channels need to be accommodated by the optical switch. 

However, because of the statistically increased destination diversity, the chance 

of contentions only experiences slight increase. In addition, the port-count 

independent reconfiguration time results in constant RTT without causing extra 

packet loss due to the buffer overflow. A packet loss less than 2×10-5 for load of 

0.4 is guaranteed regardless of the DCN size. For loads exceeding 0.6, the packets 

loss is unavoidable as the links and the buffers are fully occupied. 
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Fig. 3.11. Normalized throughput of the OPSquare under different DC size. 

Figure 3.11 reports the network throughput as a function of the traffic load and 

DCN size. The throughput saturates at the load of 0.6, and the performance 

variation at different DCN size becomes minimal for number of servers larger 

than 10240.  
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3.2.4 Performance evaluation under extreme cases 

To investigate the performance of OPSquare under extreme cases, we carry out 

the performance assessment of the OPSquare when there is only one 

group/wavelength (no multi-grouping mechanism). In those cases, the splitting 

ratio FI=M (p=1) and FE=N (q=1) in order to keep the full connection of the intra- 

and inter-cluster TORs. The results for DCN with 2560, 10240 and 40960 servers 

are presented and benchmarked with the scalability study in Section 3.2.3 (p=4, 

q=1). The buffer size is kept as 50 KB for each transmitter.  

Fig. 3.12 shows the server-to-server latency as a function of the load for DCN 

with 2560, 10240 and 40960 servers under the case of no multi-grouping (p=1). 

The splitting ratio F at the IOS is 8, 16 and 32, respectively. The server-to-server 

average latency is less than 2.5 µs at load of 0.4 independently of the servers 

count. Compared with the scalability study based on the multi-grouping 

mechanism (p=4) presented in section 3.2.3, there is no visible difference for 

traffic load up to 0.4, while for higher load the OPSquare without multi-grouping 

mechanism outperforms the one with multi-grouping mechanism. The reason is 

that less number of TRX (p=1, q=1) leads to smaller buffer size in total. When 

load increases saturating the network, the packets experience shorter waiting time 

caused by the contentions.  

0.0 0.2 0.4 0.6 0.8 1.0
0

4

8

12

16

 p=1, Scale 2560

 p=1, Scale 10240

 p=1, Scale 40960

S
e

rv
e

r 
to

 s
e

rv
e

r 
la

te
n

c
y

 (
μ

s
)

Load

 p=4, Scale 2560

 p=4, Scale 10240

 p=4, Scale 40960

 

Fig. 3.12. Server-to-server average latency of the OPSquare with and without multi-

grouping mechanisms. 
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Fig. 3.13. Packet loss of the OPSquare with and without multi-grouping mechanisms. 

Fig. 3.13 shows the packet loss for the OPSquare system without multi-

grouping mechanism. A packet loss lower than 10-4 for load of 0.4 has been 

achieved for DC with 40960-server. Packet loss performance comparison 

between systems with and without multi-grouping mechanism indicates minor 

difference for traffic load higher than 0.4. This is due to the slight difference of 

the statistical occurrence of the packet contentions as the splitting ratio increases.  
 Although the OPSquare without multi-grouping mechanism presents lower 

latency at load higher than 0.4, it requires optical switches with larger splitting 

ratio (FI=M, FE=N) and therefore optical losses which can lead to OSNR 

degradation. Therefore, the number of groups and the splitting ratio F should be 

carefully tailored to the required DCN performance. 

3.3 Cost and power consumption analysis 

Fat-Tree can interconnect K3/4 servers by utilizing 5K2/4 electrical switches, 

each with K ports (or radix) [55]. The total amount of the SFP+ transceivers and 

the switch port is K3 and 5K3/4. The power consumption of the Fat-Tree network 

PFat-Tree is calculated by using the following equation: 

                  3 345 /Fat tree switchport transceiverP K P K P  

                     

(3.2) 

Where Pswitchport stands for the power consumption of each ES port and Ptransceiver 

is the power consumption of a single transceiver.   

 The cost of Fat-Tree network CFat-Tree is calculated as follows: 

         2 3 3 3/ 4 / 4 / 25Fat Tree switch ransceiver elint k olinkC K C K C K C K C      

   

(3.3) 
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The TOR adopted in the OPSquare has a radix of 65 with 40 connected to the 

servers, 5 grouped into 50 Gb/s connecting to the EOS and 20 grouped into 4 × 

50 Gb/s connecting to the IS. Considering the same radix for the IOS and the 

EOS (M=N), the power consumption of the OPSquare network POPSquare is 

calculated by using the equation below: 

           
2

2

50 _

           

         

65

      

2
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G transceiver
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(3.4) 

Where 
OPSP and 

50 _G ransceiverP are the power consumptions of OPS and the 50 

Gb/s transceivers, respectively. In the same way, the cost of OPSquare network 

COPSquare is calculated with the following formula: 
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(3.5) 

Where 
OPSC  and 

50 _G transceiversC  are the costs of OPS and the 50 Gb/s 

transceivers respectively. 

H-LION can interconnect (p+1)×µ×s×R servers by utilizing  (µ+1)×s×R 

passive AWGRs and s2 active AWGRs [109], where p and µ are the numbers of 

intra-rack and inter-rack transceivers in one server, respectively, and s is the 

number of the inter-cluster transceivers of the relay rack in each cluster, while R 

is the port of the active AWGR switch.  

In the H-LION DCN architecture, p is set as 19 in order to keep consistent 

with the value in [109]. The value of s equals µ×(p+1) and no oversubscription 

exists. 

The total amount of the transceivers in the intra- and inter-cluster network 

is s2×R. The power consumption of the H-LION network PH-LION  is calculated by 

using the following equation: 

                                              2

H LION transceiverRs PP  

                                          

(3.6)    

The cost of H-LION network CH-LION is calculated as follows: 
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(3.7) 

Where Cp-AWGR and Ca-AWGR are the costs of passive and active AWGR switches, 

respectively. Scaling the DCN size, OPSquare and H-LION can save more power 
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with respect to Fat-Tree. The main reason is that a large part of the power 

consumption in the ES based DCN is due to the transceivers. A 32.5% power 

consumption saving is possible for OPSquare DCN consisting of 160,000 servers 

compared with Fat-tree. The power consumption of OPSquare could be further 

improved by deploying innovative labelling techniques. Figure 3.14 shows that 

the power consumption of H-LION scales better than the Fat-tree and OPSquare 

since the switching elements of H-LION are mainly passive AWGR. 

 

Fig. 3.14. Power consumption comparison of OPSquare, H-LION and Fat-Tree DCN 

architectures. 

 

Fig. 3.15. Cost comparison of OPSquare, H-LION and Fat-Tree DCN architectures. 

Figure 3.15 shows the costs for the OPSquare, H-LION and Fat-Tree 

architectures. The costs of the OPSquare and Fat-Tree have a similar trend with 

the power consumption results. For 160,000-server DCN of Fat-tree and 
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OPSquare DCNs, the OPSquare solution has a cost saving of 31.4% with respect 

to Fat-tree, which could be further improved with maturing in device fabrication. 

The cost of H-LION is larger than OPSquare, and the gap becomes larger when 

DCN scales. For 160,000-server, the OPSquare solution has a cost saving of 

63.4%. The main reason is that a large part of the cost in H-LION DCN is due to 

the huge amount of AWGRs and optical links.  

3.4 Summary 

In this chapter, we propose and investigate a novel flat DCN architecture 

OPSquare based on distributed buffer-less OPS with nanoseconds switching 

operation. Benefiting from the transparency to data rate and data format of the 

adopted optical switching technology, OPSquare allows for scaling up the data 

rate per link without changing the infrastructure or adding more switching ports. 

Besides, the amount of interconnected TORs in the OPSquare DCN scales as the 

square of the optical switch port count.  No optical buffers is required exploiting 

the optical flow control with fast packet retransmission. Moreover, the OPSquare 

DCN architecture allows TORs to be interconnected via different path 

connections, increasing network fault-tolerance and allowing the potential 

implementation of load balancing algorithm to optimize the system performance.  

    By using the OMNeT++ simulator and realistic DC traffic model, we 

numerically assess the scalability and system performance in terms of latency, 

packet loss ratio, and throughput of the OPSquare DCN as a function of the TOR 

buffer size, traffic patterns, and the number of servers. Numerical results show 

that the OPSquare DCN architecture allows for 2 s server-to-server average 

latency and less than 10-5 packet loss for traffic load of 0.4 when it connects 

10240 servers. With the elimination of a large amount of transceivers, the power 

consumption and cost of a DC supports 160,000 servers based on OPSquare is 

32.5% and 31.4% less than Fat-tree, respectively. While for 160,000-server DCN 

of H-LION and OPSquare, the OPSquare solution has a cost saving of 63.4%. 

Further improvement is expected by employing maturing and innovative 

photonic integrated technologies in the future. Therefore, OPSquare provides a 

promising solution to meet the high-throughput, low-latency and cost-efficient 

requirements of next-generation DCN.  

 





 

Chapter 4  

 

HiFOST: a scalable low latency DCN 

architecture based on FOS  

 

 
To solve the bandwidth and latency issues in current hierarchical DCN 

architectures based on ESs and further improve the cost and power consumption 

efficiency of OPSquare, we propose a novel hybrid DCN architecture based on 

distributed flow controlled fast optical switches (FOS) and modified TOR 

switches (HiFOST) in this chapter2. The intra-cluster interconnection of HiFOST 

is built by FOS with wavelength switching in nanoseconds time for efficient 

statistical multiplexing operation, while the inter-cluster interconnection between 

TORs is made by direct optical link connections. Similar to OPSquare, optical 

flow control is implemented to retransmit packets in case of contention due to the 

lack of practical optical buffers.  

In section 4.1, the system operation of the HiFOST architecture is discussed in 

detail. We also report and discuss the merits of HiFOST and the applied routing 

mechanism. In section 4.2, we investigate the performance of HiFOST DCN with 

different TOR buffer sizes, optical link capacities, elastic allocation of 

transceivers, and network scales under realistic DC traffic. In section 4.3, the cost 

and power consumption of the HiFOST DCN have been investigated and 

compared with the electrical Fat-Tree and Leaf-Spine DCN architectures, as well 

as with the optical H-LION and OPSquare DCN architectures. In section 4.4, we 

conclude the Chapter 4 by summing up the most important results. 

 

 

                                                      
2 Parts of this chapter are based on the results published in [25], [128]. 
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4.1 HiFOST System operation 

The proposed high-bandwidth, low-latency and scalable hybrid DCN 

architecture based on flow controlled FOS is shown in Fig. 4.1. The DCN is 

divided into N+1 clusters, and each cluster contains N racks. Each rack contains 

k servers interconnected by an electronic TOR switch. The N TORs in each 

cluster are interconnected by the FOS through its intra-cluster wavelength 

division multiplexing (WDM) optical interfaces. Moreover, the modified TORs 

have another bi-directional WDM optical port for the inter-cluster connectivity. 

As illustrated in Fig. 4.1, the j-th TOR of cluster i (1≤i≤j≤N) connects i-th TOR 

of cluster j+1. Note that HiFOST DCN architecture could support full bisectional 

bandwidth.  

 

 

Fig. 4.1. HiFOST DCN architecture based on fast optical switch with flow control. 
 

 

Fig. 4.2. Schematic diagram of the TOR equipped with WDM transceivers and fast flow 

control. 

Figure. 4.2 shows the schematic diagram of the TOR equipped with WDM 

transceivers and the fast flow control. The inter-cluster data packets are directed 

and stored in one of the q TX buffers with a round-robin scheme. Different from 

OPSquare, a direct Ethernet connection is established for the inter-cluster 
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communication between TORs. The number of p and q WDM transceivers 

depends on the bandwidth requirment to guarantee a target oversubscription with 

respect to the expected performance. In section 4.2 and section 4.3, we will 

investigate the impact of different p and q WDM transceivers configuration on 

the system performance and the costs and power consumption, respectively.     

4.1.1 Key features of the HiFOST architecture 

Both OPSquare and HiFOST adopt FOS for the intra-cluster connection. 

Therefore, the intra-cluster interface equipped at the TOR should add the optical 

label for the processing at the FOS. Besides, for the communication between 

servers in different clusters, the total hop of FOS would be two at most for both 

OPSquare and HiFOST. However, there are also differences between HiFOST 

and OPSquare. First, the inter-cluster interconnection of OPSquare is also 

implemented by means of FOS, while for HiFOST, it is accomplished by the 

TORs using an Ethernet optical connection. Therefore, the inter-cluster interface 

equipped at the TOR in HiFOST does not add the optical label.  Second, the total 

number of FOS in OPSquare and HiFOST is 2×N and N+1, respectively. Third, 

the TOR scalabilities of OPSquare and HiFOST are N2 and N×(N+1), 

respectively. 

    It is worth noticing that HiFOST allows TORs to be interconnected via 

different path connections, increasing network fault-tolerance and facilitating 

load balancing algorithm to optimize the performance of the network. As shown 

in Fig. 4.1, the number of interconnected TORs (and servers) scales as N×(N+1). 

By using 128 × 128 port FOS, up to 16,512 TORs (660,480 servers considering 

each TOR groups 40 servers) can be interconnected. Therefore, a scalable DCN 

can be built by using FOS with moderate radix. Moreover, the transparent optical 

switching allows future-proof of the DCN for future update to higher data rate. 

4.1.2 Routing algorithm  

In HiFOST, we propose a simple and efficient single-path routing algorithm 

(HIR). The greedy principle is employed in the design of the HIR. Considering 

two servers are performing communication, we name the source and destination 

server by src and dest, respectively. Let T[m, n] represent the n-th TOR in the m-

th cluster (m≤N+1, n≤N). Denote T[ms, ns] (source TOR) and T[md, nd] 

(destination TOR) as the TOR index connecting the src and dest servers, 

respectively. Denote the TOR directly connecting with source TOR by T[ps, qs], 

also the TOR directly connecting with destination TOR by T[pd, qd]. Figure 4.3 

shows a prototype for HiFOST with N equals to 3 and shows the possible routing 

paths of HIR. 
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Fig. 4.3. The operation of HIR in HiFOST 

As shown in Fig.4.3, the blue dash paths P1 (T[1,1]T[2,1]) and P3 

(T[2,3]T[4,2]) are the direct inter-cluster TORs interconnections that act as the 

first kind of routing path when the source TOR and destination TOR are directly 

connected (ps=md and qs=nd). While the red dash paths P2  

(T[2,1]FOS[2]T[2,3]) and P4 (T[4,2]FOS[4] T[4,3]) are the intra-

cluster TORs interconnection that serve as the second kind of routing path when 

the source TOR and destination TOR are within the same cluster (ms = md).  

    The inter-cluster TORs connections employ the one-hop FOS. More 

specifically, when we assume T[1,1] and T[2,3] as the source TOR and the 

destination TOR (ps = md), respectively, the third kind of routing path would be 

P1P2, namely, T[1,1] T[2,1]FOS[2]T[2,3]. Another situation is when 

T[4,1] serves as the destination TOR (ps = pd), the fourth kind of routing path 

would be P1P2P3. Besides, there are also inter-cluster TORs connections that 

pass two-hop FOS. When T[2,1] and T[4,2] are the source and destination TOR, 

the fifth kind of routing path is P2P3P4. The total hop of FOS would be two 

at most, and all the routing paths of HiFOST can be classified into the five 

categories described above. 

4.2 Simulation analysis 

This section reports the numerical results and analyses on the performances of 

the HiFOST DCN under realistic DC traffics. Four sets of simulations including 

different electronic buffer sizes, various optical link bandwidths, scalability and 

elastic allocation of bandwidth for various traffic patterns have been considered 

to comprehensively evaluate the performance of HiFOST DCN architecture in 

terms of the packet loss, latency and throughput. The packet length is set based 

on the CDF reported in Chapter 2. The value of the shape parameter (tail index) 

α is taken in the range of [1.5, 20] with uniform distribution. 

Table 4.1 shows the TX allocations in all the simulation assessments. In section 

4.2.1, two different TX types TX-I (p=4, q=1) and TX-II (p=6, q=2) are 

considered and the performance of the HiFOST DCN under various buffer sizes 
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is investigated. As the splitting ratio of the broadcast and select switch in the FOS 

is equal to the FOS radix divided by the number of TXs, which is then set to 12 

and 8 for the TX-I and TX-II, respectively.  In section 4.2.2, the performance of 

HiFOST DCN as function of the optical link bandwidth is investigated by 

employing different number of TXs for the intra/inter-cluster links. More 

specifically, the number of TXs of intra- cluster varies from 3 to 6 and the inter 

cluster from 1 to 2. In section 4.2.3, simulations with different DC sizes are 

carried out to quantitatively evaluate the performance of the HiFOST. The 

numbers of TXs have been fixed (N = 48, p=6 and q=2). Therefore the splitting 

ratio of FOS varies from 3 to 8. Finally, in section 4.2.4, we explore the flexibility 

and elasticity of HiFOST to support potential traffic distributions by dynamically 

adjusting the bandwidth of intra/inter-cluster links for different traffic 

distributions. Different from section 4.2.2, the number of TXs to the intra- cluster 

varies from 4 to 8 and for the inter cluster from 1 to 4. 

Table 4.1 Parameters setting in the simulations. 

Parameters 
Section 4.2.1 

TOR buffer  

Section 4.2.2 

Trade-off  

Section 4.2.3 

Scalability 

Section 4.2.4 

Elasticity 

p 6,4 3,4,6 6 4,4,8,8 

q 2,1 1,1,2 2 1,2,2,4 

F of FOS 8,12 16,12,8 3,4,6,8 12,12,6,6 

N = F ×p 48 48 18,24,36,48 48 

4.2.1 TOR Buffers Dimensioning  

Given that most of the DC traffic is exchanged within the servers in the same 

TOR and within the TORs of the same cluster, 50% intra-TOR traffic, 37.5% 

intra-cluster traffic and 12.5% inter-cluster traffic are considered as the 

representative traffic distribution in DC [95]. We investigate the server-to-server 

latency and packet loss ratio as a function of the load under different buffer size 

from 20 KB to 100 KB and two types allocation of WDM TXs at the TOR, TX-I 

(p = 4, q = 1) and TX-II (p = 6, q = 2) to achieve a HiFOST DCN with 

oversubscription of 1:1.6 and 1:1, respectively. In this specific simulation, the 

HiFOST DCN size is set to 94080 servers (FOS radix is 48).  

Figure 4.4 shows the latency and packet loss for the type TX-I 

(oversubscription 1:1.6). For load of 0.5, the latency increases from 5.1 s to 16.0 

s as the buffer size changing from 20 KB to 100 KB. However, there is only 

slight latency difference for various buffer sizes when the load is below 0.3. It is 

also shown in Fig. 4.4 that increasing the buffer size from 20KB to 50KB would 

have a packet loss improvement of more than an order of magnitude at load of 

0.3, resulting in a packet loss of around 10-5 with buffer size of 50 KB.  
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Fig. 4.4. Server to server latency and packet loss ratio of the HiFOST under type TX-I. 
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Fig. 4.5. Server to server latency and packet loss ratio of the HiFOST under type TX-II. 

It is visible from Fig. 4.5 that for a load larger than 0.5 and type TX-II equipped 

in the TOR (oversubscription 1:1), the latency increases rapidly as the buffer size 

of the TRX gets larger. However, almost identical latency for different buffer 

sizes at low load is observed due to no buffer overflow. The latency of case TX-

II is decreased to 2.8 s at load of 0.5. The latency experiences a drastic increase 

for load beyond 0.5 due to the longer waiting time in the buffer. A packet loss of 

less than 10-5 at load of 0.5 has been achieved for a buffer size of 50 KB as shown 

in Fig. 4.5. Buffer size larger than 50 KB would still improve the packet loss, but 

at the expense of increasing the latency. At load of 0.8, the latency of TX with 

100 KB buffer size is 17.9 s. Therefore, 50 KB is considered as the optimal 

buffer size and will be chosen for the simulations sets in the other sections 4.2.2, 

4.2.3, and 4.2.4. Compared with type TX-I, the average latency and packet loss 
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ratio of type TX-II get noticeable improvements benefiting from the enhanced 

optical link bandwidth. Packet loss is closely associated with quality of service 

considerations. The amount of acceptable packet loss depends on the specific DC 

application. In [30] packet loss less than 10-2 is regarded as "good" for streaming 

audio or video, and 1×10-2 - 2.5×10-2 as "acceptable". The packet loss is around 

10-2 at load 0.4 and 0.6 for TX-I and TX-II, respectively. As the traffic in DCs 

does not exceed 10% of the maximum network capacity for 95% of the time and 

does not exceed 30% of the total capacity for more than 99% of the time [25, 27], 

the HiFOST architecture can effectively handle such DC traffics. In particular, 

the HiFOST can handle the above representative traffic distribution, which is also 

denoted by traffic case A, at load of 0.6 under type TX-II. 

4.2.2 Link Bandwidth and Performance Trade-off 

We have investigated the packet loss and average server-to-server latency as a 

function of the load under different optical link capacities and different TX types 

TX-I (p = 4, q = 1), TX-II (p = 6, q = 2) and TX-III (p = 3, q = 1) to realize a 

HiFOST DCN with oversubscription of 1:1.6, 1:1, and 1:2, respectively. The 

HiFOST DCN size is set to 94,080 servers with the representative traffic 

distribution (traffic case A), and the buffer size per transmitter is 50 KB. The 

splitting ratio F in the FOS will be 16, 12, and 8 when p equals 3, 4 and 6, 

respectively (F = N/p). Figure 4.6 shows that the packet loss ratio decreases with 

the increasing of the optical link capacity. When type TX-I is employed at the 

TOR, the packet loss ratio is 1.9×10-2 at load of 0.4, while a packet loss ratio of 

2.4×10-2 with type TX-III is possible at load less than 0.3 due to the limited link 

bandwidth. However, the network can sustain a packet loss ratio of 1.5×10-2 at 

load of 0.6 with type TX-II.  
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Fig. 4.6. Server to server latency and packet loss ratio of the HiFOST under various TX 

types. 
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The average latency experiences a decrease with the increased optical link 

bandwidth as shown in Fig. 4.6. For type TX-II, when the load is less than 0.6, 

due to the relatively low packet contention benefiting from high optical link 

bandwidth, the server to server latency is less than 5 s. While the latency of type 

TX-I and TX-III is 12.2 and 15.8 s at load of 0.6. At load of 0.3, the server to 

server latency of type TX-III is 5.2 s, compared with 2.3 s of type TX-I and 

2.1 s of type TX-II.  
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Fig. 4.7. Normalized throughput of the HiFOST under various TX types. 

    Figure 4.7 reports the normalized throughput as a function of the traffic load 

of the network. The throughput begins to saturate at load of 0.3, 0.4 and 0.6 for 

type TX-III, I and II, respectively. The throughput only has a very slow increase 

after the saturated load for all kinds of optical link bandwidths. The throughput 

of type TX-I and TX-III is less than 0.5 and 0.4 at full load, while type TX-II can 

obtain a throughput of less than 0.7. Therefore, it is concluded that the 

performance can be compromised with the number of TXs. With an increased 

number of TXs, the performance of HiFOST can be enhanced due to the 

improved network oversubscription. However, there will be also an increased 

cost and power consumption of HiFOST due to the larger amount of TXs. More 

details on costs and power consumptions of HiFOST for the different 

configurations are discussed in Section 4.3. 

4.2.3 Scalability of the HiFOST DCN 

To investigate the scalability of the HiFOST DCN, the DC size is scaled by 

varying the number of TORs from 342 to 2,352 (from 13,680 to 94,080 servers, 

40 servers per TOR). Building the DCN to support those scales requires the use 

of FOS with radix ranging from 18 to 48, respectively. As the number of TXs of 

the TOR is set as p equals 6 and q equals 2, the splitting ratio F in the FOS varies 
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from 3 to 8. Figures 4.8 and 4.9 show the average server-to-server latency, packet 

loss, and the system throughput versus the traffic load for different scales of 

HiFOST DCN, respectively.  

 It is clearly shown in Fig. 4.8 that, scaling the HiFOST DC size, the average 

server-to-server latency does not increase for traffic load up to 0.5. The packet 

loss ratio is less than 1×10-5 for all DC sizes at load of 0.5. Moreover, for traffic 

load of 0.6, the packet loss ratio deteriorates almost an order of magnitude, and 

the server-to-server latency increases 20% when the DC scales from 24,000 to 

53,280 servers. However, when HiFOST scales from 53280 to 94080 servers, the 

packet loss ratio and the latency only increase 34.9% and 6.3%, respectively. This 

indicates that good DCN performance is maintained as the DC size scales. This 

conclusion can also be explained in a qualitative way. With the interconnected 

number of server scales from 13,680 to 94080, the splitter ratio F of the FOS is 

increased from 3 to 8 when p is fixed as 6. The maximum theoretic throughput 

(TH) of each TX is 1-(1-1/F)N, and the value of TH is 0.9986 and 0.9984 when F 

equals 6 and 8, respectively. Thus, TH is close to 1 and is almost maintained as 

F increasing from 6 to 8. 
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Fig. 4.8. Server to server latency and packet losses of the HiFOST under different DC 

sizes. 

    Figure 4.9 reports the normalized network throughput as function of the traffic 

load for different DCN sizes. The throughput starts to saturate at the load of 0.6 

with slightly performance variation for all DC sizes, this also quantitively 

confirms the excellent scalability performance of the HiFOST DCN architecture.  
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Fig. 4.9. Normalized throughput of the HiFOST under different DC sizes. 

4.2.4 Elasticity with Dynamic Traffic 

This section reports the performance assessment of the HiFOST under dynamic 

intra-cluster and inter-cluster traffic patterns and elastic TX types. As the FOS 

features a good degree of re-configurability and flexibly, the HiFOST can support 

a variable number of wavelengths out of the TRXs of the TOR. The variable 

wavelengths per link allocated at the TOR TXs could be optimized to avoid 

insufficient link bandwidth and wasting of energy. Therefore, with an appropriate 

number of wavelengths allocated elastically, the HiFOST can obtain satisfactory 

performance for dynamic traffic patterns and achieve high energy efficiency. To 

investigate the benefit of the optimized allocation of TXs, we consider the 

HiFOST size of 94,080-server with buffer size of 50 KB per transmitter. Firstly, 

we have considered the two traffic cases A and B and the two types of WDM TX 

configuration. In the traffic case B, the traffic is divided in 75% intra-cluster and 

25% inter-cluster traffic volume.  

As shown in Fig.4.10, with type TX-I (p = 4 and q = 1), the packet loss ratio of 

traffic case A and B at load of 0.4 is 1.9×10-2 and 3.5×10-1, respectively. Though 

the performance of HiFOST under the traffic case A with type TX-I is 

satisfactory, it is apparent that the type TX-I is not optimal for the traffic case B. 

The link bandwidth using the type TX-I, allocated based on the high intra-TOR 

traffic volume of the case A, is insufficient for the high intra-cluster traffic 

volume in case B. Indeed, Fig. 4.10 clearly shows that the result of case A under 

load ρ is almost the same with the result of case B under ρ/2 due to the double 

inter-TOR traffic volume of case B with respect to case A. However, when 

changing the WDM TX allocation to TX-IV (p = 8, q = 2), which is elastically 

configured for the traffic case B, the packet loss and latency at load 0.4 are 
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1.2×10-2 and 4.4 s, respectively. Therefore, much better performance is achieved 

by employing the elastic allocation of the TXs.  
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Fig. 4.10. Server to server latency and packet losses of the HiFOST under different traffic 

distributions with type TX-I and TX-IV. 

 

Fig. 4.11. Server to server latency and packet loss of the HiFOST under different traffic 

distributions with different TX types. 

Secondly, we have considered two more traffic cases C and D with elastic 

WDM transceivers. The traffic case C consists of 25% intra-TOR, 50% intra-

cluster, 25% inter-cluster, while traffic case D consists of 75% intra-TOR, 12.5% 

intra-cluster and 12.5% inter-cluster. The amount of TXs of traffic case C and D 

are allocated elastically based on the volume of inter-TOR traffic. 

Correspondingly, type TX-V (p = 8 and q = 4) and type TX-VI (p = 4 and q = 2) 

are allocated for traffic case C and D, respectively. As shown in Fig. 4.11, for 

traffic load up to 0.5, both traffic case C and D with the corresponding TX type 

allocations have a packet loss ratio of less than 10-2. At the load of 0.5, the latency 

of traffic C with TX type V is larger than 4 s, while the latency of traffic D is 
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below 3 s. Therefore, both traffic case C and D with the elastic allocated TXs 

have achieved satisfactory performance at a relatively high load of 0.5. For load 

larger than 0.3, the packet loss and the latency of traffic C is larger than the one 

of traffic D. The reason is that the huge amount of inter-TOR traffic ratio in traffic 

C causes more contentions than in traffic D, though there is a double number of 

TXs equipped under traffic C compared with those under traffic D. When the load 

increases, the performance between traffic C and D is similar due to the gradual 

saturation of the network. 

Those results reported in Figs. 4.10 and 4.11 clearly indicate the advantage of 

building a dynamic and adaptive optical system with variable WDM capacity to 

properly adapt to traffic variations generated by different concurrent applications. 

4.3 Cost and power consumption analysis 

In this section the cost and power consumption of the electrical (Fat-Tree [55] 

and Leaf-Spine [56]) and optical (H-LION [109] and OPSquare [26]) DCN 

architectures are compared with the HiFOST. In the calculation, only the cost and 

power consumption of the network have been considered due to the equal 

contribution of the servers in all DCN architectures. Moreover, to have a fair 

comparison, all DCN architectures have the same oversubscription of 1:1 at the 

TORs. 

    As we assume that the DC interconnects n servers in total with each operating 

at data rate of b Gb/s, the total aggregation bandwidth would be n×b Gb/s at the 

TOR layer. For Fat-Tree architecture, different TX technologies are considered 

according to the fiber lengths l2 and l3 for the second and the third layer, 

respectively. The range of l2 is between 20m and 100m, while l3 is in the range of 

100 ~ 500m for DC with scale beyond 10,000 servers. There are only two layers 

for Leaf-Spine, and the distance between those two layers is denoted as l2. WDM 

50 Gb/s TXs are employed in optical OPSquare and HiFOST DCN, while tunable 

WDM TXs at 10 Gb/s are required for H-LION DCN.  

    To have a comprehensive understanding of the costs and power consumptions 

of the different DCN architectures employing the various TX technologies, we 

first explore the case of scaling out the DCN with the number of servers from 

1000 to 100,000 with a fixed 10 Gb/s data rate (b = 10). Then the costs and power 

consumptions are analyzed when the server data rate b scales up from 10Gb/s to 

100Gb/s under a DC size of 10,000 servers. 
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4.3.1 Scaling out the number of servers 

Given the cost and power consumption of network components discussed in 

Chapter 2, we first analyze the cost and power consumption performance of 

different architectures to scale out the number of servers from 1,000 to 100,000. 

The costs mainly depend on the architecture and the technologies required (single 

mode for the optical DCN architectures, while multimode can be a choice for the 

electronic DCN architectures). From the cost of the transceivers and fiber 

reported in Chapter 2, for link length l≤ 92m, the multi-mode and single channel 

(MM_1) TX is the cheapest transceiver solution, while for longer links 

(93m<l≤245m), the single mode and single channel (SM_1) TX would be the 

selected transceiver. When l is beyond 245m, the single mode QSFP 

(QSFP_WDM) TX is the most cost-efficient solution. 

Table 4.2. Parameters for building different scaling out DCN (L1: the first layer, L2: the 

second layer, L3, the third layer). 

 

Table 4.2 reports all the network components (the amount and the radix of the 

electronic and the optical switches, the amount and type of transceivers, and the 

length and type of fibers) required to interconnect around 1,000, 10,000 and 
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100,000 servers by the electrical and the optical DCN architectures. Figures 4.12 

shows the cost normalized by the number of connected servers for different DCN 

architectures and DC sizes. The cost of H-LION is far beyond other architectures 

due to the expensive tunable TXs. For small size DC (around 1000 servers), Leaf-

Spine is the most cost-effective architecture, and is followed by HiFOST. 

Compared with Fat-Tree, the HiFOST has a cost saving of 21.7% for small size 

DC. As the DC scales out, the costs of the electrical DCN architectures are higher 

than the optical DCNs mainly due to cost of the TXs. The cost of the fiber is 

neglectable for OPSquare and HiFOST benefiting from the high switching data 

rate of FOS and the WDM technology. Compared with OPSquare, HiFOST uses 

only half number of FOSs. Therefore, HiFOST has the lowest cost due to the 

saving cost of FOSs. For large scale DC, there is a 46.3% and 34.1% cost saving 

for the HiFOST DCN with respect to the Fat-Tree and Leaf-Spine DCN. 

 

Fig. 4.12 Normalized cost per server of various DCN architectures. 

 

 

Fig. 4.13 Normalized power consumption per server of various DCN architectures. 

FatTree Leaf-Spine H-LION OPSquare HiFOST
0

200

400

600

800

1000

1200

1400

1600

1800

N
o
rm

a
liz

e
d
 c

o
s
t 
($

)

DCN architectures

 MMF

 SMF

 MM TX

 SM TX

 AWGR

 FOS

 ES

10
3

10
4

10
5

10
3

10
4
10

5

10
3
10

4

10
5

10
3
10

4
10

5

10
310

410
5

FatTree Leaf-Spine H-LION OPSquare HiFOST
0

2

4

6

8

10

12

14

16

DCN architecturesN
o
rm

a
liz

e
d
 p

o
w

e
r 

c
o
n
s
u
m

p
ti
o
n

 (
W

)

 MM TX

 SM TX

 FOS

 ES
10

3
10

4

10
5

10
3

10
4

10
5

10
310

4
10

5

10
3
10

4

10
5

10
310

410
5



 67 

 

Figure 4.13 reports the power consumption normalized by the number of 

connected servers for the five architectures. The normalized power consumption 

of Fat-Tree and Leaf-Spine with large size (100,000 servers) is smaller than 

medium size (10,000 servers) due to the employment of QSFP_WDM TXs in 

large size DC. For H-LION, the power consumption is the lowest due to the 

adoption of passive AWGR. The power consumption of OPSquare and HiFOST 

architectures is lower than the electrical DC architectures benefiting from the 

adopting of FOS and the removing of a large amount of TXs and electrical 

switches. More specifically, the power consumption of HiFOST is 26.9% less 

than that of OPSquare for large scale due to the saving of FOSs. Compared with 

Fat-Tree and Leaf-Spine with large scale, HiFOST reduces the power 

consumption by 48.2% and 32.5%, respectively. 

4.3.2 Scaling up operation data rate of servers 

The cost and power consumption of electrical and optical DCN architectures with 

medium size DC (10,000 servers) are investigated for scaling up the operating 

data rate of the servers from 10Gb/s to 100Gb/s. Table 4.3 reports all the network 

components (the amount and the radix of the electronic and the optical switches, 

the amount and the type of transceivers, and the length and the type of fibers) 

required to interconnect 10,000 servers operating at 40Gb/s and 100Gb/s by the 

electrical and the optical DCN architectures. 

Table 4.3. Parameters for building different scaling up DCNs. 
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Figure 4.14 shows the cost normalized by the number of connected servers for 

medium size DCN with server operating data rate from 10 Gb/s to 100 Gb/s. 

When the server operating data rate increases, the normalized cost increases for 

all the architectures largely due to the adopting of high radix electrical switches 

and due to the adoption of high radix electrical switches and large amounts of 

TXs to support the high data rate. The OPSquare and HiFOST have clear cost 

efficiently advantage over Fat-Tree and Leaf-Spine for the reason that the huge 

amounts of fibers and high-radix electrical switches are saved. However, the 

transceiver cost in HiFOST still contributes 38% of the total cost due to the 

relative high cost of 50 Gb/s TX module. When the operation data rate of server 

is 100 Gb/s, the cost saving for HiFOST is 35.6% and 34.1% compared with Fat-

Tree and Leaf-Spine, respectively. 

 
Fig. 4.14 Normalized cost per server of various DCN architectures. 

 
Fig.4.15 Normalized power consumption per server of various DCN architectures. 
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Figure 4.15 shows that the power consumption normalized by the number of 

connected servers of the architectures has a similar trend with the cost results. 

HiFOST and OPSquare have similar power consumption based on the adoption 

of FOS. The power consumption of optical architectures is less than its electrical 

counterparts. HiFOST reduces the power consumption by 56.5% and 59.2% 

compared with Fat-Tree and Leaf-Spine, respectively, for servers operating at 

100 Gb/s.  

4.4 Summary 

In this chapter, we have investigated HiFOST, a novel hybrid DCN architecture 

based on buffer-less FOS with fast flow control. The number of supporting 

servers in HiFOST DCN scales as the N×(N+1) with N as the radix of FOS. 

Besides, HiFOST supports scaling up the operating data rate and scaling out the 

number of servers due to the transparency to data rate/format of the adopted 

optical switching technology.  

    Based on a realistic DC traffic model, we numerically assess the system 

performance in terms of latency, packet loss ratio, and throughput of the HiFOST 

DCN as a function of the TOR buffer size, optical link capacity, and the number 

of servers in OMNeT++. The results show that the HiFOST DCN architecture 

supporting 94080-server with per TX buffer size of 50 KB allows for 2.8 s 

server-to-server average latency and less than 5.6×10-6 packet loss for traffic load 

of 0.5. The normalized throughput for HiFOST DCN increases from less than 0.4 

to around 0.7 with the increased link bandwidth from 200 Gb/s to 400 Gb/s. While 

the normalized throughput of HiFOST DCN is maintained (around 0.7) as it 

scales from 13680 to 94080 servers. For dynamic traffic patterns, a packet loss 

around 1×10-2 is obtained with the elastic allocated variable WDM link capacity. 

Besides, for a HiFOST DC supporting 94080 servers that operates at 10 Gb/s, the 

power consumption and cost are 48.2% and 46.3% less than those of Fat-Tree, 

respectively. While for 10880-server DCN of Fat-Tree and HiFOST operating at 

100Gb/s, the HiFOST solution has a cost and power consumption saving of 35.6% 

and 56.5%. Given the steady increasing level of maturity of the fast optical 

switching technology and the high speed single mode transceiver, the cost and 

power consumption of HiFOST can be further decreased. Therefore, HiFOST 

would serve as an outstanding candidate for the future DCN. 

 

 

 





 

Chapter 5  

 

FOScube: a low radix FOS based 

scalable DCN architecture 

 

 
As discussed in the Chapter 1, it is important to investigate DCN architectures 

that scale out to more than 100,000 servers. Using fast optical flow controlled 

FOS, OPSquare DCN architecture in Chapter 3 and HiFOST DCN architecture 

in Chapter 4 are proposed to address this issue. Nevertheless, in order to support 

100,000 servers, OPSquare and HiFOST require FOS have large radix, which 

makes the realization of the FOS challenging.   

In this Chapter3, to solve the issue of scaling the DC to >100,000 servers, we 

present and demonstrate a novel scalable and low latency DCN architecture 

called FOScube. The FOScube architecture employs three parallel interconnect 

networks (within a cluster, between the clusters, and between super-clusters) 

based on distributed low-radix buffer-less fast WDM FOS and fast optical flow 

control. This chapter is organized as follows. In section 5.1, the system operation 

of the FOScube architecture is discussed in detail. In section 5.2, system 

performances of FOScube are assessed and compared with OPSquare. Then the 

cost and the power consumption of the FOScube DCN are investigated and 

compared with ESs based Fat-tree DCN and OPSquare in section 5.3. Finally, 

Section 5.4 concludes the chapter by summing up the most important results. 

5.1 FOScube system operation 

Figure 5.1 shows the topology of FOScube based on low radix FOS. The network 

is divided into L super-clusters, each of which is divided in clusters of M×N racks. 

Each rack interconnects k servers via the TOR switch. FOScube employs three 

                                                      
3 Parts of this chapter are based on the results published in [77]. 
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parallel networks to interconnect TORs within a cluster, between the clusters, and 

between super-clusters. Each TOR has three WDM interfaces to connect to the 3 

parallel networks. As shown in Fig. 5.1, TORs in i-th cluster are interconnected 

by a single FOS switch (TFOSi) similar as in the OPSquare. The parallel inter-

cluster network based on M distributed inter-cluster FOS (CFOS) connects the 

TORs in different clusters. The j-th inter-cluster FOS (CFOSj) interconnects, in a 

star topology, the j-th TOR of each of the N clusters in the same fashion as in the 

OPSquare. The network between super-clusters, the h-th super-cluster FOS 

(SFOSh) interconnects the h-th TOR in all the L super-cluster (1≤h≤M×N).  

 
 

Fig. 5.1. The FOScube HPC architecture based on FOS. 
 

FOScube has the following advantages with respect to OPSquare. First, when 

the DCN consists of K TORs, the optimized FOS radix for the FOScube and the 

OPSquare is K1/3 and K1/2, respectively. As an example, FOScube can 

interconnect 4,096 TORs with only 16×16 FOS, while in OPSquare the radix of 

the FOS is 64×64. Second, pay-as-you-grow network building could be achieved 
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in FOScube with the flexible adding of new super-clusters. Third, though the 

number of the FOSs in FOScube (3K2/3) is larger than that in OPSquare (2K1/2), 

but the cost of the FOScube is less than OPSquare due to the non-linear relation 

between the FOS cost and FOS radix shown in section 2.3. Moreover, FOScube 

provides larger DCN connectivity than OPSquare, therefore providing a better 

performance due to lower contentions. 

 

Fig. 5.2. TOR schematic diagram. 

    The functional blocks of the TOR are shown in Fig. 5.2. The numbers of intra-

cluster interfaces, inter-cluster interfaces and inter-super cluster interfaces are set 

to p, q and r, respectively. The server operates at 10 Gb/s, and the traffic from 

servers destined outside the rack is divided into three categories, namely the intra-

cluster traffic directed to servers in the same cluster, inter-cluster traffic destined 

to servers in other clusters, and super-cluster traffic destined to servers in 

different super-cluster. The three above categorized traffics from servers are 

handled by the three kinds of optical interfaces in the TOR. And the p, q and r 

TRX interfaces are responsible for connecting TORs with the intra-cluster, inter-

cluster and super-cluster parallel networks, respectively. For the routing of inter-

cluster and intra-cluster traffic, FOScube operates in a similar fashion as 

OPSquare. Similar to the inter-cluster traffic in OPSquare, the inter-cluster traffic 

in FOScube also needs to pass at most two hops of FOS. The inter-super cluster 

traffic requires three hops of FOS before reaching the destination. Therefore, 

there are six shortest available paths considering the permutation and 

combination of the interconnection sequence of the three kinds of different FOSs 

(TFOS, CFOS and SFOS) as shown in Fig. 5.1. All the FOSs are capable of 

generating the ACK and NACK signals based on the contentions at the FOS. And 

the ACK or the NACK signal will be sent to the TOR denoting the successful or 
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unsuccessful transmission of the optical packet. According to the received ACK 

(or NACK), the flow controller at the TOR releases (or retransmits) the packets 

stored in the buffers. The details of the flow control are discussed in section 3.1. 

5.2 Simulation analysis 

To have a fair comparison between FOScube and OPSquare, the same traffic 

pattern is employed in both OPSquare and FOScube DCN during all the 

simulations. The traffic destination distribution is as follows: 50% of the traffic 

is inside the same TOR, and the remaining half of traffic are sent out of the TOR. 

The TORs in the DCNs are indexed in the range of [1, L×N×M], and they are 

classified into L×N×M/8 groups. Therefore, the TORs in i-th group are TORs 

with index of [8×i-7, 8×i].  The server only communicates to 1%~10% servers in 

other TORs [96]. For the inter-TOR traffic, the majority of the inter-TOR traffics 

are located in the same group, and we take the assumption that 37.5% traffic is 

exchanged between the 8 neighboring TORs since it is a typical size of the cluster, 

while the rest 12.5% traffic are transmitted to the rest TORs in all other groups. 

The number of p, q and r WDM transceivers depends on the required capacity to 

guarantee a target oversubscription. Given that 40 servers inside one TOR and 

that the server is equipped with 10 Gb/s interface, the total WDM transceivers 

should provide a capacity of 400 Gb/s to guarantee an oversubscription of 1. 

Based on the traffic we adopt, for both OPSquare and FOScube, the number of 

intra-cluster interfaces p and the number of the inter-cluster interfaces q are set 

to 4 and 1, respectively, and the number of inter-super cluster interfaces r equals 

to 1 in FOScube. Therefore the oversubscriptions in the OPSquare and FOScube 

are 1:1.6 and 1:1.3, respectively. The packet length is set based on the CDF 

reported in Chapter 2. The value of the shape parameter (tail index) α is taken in 

the range of [1.5, 20] with uniform distribution. 

    Table 5.1 shows the configurations and the actual traffic ratios for various 

DCN sizes in the assessments. The two FOScube DCNs supporting 10240 and 

23040 servers are built by only 8×8 FOS with 4 super-clusters and 9 super-

clusters, respectively. However, 16×16 and 24×24 FOS would be required to build 

the OPSquare DCN with 10240 servers in 16 clusters and 23040 servers in 24 

clusters, respectively. For a DCN interconnecting 10240 servers, 32 FOSs with 

radix of 16 and 96 FOSs with radix of 8 are needed for OPSquare and FOScube, 

respectively. It is obvious that FOScube is built by more FOSs, however, given 

the different costs for different radixes, we can obtain the network performance 

and cost improvement as discussed in detail in the section 5.2 and section 5.3, 

respectively. Considering a FOScube supporting 576-TOR with 9 super-clusters 
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(23040-server), for the traffic of each set of 8 neighboring TORs, there are 12.5% 

traffic destined to the rest 568 TORs. However, there are 56 TORs within the 

same super-cluster excluding the 8 neighboring TORs. Therefore, the traffic ratio 

between super-clusters is calculated by 12.5%×(1-56/568). We exclude the super-

cluster traffic from the inter-cluster traffic in the concise expression calculation.  

Table. 5.1: Configurations and traffic ratios of various DC size (R: radix, C: count). 

DC size 

Parameters 

10240 23040 

OPSquare FOScube OPSquare FOScube 

TFOS R(C) 16(16) 8(32) 24(48) 8(72) 

CFOS radix 16(16) 8(32) 24(48) 8(72) 

SFOS radix - 8(32) - 16(72) 

Supercluster - 4 - 9 

Intra-cluster 38.25% 37.5% 38.01% 37.5% 

Inter-cluster 11.75% 2.82% 11.99% 1.23% 

super-cluster - 9.68% - 11.27% 

5.2.1 Performance comparison with OPSquare  

Firstly, we investigate the packet loss and average packet latency as a function of 

the load under DC size of 10240 for both OPSquare and FOScube. As shown in 

Fig. 5.3, when load is below 0.3, the latency of FOScube is slightly larger than 

OPSquare. The reason is that the link latency dominates the server-to-server 

latency due to sparse contentions. And the super-cluster traffic in FOScube needs 

to pass multiple hops resulting in larger link latency. However, since there are 

larger connectivity adding from inter-super-cluster capacity in FOScube than 

OPSquare, the contention will be less in FOScube at high load. We can observe 
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Fig. 5.3 Performance comparison: FOScube and OPSquare for 10240-server. 
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in Fig. 5.3 that the packet loss ratio and average latency of FOScube outperforms 

OPSquare at high load. At load 0.4, the latencies of OPSquare and FOScube are 

5.5μs and 3.7μs, while the packet losses are 2.2×10-2 and 1.8×10-3, respectively.  
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Fig. 5.4 Performance comparison FOScube and OPSquare for 23040-server. 

    Secondly, we scale the network to 23040-server, and Fig. 5.4 shows the packet 

loss and average network latency comparison. Similar results with Fig. 5.3 can 

be found in Fig. 5.4. When the load is 0.2, the latencies of OPSquare and 

FOScube are 2.17μs and 2.34μs, respectively. While at load of 0.3, the latencies 

of OPSquare and FOScube are 3.1μs and 2.6μs, respectively. FOScube 

outperforms OPSquare in packet loss as well as in latency. The result further 

confirms that FOScube can obtain improved network performance with respect 

to OPSquare in the same traffic patterns. 

5.2.2 Scalability 

To evaluate the scalability of the FOScube DCN, we have also investigated the 

performances of FOScube as the DC scales from 10240 to 92160 servers. 

Considering 40 servers connected by a TOR, we build the simulation set-up by 

16×16 FOS with 4 super-clusters and 9 super-clusters to achieve a DC size of 

51840 and 92160 servers, respectively. While the DC supporting 10240 and 

23040 servers are built by 8×8 FOS with 4 super-clusters and 9 super-clusters, 

respectively, as shown in Tab. 5.1. Figure 5.5 shows that the performance for DC 

size of 23040 has only limited degradation with respect to DC size of 10240. And 

the similar result is found between the DC size of 51840 and 92160 servers. 

Therefore the results confirm that the performance is maintained as the number 

of super-cluster in FOScube scales while the radixes of FOSs are kept the same, 

which indicates a favorable scalability performance of pay-as-you-grow. 
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Fig. 5.5. Scalability of FOScube. 

5.3 Cost and power consumption analysis 

The TOR adopted in the FOScube has 70 ports operating at 10 Gb/s. 40 client 

ports have been used to connected the 40 servers, while 20 ports (grouped into 4 

TRX at 50 Gb/s, p=4) connecting to the TFOS, and 5 ports (grouped into one 

TRX at 50 Gb/s, q=1) connecting to the CFOS, and the last 5 ports (grouped into 

one TRX at 50 Gb/s, r=1) connecting to the SFOS. Considering the same FOS 

radix for the TFOS, CFOS and the SFOS (M=N=L), the power consumption of 

the FOScube network PFOScube is calculated by using the below equation: 
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(5.1) 

Where 
FOSP and 

50 _G TRXP are the power consumption of FOS and the 50 Gb/s 

transceivers given in section 2.3.2, respectively. In the same way, the cost of 

FOScube network CFOScube is calculated with the following formula:  
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(5.2) 

As reported in section 2.3.1, FOSC , 
50 _G TRXC ,  MMFC  and 

SMFC  are the cost of 

FOS 50 Gb/s transceivers, MMF between the server and TOR, and SMF between 

the TOR and the FOS, respectively. 
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Fig. 5.6 Cost comparison between the Fat-Tree, OPSquare and FOScube architectures. 

     

Fig. 5.7 Power consumption comparison between the Fat-Tree, OPSquare and FOScube 

architectures. 

    Figure 5.6 and 5.7 report the cost and power consumption as function of the 

servers count. Scaling the DC size, 37.3% power consumption saving is possible 

for FOScube architecture consisting of around 160,000-server compared with 

Fat-Tree. The main reason is that a large part of the TRXs power consumption in 

Fat-Tree is eliminated with respect to the optical DCN architectures. Similar for 

the cost analyses, for DC size of around 160,000-server, the FOScube solution 

has a cost saving of 47.5% and 27.4% with respect to Fat-Tree and OPSquare, 

respectively. In the FOS cost and power consumption model shown in Section 

2.3, we can find that when the radix of the FOS scales two times, the cost and 
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power consumption of FOS scale around four and two times, respectively. In 

other words, we can get benefits in FOScube when we decrease the radix of the 

FOS even with the increasing number of FOSs. And the analysis is in accordance 

with the results demonstrated in Fig. 5.6 and Fig. 5.7. Namely, with respect to the 

OPSquare, FOScube only has cost saving while the power consumption of 

FOScube are almost the same as OPSquare.  

5.4 Summary 

We numerically investigated a novel scalable DCN architecture based on 

multiple parallel interconnect networks employing distributed low-radix optical 

switches. FOScube can interconnect 4,096 TORs with only 16×16 FOS and it can 

support flexible adding of new super-clusters. Besides FOScube provides large 

amount of connectivity facilitating the load balancing of the network traffic. 

Numerical performance assessment indicated that FOScube supports 92160-

server with 3 μs network latency and 2×10-4 packet loss at load of 0.3. Moreover, 

FOScube can achieve a 37.3% power consumption and 47.5% cost saving for 

interconnecting 160,000-server compared with Fat-Tree. In principle, the low 

radix FOS based architecture can be generalized to multiple (≥3) parallel planes 

to support extremely large DC scale. It might be also adopted in the HPC 

infrastructure to improve the network performance with a large amount of high 

performance blades interconnected. 

 

 

 

 





 

Chapter 6  

 

HPC network architectures based on 

FOS 

 

 
In this chapter4 we employ the fast optical switching technology in the design of 

HPC networks architectures in order to increase the bandwidth and improve the 

latency performance of HPC networks. Two HPC network architectures based on 

HiFOS and FOSquare are investigated. The HPC based HiFOS and FOSquare 

architectures interconnect the high performance blades rather than TORs as 

shown in the last two chapters for the DCN. A blade is a stripped-down computer 

with a modular optimized design, and it is mainly adopted to minimize the use of 

physical space and energy.   

In Section 6.1, the interconnecting topologies in HPC network are discussed. 

In Section 6.2, we profile the MareNostrum 3 HPC system and the real traffic 

traces of different HPC applications running inside the MareNostrum 3 modeled 

to be used in the OMNET++ simulator. In Section 6.3, we profile the HiFOS, 

FOSquare HPC networks and the modified blades. The HPC applications traces 

shown in Section 6.2 are employed to assess the system performances of the 

proposed HiFOS and FOSquare architectures in Section 6.4 and Section 6.5, 

respectively. In Section 6.6, the cost and the power consumption of the HiFOS 

and FOSquare HPC network are investigated and compared with ESs based Leaf-

Spine HPC network. Finally, Section 6.7 concludes the Chapter 6 by summing 

up the most important results. 

                                                      
4 Parts of this chapter are based on the results published in [129] and submitted to 

[130]. 
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6.1 Optical HPC architectures and modified blades 

6.1.1 HPC Interconnecting topologies  

Current HPC networks are evolving from the hierarchical networks based on high 

radix electrical switches to optical interconnect networks to meet the 

requirements of high bandwidth, low latency, low cost and power consumption 

efficiency. The vast majority of the HPC infrastructures currently deployed are 

based on electrical switches interconnected by optical active cables. 

Interconnection networks play an important role in today’s large-scale HPC 

systems. The topology, namely, the arrangement of nodes and cables, has an 

important influence on the performance of the HPC networks. In current electrical 

switch (ES) based HPC networks, bandwidth bottleneck and high latency may 

happen due to the large delay of the high radix ESs as well as the multi-layer 

character of the ES based network architecture. Leaf-Spine is a well-known ES 

based architecture that provides high bisection bandwidth by high radix switches 

with a network diameter of 3. Dragonfly focuses on reducing the network 

diameter and the number of long links. However, it has limited bandwidth, which 

has a negative effect on the resiliency. Butterfly supports good scalability and 

exploits high radix ES to reduce the latency and network cost. The disadvantage 

is that there is no path diversity in a butterfly network. Therefore, it performs 

worse in adversarial traffic patterns.      

Flatten Butterfly evolves from Butterfly architecture, but the routers in all 

stages collapse into a single one which results in a very high radix and complex 

router [110]. The number of nodes connected in Butterfly and Flatten Butterfly 

is (D/2+1)×2D/2, where D is the diameter of Flatten Butterfly. With respect to 

Butterfly, the high-radix flattened Butterfly topology provides better path 

diversity. Moreover, it has approximately half the cost at a comparable 

performance of Clos network on balanced traffic. Different from low diameter 

architectures, the dimeter D of Torus may vary due to the changing of network 

dimension L, which is N1/L where N is the total number of the nodes. Lower 

network diameter not only could have the lower latency but also has benefits in 

terms of the cost of a network and the amount of energy it consumes while 

maintaining high bisection bandwidth [111][112].  Leaf-Spine is the network 

architecture of Marenostrum 3 HPC infrastructure. We have used traffic traces 

from various real HPC applications in the Marenostrum 3 HPC infrastructure as 

benchmark with our proposed HPC architecture. To increase the bandwidth and 

improve the latency performance of HPC networks, fast optical switching 

technology could be employed in the design of HPC networks architectures. In 

this chapter we propose and demonstrate two network architectures, namely the 
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HiFOS and the FOSquare architecture. Benefiting from the obtained HPC 

application traces from the applications processed in Marenostrum, we carry out 

the investigations on those two HPC networks under such traffic traces. 

Performance of the applications running in Marenostrum 3 is taken as a 

benchmark to evaluate the performance of the proposed HiFOS and the FOSquare 

HPC architectures. The network simulation and the cost and power consumption 

comparison results of FOS based HPC architectures confirm the conclusion that 

HiFOS and the FOSquare can serve as promising solutions to implementing the 

HPC infrastructure. 

6.2 MareNostrum 3 and HPC applications traces 

6.2.1  MareNostrum 3 supercomputer  

MareNostrum 3 supercomputer has 3,024 compute nodes, which are 

interconnected through a high speed interconnection network: Infiniband FDR10. 

The Infiniband FDR 10 is composed of four racks. The different nodes were 

interconnected via fiber optic cables and 6 Mellanox 648-port FDR 10 Infiniband 

core switches.  

 

Fig. 6.1 The MareNostrum 3 Leaf-Spine Infiniband network. 

    The architecture of the MareNostrum 3 is based on Leaf-Spine, as shown in 

Fig. 6.1. The nodes employed in MareNostrum 3 consist of two processors Intel 

SandyBridge-EP E5-2670/1600 20M 8-core at 2.6 GHz with 32 GB DDR3-1600 

memory modules. All applications have 16 processes, and we run the applications 

on 16 blades. Therefore, only one application process is allocated on one core in 

each of the 16 blades.  
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6.2.2  HPC application traces  

We consider four real scientific applications, namely the Conjugate Gradient 

(CG), SeNtinel Application Proxy (SNAP), Multiple Instruction Lattice 

Computation (MILC), and Miniature Molecular Dynamics (MINI_MD) for the 

simulations. The selected applications are described in Table 1, all of them are 

MPI-based applications.  

    Table 6.1. Application descriptions [113]. 

Name Processes 

(transferred KB) 

Problem size  Description 

MILC 16(8640) 8 ×8 ×8 ×8 4D-SU3 lattice gauge computations   

MINI_MD 16(6974.25) 32 ×32 ×32 Molecular dynamics application LAMMPS 

CG 16(20461.6) 14000 Conjugate Gradient, irregular memory access and 
communication 

SNAP 16(589.8) 256 ×256 ×256 Multi-Grid on a sequence of meshes, long and short 

distance communication, memory intensive 

Figure 6.2 shows the packet size cumulative distribution function (CDF) of the 

four applications. Application CG and MILC only generate fixed length packets 

of 28000-Byte and 4608-Byte, respectively. While application SNAP and 

MINI_MD generate variable packets length. All the applications were run in the 

MareNostrum 3 supercomputer and the traces from their execution have been 

collected and synthetized to be used in the numerical assessment of the proposed 

novel HPC architectures.  

 

Fig. 6.2 CDF of the packets size of the 4 applications. 
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6.3 FOS based HPC networks and HPC modified blades 

6.3.1 HiFOS architecture  

The high-bandwidth, low-latency and scalable HiFOS HPC architecture, which 

is proposed on the basis of the flow controlled FOS, is shown in Fig. 6.3. The 

network is divided into N+1 racks. Each rack contains N blades interconnected 

by the FOS through high bandwidth intra-rack wavelength division multiplexing 

(WDM) optical interfaces. Inter-rack connectivity is achieved through direct 

interconnection of blades in different racks.  

Fig. 6.3 The HiFOS HPC architecture based on fast optical switch with flow control. 

As illustrated in Fig. 6.3, the j-th blade of rack i (1≤i≤j≤N) connects i-th blade 

of rack j+1. For intra-rack communication, blades are interconnected directly 

through the FOS. For the inter-rack communication, blades undergo at most 

through two hops. Note that this HPC architecture supports full bisectional 

bandwidth.  

It is worth noticing that HiFOS allows blades to be interconnected via different 

path connections, increasing network fault-tolerance and facilitating load 

balancing algorithm to optimize the performance of the network. As shown in 

Fig. 6.3, the number of interconnected blades scales as N × (N +1). By using 128 

× 128 port FOS, up to 16,512 blades can be interconnected. Therefore, a scalable 

HPC can be built by using FOS due to the excellent square scalability to the radix 

of the FOS. 
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6.3.2 FOSquare architecture  

 

Fig. 6.4 The FOSquare architecture based on fast optical switch with flow control. 

The FOSquare architecture is shown in Fig. 6.4. The total blades, each of which 

interconnect multi-cores, are divided into N racks. The blades have two kinds of 

network interface cards (NIC) each with a wavelength division multiplexing 

(WDM) optical interface to connect them to the intra-/inter-rack parallel 

networks. The blades in the i-th rack are interconnected by the i-th intra-rack FOS 

(intra-FOSi); while the j-th inter-rack FOS (inter-FOSj) interconnects the j-th 

blade of all the N racks (1≤i, j≤N).  The operation of the FOSquare is very similar 

to the OPSquare described in the previous chapter 3.  

6.3.3 Modified HPC Blades 

Compared with the server in DC, the HPC server (blade) has a higher number of 

cores for achieving high computing speed. As discussed in Chapter 1.1, the server 

in Summit has 44 cores, and 18 servers form 1 rack. With each core of 10Gb/s 

bandwidth, the total traffic from all the cores in a blade could reach an aggregated 

bandwidth larger than 400 Gb/s. To efficiently handle such large amounts of 

traffic, it is supposed to adopt the single mode transceiver for the uplink 

connection in the blade. Figure 6.5 shows the functional blocks of the blade 

adopted in our proposed FOS based HPC architectures.  
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Fig. 6.5 Schematic of the blade equipped with WDM transceivers and fast flow control. 

There are k cores interconnected by the ES unit in the blade. The core operates 

at 50 Gb/s, and the traffic of the core is divided into three categories, intra-blade 

traffic with the destined core located within the same blade, intra-rack traffic 

directed to cores in the same rack, and inter-rack traffic destined to cores in other 

racks. For both intra-rack and inter-rack traffics, the data packets are firstly 

segmented into cells and stored in the p intra-rack or q inter-rack TRX buffers. 

Then the cell is transmitted to the intra-rack or inter-rack FOS with an attached 

optical label. The optical label is processed at the FOS to determine the 

destination.  

The flow controller in the blade is responsible for solving of contentions. The 

blocked packet will be retransmitted benefiting from the operating of fast flow 

control mechanism in the FOS.  The optical flow control protocol between the 

interconnected nodes (blades) and the FOS has been discussed in detail in section 

3.1. Successful acknowledge (ACK) or unsuccessful acknowledge (NACK) is 

exchanged between FOS and the flow controller in the blades based on the 

contention results at the FOS. According to the received ACK (or NACK), the 

FPGA based flow controller at the blade releases (or retransmits) the cells stored 

in the buffers. 

In the blade, the Infiniband packet payload is between 46~1500 bytes. The 

optical packet length could include multiple Infiniband packets. The choice of the 

optical packet size impacts the throughput as well as the latency, and based on 

our previous investigation [108], 7500-byte optical packets (aggregating 

Infiniband packets) are the best trade-off between throughput and latency 

performance. The packets are segmented into cells with length of at most 1500-

byte and buffered before sending out of the blade. 
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6.4 Numerical investigation of HiFOS 

6.4.1 Simulation set-up  

To investigate the performance of the HiFOS architecture, we build the network 

simulation infrastructure through five open-source tools as shown in Fig. 6.6. 

Extrae is employed to extract information that includes timestamps of events such 

as message transmissions and other runtime calls. Then Dimemas, a replay tool 

for traces collected by Extrae, reproduces the events from the trace and creates a 

new trace of the simulated execution using the Extrae format. We write Python 

script to analyze the communication pattern in the Dimemas trace and import the 

traffic into the HPC optical network built in OMNeT++. And Paraver is the 

visualization and analysis tool for the computation and communication events for 

Extrae traces. 

 

Fig. 6.6 HPC optical network simulation framework. 

    In the simulation, each blade has optical interfaces that operate at 50 Gb/s. The 

delays caused by the switching unit and buffering of cells at the blade are taken 

as 80 ns and 240 ns, respectively [104]. The average link distances for blades to 

FOS and the inter-rack blades are 5 m and 50 m, respectively. The delay of the 

physical realization of label processing and switch control is port-count 

independent and has been considered as 20 ns in total for all the simulation studies 

based on the experimental presented in [90]. In the simulations of all the 4 

applications, we consider there is only one processor in each blade, therefore both 

p and q are set to 1 in the simulations. As shown in Fig. 6.7 (a), we consider the 

HiFOS network of 20 blades with 4 blades per rack interconnected by a 4×4 

FOS. Besides from the electrical interconnected architecture, two more 
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architectures have been simulated and employed as benchmarks as well and 

compared to HiFOST. The architecture-on-demand (AoD) shown in Fig. 6.7 (b) 

also employs 16 blades with 4 racks [113], and the flat optical network (FON) 

architecture shown in Fig 6.7 (c) explores the performance of a single hop optical 

interconnecting network where all those 16 blades are interconnected by single 

FOS with radix of 16. In FON, there is no multi-hop and the performance results 

are compared with one of the multi-hops optical interconnecting network HiFOS 

and AoD. 

 

Fig. 6.7 The HiFOS architecture, (b) AoD architecture, (c) FON setup in the simulation. 

To verify the simulation accuracy of the HiFOS optical interconnect simulator, 

we experimentally measured the blade-to-blade latency by interconnecting two 

blades through a FOS. Then we compare the latency obtained in the experiment 

with the latency achieved in the OMNeT++ simulator when both small packets 

and large packets are transmitted. As shown in Table 6.2, the latency error for 

large packets is below 3%, while for small packets of 256-byte this is 13.7% 

mostly due to the O/E/O variation. Moreover, the majority of the packet size is 

larger than 4000-byte in the applications. 

Table 6.2. Simulator validation. Blade-to-blade communication with 50 m fiber length. 

Packet size (Bytes) Experimental latency (ns) Simulated latency (ns) Error (%) 

256 1172.4 1011.8 13.7 

28000 5492.4 5331.7 2.9 

6.4.2 Numerical results analysis  

To carry out the simulations in HiFOS, each process of the application trace is 

mapped to one blade of HiFOS to generate traffic packets. To improve the 
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network performance, the processes that have the most communications have 

been located in the same rack. Therefore, before mapping the processes to the 

blades, we first found out the processes that have the most communication 

packets in a given application. We take the traffic relevance of processes into 

consideration so that the processes with the most communication packets are 

mapped to blades in the same rack. In this section, we carry out the simulations 

on four different applications in the HiFOS and AoD optical interconnecting 

architectures, while the mapping mechanism has not influenced the simulations 

in FON architectures since all the servers are connected by a single FOS. Figures 

6.8-6.11 show the results obtained after simulating the four applications. Figures 

6.8(a)-6.11(a) show the average latency obtained for each application in the 

Marenostrum 3 benchmark and the optical interconnecting architectures. Figures 

6.8(b)-6.11(b) show the buffer utilization (left axis) of different optical 

interconnecting architecture using histogram. The total counts of the re-

transmitted cells are shown on the right axis (purple line) of Fig. 6.8(b)-6.11(b).  

 

Fig. 6.8 CG application. (a) Latency, (b) Buffer utilization and Re-transmitted cells 

analysis. 

Fig. 6.9 SNAP application. (a) Latency, (b) Buffer utilization and Re-transmitted cells 

analysis. 
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Fig. 6.10 MILC application. (a) Latency, (b) Buffer utilization and Re-transmitted cells 

analysis. 

 

Fig. 6.11 MINI_MD application, (a) Latency, (b) Buffer utilization and Re-transmitted cells 

analysis. 

    The results shown in Figs. 6.8(a)-6.11(a) indicate an improved latency 

performance in the HiFOS architecture compared with the latency measured from 

the Marenostrum 3 electrical Leaf-Spine HPC architecture. The latency of HiFOS 

is 70.3%, 88.6%, 78.5%, and 73.9% less than the Marenostrum 3 for the 

application CG, SNAP, MILC, and MINI_MD, respectively. With respect to 

Marenostrum 3, the network latency improvement of HiFOS mainly comes from 

the employment of FOS. The FOS helps to flatten the HiFOS network and it 

interconnects the modified blades equipped with high bandwidth interfaces. The 

latency observed in AoD architecture is larger than that in HiFOS for all the 

applications due to the extra top of rack (TOR) switch layer employed in the AoD 

architecture. The latency of the FON is the lowest because of the single hop 

connection between blades. 

    As the packet collisions normally vary from one application to another due to 

the very different traffic pattern, it is then difficult to predict how sensitive an 
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application may be to the buffer utilization caused by retransmissions. It is found 

that the buffer utilization in HiFOS is larger than the one in AoD for applications 

like CG, SNAP and MILC. The reason is that in AoD, the buffer equipped at the 

TOR is shared by the connected blades, while in HiFOS, the buffer is distributed 

at each blade. However, this is not the case of MINI_MD, because the processes 

of MINI_MD are mapped to the directly connected servers in different racks. 

Those packets can be transmitted without passing the FOS, which improves the 

buffer utilization. It can be also seen from Figs 6.8(b)-6.11(b) that the reduction 

of the count of re-transmitted cells will benefit the buffer size utilization as shown 

in the comparisons between HiFOS and AoD. However, the retransmission cells 

number and the buffer utilization do not have deterministic correlation. There 

exists multiple re-transmission of the same cell, which will not have impacts on 

the buffer utilization, but only increase the count of the re-transmitted cells. In 

FON, a large number of collisions may still happen due to the contention inside 

a rack. 

6.5 Numerical investigation of FOSquare 

6.5.1 Simulation set-up  

In the simulation, we consider a FOSquare network supporting from 256 blades 

with 16-port FOS to 2304 blades by 48-port FOS (each blade has 32 cores). Each 

blade operates at 8×50 Gb/s with 4 intra-rack and 4 inter-rack TRX (p = 4, q =4). 

The link distance between blades and intra- and inter-FOS are still taken as 5 m 

and 50 m, respectively. The cores are separated into two categories, the mapped 

cores and the unmapped cores. The ratio of the mapped cores is taken as ρ. When 

we carry out the simulations, the applications are randomly distributed in the 

mapped cores of the FOSquare network, while the unmapped cores keep idle. For 

example, when ρ = 0.5, there are 4096 mapped cores randomly distributed in the 

FOSquare network. And each group of the 16 random mapped cores was mapped 

with one of the 4 applications. 

6.5.2 Numerical results analysis   

The average packet latency of the four applications under various values of ρ is 

shown in Fig. 6.12. As ρ increases, the latency of all the 4 applications also 

increases due to the increased contention at the FOS. The network latency of CG, 
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SNAP, MILC, and MINI_MD is 8.83, 3.52, 4.60 and 13.2 μs, respectively, when 

ρ = 0.375.  
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Fig. 6.12 Average latency of CG, SNAP, MILC and MINI_MD application under various 

ρ with size of 8192-core. 

    Figure 6.13 shows the average latency obtained for each application in the 

FOSquare when ρ equals to 0.5. Compared with the latency measured from the 

electrical MareNostrum HPC where the typical value of ρ is around 0.4 [114], the 

latency of FOSquare is 39.2%, 70.4%, 15.5%, and 55.1% less than the electrical 

interconnected architecture of the application CG, SNAP, MILC, and MINI_MD, 

respectively.  

 

 

Fig. 6.13 Comparison between the FOSquare and electrical MareNostrum HPC when ρ 

is 0.5. 
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Figure 6.14 shows the network performance as FOSquare scales from 8192 to 

73728 cores (with 48-port FOS). There is almost no performance deterioration 

for ρ< 0.5. Compared with HPC size of 8912-core, the performance of size with 

73728-core deteriorate 25% and 51.9% for application CG and SNAP, 

respectively, when ρ = 1. 
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Fig. 6.14 Scalability of FOSquare. 

6.6 Cost and power consumption analysis 

In the cost and power consumption calculation, only the network components to 

interconnect the blades have been considered due to the equal contribution of the 

blades to both electrical and optical interconnecting architectures. Leaf-Spine is 

the most popular electrical topologies used for providing high bisection 

bandwidth in HPC interconnecting. To have a fair comparison among the HiFOS, 

FOSquare and Leaf-Spine [56], we assume the bandwidth of the blade is 

2×50Gb/s in both interconnecting architectures, and no oversubscription exists in 

those interconnecting architectures. 

Scaling the interconnecting network size, FOSquare can save more power with 

respect to electrical Leaf-Spine interconnecting architecture. As shown in Fig. 

6.15, a 32.2% power consumption saving is possible for FOSquare architecture 

when compared with Leaf-Spine with around 10,000 blades. The main reason is 

that a large part of the power consumption transceivers used in the electrical 

interconnecting architectures are eliminated in the optical counterparts. 

Compared with FOSquare, HiFOS has a further saving of power consumption of 

49.5% when both interconnect around 10,000 blades. 
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Fig. 6.15 Power consumption of Leaf-Spine, HiFOS and FOSquare HPC interconnecting 

architectures.  

 

Fig. 6.16 Cost comparison of Leaf-Spine, HiFOS and FOSquare HPC interconnecting 

architectures. 

    Figure 6.16 shows the cost for the HiFOS, FOSquare and Leaf-Spine 

architectures. The cost has a similar trend with the power consumption results. 

For architectures interconnecting around 10,000-blade, a 21% power 

consumption saving is possible for FOSquare architecture compared with Leaf-

Spine. While the HiFOS solution has a cost saving of 49.7% with respect to 

FOSquare. The main reason is that a large part of the power consumption TRXs 
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used in Leaf-Spine is eliminated in optical counterparts. Compared with 

FOSquare, HiFOS costs less and consumes less power since it adopts less FOSs. 

6.7 Summary 

In this chapter we have investigated two HPC interconnecting architectures 

HiFOS and FOSquare based on buffer-less and distributed FOS with fast flow 

control. The numbers of supporting blades in HiFOS and FOSquare scale as the 

N×(N+1) and N×N, respectively (N is the radix of FOS). Besides, both HiFOS 

and FOSquare allow for scaling up the operating bit-rate and the number of blades 

due to the transparency to data rate/format of the adopted optical switching 

technology. Benefiting from the operation of optical flow control, the lack of 

optical buffers is prevented. Moreover, HiFOS and FOSquare HPC architectures 

support network fault-tolerance with multi-paths for the communication of blade 

pairs, which allows the potential implementation of load balancing algorithm to 

optimize the system performance. 

Based on the HPC application traces, we numerically assess the system 

performances of the HiFOS and FOSquare in terms of latency, buffer utilization, 

and re-transmitted cells in OMNeT++. Compared with the MareNostrum 3 Leaf-

Spine supercomputer, the results show that HiFOS save more than 70% latency, 

while  FOSquare allows for at most 70.4% reduction of average latency for a 

HPC of 8192-core. Moreover, FOSquare can achieve a 32.2% power 

consumption reduction and 17.9% cost saving when interconnecting 10000 

blades compared with Leaf-Spine architecture. While HiFOS can further save 

49.5% power consumption and 49.7% cost with respect to FOSquare. Therefore, 

the efficiency of the architectures is verified, providing a promising solution to 

meeting the high-throughput, low-latency and cost-efficient requirements for the 

HPC interconnecting. 

 



 

Chapter 7  

 

Load Balancing Algorithm of OPSquare 

under Real Applications Deployment 

 

 
To improve the bandwidth utilization and optimize the network performance in 

terms of latency and packet loss in OPSquare DCN, we could implement load 

balancing algorithms to cope with the dynamic traffic in DCN. There are load 

balancing algorithms such as Localflow, Drill, and Round-Robin (RR) proposed 

for DCNs. However, those generalized algorithms do not consider the peculiarity 

of the OPSquare DCN architecture. In the OPSquare there are two available short 

paths for the inter-cluster traffic and multiple paths for best effort traffic, and they 

can be properly exploited with a dedicated load balancing algorithm. Moreover, 

with the novel applications emerging in today’s DC, there is a clear trend of 

network virtualization, which creates new heterogeneous traffic patterns different 

from what so far have been reported in literature. As a result, the real traffic model 

should be captured, and synthetized to be used in simulators to optimize the 

network performance of the current DCN with virtualized DC applications 

running inside. Thus, based on the occupation of the TOR buffer size in the whole 

path, a new load balancing algorithm LPB which chooses the path with the lowest 

buffer occupation for transmission of the packet is proposed for OPSquare DCN. 

And the performance of LPB is evaluated and compared with other load 

balancing algorithms under the real traffic model in OPSquare DCN.  

    In this chapter5, we first set-up a data center consisting of 16 servers which is 

described briefly in section 7.1. Many real representative DC applications have 

been deployed and ran in the ECO DC, some of which are to be described briefly 

in section 7.2. Then we proceed to discuss the traffic capturing and modeling of 

those virtualized applications running in the ECO DCN in section 7.3. We employ 

                                                      
5 Parts of this chapter are based on the results published in [131]. 
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this real traffic to evaluate the proposed load balanced algorithm. In section 7.4, 

we first make a brief summary of the load balancing algorithms utilized in DCNs, 

such as Localflow and Round-Robin (RR). Localflow evenly put the flows on 

available links based on the rate of the flows, while RR simply balance the packet 

in a round robin mode based on the index of the packets. Then we describe our 

newly proposed load balancing algorithm based on the lowest path buffer (LPB) 

for OPSquare DCN. In section 7.5, the performance of LPB is assessed in various 

scenarios including various buffer size, different traffic destination distributions 

and various DCN sizes. Comparisons among LPB and the Localflow and RR are 

also reported in section 7.5. Finally, in section 7.6, we conclude the Chapter 7 by 

summing up the most important results. 

7.1 The ECO DCN 

7.1.1 The data center architecture 

Figure 7.1 describes the realized Leaf-Spine based network in our ECO data 

center. As shown in Fig. 7.1, each TOR connects 4 servers, and there are in total 

16 servers in the network connected by 4 TORs and 1 Spine switch. 

 

Fig. 7.1 The Leaf-Spine ECO DCN architecture 

In the ECO DCN, all the servers and switches have a 1Gb/s interface with 

external IP address for internet connection and act as a control plane while dual 

10Gb/s intel NICs of internal IP address in each server as well as the 10Gb/s 

interfaces of switches serve as data plane. The control plane facilitates the 

interaction with the servers and the switches from outside the ECO DCN. The 

data plane implements the connections between servers in the ECO DCN. There 

are 6 CXP slots in the TOR, while the Spine switch has 18 QSFP slots, namely, 
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both the TOR and the core switch in the ECO DCN have 720 Gb/s bandwidth. 

The details of the components in the ECO DCN are listed in Table 7.1. 

 Table 7.1 The details of the components in the network. 

Components Specification Number 

Server Dell PowerEdge R210 (Quad-core Intel® Xeon® 

processor 3400 series, Memory: 4GiB, disk 160GB) 

16 

Dual 10Gb/s NIC Intel X520 16 

 

TRX 

SFP (10Gb Short-Range over MMF) 32 

QSFP (40G, SR4, 300m, MMF) 12 

CXP (120G, Short-Range, MMF) 8 

 

 

MMF 

24-core MPO(Female) to 3×8- core MPO (Female） 

MM OM3-2 meter, branch 1m, IL<0.75dB 

4 

24-core MPO(Female) to 24 LC MM  

OM3-2 meter, branch 1m, IL<0.75dB 

4 

TOR   Based on Broadcom ASIC 4 

Core switch 1 

7.1.2 The operation of the ECO DCN 

We run open flow protocol on the ECO DCN, and all the switches are 

reconfigurable. There are two subnetworks 192.168.0.0 and 192.168.1.0 in the 

ECO DCN. The private IP addresses for the servers are in the range of 

192.168.0.0~192.168.0.255 and 192.168.1.0~192.168.1.255. The IP addresses of 

the servers are set as static IP addresses. 

 

Fig. 7.2 The ECO DCN setup. 

Considering that Docker has already became the most popular light 

virtualization technology for improving the resource utilization of the DCN, we 
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choose Docker in the ECO DCN for the network virtualization. For the Docker 

container orchestration platform, instead of choosing Docker swarm which can 

natively manage a cluster of Docker engines, we use Kubernetes (K8s) due to its 

stability of production level. We build a Kubernetes cluster on the ECO DCN for 

orchestrating the Docker containers automatically. As shown in Fig. 7.3, the 

server chronos acts as the master, while the rest 15 servers act as the workers in 

the K8s cluster. 

 

Fig. 7.3 Nodes in ECO DCN K8s cluster. 

7.2 The deployment of DC applications 

As shown in Tab 7.2, the real applications running in DC can be classified into 

three categories: data analysis, online serving, and offline storage. The data 

analysis workloads are composed of a wide range of jobs, which are fed by huge 

amounts of data set with the explosive growth of big data. The online workloads 

are real-time services driven by the request, which features by burst traffic and 

uninterrupted service. While file security and failure tolerance are the key 

features of the offline workloads, and files replication and virtual machine (VM) 

migration are the typical offline workloads.  

Table 7.2 The DC applications. 

Categories Applications 

Data analysis Scientific computing, Classification, Cluster, Graph mining 

Online serving Web serving, Media streaming, ERP 

Offline storage Cloud storage,  Files backup, VM migration 

 

Web serving and media streaming are two representative applications with 

different traffic shapes, both of which belong to online serving workload. There 

are two tiers in the media streaming application: the server and the clients. It uses 

the Nginx web server as a streaming server for hosted videos of various lengths 

and qualities. The client generates a request mix for different videos, to stress the 

server based on httperf’s wsesslog session generator. On the web serving 
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application, it has four tiers: the web server, the database server, the memcached 

server, and the clients. The web server runs Elgg and it connects to the 

memcached server and the database server. The clients send requests to log in to 

the social network. Each tier has its own image which is identified by its tag. We 

deploy the containerized web serving and media streaming applications in the 

K8s cluster. 

7.3 The traffic capturing and modeling 

 

Fig. 7.4 (a) Traffic is binned by 10 μs. (b) Traffic is binned by 100 μs. 

We use n2disk [115] to capture the traffic in the ECO DCN at the server for 5 

minutes through two methods: switch port analyzer (SPAN) and splitter [116]. 

Then we analyze the captured traces to develop the traffic model. 

    Figure 7.4 shows the number of packets received during a short time period at 

the server. We can clearly see the ON-OFF characteristics of the packet arrival in 

the captured traffic traces. Based on this phenomenon, we use the cumulative 

distribution function (CDF) of packet arrival interval time to identify the ON/OFF 

periods in the traces. 

  
Fig. 7.5 (a) CDF of the packet length. (b) CDF of the packet interval. 
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    As shown in Fig. 7.5 (a), we can observe the bimodal distribution of the packets 

in the captured traces. One is around 100-byte, while the other is around 1500-

byte. It’s similar to the results shown in the subsection 2.4. Figure 7.5 (b) 

describes CDF of the packet interval, and 95% of the packet intervals are less 

than 10 μs. Therefore, switching technology with granularity of packet is 

preferred for accommodating the dynamic traffic in DC. More specifically, the 

OCS with reconfiguration on the order of millisecond is not suitable to deploy in 

the DC, while the fast optical switch operating at nanosecond is a feasible 

solution. 

7.4 Performance optimization algorithms on OPSquare 

7.4.1 Load balancing algorithms in DCN  

Equal-cost multi-path routing (ECMP) is the most prevalently adopted load 

balancing mechanism due to its simplicity in the DCN [117]. ECMP splits the 

flows without considering the size of the flow and the current network status, 

resulting in unsatisfied performance. Centralized algorithms such as Hedra and 

MicoTE split the flows considering the flow size and the network status 

[118][119], but they react on a very large time scale (several seconds). 

Consequently, they are not suitable for the dynamic changing traffic (on the order 

of millisecond) in DC. Localflow works distributedly, and it needs to monitor the 

status of the flow, which may not be accurate and could increase network 

operation overhead [120].  

Besides the load balancing algorithms operating on the granularity of flow, 

there are also algorithms on the granularity of packet, such as random, round-

robin [121], digital-reversal [122]. The main problem of those packet level load 

balancing algorithms is the packet re-ordering. Moreover, there are algorithms on 

the level of flowlet (a burst of packets in a flow) trying to avoid packet reordering 

[123][124][125]. Their performance lies between the performances obtained in 

the packet level and the flow level algorithms. 

7.4.2 The proposed LPB algorithm 

As discussed in Chapter 3, for TORs in different clusters, either they are 

connected to the inter-FOS directly, or they are connected by the inter-FOS, intra-

FOS and intermediate TOR result in 3 hops. Considering a DCN interconnects 

N2
 TORs with N-radix FOS, there would be N-1 logic queues for the intra-cluster 

and inter-cluster buffer as shown in a downsize OPSqaure DCN with 9 TORs in 
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Fig. 7.7. In TOR i, Qi
j is denoted as the logic queue buffering packets for j-th 

TOR, while the occupation of Qi
j is marked as Li

j. 

 

Fig. 7.6 Flow chart of LPB, HP: head processor, CC: central controller. 

    Our proposal of the load balancing is similar to the Drill [126] which is also 

based on the buffer occupation and operates on the granularity of packet. 

However, Drill only counts the buffer occupation of the current hop, resulting 

in >10 μs latency at busy server ratio of 0.5, which is not suitable for OPSquare 

DCN. We propose a novel algorithm based on the occupation of the TOR buffer 

size in the whole path. The flow chart of the LPB is shown in Fig. 7.6. The central 

controller (CC) monitors the intra-cluster and inter-cluster buffer occupation. The 

head processor (HP) of the optical switch updates the status of the buffer 

occupation of the TORs from the central controller and calculates the two path 

buffer occupation of the received packet. The packet is queued in the 

corresponding intra-cluster or inter-cluster buffer, namely, the path with the 

lowest buffer occupation is chosen for transmission of the packet.  

Take as an example the downsize OPSquare DCN architecture shown in Fig. 

7.7. As an example, assuming TOR1 as the source TOR, there are two available 

paths when TOR9 acts as the destination TOR. The first path (P1) is TOR1inter-

FOS1TOR7intra-FOS3TOR9, while the second path (P2) would be 

TOR1intra-FOS1TOR3inter-FOS3TOR9. The packets on P1 will pass 

through Q1
7 and Q7

9, while the packets on P2 pass through Q1
3 and Q3

9. Therefore, 

the path buffer occupation for P1 and P2 are L1
7+ L7

9 and L1
3 + L3

9, respectively. 
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And the P1 will be chosen as the transmission path under the case of L1
7+L7

9 < L1
3 

+ L3
9. Otherwise, P2 will be chosen as the transmission path. 

 

Fig. 7.7 Downsize OPSquare DCN with 9 TORs. 

7.5 Network performance optimization on OPSquare 

For an OPSquare DCN connecting 2560~40960 servers, each of which generates 

packets based on the traffic model we build upon the real collected traffic in 

subsection 7.3. In the simulations, the DCN is equally divided into two 

subnetworks. The first subnetwork comprises of the server with index in the range 

of [1, N/2-1], while the servers with index in the range of ([N/2, N] construct the 

second subnetwork (N is the server number in the OPSquare DCN). To emulate 

the imbalance load of the OPSquare DCN, the servers in the second subnetwork 

do not create inter-cluster traffic. We vary the ratio of the servers that are busy 

generating packets from 0.1 to 1. In other words, the busy server ratio (BSR) is 

in the range of [0.1, 1], and idle servers do not generate packets. We compare the 

performance of LPB with the fixed path, Localflow, and RR. Besides, we also 

consider three different scenarios to fully evaluate the performance of LPB as 

shown below. 

According to Table 7.3, there are 40% intra-TOR, 40% inter-cluster traffic, and 

20% intra-cluster traffic in traffic case A. And traffic case A is adopted in the 

simulations of all the sections. Firstly, we investigate the performance 

comparison of LPB with other algorithms in traffic case A in section 7.5.1. 

Secondly, the performance of the LPB are studied under the buffer size for the 

uplink of the TOR varying from 40KB to 80KB in traffic case A. Thirdly, we 

investigate the network performance of the load balancing algorithms under 

different traffic destination distributions as shown in Tab 7.3, traffic Case B with 

60% inter-cluster traffic and Case C with 20% inter-cluster traffic act as the high 

inter-cluster traffic and low inter-cluster traffic. Combined with traffic case A, 
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traffic case B and C are used to fully evaluate the performance of LPB in different 

traffic patterns in section 7.5.3. Finally, the performance of LPB is studied for a 

DC scaling from 2560 servers to 40960 servers under traffic case A in section 

7.5.4. 

Table 7.3 Studied traffic patterns.  

Traffic  Case A Case B Case C 

Intra-TOR 40% 20% 40% 

Intra-cluster 20% 20% 40% 

Inter-cluster 40% 60% 20% 

7.5.1 Performance Comparison 

In OPSquare DCN, there is no need for load balancing for the intra-cluster traffic 

since the intra-cluster traffic only passes one hop. Therefore, we focus on the load 

balancing of the inter-cluster traffic and only investigate the network 

performance of the inter-cluster traffic. Considering the fact that a large amount 

of the DC traffic is exchanged within the TOR, we adopt the traffic pattern case 

A in the investigation of the performance comparison of LPB, Localflow and RR 

as well as under the fixed path scenario. As shown in Table 7.3, traffic pattern 

case A has 40% intra-TOR traffic, 20% intra-cluster traffic and 40% inter-cluster 

traffic. In the simulations, the OPSquare DCN size is set to 2560 servers (FOS 

radix is 8), and the buffer size is fixed as 50 KB. 

 
Fig. 7.8 Server to server latency. 

Fig. 7.8 shows the server to server latency of the inter-cluster traffic in the first 

subnetwork. With the increase of the BSR, the server-to-server average latency 

increases for all the load balancing algorithms. When the BSR is no more than 

0.3, the server-to-server latency of all the algorithms is less than 5 μs, and there 

are only marginal benefits of the load balancing algorithms compared with fixed 
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path. However, when the BSR is higher than 0.4, the latency of fixed path 

increases fast as the BSR increases, and the latency performance improvement 

between fixed path and LPB also becomes noticeable. At BSR of 0.5, the 

latencies of fixed path, RR, Localflow and LPB are 16.3 μs, 11.4 μs, 12.8 μs and 

8.7 μs, respectively. The latency of LPB is 23.7% less than that of RR. 

 
Fig. 7.9 Packet loss of various load balancing algorithms. 

The packet loss performance is shown in Fig. 7.9. For Localflow and RR, a 

packet loss less than 10-4 is achieved when the BSR is 0.2. A packet loss less than 

10-3 for BSR of 0.3 is achieved for LPB. The performance of LPB is better than 

Localflow and RR for all different BSRs. When the BSR reach 0.5, the packet 

loss is larger than 10-2 due to the high probability of contention. 

7.5.2 Buffers Dimensioning 

We investigate the server-to-server latency and packet loss ratio as a function 

of the BSR under different buffer sizes from 40 KB to 80 KB in the traffic pattern 

of case A. In this specific simulation, the scale of OPSquare DCN size is kept as 

2560 servers. Figure 7.10 shows the latency for the LPB under different buffer 

sizes. When the BSR is less than 0.4, there are almost no latency differences for 

various buffer sizes due to the low contention. At BSR of 0.4, the latency only 

increases from 4.6 s to 5.5 s as the buffer size changes from 40 KB to 80 KB. 

When the BSR is 1.0, the network performance of latency deteriorates 81.7% 

(increases from 20.2 s to 36.7 s).  
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Fig. 7.10 Server to server latency. 

Figure 7.11 shows that the packet loss is 9.2×10-4 at BSR of 0.2 when the buffer 

size is 40 KB. At BSR of 0.2, increasing the buffer size from 40KB to 50 KB 

would have an improvement, i.e. no packet loss is observed when the buffer size 

is 50 KB. However, increasing the buffer size to 80KB only has little performance 

improvement on packet loss, but causes a large latency as shown in Fig. 7.10. 

  

 
Fig. 7.11 packet loss under various buffer size. 

7.5.3 Traffic destination distribution 

Figure 7.12 shows the server-to-server average latency and the packet loss as 

a function of the BSR under different traffic patterns for a DCN size of 2560 

servers with buffer size of 50KB. With the increase of the BSR both the average 

server to server latency of RR and LPB increases. It is observed in Fig. 7.12 that 

the latency of LPB is smaller than RR under all different traffic destination 

distributions. Due to the relatively low packet contention, when the BSR is 0.1, 

0.0 0.2 0.4 0.6 0.8 1.0
0

5

10

15

20

25

30

35

40

L
a
te

n
c
y
 (

μ
s
)

BSR

 40 KB

 50 KB

 60 KB

 80 KB

0.0 0.2 0.4 0.6 0.8 1.0
1E-5

1E-4

1E-3

0.01

0.1

P
a
c
k
e
t 
lo

s
s

BSR

 40 KB

 50 KB

 60 KB

 80 KB



108    Network performance optimization on OPSquare 

 

the server-to-server latency under different cases is close (less than 3 μs). When 

the BSR is higher than 0.3, the latency gap between RR and LPB is clearly 

observed. At high BSR, it is clearly seen that the server-to-server latency for case 

B is larger than those for case A and case C, and the reason is that case B has 

more inter- and intra-cluster traffics.  

 

Fig. 7.12 Server to server latency under different traffic destination distributions. 

 

Fig. 7.13 packet loss under different traffic destination distributions. 

In Fig. 7.13, the packet loss of both LPB and RR increases as the total amount 

of the inter-cluster and intra-cluster traffic increases. Therefore, the ranking of 

packet loss is case B > case A > case C. For case A and B, although the amount 

of traffic coming out of the TOR is the same, the packet loss of case A with 40% 

inter-cluster traffic is larger than case C with 20% inter-cluster traffic. The reason 

is that the inter-cluster traffic has to cross two hops resulting in a higher system 

load. 
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7.5.4 Scalability 

   The performance improvement of the LPB algorithm for the OPSquare DCN 

with different scales has been investigated with a number of servers ranging from 

2,560 to 40,960. The amount of TORs needed varies from 64 to 1024 with each 

TOR connecting 40 servers. Therefore, intra-cluster FOS and inter-cluster FOS 

with radix 8 to 32 are needed to build the OPSquare DCN. 

 
Fig. 7.14. Server to server latency.  

    Figure 7.14 shows the server-to-server latency as the function of the BSR for 

DC scaling from 2560 servers to 40960 servers under traffic pattern of case A 

and TOR buffer size of 50KB. It is clearly shown in Fig. 7.14 that, for BSR up to 

0.3, the server-to-server latencies of both LPB and RR do not change with the 

scaling of the DCN. Moreover, when the DCN interconnects 10240 servers, the 

server to server latency of LPB and RR at a BSR of 0.5 is 13.1 μs and 15.1 μs, 

respectively. When the DCN size increases from 10240 to 40960 servers with 

BSR of 0.5, the server-to-server latency of LPB only increases to 15.5 μs, while 

the server-to-server latency of RR is 21.3 μs. Compared with RR, there is a saving 

of 27.2% on the latency of LPB when the OPSquare supporting 40960 servers. 

And this indicates that the performance of LPB is maintained as the OPSquare 

DCN size scales.  
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Fig. 7.15 packet loss under different DCN sizes 

Figure 7.15 shows the packet loss for different server counts of the OPSquare 

DCN. The packet loss of LPB is lower than RR under all DCN scales. With DCN 

interconnecting 10240 servers, the packet loss of LPB and RR at a BSR of 0.2 is 

1.96×10-6 and 1.66×10-5, respectively. With the increased DC scale, statistical 

increased destination diversity results only a slightly increased contention 

possibility. A packet loss less than 6.7×10-2 for BSR of 0.5 is achieved with DCN 

size of 40960. For BSR exceeding 0.5, the packets loss is unavoidable as the links 

and the buffers are quite fully occupied.  

7.6 Summary 

To improve the bandwidth utilization and optimize the network performance in 

OPSquare DCN, we proposed a novel load balancing algorithms LPB which 

considers the characters of OPSquare architecture. Based on the traffic traces 

captured in our ECO DCN with virtualized representative DC applications 

running inside, the real traffic model is developed to optimize the OPSquare 

network performance in various scenarios. When BSR equals 0.5, the latencies 

of fixed path, RR, Localflow and LPB are 16.3 μs, 11.4 μs, 12.8 μs and 8.7 μs, 

respectively. The latency of LPB is 23.7% less than that of RR. And the packet 

loss ratio of LPB is lower than Localflow and RR for all different BSRs. 

Moreover, the packet loss and the network latency of LPB are lower than RR in 

different scenarios. In general, the traffic model can be used for the network 

performance optimization in DCs of various topologies. 
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Chapter 8  

 

Conclusion and future research 

 

 

8.1 Conclusion 

Big data, internet of thing and machine learning applications are massively 

increasing the traffic within DCs and HPC infrastructures. Handling those 

workloads would put stringent requirements on the interconnection network of 

computer systems in terms of connectivity, bandwidth, latency, costs, and the 

energy consumption. To meet the most pressing requirements of high bandwidth 

and connectivity, the network architecture must be scalable to support on-demand 

connectivity and beyond 10 Gb/s data rate operation. Scaling the nodes count 

(>10,000) and data rate (>10Gb/s) in current multi-tier electrical DC and HPC 

network architectures leads to intrinsically large delay and huge amounts of 

optical to electrical and electrical to optical conversion (O/E/O) modules 

resulting in high cost and power consumption. 

To cope with the exponential increasing of the traffic in DC and computer 

networks, optical switching technologies are beginning to be employed to provide 

high bandwidth and transparent switching. The OCS can be deployed to 

ameliorate the bandwidth issues, but it is not universally applicable due to the 

slow configuration time. To address the issue of the switching granularity on flow 

level and achieve sub-microsecond switching speed, together with the tunable 

lasers, the AWGR based solution is proposed. However, the high cost of the 

tunable lasers at high operation data rate prevents the practical AWGR based DC 

and computer networks. Alternatively, the fast (nanoseconds) optical switch 

based on broadcast and select architecture is a promising and feasible solution.  

This work focuses on exploiting the interconnecting architectures for high 

performance DC and computer networks based on distributed fast optical 
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switches. There are several issues to be considered and solved to implement FOS 

based DC and computer networks. Multi-hop connection of FOSs as well as the 

lack of optical buffer for FOS severely limit the practical implementation of 

optical network based on FOS.   

To overcome the lack of optical memory and achieve DC scalability beyond 

100,000 servers, the OPSquare DCN architecture based on FOS with fast flow 

control has been proposed and investigated. OPSquare is built on two parallel 

intra-cluster and inter-cluster networks connected by distributed FOSs to 

eliminate the direct connection among FOSs. Benefiting from the transparency 

to data rate and data format of the adopted optical switching technology, 

OPSquare allows scaling up the data rate per link without changing the 

infrastructure or adding more switching ports. Besides, the amount of 

interconnected TORs in the OPSquare DCN scales as the square of the optical 

switch radix. The scalability of the OPSquare DCN and the network performance 

in terms of average latency, packet loss and throughput has been numerically 

investigated as a function of the number of servers and TOR buffer size by using 

the OMNeT++ under a realistic DC traffic model. Numerical results show that 

the OPSquare DCN architecture allows 2 s server-to-server average latency and 

less than 10-5 packet loss for traffic load of 0.4 when it connects 10240 servers 

by 16×16 FOSs. For an OPSquare DCN supporting 40960 servers with 32×32 

FOSs, a packet loss less than 2×10-5 and server-to-server latency of 2.2 s are 

achieved at load of 0.4. With challenging 64×64 FOS, OPSquare can scale to 

more than 100,000 servers. Besides, the packet loss multi-grouping is superior to 

the results of no multi-grouping scenario, and a packet loss lower than 10-4 for 

load of 0.4 has been achieved for DC with 40960-server. The server-to-server 

average latency is less than 2.5 µs at load of 0.4 independently of the servers 

count. In current DC, the traffic load does not exceed 0.3 for more than 99% of 

the time. The OPSquare architecture can effectively handle the DC traffic by 

using moderate-radix FOSs. The performance can be further improved by 

employing multiple receivers at the TOR switch in which case more packets can 

be forwarded and received at the same time. Therefore, OPSquare can be served 

as a feasible and practical solution for meeting the requirements of current DC. 

 To further decrease the cost and power consumption of the proposed 

OPSquare architecture, the HiFOST DCN architecture based on distributed FOS 

and modified TOR has been proposed and investigated. Different from 

OPSquare, HiFOST replaces the inter-cluster FOSs in OPSquare by direct 

Ethernet connections between TORs of different clusters, while the intra-cluster 

interconnection between TORs is equally implemented by means of FOS. 

Therefore, the inter-cluster interface equipped at the TOR in HiFOST does not 
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need any optical label or optical flow control. The number of supporting servers 

in HiFOST DCN scales as N×(N+1) with N as the radix of FOS, while total 

numbers of FOS in OPSquare and HiFOST are 2×N and N+1, respectively. 

Similar to OPSquare, HiFOST supports scaling up the operating data rate and 

scaling out the number of servers due to the transparency to data rate/format of 

the adopted optical switching technology.  Compared with OPSquare, nearly half 

amount of FOS is saved in HiFOST. Numerical analyses and results confirm that 

the HiFOST DCN architecture interconnecting 94,080 servers achieves an end-

to-end latency <2.8 µs and <5.6×10-6 packets loss ratio under load of 0.5. Besides, 

for a HiFOST DC supporting 94080 servers that operate at 10 Gb/s, the power 

consumption and cost are 48.2% and 46.3% less than Fat-Tree, respectively. And 

we carry out the simulations considering a next generation scenario with servers 

operating at 100 Gb/s data rate. Numerical analyses show that for a DCN 

interconnecting 10880 servers the HiFOST solution has a cost and power 

consumption saving of 35.6% and 56.5% with respect to Fat-Tree, respectively. 

HiFOST can achieve comparable network performance as the one achieved by 

OPSquare by slightly increasing the number of transceivers in the TOR. 

Moreover, with respect to OPSquare, HiFOST adopts less FOSs resulting in less 

cost and power consumption. Based on those results, it can be concluded that 

HiFOST provides a promising DCN architecture for the next generation DC.  

The performance analyses of the OPSquare and HiFOST DCN architecture 

based fast optical flow controlled FOS indicate that those architectures can meet 

the stringent requirements on DCN while decreasing the cost and power 

consumption of traditional DCN based on electronic switches. Nevertheless, 

when OPSquare and HiFOST have to support >100,000 servers, the realization 

of high radix (>64 ports) nanosecond FOS is becoming challenging. Therefore a 

novel scalable DCN architecture FOScube is proposed and investigated. 

FOScube can interconnect 163,840 servers (each TOR connects 40-server) with 

only 16×16 FOS. Numerical performance assessments indicate that FOScube 

supporting 92160-server achieves 3 μs network latency, 2×10-4 packet loss at load 

of 0.3. Compared with OPSquare, FOScube achieves slightly larger latency when 

the load is below 0.3 since the link latency dominates the server-to-server latency 

in this scenario with lower contentions. However, the contention will be less in 

FOScube at high load since there are larger connectivities in FOScube than 

OPSquare. Besides, the packet loss ratio of FOScube also outperforms OPSquare 

at high load. Moreover, FOScube can achieve a 48.4% power consumption and 

47.5% cost saving for interconnecting 160,000-server compared with Fat-Tree. 

The performance improvements of FOScube are obtained at the expense of 

adopting a large number of low radix FOSs, and thus transceivers and optical 

links, which results in a high power consumption of FOScube with respect to 
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OSPquare. Those results verify that the low radix FOS based FOScube supports 

to build a super large DC with superior network performance. In principle, the 

low radix FOS based architecture can be generalized to multiple (>3) parallel 

planes to support an extremely large DC scale, which is discussed in the future 

research part in Section 8.2. 

When we consider the required interconnectivity of the huge number of nodes, 

the HPC infrastructure has similar issues of scalability, power consumption and 

costs as the DCN architectures. However, HPC infrastructures are mainly 

designed for scientific computing, and the nodes in the HPC infrastructures 

normally have more processors than the nodes in DC. Currently, with the fast 

development of the HPC infrastructures’ computing speed, the high-end blades 

with 100 Gb/s NIC are beginning to be deployed in HPC infrastructures. To 

support the high-bandwidth required in HPC infrastructures [16], fiber optics and 

optical transceivers are beginning to be employed to replace the electrical cables. 

And the optical interconnect network adopting FOS would serve as a feasible 

solution to meet HPC infrastructures’ requirements of high bandwidth, low 

latency, low cost and power consumption. We have investigated two HPC 

interconnecting architectures HiFOS and FOSquare based on buffer-less and 

distributed FOS with fast optical flow control under real HPC application traffic 

traces. In HiFOS and FOSquare HPC networks, the blades inside a rack are 

directly connected by FOS. Similar to OPSquare and HiFOST, the number of 

supporting blades in HiFOS and FOSquare scale as N×(N+1) and N×N, 

respectively. Benefiting from the operation of optical flow control, the lack of 

optical buffers is prevented. Moreover, HiFOS and FOSquare HPC architecture 

support network fault-tolerance with multi-paths existing for the communication 

blade pairs, which allow the potential implementation of load balancing 

algorithm to optimize the system performance. Based on real HPC application 

traces collected and provided by the HPC MareNostrum 3 supercomputer at 

Barcelona Supercomputer Center in Barcellona, we numerically assess the 

system performance of the HiFOS and FOSquare in terms of latency, buffer 

utilization, and re-transmitted cells. Compared with the MareNostrum 3 Leaf-

Spine supercomputer, HiFOS has been shown to save more than 70% latency, 

while FOSquare allows for at most 70.4% reduction of average latency. 

Moreover, FOSquare can achieve a 32.2% power consumption and 17.9% cost 

saving when interconnecting 10000 blades compared with Leaf-Spine 

architecture. While HiFOS can further save 49.5% power consumption and 

49.7% cost with respect to FOSquare. Therefore, the efficiencies of the 

architectures are verified, providing a promising solution to meeting the high-

throughput, low-latency and cost-efficient requirements for the HPC 

interconnecting. 
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    To optimize the network performance in terms of latency and packet loss in 

the proposed OPSquare DCN, load balancing algorithms could be implemented 

to cope with the dynamic traffic in DCN considering the peculiarity of the 

OPSquare DCN architecture. And with novel applications emerging in today’s 

DC, there is a clear trend of network virtualization, which creates new 

heterogeneous traffic patterns different from what so far have been reported in 

literature. Therefore we have built a small DC to run multiple representative 

applications in order to capture and model the real traffic traces to be used in 

OMNeT++ simulation model. Application container engine Docker is chosen as 

the virtualization technology, and we adopt Kubernetes as the container 

orchestration platform in our ECO DCN. The representative DC applications 

such as map-reduce, media-streaming, web-serving are deployed in our ECO 

DCN. The traffic patterns generated by the DC applications have been modeled 

by capturing and analyzing the traffic traces of the containerized applications. To 

improve the bandwidth utilization in OPSquare DCN, we propose a novel load 

balancing algorithm LPB considering the characters of OPSquare architecture. 

LPB balances the network traffic and chooses the path for the transmission of the 

packet based on the occupation of the TOR buffer size in the whole path. Based 

on the traffic traces captured in our ECO DCN with virtualized representative DC 

applications running inside, the real traffic model is developed to optimize the 

OPSquare network performance in various scenarios. At busy server ratio of 0.5, 

the latencies of fixed path algorithm, Round-Robin, Localflow and LPB are 16.3 

μs, 11.4 μs, 12.8 μs and 8.7 μs, respectively. The latency of LPB is 23.7% less 

than that of RR. And the packet loss ratio of LPB is lower than Localflow and 

RR for all different BSRs. Moreover, the packet loss and the network latency of 

LPB is lower than RR in different scenarios. In general, the traffic model can be 

used for the network performance optimization in DCs with various topologies. 

8.2 Future research 

In this thesis, three novel optical interconnecting architectures based on fast 

optical switches have been proposed to improve the network performance of 

current DC and HPC systems. The system operation as well as the network 

performance evaluation of the proposed interconnecting architectures have been 

demonstrated. Besides, a novel load balancing algorithm for OPSquare is also 

proposed to further enhance the OPSquare DCN performance. Based on the 

results achieved on the FOS based architectures and the proposed load balancing 

algorithm, I propose potential directions for future research investigation to 

further improve the scalability and network performance of DC and HPC systems. 
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FOS based architectures with more than 3 parallel layers – We have 

already demonstrated two DC and HPC network architectures, namely, OPSquare 

(FOSquare) and HiFOST (HiFOS) with two parallel networks. Moreover, the 

DCN architecture FOScube with 3 parallel networks is proposed and investigated. 

Comparing OPSquare, we can obtain the network performance improvements in 

FOScube under various DC scales as shown in Chapter 5. The cost of FOScube 

is also less than that of OPSquare due to the decreasing radix of the FOS. 

However, the power consumption of FOScube is larger than OPSquare since 

more FOSs are employed. It is then interesting to further investigate the network 

performance of FOS based DCN architectures with 4 or even more parallel 

networks. And the trade-off between the network performance and the cost of the 

DCN could also be studied to give valuable information for building a real FOS 

based DCN. This is especially interesting also for the HPC systems, where scaling 

next generation blades at high data rate beyond 100Gb/s requires an extremely 

scalable interconnecting network with low power consumption and latency.   

Improvement on traffic modeling – With the emerging virtualized 

applications, we have built an ECO DCN with 16 servers employing K8s 

platform. Based on the traces captured in the ECO DCN with real representative 

applications running inside, we develop a traffic model to profile the distribution 

of packet length and packet interval. However, there is limitation on the traffic 

model since only few kinds of applications are deployed. With more 

containerized applications developed and deployed in the K8s cluster of ECO 

DCN, the traffic model of the virtualized DC can be further improved. The traffic 

model would serve as a useful packet generator for the DCN performance 

optimization with various architectures for the whole scientific community. 

Load balancing algorithms – Benefiting from the two available paths in 

OPSquare DCN, an effective load balancing algorithm LPB is proposed to 

improve the OPSquare DCN performance. Since LPB is specifically proposed for 

the OPSquare DCN considering its network characteristics, the performance of 

the LPB algorithm in DCN with other architectures such as HiFOST and 

FOScube is not yet clear. Therefore, it would be also meaningful to carry out the 

performance evaluations of LPB under HiFOST and FOScube DCNs. There is 

no inter-cluster FOS in HiFOST DCN, while there are 6 available shortest paths 

for the inter-super cluster traffic in FOScube. Considering the peculiarities of 

HiFOST and FOScube DCN architectures, modifications on LPB or a dedicated 

algorithm may also be proposed.  

Traffic engineering of the ECO DCN – The performance evaluation of the 

LPB is already carried out under simulations in OMNeT++ platform. And the 

merits of LPB have been verified by performance comparison with other 

algorithms such as RR and Localflow. With the dynamic traffic generated 
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provided by the real DC applications running in our ECO DCN, it would be then 

promising to experimentally implement the LPB algorithm in our ECO DCN. To 

improve the network performance through traffic engineering in our ECO DCN, 

the DCN must support open flow protocol with a central SDN controller 

responsible for collecting the buffer occupation status of the buffers at each TOR. 

Based on the communications with SDN controller, the TOR can refresh the 

status of other TORs for calculating the buffer occupation on the whole link to 

implement the LPB. Moreover, benefiting from the centralized controlling of the 

network, network status such as link utilization, buffer occupation, latency and 

packet loss can be collected. Then machine learning algorithms operating at the 

network level may be applied to carry out the traffic engineering in our ECO 

DCN to optimize the network performance.
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