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Abstract 

Phonetic or phonemic labelling of speech signals is normally performed manually by 
phoneticians or speech communication experts. Even if various attractive graphic and acoustic 
tools are simultaneously available, there will be always some disagreement among skilled human 
labelling experts in the results of labelling the same wave form. In fact, due to human variability 
of visual and acoustic perceptual capabilities and to the difficulty of finding a clear common 
labelling strategy, the manual intervention in labelling speech signals is that it is extremely time 
consuming. Considering these and other disadvantages, the development of methods for semi
automatic or automatic labelling of speech data is becoming increasingly important especially 
considering the present tremendous spread of new and always bigger speech data-bases. 
Moreover, even if segmentation and labelling are avoided by using Automatic Speech 
Recognition (ASR) techiques such us hidden Markov modelling (HMM), a completely labelled 
continuous speech database will always be of interest for purposes, among which: training 
phoneme-based speech recognizers, fast retrieval of speech segments that include specific 
phonetical contexts, assessing the performance of speech recognizers, extracting prototypes and 
durational information for a speech synthesizer design. 
This project tests, evaluates, and makes some recommendations for a system for automatic 
segmentation of continuous speech that is to be used in speech phone-synthesis applications. 
The method has been developed as a previous research (Pauws, Kamp, and Willems, 1994; 
1996; 1997) and tested for a speech inventory of 827 isolated words. It is based on the use of 
continuous density HMM technology. The phoneme-like units in the phonetic transcription of 
the utterances are represented by ·dedicated HMMs and segmentation results from a time 
alignment of the utterance against the sequence of HMMs representing the words. The specific 
advantage of the method presented here is that it does not need manually segmented speech 
material to initialize the train of the HMMs. Therefore, it can be regarded as an improvement 
variant of established techniques for automatic segmentation. 
The problem of proper initialization of the HMMs without resorting to the manually segmented 
material is solved by a hierarchical approach consisting in three successive steps. In the first step, 
a segmentation into a broad phonetic classes is realised that provides anchor points for the next 
step, consisting in a sequence-constrained vector quantization. In this stage, each broad phonetic 
class is further segmented into its constituent phonems. 
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The result is a coarse phonetic segmentation which is then used as initialization of the HMMs in 
the large stage. Fine-tuning of the models is realized via Baum-Welch estimation. The final 
segmentation is obtained by Viterbi alignment of the utterances against the HMMs. The 
segmentation method relies only on the phonetic transcription of the world, and no separate 
database is required for estimation of the HMMs. Instead, learning of the HMM parameters is 
performed on the database to be segmented. 
This hierarchical approach was used to segment a database of 297 sentences fluently spoken by 
a Dutch woman news-reader. An accuracy of 84.5 % was obtained in the location of the 
phoneme boudaries with a tolerance of 20 ms and of 92.4 % with a tolerance of 30 ms. 

1. Introduction 

This report describes the results of a project aiming at research and development of automatic 
speech segmentation techniques and tools. It brings a solution to the segmentation problem that 
we have defined as finding the boundaries between the constituting phonemes of an utterance, 
relying only on its phonetic transcription. 
Our main interest and effort is to incorporate de facto speech recognition techniques into the 
segmentation process. The application of Hidden MarkovModels (HMM) is a promising 
approach in terms of performance in which the segmentation is merely a by-product of the 
modelling of each phoneme-like unit by an HMM and of Viterbi decoding. Unfortunately, an 
accurate time alignment of the utterance against a sequence of HMMs now shifts the problem to 
finding a set of reliable HMMs. Usually, HMMs are obtained by a maximum likelihood training 
procedure on a collection of utterances. A severe problem in this setting is the need for a good 
initialization (bootstrapping) of the models before they are further tuned on the training data. 
Many researchers propose a solution in which they resort to a subset of pre-segmented speech 
from the same recording for HMM initialization (e.g.[Angelini,Ljoljel,Ljolje2]). Another way 
around is to initialise HMMs by using some pre-segmented material from an entirely different 
collection [Taylor]. However, this still requires the tedious hand-segmentation work that we 
want to get rid of. Also, the question arises about the amount of manually segmented material 
required for a new database to be effective in obtaining high segmentation accuracy. At the 
other extreme, HMMs can be initialised by a so-called 'linear segmentation' of the recorded 
corpus where the frames of the utterance are uniformly distributed to the states of the HMM 
model. This, however, yields poor quality models. For obvious reasons, we did not want to use 
any of these methods and we felt that the difficult initialization problem could be circumvented 
by a hierarchical approach (Pauws, 1996). 
As can be seen in Figure 1, each stage in this approach needs a transcribed speech database (in 
sampled data or parametrized form). The hierarchy is basically structured by firstly segmenting 
the utterance in three broad phonetic classes (voiced, unvoiced, and silence) relying exclusively 
on the phonetic transcription and traditional statistical pattern recognition techniques. Its 
outcome is a broad phonetic class segmentation that provides robust anchor points for more 
detailed analysis and serves as a preamble for a next stage consisting of a Sequence Constrained 
Vector Quantization (SCVQ). This stage tries to segment each broad phonetic class region into 
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its constituting phoneme-like units delivering a 'crude' phoneme-like segmentation. In other 
words, it tries to cluster the observation sequence into a pre-selected number of non-overlapping 
phoneme-like segments by minimizing a spectral distortion measure. The constraints to be 
satisfied are that the segments are contiguous in time, that the number of segments is dictated by 
the phonetic transcription and that the segment locations should be fully compatible with the 
broad phonetic class segmentation obtained in the previous stage. Subsequently, these 
rudimentary segments obtained by this SCVQ stage are used as bootstrapping data for the 
HMMs. 
This supervised HMM initialization is conducted by the Segmental K-Means algorithm (Wilpon 
and Rabiner, 1985). Finally, fine-tuning of the HMMs is done by a Baum-Welch training by 
exploiting the whole speech inventory without using segment information. In order to obtain the 
final segmentation result, the Viterbi decoding algorithm is applied on the same speech inventory 
by using the transcription and the fully trained HMMs. It will be shown that this hierarchical 
approach will lead to an incremental refinement of the boundaries in which each stage has an 
effective contribution to the whole. 
The performance in segmentation accuracy is investigated on a speech inventory consisting of 
297 sentences fluently spoken by a Dutch-woman news-reader. The whole inventory was 
manually segmented by considering 56 phoneme-like units. If we consider an interval of 20 ms 
around a manually positioned segment boundary to be correct, the proposed hierarchical 
approach results into 84.5 % of the phoneme boundaries positioned correctly in the speech 
inventory as compared with the manual segmentation. By considering an interval of 30 ms, the 
accuracy is even 92.44% correct. 

Segmental 
K-Means 

Estimation 

Hidden Markov 
Models 

Final 
phoneme-like 
segmentation 

Figurel. Flow diagram of the Hierarchical Approach. All processe ( elipses) need as input a 
transcribed speech data base. 
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2. General formulation of the segmentation problem 

2.1. Segmentation 
The purpose is to cut each utterance of the database into a sequence of contiguous segments and 
to establish a one-to-one correspondence between these segments and a sequence (of phonetic or 
broad phonetic class) labels. Segmentation thus amounts to a time alignment of a speech signal 
against some given transcription. 
The utterance is supplied by a sampled speech waveform which, in its raw form, is not directly 
suitable for the application of segmentation algorithms. An adequate description is a sequence of 
acoustic vectors where each vector characterizes the speech signal over a small time frame 
(typically 20 ms) at a low rate (typically lOms). This frame-by-frame analysis results in a so
called discrete observation sequence. The p-dimensional acoustic vector at frame t is denoted by 
o(t)=[o1(t), ... , op(t)]', and the complete observation sequence by 0/=o(l), ... , 0(7). A partial 
sequence, extending from frame i to frame j, is denoted as 0/=o(i), ... , o(j). This preprocessing 
stage implies that the segment boundaries can only by expressed in term of frame numbers in the 
input observation sequence and the accuracy is thus inherently limited by the frame shift. 
Given an utterance and its transcription comprising L (phonetic or broad phonetic class) labels, 
the problem is to find L consecutive corresponding segment in the observation sequence 0 1 r. Let 
the segment boundaries be denoted by the set of integers 8= {b0, b1, •.• , bL}. The lth segment, 
corresponding to the lth label in the transcription, starts at frame b 1-1+ 1 and terminate at frame 
b1• The beginning and the end points of the sampled speech data file are given and fixed, i.e. bo=O 
and bL=T. Normally, the actual speech lies between some beginings and concluding silences: 
finding the transition from silence to speech and from speech to silence is also part of the 
segmentation problem. 
The broad phonemic class or the phoneme-like unit spanned by the segment l can be represented 

by a prototypical vector or centroid denoted by c 1 • The lth intrasegmental distance d1(i, j) is 

defined as the summed distance between the vectors O/ spanning the segment l and the centroid 

(1) . 
t=i 

The unknown segmentation points b1 (l= 1,2, ... ,L-1) are then determined so that the total 
distorsion 

L L 

'Ld1(b1-1 +l,b1)= 'L (2) 
l=i l=I t=b1_1 +I 

is minimal. This general formulation will be made more precise for the specific segmentation 
settings considered in the next two sections, with respect to the distance measure, the 
minimization procedure used and the determination of centroids. Determination of the centroids 
is an important part in the minimization problem. 
Further refinements of the segmentation points will be achieved by the HMM models in the 
Section 5. 

2.2. The speech inventory 
The speech database consists on 297 sentences spoken by a female newsreader. It was recorded 
with a sampling frequency at 16 kHz and 16 bit precision. The language was Dutch. The 

5 



segmentation and labeling was carried out by means of the in-house graphical speech processing 
system GIPOS (Graphical Interactive Processing of Speech). It was done for evaluation purposes 
(see Section 2.3). 
The speech inventory was also examined to check whether the acoustic realization did 
correspond to the phonetic transcription and, where necessary, the latter has been adapted: this is 
routinely performed in the framework of speech synthesis applications (see e.g. Boeffard et al., 
1992). 
For plosives, the closure and the burst parts were segmented separately. In 
utterance and phrase-initial plosives, it was difficult to determine the 
start of the closure, so it was put at a reasonable distance from the 
release of the plosive burst. They were eventually left out of the analyses, 
because they displayed a greater variability than closures at other 
positions. When a plosive followed a nasal, the closure phase proved to be very 
short and was sometimes difficult to detect. In most cases, a reduced energy 
in the spectrogram signaled the position of the closure. In case it was not 
visible at all, it was assigned zero duration. When listening to the 
recordings, we decided to assign different labels to different instances of 
Ir/. The Ir/ was reserved for the liquids /r/. It was sometimes preceded 
by a closure, which was marked as /rel/. Sometimes, the Ir/ could be seen as 
a succession of closures and frications and it was marked as such. Before 
starting the analysis process we decided to group them together in one Ir/. 
The second label /RI was used to mark the vowel-like /RI that occurs in 
postvocalic position in some dialects of Dutch. It resembles the American 
Ir/. This sound was more difficult to segment. The boundary point was chosen 
to be where the F3 visibly descended to a lower value. Vowel-vowel 
transitions were most difficult to segment. Usually, two vowels in Dutch are 
separated by a glottal stop, but it is also possible to connect them with a 
/j/- or /w/-like transition. As a rule, we chose the midpoint of the 
transition as a cut point. Between two consonants in a coda, such as /L-m/ 
or Ir-kl, a very short schwa was inserted by our speaker. We decided to mark 
this as UH. This only occurred 14 times m our corpus, not sufficient to 
model. We discarded this label in our analysis. 
Considering this, the number of distinct phoneme-like labels is equal to 56 including the silence 
from the beginning and end of sentences that were modeled separately. 
In the hierarchical procedure, we have used besides the transcription, some general information 
about phoneme duration, consisting of mean, minimum and maximum duration (see Table 1). 
This information was taken from the speech inventory. 

2.3. Performance assessment procedure 
The quantitative evaluation of an automatic segmentation procedure is difficult. A reasonable 
approach is to point out the differences with a manually segmented reference set. The 
segmentation discrepancies can be objectively expressed by considering an interval around the 
reference boundary as correct, the so-called correct margin. By counting the automatically 
obtained boundaries that fall within that margin, one acquires the segmentation accuracy in terms 
of absolute values and percentages. By extending the margin typically by multiples of 10 ms, one 
obtains cumulative statistics that reveal the persistent discrepancies of troublesome boundaries. 
In the sequel, we have standardized a correct margin of 20 ms around the reference boundary as 
reliability criterium. All boundaries associated with the 56 phoneme - like units are taken into 
account. Obviously, the first and the last boundary associated with the beginning and ending of 
the utterance are left out. A first argument for adopting this 20 ms correct margin is that many 
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others authors have also used this same correct margin (Cosi et al., 1991). A second argument 
concerns the limited degree of consistence one can expected from manual segmentation. 

Table 1. Mean, maximun and minimum durations (ms) of the phoneme-like unit. 

Label Mean Maximum Minimum 

A 20.88 188.94 71.28 

Au 74.94 262.25 143.16 

E 21.19 173.06 73.35 

E: 43.69 241.38 156.25 

Ei 57.00 273.50 137.48 

GS 0.19 141.50 49.05 

I 21.75 137.50 62.36 

J 75.19 168.25 117.67 

L 21.38 165.12 65.97 

N 24.44 192.50 73.08 

0 20.31 153.31 68.42 

0: 80.81 225.50 160.29 

R 0.38 131.38 42.41 

s 59.75 239.5 128.55 

SI 0.12 718.06 269.52 

SIB 33.4 863.75 261.54 

SIE 37.44 1098.62 273.84 

UH 0.56 171.50 53.31 
y 36.38 128.00 72.00 

Y: 155.81 171.00 163.41 

z 36.31 140.56 87.00 

a 29.69 270.19 126.55 

b 0.12 35.38 13.21 

bcl 6.50 149.88 52.32 

c 54.25 140.50 91.97 

eel 1.94 70.12 41.70 

d 0.25 40.94 15.23 

dcl 4.19 130.00 30.89 

e 34.25 307.56 131.01 

eu 91.69 256.56 153.18 

f 0.62 227.88 103.63 

g 10.44 38.81 21.06 
gel 4.88 95.88 59.67 
h 14.94 140.88 67.45 

i 24.44 243.88 83.39 

j 18.06 158.19 75.61 

K 0.56 160.62 39.77 

kcl 11.62 156.88 51.48 
I 12.75 137.56 51.06 

m 11.88 213.25 69.63 
n 0.06 420.25 70.78 
0 22.94 260.75 113.11 
p 5.31 125.88 27.96 
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pc] 15.81 134.00 63.36 
r 0.06 183.75 19.30 

rel 0.06 161.44 12.71 

s 35.50 315.00 108.61 

t 0.56 216.56 46.73 

tel 0.06 166.25 41.18 

u 37.75 212.75 81.82 

Ul 57.88 250.56 128.47 

v 36.06 213.69 102.70 

w 0.62 132.75 57.36 

x 21.69 246.69 94 

y 36.44 201.50 98.73 

z 33.88 219.7 99.02 

3. Segmentation into broad phonetic classes (BPC) 

In order to incorporate acoustic-phonetic knowledge into the hierarchical approach, a broad 
phonetic class (BPC) segmentation is used as a preamble for subsequent processing. The 
objective is to provide reliable anchor points for a more detailed analysis. 

3.1 Outline of the method 
A straightforward and reasonable approach is to use a representation of the utterance into three 
broad phonetic classes, i.e. silence (SIL), where no speech waveform is present, unvoiced 
(UNV), where the speech waveform is aperiodic or random in nature, voiced (VOi), where the 
speech waveform is quasi-periodic. 
Our method is to exploit conventional statistical pattern recognition techniques which receive as 
input an observation sequence representing speech signal measurements. 
We have proposed five distinct measurements that are simple to compute and give a fairly good 
indication of the location of the dominant portion in the spectral energy of the speech sound. 
First of all, we take into account the fact that unvoiced sounds are generally characterized by an 
energy concentration in the relatively high frequency region, and voiced sounds in the relatively 
lower frequencies. In addition, an energy level measurement is primarly used to distinguish 
speech from silence. In order to avoid undesirable weighting due to differences in dynamic 
range, we normailzed all measurements to fall within the interval [0,1]. This is not probably not 
the best possible set of measurements, but it serves our purpose well. 
The five measurements are: 

I. Normalized short-time energy EN; 
2. Normalized low-frequency energy Etow in the range 50-1200 Hz; 
3. Normalized high-frequency energy Ehigh in the range 2000-4000 Hz; 
4. Zero crossing rate ZN; 

5. First LPC coefficient a1 of a first-order LPC model 
The speech waveformx(k), for k = O, ... ,N-l was pre-emphasized by the filter (l-0.95i1

), blocked 
and Hamming-windowed into frames of 20 ms, with a frame shift of 10 ms. 

Normalized short-time energy 
The short-time energy EN can be estimated by 
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N-1 

EN= :Lx(k)2 

k=O 

(3) 

The primary motivation for incorporating this measurement is to distinguish speech from silence. 
EN is normali'3ed by the maximum short-time energy Emwc found in the utterance. Furthermore, 
EN is scaled by a factor e (experimentally fixed at 500.0) in order to circumvent the problem in 
discriminating weak fricatives or plosive bursts from silence. Furthermore, it is flipped in 
magnitude to express the presence of silence by a value near 1, i.e. 

' 1 EN EN= -e-- (4) 
Emax 

Finally, negative values of E'N are clipped to zero 

Normalized low and high frequencies energies 
A straightforward method of performing broad-band filtering is to combine the output of 
Discrete Fourier Transform (DFT) channels that lie within the required frequency bands. First, 
an N-point FFT of the speech sequence x(k) is taken and the squared modulus is calculated of 
each FFT channel (spectral power domain filtering). By considering cut-off frequencies of 50 Hz 
and 1200 Hz for the low frequency energy E10 w and 2000 Hz and 4000 Hz for the high frequency 
energy Ehigh. the channels that fall within one of these frequency bands are added. Subsequently, 
both energy contours are normalized by the total energy that is found in the two frequency bands. 

Zero crossing rate 
A zero crossing occurs if successive samples have opposite algebraic signs. An appropriate 
definition for the zero crossing rate ZN is, 

1 N-1 
ZN =-:Llsgn[x(k )]-sgn[x(k-1)) (5) 

2N k=t 

in which sgn[.] is the sign function. 

Obviously, all that is required is to check samples in pairs for sign changes and compute the 
average over N samples present in the frame. 
Since high frequencies imply high zero crossing rates, and low frequencie simply low zero 
crossing rates, there is a strong correlation between zero-crossing rate and spectral energy 
distribution. One can roughly state that a high zero crossing rate is due to unvoiced speech, while 
if the zero crossing rate is low, voiced speech is at st~e. 

First LPC coefficient 
The first LPC coefficient of a first order LPC model is defined as the ratio of the first and zero-th 
autocorrelation lag, i.e. 

r(l) 
a1 = r(o) (6) 

where r(O) and r(l) can be calculated by their unbiased estimations from the speech samples. An 
a1 coefficient lying near 1 indicates a major energy concentration in the low frequencies and a 
value near -1 indicates a major concentration in the high frequencies. 
We have linearly scaled the magnitude of the a 1 coefficient into an interval between 0 and 1, by 
defining 

(7) 
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Let us now describe in more detail the specific task of segmenting an utterance into a 
predetermined sequence of broad phonetic classes. We assume that each phoneme falls in only 
one of the three broad phonetic classes. This is accomplished by defining a function that 
uniquely maps·each phonetic label onto a broad phonetic class. That way we obtain for each 
utterance a unique transcription into L' broad phonetic classes (SIL, VOi, UNV) from an original 
transcription in L phonetic labels. 
The problem now is to find L' consecutive broad phonetic class segments in the observation 

sequence ot together with a set of centroids {cl} which minimize the total distance defined 

earlier in Section 2.1. The distance measure d(o(t), c1) used here is the Euclidian distance 

between the observation vector o(t) and the centroid c1 • This minimization is performed in a 

dynamic programming framework quite similar to Viterbi alignment used in speech recognition 
(Rabiner and Juang, 1993) and to the level-buiding approach applied in Section 4. The method is 
essentially iterative and is continued until no further improvements is achieved. Each iteration of 
the procedure consist of two succesive steps. The first step seeks an optimum set of boundaries b1 

for a given set of centroids. The second step update the centroids c1 and the variance using the 
newly acquired segmentation points. In view of the Euclidean distance used here, the updated 
centroid representing a broad phonetic class is simply the arithmetic mean of all observation 
vectors assigned to that class for the given set of segmentation points. The first iteration starts 
with unit variance and an initial set of centroids that represent some ideal broad phonetic classes, 
namely, 
C SIL = (1,0,0,1,1 )' C UNV = ( 0,0,1,1,0 )' C VO/ = ( 0,1,0,0,1 )' 
The minimum, maximum and mean duration of a broad phonetic class is the sum of the 
corresponding quantities for the phonemes making up a broad phonetic class segment. This 
information on minimum and maximum duration is used to limit the search for BPC boundaries 
by providing upper and lower bounds for the interval in which a BPC segment can lie. The 
minimum and the maximum duration are scaled to the acual length of the otterance. 

3.2 Results 
The BPC segmentation is evaluated on the speech inventory by mapping each manual 
segmentation to its broad phonetic class representant. It resulted into 9414 manually positioned 
boundaries between broad phonetic class segments. The class SIL consists of the closure part of 
unvoiced plosives, pauses between words and silences from the beginning and end of sentences; 
the class UNV consists on the unvoiced fricatives, unvoiced liquides and on the burst of the 
unvoiced plosives. Since the speaker produced voiced fricatives such as /z/ and /v/ in an 
unvoiced way, these labels were added to the unvoiced category; the class VOi consists of the 
remaining unvoiced phoneme segments. The mapping itself is shown in Table 2. 

Table 2. Ma ping from honeme-like unit to broad phonetic class. 
Phoneme-like unit 
A EI 0 Yiu ya e o eu R Au Ei ui E: 0: Y: J L N UH GS Z b bcl 
d dcl g gel h j 1 m n w 
RS c eel f k pr rel st v x z 
SI SIB SIE kcl cl tel 

Broad honetic class 
VOi 

UNV 
SIL 

As shown in Fig.2 the method yielded an accuracy of 65.9% with a tolerance of 20 ms. A more 
detalied overview of the boundariy placement with a correct margin of 20 ms is shown in Table 
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3 in which the broad phonetic class to the left of the boundary is indicated vertically, and the 
class to the right of the boundary horizontally. 

Table 3. Detailed overview of the correct boundary placement for each broad phonetic class by 
considering a· correct margin of 20 ms ([plq] means p correct out of q occurences; 
corresponding percentage in parentheses). 

UNV VOi SIL 
UNV 010 1243 /2055 961/1423 2204 /3478 63.37 % 
VOi 1793/3001 010 5201756 2313 /3757 61.57 % 
SIL 327 I 477 1368 /1702 010 1695 /2179 77.79 % 

2120 /3478 2611/3757 1481/2179 6212 /9414 65.99% 
60.95 % 69.50 % 67.97 % 65.99 % 65.99% 

100 

80 
~ - I I 

I ,,,.,v 
1i 60 

~ l u 
~ 40 

I 
20 

I 

I i 0 
0 10 20 30 40 50 60 70 80 90 100 

correct margin in ms 

Fig. 2 The broad phonetic class segmentation results in 65.9% correct margin within 20ms. 

It is apparent in Table 3 that the VOI-UNV and UNV-VOI boundaries (with 59%, and 64% 
correct respectivelly) are first candidates for improving because the only criterion for boundary 
placement is the decaing or raising of the signal amplitude both for manual and for automatic 
segmentation. 

4. Sequence Constrained Vector Quantization (SCVQ) 

The segmentation into broad phonetic classes delivers anchor points for a more detailed 
processing. In principle, the segmentation at phoneme level of the complete utterance can now 
be broken down in the segmentation of each broad phonetic class segment into its constituting 
phoneme-like units. The benefit is that segmentation inaccuracies in one broad phonetic class 
segment do not propagate to the next one, thus improving accuracy. In practice, we take into 
account the fact that the anchor points are not completely accurate and allow small adjustments 
to these points. 

4.1 Outline of the method 
The problem being addressed now is the determination of the consecutive phoneme segments in 
an observation sequence 0 1r=o(l), ... , o(T), as formally defined in Section 2.1. The method is 
similar to ordinary vector quantization (Gray, 1984) except for the additional constraint that all 
vectors in a cluster (segment) are contiguous in time and the method is therefore called 
Sequence-Constrained Vector Quantization (SCVQ). 
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Here again, the problem is to find the segment boundaries b1 and the centroids c 1 which 

minimize the total distorsion measure (Eq.2). This is done via an iterative procedure which, in 
principle, is quite similar to that used for the BPC stage. At each iteration, the required centroids 
are obtained in distinctive ways. 
The first iteratibn has a specific problem: we do not have sufficient a priori knowledge to proces 
meaningful initial set of centroids. To circumvent this problem we took for each label a separate 
centroid. It was deffined as the vector that minimizes the distorsion over an segment hyphothesis 
represented as an observation sequence Ob' b,_,+1 = o(b

1
_

1
+1), ... ,o(b

1
), i.e. 

1 b1 c1 =argmin :Ld(o(t),c1 ) (8) 
c1 ht -bl-I t=b1-1+I 

In this way centroids are obtained on the-fly from the observation at hand with the obvious 
advantage that no a priori knowledge are required. 
The second iteration computes a centroid for each segment that resulted from the first iteration. 
Constraints of minimum and maximum duration of segments, were relaxed, which gave a minor 
improvement in comparation to the first iteration. 
The distorsion measure selected for the SCVQ stage is the ltakura distorsion (ltakura, 1975) with 
the practical implementation proposed in (Rabiner and Juang, 1993). 
So far, nothing is said about the integration of the broad phonetic class segmentation as provided 
by BPC into this SCVQ stage. Obviously, each broad phonetic class segment may spans acoustic 
realizations of several phoneme-like units. By seeking locally in a specific broad phonetic class 
segment for boundaries of its constituting phoneme-like units, one can expect that segmentation 
inaccuracies at one place do not propagate to other positions. However in practice, the 
segmentation into broad phonetic classes is not completely accurate. Together with the fact that a 
simple linear normalization is needed to scale the duration constraints for each phoneme-like 
unit, a small compliance factor has to be maintained for these anchor points to improve accuracy. 
This is done as follows. 
Assume a broad phonetic class segments can be broken down into L constituting phoneme-like 
units. We are given the actual duration Ts of the broad phonetic class segment. Also, we know 

some estimated average duration µ<l) of each phoneme-like unit as depicted in Table 1. An 

approximation for the minimal and maximal allowed duration of a phoneme segment l within 
the first SCVQ iteration as denoted unit as denoted by Tmin(l) and Tmax(l) is made by a straight 
forward normalization procedure.: 

T. . (l) = µA(l) Ts r (9) 
mm L 

2..f/l) 
l=I 

T. (l) = µA(l) Ts + r (10) 
max L 

I.rP> 
l=I 

where r is a compliance factor. The compliance factor was fixed at 20 ms which yield the 
highest accuracy in the previous work (Pauws et al., 1996). 

4.2 Results 
We have evaluated the segmentation results by comparing them with their corresponding 
manually positioned boundaries. A total of 9414 boundaries are considered. Each sampled 
speech waveform was pre-emphasized by the filter 1-0.95z-1

, blocked and Hamming-windowed 
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into non-overlapping frames of 20 ms, with a frame shift of 10 ms. We used an order of 12 (p = 
12) for the LPC analysis to calculate the Itakura distorsion 
We have clustered all labels into 6 categories: vowels, plosives, liquides, fricatives, nasals and 
silence, as shown in Table 4, in order to look more closely at particular transitions. A .detailed 
overview of the boundary discrepancies by considering a correct margin of 20 ms is shown by 
Table 5 in which vertically the category to the left of the boundary is indicated, and horizontally 
the category to the right of the boundary. The score p/q in each entry of the matrix means p 
correct out of q occurrences. In the bottom row and the most right columns, summations over 
respectively the column and the row is given. In the bottom-right entry, the total segmentation 
performance is given. 

Table 4. Categories for evaluation purposes 

Name Cate o Phoneme-like units 
Vow Vowels AAuEEiE: IOO: UH Y Y: a e eu i o u ui y 
Plo Plosives b bcl eel d g k p rel t 
Fri Fricatives ZShfsvxzc 
Nas Nasals NmnJ 
Liq Liquids LRhjlrw 
SIL Silence SI SIB SIB kcl cl tel 

Table 5. Detailed overview of the correct boundary placements for each category by considering 
a correct margin of 20 ms as achieved by the combined SCVQ and BPC stages within the 
hierarchical approach. ([plq] means p correct out of q occurrences). 

Vow Pio Fri Liq Nas SIL 

Vow 10/58 54/167 399/725 166/623 310/903 373/959 1312/3435 38.20 % 
Pio 357/818 315/844 122/316 71/217 17/39 442/1026 1324 /3260 40.61 % 
Fri 406/799 20/70 49/129 52/130 14/40 423/876 964/2044 47.16 % 
Liq 222/784 371128 761190 17/59 13/48 184/656 549/1865 29.44 % 
Nas 165/443 46/231 111/223 16/49 6/54 262/645 606 /1645 36.84 % 
SIL 125/533 842/1820 234/461 234/787 227/561 270/736 1932/ 4898 39.44 % 

1285/3435 1314/320 99112044 556/1865 587/1645 1954/4898 6687117147 39.00 % 

37.41% 40.31% 48.48% 29.81% 35.68 % 39.89 % 38.59% 

The method is far from perfect and some severe problems can be noticed from Table 5 such as: 
• the vowel-vowel transitions (17.24% correct [10/58]). 
• the transitions involving liquids and vowels (29.8% correct [556/1865] and 37.45%. 
• the transition nasals-nasals (11 % correct [6/54]) and nasals-plosives 19% [46/231). 

5. Hidden Markov Models 
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It is common practice nowadays to use Hidden Markov Models (HMM) for supervised 
segmentation of speech. This is because HMMs are able to capture the intrinsic variability of 
speech regarding both speaking rate and spectral characteristics of the speech sounds. The aim of 
using HMMs in our approach is to achieve even higher segmentation accuracy than can be 
obtained through SCVQ by capitalizing on this property. In the present context of segmenting 
utterances according to a given phonemic transcription, we have defined a set of 56 phoneme
like units and used a separate HMM for each unit. Segmentation results then from time
alignment of the utterance against a sequence of HMMs corresponding to the transcription. 
However, an HMM contains a large number of parameters that have to be tuned in order for the 
models to work well. This tuning is performed by a supervised training on a collection of speech 
segments, called the training set. Most often, the training set is obtained by a manual 
segmentation performed on a subset of the same database or on a separate database. This 
however does not fit in the fully automatic procedure we want to develop. Therefore, 
initialization of the HMM will be performed on the phoneme-like segments provided by the 
previous stage of our hierarchical approach, namely the SCVQ. 

5.1. Outline of the method 
An HMM consists of a finite set of states which are connected by transitions. Each transition is 
characterized by a probability of using it. With each state an emission probability distribution is 
associated that takes care of the production of an acoustic vector when visiting a state. The 
underlying statistical law of emitting a vector is necessary because the speech waveform can not 
be considered as a sequence of stereotyped patterns due to its intrinsic variability. The temporal 
structure in speech, on the other hand, is accounted for by the transition probabilities. A possibly 
prolonged stay in a state produces another vector and thus consumes a next piece of time. A 
majority of self-loop transitions in a path through a model, corresponds to a slow pronunciation 
while many jump transitions characterize fast speech. 
A distinct HMM is defined for each phoneme-like unit. All units have a simple left-to right 
HMM topology consisting in a different number of states (depending of the type of phoneme) 
with self-loops and direct transition to the next stage. All silence-like units from the begining and 
end of sentences are represented by a 5 state model, then burst-like segments are represented by 
a I-state model and all the others units have a topology consisting in3 states. 
The emission distribution considered here are of the continuous type. Each observation vector is 
split into 4 independent subvectors representing respectively instantaneous features (16-channel 
filterbank analysis), the 1st and the 2nd time-derivatives of these features obtained via finite 
differences between adjacent frames and energy data. The emission probability density 
considered for each subvector is a multivariate Gaussian mixture distribution (Rabiner and 
Juang, 1993). 
The HMM parameters are adjusted as follows. Consider a particular phoneme-like unit and the 
set of observation sequences for this unit cut out in the SCVQ stage. The HMM of this phoneme
like unit is initialized by distributing the acoustic vector of each observation sequence uniformly 
between the 1 or 3 or 5 HMM states of that unit. As a result, specific acoustic vectors in an 
observation are assigned to each state of the model. Next, a k-means algorithm (Wilpon and 
Rabiner, 1985) is used to partition these acoustic vectors into clusters from which initial values 
can be computed for the parameters of the mixture distribution, i.e. mean vectors, covariance 
matrices of the component densities and mixture weights. The transition probabilities are 
initialized at arbitrary non-zero values. 
Once these initial HMMs have been obtained, a supervised Viterbi training (Rabiner, 1989; 
Rabiner and Juang, 1993) is then applied, which results in a new segmentation, from which 
updated HMM parameters can then be computed, this time also including transition probability, 
by using the transition statistics between states collected from the alignement path. 
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Further fine-tuning of the models is realized via Baum-Welch parameter estimation applied to 
the complete utterance (Rabiner, 1989; Rabiner and Juang, 1993). 
The fully trained HMMs are then used to perform a Viterbi alignment of each word in the 
database against its phonetic transcription. This produces the final segmentation points. 

5.2. Results 
The SCVQ stage described in Section 4 was used to initialize the HMMs. After training of these 
models as explained before, the final segmentation obtained with Viterbi alignment was 84.5% 
correct within 20 ms margin, as shown in Fig.2. 
Fine-tuning of the HMMs by Baum-Welch reestimation contributes only marginally to the 
segmentation accuracy as, without this fine-tuning, the segmentation accuracy is fairly high (see 
Fig.3). We suggest that a number at 5 iteration should be sufficient. 
It can be seen in Fig.3 that the global segmentation accuracy increases considerably (92.44%) 
when the correct margin is extended from 20 ms to 30 ms. 
We have clustered all labels into 7 categories: vowels, plosives, liquides, fricatives, nasals , 
closure and silence, as shown in Table 4, in order to look more closely at particular transitions. 
An overview of the correct boundary placement is shown in Table 6. 

Table 6. Categories for evaluation purposes 

Name Cate or Phoneme-like units 
Vow Vowels A Au E Ei E: I 0 0: UH Y Y: a e eu i o u ui y 
Pio Plosives bdgkpt 
Fri Fricatives ZhfsSvxzc 
Nas Nasals NmnJ 
Liq Liquids L Rj 1 r w 
Clo Closures bcl eel dcl gel rel kcl pcl tel GS 
SIL Silence SI SIB SIB 
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Fig. 3. Results of HMM segmentation obtained within the hierarchical approach. This approach 
results in 84.5% correct within 20 ms. Horizantaly, the correct margin has been successively 
extended by I 0 ms. The percentage of boundaries that fall within the margin is specified 
vertically ([plq]) means that out of q occurences p are correct. 

Table 7. Detailed overview of the correct boundary placement obtained for each category with a 
correct margin of 20 ms using the hierarchical approach ( [p!q]) means that out of q occurences 
p are correct 
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Vow Pio Fri Liq Nas Clo SIL 

v 46/93 517 975/1052 532/838 121511359 1023/1543 33/98 3829 /4990 76.73 % 
p 144311471 316 214/295 197/217 37/39 215/264 49/146 2158 /2438 88.52 % 
F 1165/1194 7112 99/129 1191130 38/40 407/435 63/104 1898/2044 92.86 % 
L 95311033 415 . 1761190 45159 42/48 405/476 19/54 1644 /1865 88.15 % 
N 537/586 16/18 213/223 33/49 19/54 451/523 751194 1344 /1645 81.70 % 
c 435/583 2247/2389 26/36 431/523 9/22 2/18 010 3150/3571 88.21 % 
s 26/30 111 891119 43/49 78/83 229/312 010 4661594 78.45 % 

460514990 2283 /2438 1792 /2044 1400 /1865 1438 /1645 2732/3571 239/594 14489117147 84.5 % 
92.28 % 93.64 % 87.67 % 75.07 % 87.42 % 76.51 % 40.24% 84.5% 

Although the hierarchical approach leads to good results for many transitions, it is clear that 
most misalignments accur in well-defined pairs of categories. 
• The vowel-vowel transitions (49.4% correct [46/93]). 
• The beginning of concluding silences (40.24% correct [239/594]). 
• The start of closures (76.51%correct2732/3571). 
• The nasals-nasals transitions (35.1% [19/54]). 
• The closure-nasals transitions (40.9% correct [9/22]). 
• The transitions involving liquids (semi-vowels), especially the transition from vowels to 

liquids (64.2% correct [532/838]). 
• The transitions involving closure (GS), especially the transition from closure to vowels (76% 

correct [435/583]). 

5.3 Evaluation of HMM initialization 
In this subsection, we shall assess the performance of SCVQ as automatic initialization method 
for the training of hidden Markov models. The Baum-Welch algorithm used for this training is 
an iterative procedure where, at each iteration, improved HMM parameters are computed such 
that the likelihood of the utterances increases. The problem is how to initialize this procedure. 
The optimal situation is when a manual segmented database is available to initialize the models. 
If this is not the case, a standard solution is to resort to random initialization or to linear 
segmentation where the acoustic vectors of the utterances are uniform distributed over the states 
of the corresponding HMM (Ney, 1993). In this contex, our hierarchical method with the 
preliminary BPC and SCVQ steps appears thus as an alternative initialization method which does 
not rely on manually segmented speech material. To assess the quality of our initialization we 
have compared it with initialization by manual segmentation and by linear segmentation. The 
results are presented in Table 8 and Fig.3. 
The plot show that initialization with manual segmentation is clearly superior. Ranking next is 
our hierarchical procedure with initialization by the output of SCVQ: it gives significantly better 
segmentation accuracy than initialization with linear segmentation. Typically, after 3 Baum 
Welch iterations, the HMMs initializated by linear segmentation only reach 62.86% 
segmentation accuracy, whereas initialization with the output of the SCVQ stage reaches 83.83% 
i.e. an improvement of 20.97%. After 5 Baum Welch iteration, the difference between liniar 
segmentation with 70.08%, and hierarchical method with 84.5% is reduced to 14.42%. 

Table 8. The results for manual, linear and hierarchical segmentation method. 

--------------------- Manual Segmentation Results ------------------------------------------
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CORRECT MARGIN: [ 0 ms - 0 ms ] %Correct=0.37 [N=17147,C= 63] 
CORRECT MARGIN: [ 0 ms - 10 ms] %Correct=79.69 [N=17147,C=13664] 
CORRECT MARGIN: [ 0 ms - 20 ms] %Correct=93.49 [N=17147,C=16030] 
CORRECT MARGIN: [ 0 ms - 30 ms] %Correct=96.87 [N=17147,C=16611] 
CORRECT MARGIN: [ 0 ms - 40 ms] %Correct=98.10 [N=17147,C=16821] 
CORRECT MARGIN: [ 0 ms - 50 ms] %Correct=98.83 [N=17147,C=16947] 
CORRECT MARGIN: [ 0 ms - 60 ms] %Correct=99.21 [N=17147,C=17011] 
CORRECT MARGIN: [ 0 ms - 70 ms] %Correct=99.42 [N=17147,C=17048] 
CORRECT MARGIN: [ 0 ms - 80 ms] %Correct=99.54 [N=17147,C=17068] 
CORRECT MARGIN: [ 0 ms - 90 ms] %Correct=99.62 [N=17147,C=17081] 
CORRECT MARGIN: [ 0 ms - 100 ms] %Correct=99.66 [N=l7147,C=l7088] 

--------------------- Linear Se gmen ta ti on Results -----------------------------------------
CORRECT MARGIN: [ 0 ms - 0 ms ] %Correct=0.12 [N=17147,C= 21] 
CORRECT MARGIN: [ 0 ms - 10 ms] %Correct=46.63 [N=17147,C= 7996] 
CORRECT MARGIN: [ 0 ms - 20 ms] %Correct=70.08 [N=17147,C=12016] 
CORRECT MARGIN: [ 0 ms - 30 ms] %Correct=82.79 [N=17147,C=14196] 
CORRECT MARGIN: [ 0 ms - 40 ms] %Correct=89.29 [N=17147,C=15311] 
CORRECT MARGIN: [ 0 ms - 50 ms] %Correct=92.65 [N=17147,C=15886] 
CORRECT MARGIN: [ 0 ms - 60 ms] %Correct=94.76 [N=l7147,C=16249] 
CORRECT MARGIN: [ 0 ms - 70 ms] %Correct=96.17 [N=17147,C=16490] 
CORRECT MARGIN: [ 0 ms - 80 ms] %Correct=97.17 [N=17147,C=16661] 
CORRECT MARGIN: [ 0 ms - 90 ms] %Correct=97.76 [N=17147,C=16763] 
CORRECT MARGIN: [ 0 ms - 100 ms] %Correct=98.26 [N=17147,C=16848] 

--------------------- Hierarchical Segmentation Results ---------------------
CORRECT MARGIN: [ 0 ms - 0 ms ] %Correct=0.20 [N=17147,C=35] 
CORRECT MARGIN: [ 0 ms - 10 ms] %Correct=59.61 [N=17147,C=l0221] 
CORRECT MARGIN: [ 0 ms - 20 ms] %Correct=84.50 [N=17147,C=14489] 
CORRECT MARGIN: [ 0 ms - 30 ms] %Correct=92.44 [N=17147,C=15850] 
CORRECT MARGIN: [ 0 ms - 40 ms] %Correct=95.44 [N=17147,C=16365] 
CORRECT MARGIN: [ 0 ms - 50 ms] %Correct=96.92 [N=17147,C=16619] 
CORRECT MARGIN: [ 0 ms - 60 ms] %Correct=98.12 [N=17147,C=16825] 
CORRECT MARGIN: [ 0 ms - 70 ms] %Correct=98.77 [N=17147,C=16936] 
CORRECT MARGIN: [ 0 ms - 80 ms] %Correct=99.22 [N=17147,C=17014] 
CORRECT MARGIN: [ 0 ms - 90 ms] %Correct=99.45 [N=17147,C=17052] 
CORRECT MARGIN: [ 0 ms - 100 ms] %Correct=99.57 [N=17147,C=17073] 

Each line gives the percentage of boundaries · that fall within a correct margin round their 
correcponding reference boundaries ant that may be considered correct. N is the total number of 
boundaries in the defining label file.s, C is the number of boundaries that fall with the correct 
margin. Each line represents an extenction of the correct margin by a multiple of 10 ms. The 
resulting cumulative statistics reveal the overall performance by considering looser inaccuracies. 
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Fig. 4. Segmentation accuracy for three different HMM initializations. 

6. Conclusion 

The hierarchical approach for automatically segmenting speech is a clear stepping stone for 
further research. It demonstrates that a good bootstrapping procedure for HMMs is crucial for 
obtaining high segmentation accuracies. Moreover, we feel that small improvements at the first 
two stages of the hierarchical approach contribute to the overall performance of the automatic 
segmentation. Some of these feelings are reflected into the recommendations for further 
research. 
At this moment, the hierarchical approach consists of three successive stages, each with its' own 
characteristics. 
A Broad Phonetic Class Segmentation segments an observation sequence into three phonetic 
classes (unvoiced, voiced, silence) according to a phonetic transcription. The observation is a 
sequence of a five-dimensional vectors containing signal measurements that roughly characterize 
the three phonetic classes. Iteratively, the segment boundaries are found by minimizing a total 
Euclidean distance, and subsequently the centroids representing the phonetic classes are updated. 
The method results into 65.9% correct placements of broad phonetic class boundaries 
considering a margin of 20 ms. 
A Sequence Constrained Vector Quantization segments each broad phonetic class segment into 
its' constituting phone-like units. It clusters the observation sequence into a pre-selected number 
of non-overlapping phoneme-like segments by minimizing the ltakura distortion. The method 
results into 39.89 % correct placement of phoneme-like unit segments considering a margin of 
20ms. 
A Hidden Markov Model System bootstrapped by segments as provided by the SCVQ method, 
serves as concluding stage and delivers the final phoneme-like unit segmentation. The 
hierarchical approach result into 84.5% correct placement of phoneme-like unit boundaries 
considering a margin of 20 ms. Considering a margin of 30 ms results into a segmentation 
accuracy of 92.4%. The quantitative performance metrics and overall design emphasize the 
rather unique position of the hierarchical approach concerning performance and required a priori 
knowledge. 
Our method of training HMMs on the data and exploiting the resulting HMMs on the same data 
is comparable with one of the testing principles one encounters during the development of a 
speech recognizer. HMMs designated for speech recognition are subjected to a recognition task 
on the training data in order to investigate how well they reflect the characteristics of the training 
material. This so-called self-test may indicate the maximum feasible performance one can obtain 
with that set of HMMs. However, HMMs for the purpose of speech recognition are not allowed 
to specialize too much on the training material (i.e. become too training set specific). This may 
degrade the performance on the test set, not to mention the performance decrease one gets when 
the models are utilized in a 'real world' application. In contrast with that, our approach for 
segmentation has a rather opposite point of view: we are striving to capture as much training 
material characteristics as possible for achieving high performances because the segmentation is 
done on the same data. We strongly recommend to make the HMMs as specific as possible to the 
observation sequence at hand. 
It is observed that most alignment errors are associated with well-defined phoneme categories. 
As a result of this, it is not necessary to check all boundaries but restrict oneself to those category 
pairs containing liquids, semi-vowels, and closure. In addition, one can improve specific 
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inadequacies by modelling segments according to own insights and views (both phonological 
and pragmatic). For instance, different phoneme categories can be modelled by distinct 
topologies or structures. Corresponding segments in distinct phonetic contexts can have different 
models. One can also allow more syllable-oriented modelling avoiding the rather ad hoc 
definition of a phonemic segment. 
Still, some recommendations for future research can be made on the basis of the results. 
• The provision of anchor points of broad phonetic classes can be extended by defining more 

classes such as nasals and liquids. As observed in the final segmention results, boundaries 
between category pairs containing liquids and closure need some improvement. This may be 
remedied by marking these speech parts as liquids and closure in an early stage in the 
hierarchical approach, during the broad phonetic class segmentation . 

• The availability of reliable centroids in the Sequence Constrained Vector Quantization is 
crucial for the performance of this stage. Therefore, it must be further explored. A minor 
modification is to apply an extra template matching between the SCVQ stage and the HMM 
stage. It may extract centroids from the segmentation as resulting from the SCVQ stage. 
In addition, a more elaborated clustering technique (originated from the Vector Quantization 
field) for acquiring centroids must be investigated (Pauws, 1996). 

• The speech analysis method is still block based by spacing analysis frames uniformly. This 
may result into a mixing of dynamic characteristics of speech in each frame and, hence, an 
unreliable signal analysis. Therefore, a frame positioning synchronized with glottal closure 
instants (epochs) provides means for analyzing speech segments corresponding to these 
excitation events (Pauws, 1996). 

• The set of HMMs can easily be adapted to new insights as provided on the detailed 
examination of the results. It is observed that most misalignment errors occur in well-defined 
phoneme category pairs. This provides a setting in which the HMM system can be 
incrementally improved by iteratively modifying small parts of it and evaluating the 
performance (in/de )crease. In addition, different phoneme categories can be modelled by 
distinct topologies or structures. However, it may make the problem too specific. 

• Corresponding segments in distinct phonetic contexts can be modelled by different models. 
One can also allow more syllable-oriented modelling avoiding the rather ad hoc definition of 
a phoneme-like segment. In order to have a good representation of classes we suggest that 
the silences between words to be labeled separate from 'garbage' that include the closure 
beginning of unvoiced plosives and the silence too. 

• It is known that the application of Linear Discriminant Analysis (LDA) results in improved 
performance for speech recognition. It must be investigated whether segmentation techniques 
can also benefit from this. LDA is a feature selection technique in statistical pattern 
recognition [Fukunaga]. It improves the class separability and reduces the dimensionality of 
the feature space by a linear transformation. The main question that arises (beside the 
implementation strategy concerning the computation method of the between-class scatter 
matrix) is how to define an appropriate class that will be subjected to LDA. 
Results of previous training and segmentation with class annotations referring to the class 
definition at hand are required for applying a LDA. 

• Starting the segmentation process from an orthographic transcription of the utterance. 
• Refining frame acquisition via a pitch synchronous way (Pauws, 1996). 
• Designing a user interface that nicely interacts with the tedious segmentation process, the 

preparation of speech fragments for speech synthesis, and the algorithms. Automatic 
segmentation is still affected by incorrect boundary placements. Much attention has to be 
paid how to repair these errors by means of audio and visual feedback facilities. Also, the 
preparation and 'polishment' of speech fragments that must be incorporated into a speech 
synthesis system will benefit from a professional work bench. 
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• Using a neural network system (Self Organizing Feature Map and Multi Layer Perceptron) 
instead of the segmentation into broad phonetic classes (BPC) to obtain a limited number of 
acoustic classes (more than three) and to segment whenever a change in the class between 
two adjacent frames occurs. The system is implemented for a Romanian database consisting 
in 100 sentences and perform an accuracy around 80% in compare with results of BPC 
65.9% 

• In order to consider the coarticulation effects, the phonetic context should be taken into 
account. The question is how many relevant context are necessary and how much data is 
required to lead to a confident estimate of model parameters. 
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