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Abstract: 
This report describes an exploratory study on error resolution strategies chosen by subjects when 
errors in automatic speech recognition occur in the interaction with an audio-set in a living room 
environment. 

The research questions that are addressed in this report are: 
What do people do when a speech recognition error occurs? 
Does the strategy change depending on the length of the error sequence? 

Thirty-eight subjects (18 females, and 20 males) participated in the study. Each subject was asked 
to perform 32 tasks, needing on average 2.5 commands, and interacting with the audio set for a 
period of roughly 30 minutes. The automatic speech recognition errors led to 577 error sequences, 
ranging in length from 1 to 6 error resolution strategies chosen as a response to erroneously 
interpreted voice commands. Users chose the following resolution strategies: 
• switch to another input device, in this case the remote control 
• accept the result, even though it was not the intended outcome of the commands 
• repeat the command given earlier 
• work around, using another (set of) commands to reach the same goal 
• change goal, often to a goal that is very similar to the original target 

The results indicate that error resolution strategies differ depending on the length of the error 
sequence. After having been confronted with a number of incorrect recognitions, users are more 
inclined to select resolution strategies with a higher chance of a good result (such as the switch to 
remote control strategy). The lengths of the error sequences that were found (ranging from 1 to 6 
sequences of resolution strategies) indicate the perseverance of users interacting with a state-of
the-art speech recognizer: i.e. users may be willing to try again after the first error, but switch to 
strategies that are likely to lead to a successful result after subsequent errors. Users gave up on 
speech input after, at most, trying 5 times to get the expected result. 
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1 Introduction and aim 

Even though state-of-the-art automatic speech recogmt10n (ASR) technology has improved 
drastically over recent years (Haeb-Umbach and Gamm, 1995), recognition errors still occur. 
Therefore it is important to determine how products should be designed in such a way that users 
are supported in handling these (at present) unavoidable hindrances . 

To answer this question, more information is needed about users' error resolution behaviour when 
a speech recognition error occurs. Previous research has provided some insights into error 
resolution strategies that users apply when an error occurs. Oviatt et al. (1996) studied a speech
and pen-based "Service Transaction System", that could assist users with conference registration 
and car rental transactions. They determined the probability that users switched input device 
(ranging from 15% for a first level error to 35% for a fifth level error) and altered lexical 
expressions (about 12%). Errors were generated in a well-controlled manner, to control for the 
length and order of erroneous sequences, called an error spiral. 

In the current study error resolution is examined in a more natural context of users that interacted 
with an audio set by means of spoken commands, where errors occur because of actual failures of 
the speech recognition software. Also, we explored the error resolution strategies users adopted to 
resolve the problems that occurred. 

The research questions that are addressed in this report are: 
What do people do when a speech recognition error occurs? 
Does the strategy change depending on the length of the error sequence? 
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2 Experimental method 

In this report only a general description is provided of the method used. A detailed description of 
the experimental method is given in Vogten et al. (1998). 

Subjects were asked to interact with an audio-set using speech and remote control, participating in 
two sessions: one with a state-of-the-art ASR ("session B") and one with a perfect speech 
recognition technology being simulated by a Wizard ("session A").· For the research questions 
explored in this report only the data was used from the ASR session B. 

2.1 Audio set controlled by Voice and by Remote Control 

An audio mini-set (type: Philips FW860P) was selected for the experiments. It contained a 3-CD 
changer, a tuner and a double audiocassette tape deck. To control the set the subjects had free 
choice between voice commands (VC) or a conventional remote control (RC). The subjects used 
no buttons on the set. The output signals of the remote control were received by an infra red (IR) 
server, connected to a computer in the control room. From here the commands were sent to the 
audio set. Voice commands were picked up by a small microphone (Highscreen 463444) fixed 
onto the left side of the remote control. A computer program provided the control signals for the 
IR server and audio set. All recognized commands and all commands sent from the IR server to 
the audio set were logged automatically. 

The speech recognizer used was Dragon Dictate (British Classic Edition, Version 3.00.418.001 
UK). DragonDictate can be used in a computer environment for the automatic dictation of letters 
("dictate mode") or for the execution of voice commands ("command mode") in Windows 95. For 
Dutch users this system, of course, provides no perfect recognition. 

2.2 Set-up 

The experiments took place in a room furnished as a typical living room. Subjects were seated in 
an easy chair, the remote control with microphone on the right elbow-rest and a clipboard with 
tasks sheet and pencil on their lap. A dictionary, to be used in the experimental tasks, was located 
on a low table immediately in front of them. On the right side of the subject a computer monitor 
was located, which was used for training. During the sessions it was switched off and the screen 
was covered by a sheet explaining the function of the RC buttons and showing the voice 
commands to be used in the ASR session. 

During the experiments only 21 buttons of the main functionality of the RC were used. The other 
21 were hidden by means of black tape. 

The audio set was situated at a distance of about 2 m in front of the subjects and about 1.5 m above 
the floor. The loudspeakers were at a distance of about 1 meter on both sides from the set. Next to 
the set the IR server was positioned, receiving the IR signals sent to the audio set by the Remote 
Control. 

Two video cameras registered the experiments. The computer, a video mixer and the S-VHS video 
recorders were situated in the control room, next to the living room. The IR server and the 
microphone on the remote control were connected with the computer in the control room. 
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2.3 Subjects 

A commercial agency recruited subjects with a positive attitude about at least three out of five 
screening questions, yielding 20 male and 20 female subjects who participated in the experiments 
and varied in age between 19 and 56 year. Subjects had no association with Philips or IPO-TUE 
and their education level ranged from low to high. 

2.4 Tasks 

Subjects received a printed list of 32 tasks, each task consisting of a request to adjust the audio set 
to a specified setting, e.g. to switch between CD tracks, from CD to tuner or to set tape position. 
Then they listened to the music for a short time with a specified volume setting, meanwhile 
performing a parallel task by looking up in a dictionary the first word of a randomly selected page 
and filling in that word on the task/response sheet. Subjects were free to operate and control the set 
by voice commands or by remote control. 

2.5 Procedure 

For each subject the experiment consisted of the following steps: 
• An oral introduction on the aim of the experiment, followed by an interview about the 

subject's living situation and audio equipment at home and the filling in a Questionnaire by 
the experimenter. 

• Filling in a Questionnaire by the subject on his/her opinion about general statements 
concerning audio and video products. 

• An oral introduction to the audio set, followed 'by either the instruction (i) about the remote 
control or the training (t) of the Dragon recognizer. The order of (i) and (t) was balanced: 20 
subjects got the instruction first and the other 20 did the training first. 

• The first session, in which the subject worked with the set, preceded by a written instruction 
and in which voice command recognition was done by either the Wizard (A) or by Dragon 
(B). After this session the subjects filled in a Questionnaire on their opinion about using the 
set. 

• During the second session, which was similar to the first one, the alternative recognizer was 
used. After this session the subjects filled in again the Questionnaire on their opinion about 
using the set. 

• Finally, the subjects filled in a Questionnaire to compare the two sessions and contained 
additional open questions on using voice control at home. 

No additional feedback was provided about the status of the automatic command recognition in 
session B (Dragon). Only the data from the sessions with the Dragon speech recognizer were used 
to determine the error resolution strategies of the subjects. Since the Wizard was supposed to 
realise a 100% perfect recognitions score, no resolution strategies were expected in the Wizard 
sessions. 

On average the experiments took between 1.5 and 2 hours and the subjects were paid for their 
contribution. The experiments were executed from 11 to 28 May 1998. 

2.6 Training and vocabulary 

Each subject started with the same initial set-up of the recognizer and trained Dragon with the 
same set of words. First a short set of 13 general words was read aloud and then the vocabulary of 
the current application, consisting of 59 words, like "tuner", "Jazz-Radio", "track" etc. Training 
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was executed in the default setting: "light" with no more than three repetitions of a word and · 
"automatic" selection (by Dragon) of the words to be trained. Each word appeared (in isolation) on 
the monitor screen and the subjects spoke it once, two or three times. 

2. 7 Data analysis 

In order to get a complete registration of the subjects' voice input for each task and in both 
sessions, the videotapes were manually transcribed. All spoken commands were inserted and 
added to the (automatically logged) remote control commands in the log files. For session B 
(Dragon) it was also checked whether and how each command was recognized and executed by 
the audio set. The log files were annotated with different codes for the various execution results, to 
fully register the hardware and software performance. 

The log files were scanned to collect all error sequences that occurred. The error sequences 
contained deletion errors and/or substitution errors. The users' strategies as a reaction to errors 
were determined. Furthermore, the number of times that users selected a particular resolution 
strategy was determined for each level in the error sequences. 

Result 0 Strategy 1 Result I Strategy 2 Result 2 Strategy 3 Result 3 

Original Substitution 
Repeat 

Deletion Work Deletion 
Repeat 

Correct 
command error error around error recognition 

Jazz-Radio Radio_/ Jazz-Radio - Channel 10 - Channel 10 Channel JO 

Table I . Example of an error sequence and resolution strategies applied (middle row). The lower row shows 
the actual voice commands used. After repeating (1"1 strategy) command "Jazz-Radio" the subject used the 
alternative "channel JO" as work around (2"d strategy), which was only recognized after another repetition 
(3rd strategy). 

Table 1 shows an example of an error sequence, described in strategies applied and results of the 
chosen strategy. Result 0 is the starting point of an error sequence, where no resolution strategy 
has been chosen, yet. Strategy n indicates the nth time a user selects a resolution strategy in an error 
sequence. Result n indicates the result of the n1

h resolution strategy, which is the (nth+ 1) command 
given in the error sequence. For example, in Table 1 result 2 is the outcome of the third command, 
and the second strategy that was chosen in the error sequence. 

3 Results 

The data of 38 users (18 females, and 20 males) were available to determine the error resolution 
strategies that were used. 

3.1 Recognition scores 

All subjects together used a total of 3642 voice commands, of which 2299 commands or 63.1 % 
were recognized correctly. 

The Dragon ASR did not react in 1131 cases a command was given before the user tried again or 
used the RC, resulting in 31.1 % deletion errors. From these deletions there were 129 words out-of
vocabulary. These were mainly isolated numbers, the commands "number x" instead of "track x" 
or "channel x", and "illegal" compound commands. 
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Recognition scores Session B (Dragon) 

23 24 28 33 37 40 47 49 54 
a a a a a a a a a 
302535211022 1 2917 

19 21 23 25 30 31 36 40 41 43 49 
b b b b b b b b b b b 
16 37 4 20 38 8 7 26 11 32 3 

Females 

1919 23 25 25 29 39 49 so 51 53 212628 28 36 40 46 52 56 
a a a a a a a a a a a b b b b b b b b b 
13 34 6 2 14 5 24 28 18 9 31 39 40 27 23 36 33 19 12 15 

Males 

DDelet. 
OSubs. 

mcorr-N 
tlCorr-W 

•corr-c 

age 
order 
subject 

Figure 1. Percentages of recognition for the individual subjects (lower row x-labels) ranked according to 
gender, age (upper row x-labels) and session order (middle row; "a" indicates that session A was executed 
first) . Correct recognitions are divided in Corr-C (execution correct), Corr-W (execution wrong) and Corr
N (not executed). incorrect recognitions are substitutions (Subs) or deletions (Delet). 

Substitution errors were found for 212 commands or 5.8% of the number of Voice Commands. Of 
these substitutions 73 words were out-of-vocabulary and 14 were non-speech sounds. For the 
individual subjects the percentages of recognition are plotted in Figure 1, divided by gender, 
execution order and age. 

Individual scores vary considerably, from about 80% correct for subject 11, who spoke 17 
commands, to about 25% correct for subject 10 (57 commands) and even 0% correct for subject 20 
(11 commands spoken). 

3.2 Error sequences and resolution 

The 38 subjects were asked to perform 80 sub-tasks and they were free to choose whether they 
wanted to use voice commands or the remote control. So there were 38 x 80 = 3040 initial 
commands possible to perform the tasks. In the experiments the subjects used 1636 initial voice 
commands (i.e. 45% of all 3642 voice commands given) and 1404 initial remote control 
commands. Of the 1636 initial voice commands there were 1059 commands (65%) recognized 
correctly, 492 commands (30%) were deleted and 85 commands (5%) were substituted. This 
means that a total of 577 error sequences were analysed, 85% of these errors being deletions and 
15% being substitutions. 

Subjects applied various error resolution strategies to interact with the audio-set after a speech 
recognition error had occurred. 
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resultO 
S77 

result 1 
260 

result2 
103 

result3 
so 

result4 
30 

results 
13 

Figure 2. Number of recognition errors as a result of each successive strategy in the error sequences, 
combined over all subjects and all commands. Absolute numbers of errors are shown below each x-label. 

70% 

60% 

SO% 

40% 

30% 

20% 

10% 

0% 

resultO 
10S9 

result 1 
317 

result2 
1S7 

result3 
S3 

result4 
20 

results 
17 

Figure 3. Percentage of correctly recognized (or accepted) commands as a result of each successive 
strategy in the error sequences. Absolute numbers of correct commands are shown below each x-label. 
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The following types of strategies were uncovered: 
• switch to another input device, in this case the remote control (sw) 
• accept the result, even though it was not the intended outcome of the commands (ac) 
• repeat' the command given earlier (re) 
• work around, using another (set of) commands to reach the same goal (wa) 
• change goal, often to a goal that is very similar to the original target (cg). 

Appendix 1 lists all 577 error sequences, according to the format of Table 1. The results are ranked 
for decreasing number of deletion errors of the various initial commands, summed up for all 
subjects. The actual number of deletions is shown in the columns labelled with del and the 
substitutions under sub. Labels of the other (strategy) columns are according to the abbreviations 
as used above. 

The length of the error sequences varies considerably, depending on the command, whether a 
command was recognized (and executed), and on the subjects' perseverance. After at most 6 
successive strategies all errors in a sequence were resolved. 

As a result of each strategy, about half the commands was executed correctly and the other half 
yielded a subsequent substitution or deletion error. Figure 2 shows, starting with the 577 initial 
errors of "result O", the total number of remaining errors after the nth strategy in the sequences. 

Figure 3 shows the relative number of correct recognitions after the nth strategy, averaged over all 
error sequences. Excluding "result O", the average correct recognition rate after each strategy 
varies between 40 and 60%. Averaged over "result 1 to 5" the correct rate is 53%, which is 12% 
lower than the 65% correct recognition rate of the initial level in the error sequence ("result O"). 
Note that if the correct rate after each strategy indeed were constant, the errors in Figure 2 would 
show a hyperbolic course. 

Figure 4 gives the relative frequency of the different resolution strategies that were chosen in the 
six stages of the error sequences. Note that the percentages in the subsequent strategies are related 
to a decreasing number of error sequences. 

IDBI change goal 

CJ work around 

•repeat VC 

ID accept 

D switch to RC 

strategy 1 strategy 2 strategy 3 strategy 4 strategy 5 strategy 6 
577 260 103 50 30 13 

Figure 4. Relative frequency of the different strategies at subsequent stages in the error sequences. Absolute 
numbers of data points (i.e. strategies chosen) are shown below each x-label. 

1 For the purpose of this study we did not include strategies such as variations in loudness or intonation, 
when subjects repeated a command. 
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As Figure 4 shows, the repeat strategy is the most frequently applied error resolution strategy: 
75% as first strategy, 37% as strategies 2 and 3, 44% as strategy 4 and 40% as strategy 5. 
Strategies switch and accept to resolve recognition errors are applied more or less complementary 
to repeat: varying from I I% as first strategy, 40% as strategies 2 and 3, 30% as strategy 4 and 
46% as strategy 5 to I 00% in (final) strategy 6. 
The work around strategy is used between 13 and 23% of the cases in strategies I to 5. The 
strategy change goal, finally, is applied in only I to 5% of the cases in strategies I to 4. 

. . 
The strategies repeat and work around are strategies that may lead to a subsequent erroneous 
action by the ASR. However, the strategy to switch towards remote control to resolve the error is 
one where the intended outcome is more likely to be the one intended by the user, because the 
remote control is very reliable. 

4. Discussion 

Even though the current study was not set up specifically for this purpose, the data was used for an 
exploratory study of error resolution behaviour. The findings are valuable because they concern 
error resolution strategies adopted by users when errors occurred using a real speech recognizer. 
However, the findings should be interpreted with care, because subjects were confronted with 
different numbers of recognition errors and therefore users may have developed different error 
resolution strategies. Another factor that influences the findings on the various strategies, is the 
fact that not all error resolution strategies had an equal chance of being selected. Especially the 
work around strategy could not be chosen in all situations, because alternative paths were not 
always available, or if they were, subjects were not always aware of these alternative paths'. ·rn 
roughly 25% of the individual commands that needed to be given no work around was available. 

Compared to the study by Oviatt and VanGent (I996) where the errors that occurred were 
simulated, this study provides insights into the behaviour of users in a more realistic setting, where 
users interact with a state-of-the-art speech recognizer. Oviatt and VanGent (1996) examined 
specific error resolution behaviour that the authors had specified beforehand, focusing mainly on 
switching modality and work around. However, this study has uncovered a larger set of error 
resolution strategies that users adopted of their own free will. For example, in our study users were 
allowed to accept the results of a speech recognition error, whereas in Oviatt and VanGent' s study 
( 1996) users were asked to continue until they had succeeded in performing their task. Because, 
users were free to decide how to resolve the errors, the results also indicate how often users are 
inclined to try and resolve the errors before they give up, providing a measure for perseverance. 

The results indicate that users have a preference for selecting the repeat strategy for the resolving 
the first error in an error sequence. For subsequent recognition errors in the error sequences users 
mainly choose between the repeat, the switch to RC and the work around strategies. This is a 
result similar to Oviatt and VanGent (I996), who found that users were less inclined to switch to 
an alternative modality for the first choice of strategy, as compared to the subsequent strategies 
within error sequences. 

Based on this data set too few data points could be collected concerning individual differences. 
The data from all subjects was combined for the analysis. However, some subjects are likely to 
have been more persevering than others. Also, it is clear that subjects were confronted with very 
different recognition scores, thus having very different experiences in using the ASR and choosing 
error resolution strategies. 
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5. Conclusions 

In summary the following can be concluded: 
• Some initial error resolution strategies were uncovered, that offer interesting insights into the 

strategies that users develop to handle speech recognition errors. The results show that users 
choose between a set of strategies to resolve errors, and change their behaviour when error 
sequences continue for more than one repetition. 

• The data also provides an indication of users' perseverance, based on the error sequence length 
and choice of strategy. Users are more likely to switch input modality after they have tried to 
resolve the error once. After having tried to resolve the error five times, users choose a 
strategy that is sure end the error sequence (choosing the switch or the accept strategy) 

• The frequencies of the different types of strategies for each level of the error sequences 
indicate that users' strategies change, depending on the length of the error-sequence. After the 
first recognition error in an error sequence, the repeat strategy is chosen most often. For 
strategies 2 to 4 subsequent levels of the error sequences, the switch to RC, the work around 
strategies are chosen about as frequently as the repeat strategy. 

• The strategy change goal is hardly ever used, even though in this particular task, it may often 
not matter that much what specific music is being played (e.g. playing track 3 instead of track 
4). 

6. Design recommendations 

Interfaces can be designed to improve the support for different error resolution strategies, For 
example, offering alternative input devices supports the switch strategy, and offering alternative 
paths to reach a goals supports the work around strategy. 
Of course, it is very important to design the interface in such a way., that alternative strategies ar.e 
easy to apply. For example, if an alternative path to reach a goal is available, but takes too many 
steps, this alternative strategy is unlikely to be selected. 

7. Future Work 

The results presented in this report are based on an exploratory analysis of error resolution 
strategies. Further study of error resolution behaviour in other settings is required. For example, 
the analysis of behaviour in other settings, such as when interacting with similar products with a 
different vocabulary size and design, or when interacting with different products than the one in 
this study. 
It would also be interesting to study whether users change their selection of strategies over time, 
for example because their tolerance for errors decreases over time, or because they get a better 
feeling for what are likely to be successful strategies. 

Also, for this initial analysis no separate analysis was conducted for male and female error 
resolution strategies. The data on the recognition scores however, indicates that on average female 
subjects encounter more speech recognition errors than males do. It would be interesting to 
examine whether this difference also leads to different trends in selected error resolution strategies. 
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de/ .. - cg I de/ lsubl lWJF~ ; ,. wa cg I def 1subt\!!!!li19!1{ ; re}/~iog I deflsubliJ!Mi~!!H :re\ - cg I def 1subl'.!WW'.8Wra wa cgJ ae11subl:•WMTR l re wa cg 
'""3 
g 
:r I lresult 211tn1teav 3 I I lreault 311tn1teav 4 I I lreault 4lstniteav 5 I I lreault Sl1tn1teav 6 ::l 
0 
0 de/ sub sub ... n.-; ,. wa c def sub Jfl!l!W~& re\ - I ae1 sub ,..i;a11.n ire.:··- def sub JJ'W:{N~&\:Ni wa c def sub ·•WWl<il ra wa 
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