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Chapter 1 

Introduction 

A Short Time Fourier Transform (STFT) as a means of displaying a speech signal gives a 
lot of insight into the content of the signal. Moreover, it is related to the running frequency 
analysis performed by the ear. We can study the human speech perception by measuring 
the perceptual effects of various manipulations of speech. It seems sensible to perform these 
manipulations in the STFT rather than in the time signal. Manipulating STFTs, however , 
is not without problems and restrictions . These problems and restrictions are discribed 
rather informally in this report . 
The report is a summary of the various things I learned during the search for useful and 
valid manipulations and it is mainly ment to serve as basis for my further research. It 
can however be of help to anyone who is involved with (manipulating) STFTs. A basic 
knowledge of Fourier transforms is required. 
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Chapter 2 

Short Time Fourier Transform 

2.1 Introduction 

The classical Fourier transform is designed to step from a time representation of a signal 
to a frequency representation, and vice versa. Speech signals, however, generally have the 
property that their frequency characteristics change relatively slowly with time. It would 
therefore be useful to use a transform which shows the spectral content of a speech signal 
as a function of time. The Short Time Fourier Transform is such a transform. 
The STFT is a transform from the time domain to the time-frequency domain. It produces 
a two-dimensional "spectrotemporal" representation. The fact that this representation con
tains a frequency axis as well as a time axis, on the one hand gives the insight which is 
lacking in the case of a pure frequency or time representation, on the other hand it produces 
some extra problems. 
Mathematically, the discrete STFT of a time signal z(m) is mostly formulated as (see 
[1,15,16,17,18]): 

00 

Xn(eJ"'k) = L w(nS - m)z(m)e-J"'km (2.1) 
m=-oo 

where w(nS - m) is the inverted time window at position nS, and Sis the window shift. 
This notation leads us to two important interpretations of the STFT: The Fourier Transform 
(FT) interpretation and the Filter bank (FB) interpretation. X n ( eJ"'k) depends on the time 
variable n as well as the frequency variable w1e. For fixed n we can interpret Xn( eJ"'k) 
as the regular Fourier transform of the windowed time sequence w(nS - m)z(m) (FT
interpretation) . For fixed w1e however, Xn( eJ"'k) can be interpreted as a subsampled version 
of the convolution of the modulated time signal z(m)e-J"'km with the window w(m), in 
other words, a linear filtering of z(m)e-J"'km by a filter with impulse response w(m) (FB
interpretation). 
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Figure 2.1: Schematic presentation of a FT-implementation (analysis and synthesis). The window 
at time position nS is indicated by w,,. For an explanation see text. 

2.2 Fourier Transform interpretation 

Analysis 

w(Sn - m) is a window that "glides" (S = 1) or "hops" (S > 1) along the time signal 
z ( m). For each window position nS, the Fourier transform of the windowed sequence 
w(nS - m)z(m) is calculated (see equation 2.1). So the STFT is formed spectrum by 
spectrum. In practice mostly overlapping windows are used. A schematic presentation of 
the FT-interpretation is given in Figure 2.1. Each vertical branch in the diagram represents 
a Fourier transform of a windowed part of the time signal, which will give a column in the 
STFT. At the dashed line the STFT can be manipulated. The bottom windowing involved 
in the inverse STFT will be discussed in Chapter 4. 

Synthesis 

The synthesis is realized by the "Overlap Add" procedure. For each n, the spectrum 
X n ( eiwk) is inversely transformed to a time segment in ( m) which will equal the originally 
windowed part of the signal: 

(2 .2) 
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Figure 2.2: Schematic presentation of a FB-implementation (analysis and synthesis), producing 
rows in the STFT. For an explanation see text . 

where N is the number of frequency points. 
Next, all segments in(m) are summed. 

00 00 00 

i(m) = L in(m) = L w(nS - m)z(m) = z(m) L w(nS - m) (2.3) 
n=-oo n=-oo n=-oo 

It is now clear that the original signal can be recovered by dividing z( m) by the sum of all 
windows, provided that this sum is nonzero for all m . 

00 

i(m) I: w(nS - m)z(m) 

z(m) = n=-oo 
(2.4) 

00 00 

I: w(nS- m) I: w(nS- m) 
n=-oo n=-oo 

If the overlap of the windows is such that the sum of all windows equals a constant (inde
pendant of m), and the windows are normed, so that their sum equals one, we can perform 
the overlap addition simply by summing all the individual segments. 

00 

z(m) = L w(nS - m)z(m) (2.5) 
n=-oo 
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2.3 Filterbank interpretation 

Analysis 

For each w1,. Xn(e;"'") is the convolution of the sequence z(m)e-;..,.,m with a window w(m). 
If we interpret w(m) as the impulse response of a low-pass filter, having W(e;8 ) as it's 
Fourier transform, the filtering process can be described as follows (see Figure 2.2). 
Modulating z(m) with e-;..,"m changes it's Fourier transform X(e;1 ) into X(e;(l+"'k)). This 
means that X ( ei8 ) at frequency 8 = w1e is shifted to 8 = 0. 
Next, X(e;(l+"'k>) is low-pass filtered by the filter W(e;8) and changes into X(e;(I+"'">) · 
W ( e;8 ). This is equal to X ( e;8 ) band-passed by a filter with center frequency w1e . The re· 
sult can be downsampled, if necessary. In Figure 2.2 downsampling by a factor S is denoted 
by l S, upsampling by j S. 

Synthesis 

For each w1e, Xn( ei"'k) is (possibly after upsampling) modulated with eJ"'km, the "eigenfunc
tion" of the band-pass filter. 

(2.6) 

If the entire frequency range is covered by the equally spaced bandpass filters then the 
original can be recovered by summing the resulting time signals of all band-pass filters and 
normalizing: 

N-1 

y(m) = L Y1e(m) = C:r(m) (2.7) 
k=O 

where N is the number of band filters and C is a constant. The proof of equation 2.7 can 
be found in [16] . 

2.4 Relations between FT- and FB-interpretations 

First a few basics from Fourier theory will be reviewed. 
From the theory of the Discrete Fourier Transform it is known that in general the number 
of samples of a sequence in the time domain (time sequence length Lia) equals the number of 
frequency points of it's Fourier transform (frequency sequence length L1.)· See for instance 
[6,15,17]. If, however, the time signal is real, the real part of the spectrum is even and the 
imaginary part is odd. Therefore, when using speech signals, which are always real, we can 
leave out the negative frequencies, for they contain redundant information. 
A second important thing to remember is, that according to the sampling theorem, the 
maximum FFT-frequency equals half the sampling frequency. 

If we step from the regular Discrete Fourier Transform to the STFT, a few extra parameters 
come into play. The FT- and FB- parameters are slightly different, but of course they are 
strongly related (i.e. the time window in the FT-interpretation and the band filter shape in 
the FB-interpretation are related through the Fourier transform). The rest of this Chapter 
will be devoted to describing these relationships and we will use them to answer a very 
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important question: 
What is the minimum number of points in the STFT (in frequency and time dimension) 
needed to make an unaliased reconstruction of the time signal? 
Parameters expressed in seconds or Hz will be written in lower-case characters, parameters 
expressed in number of samples will be expressed in upper case1 . 

Frequecy sampling of Xn( eiwk) 

The minimum number of frequency points can be quite easily established in the FT
interpretation. As stated above, the time sequence length Lta equals the frequency sequence 
length Lt• · For each window position a FFT is made. This means that per FFT the min
imum number of frequency points equals the number of time points. In the simplest case, 
this will be equal to the number of window points L. However, there is a trick to increase the 
number of frequency points, while using the same window: the "zero padding" technique. 
Before performing the FFT, the windowed time segment is supplemented (or "padded") 
with a number of zeros. In this way we increase the time sequence length (the number of 
time points offered to the FFT-routine), and as a result we get more frequency points. 2 

In the FB-interpretation, the equivalent of the minimum number of frequency points is the 
minimum number of bandfilters needed to cover the entire frequency range . This minimum 
number Nb is therefore the quotient of the length of the covered frequency range ( = maxi
mum FFT frequency f m = ~ f,) and the bandwidth b of the filters. 

Nb - 1= - b . 

The bandwidth b is determined by the time window w( n) ( w( n )eiwkn is the impulse response 
of the bandfilter W( eiwk) ). 
Zero padding corresponds to using a larger number of bandfilters than strictly necessary, so 
their overlap will increase. 

Time sampling of Xn( ejwk) 

In the 0 LA method all time segments Zn ( m) are summed to reconstruct the original z ( m): 

(2.8) 
n=-oo 

If the STFT was unmodified, then each sequence in(m) is equal to the original windowed 
sequence w(n - m)z(m), which leads to: 

00 00 

i(m) = L w(n - m)z(m) = z(m) L w(n - m) (2.9) 
n=-oo n=-oo 

See also equation 2.4 . 
This shows that the OLA result z( m) will only be a constant times the original z( m), if the 

1 These parameters are of course all related through the sample frequency of the time signal f •. For 
instance, the window length L and I are related as : L = I x f. .. 

2 Zero padding in the frequency domain is also possible . Before doing the inverse FFT, each spectrum 
is supplemented with a number of zeros, so the frequency axis is "enlarged" . The resulting time sequence 
will contain more time points, while still describing the same time segment . So by applying frequency zero 
padding, we have increased the time sampling rate, and created an interpolation mechanism. 
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Table 2.1: Limits in time and frequency sampling, compared for FT- and FB-intepretation. Read 
from left to right. 

determined by: upsampling by: 
FT FB FT FB 

# freqpnts window bandwidth enlarging more 
length filters & w.length by (overlapping) 

sampling fr. zero padding filters 

# timepnts window bandwidth reduce less 
shift filters window upsampling 

FB-output shift FB-output 

sum of all windows is approximately constant at all positions m. In other words, the ripple 
on :L;::_

00 
w( n - m) must be very small. This can be achieved by making the window shift 

S sufficiently small, compared to the window length L. For every window type, the max
imum window shift is different. For the frequently used Hamming window the maximum 
S = ~L. 
In the FE-interpretation the minimal time sampling of the filter outputs is quite easily es
tablished. Assume that all filters have a bandwidth b. Then, according to the sampling 
theorem, the output of each filter must be sampled at at least 2b Hz. Otherwise aliasing 
will occur, which can be considered as the equivalent of the ripple in the FT-interpretation. 
Furthermore, the window shift in the FT-interpretation is equal to the downsampling factor 
in the FE-interpretation (if for instance S = 2, the window hops over every other sam
ple, which gives a downsampling of 2). The problem of time and frequency sampling is 
summarized in Table 2.1. 
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Chapter 3 

Modification of STFTs 

3.1 Why modifying STFTs? 

In an STFT, a large amount of perceptually relevant information is present in a more or 
less explicit way. We can for instance point out formants, harmonics and noise bursts . Next 
we could parametrise these entities and investigate the percepual effects of changing the 
various parameters. We could do this for instance with LPC. In a context of speech percep
tion research, however, this approach has certain drawbacks. Using a model first restricts 
us to varying only model parameters, which may have a low correlation with perceptual 
parameters. Furthermore, by choosing a certain model we rule out a large body of possibly 
relevant information. Therefore , it would be interesting to try to judge the perceptual rele
vance of various structures in the STFT without explicitly using a model. We can achieve 
this by manipulating presumably relevant structures and to submit the synthesized result 
to a judgement by subjects in a listening experiment. 

Firstly, we could think of global manipulations of the STFT. Ter Keurs et al. [11] for in
stance apply a low-pass filtering to the envelope of each magnitude spectrum in the STFT. 
This creates a "smearing" along the frequency axis, or a blurring of the formant structure, 
while the harmonic structure is preserved. Then they measure the intelligebility of the ma
nipulated speech as a function of the degree of smearing. The results will inform us on the 
the relation between "timbre information" in the speech signal and the spectral filtering of 
the auditory system. 

Secondly, we can search for ways to extract local structures from the STFT, next to change 
(delete, move, quantize, etc.) these structures and finally to perceptually evaluate the re
sults . In this way we could selectively investigate the perceptual function oflocal structures . 
This approach will probably lead to an iterative procedure. For an initially extracted and 
manipulated structure will probably not immediately correspond to a perceptual entity. 
However, by alternatively adjusting the manipulations and evaluating the result, one could 
step by step come closer to structures that do have a perceptual correlate. 

3.2 Problems with manipulations 

A first problem is related to fundamental properties of the Fourier transform. The Fourier 
transform F(w) of a real signal /(t) will generally consist of complex numbers. The two 
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most frequently used representations are the magnitude-phase notation: 

F(w) = A(w)ei¢(w) , 

where A is the magnitude a.nd ¢>the phase of F, 
and the real-imaginary notation: 

F(w ) = Re(w) + jlm(w) , 

where Re is the real part and Im the imaginary part of F. 

(3 .1) 

(3.2) 

Although the real-imaginary notation can be quite useful, the magnitude-phase notation is 
generally preferred (specially in STFTs ), because the magnitude is relatively well under
stood. 
The problem is that the STFT really is a matrix of complex numbers and therefore consists 
of two two-dimensional images . So, if we find a sensible manipulation of one of the images 
(like Ter Keurs [11] in the STFT magnitude), the question remains what to do with the 
other image before synthesizing. This problem wil be re-adressed in Chapter 5. 

Another kind of problem arises from the mixture of time and frequency in the STFT. The 
original Fourier Transform is a transformat ion from the time domain to the frequency do
main and vice versa. If a manipulation is executed in the frequency domain, the result will 
always be transformable to the time domain. Stated differently, there will always exist a 
time signal of which the manipulated spectrum is the Fourier Transform.1 A manipulated 
STFT, however , will generally be invalid, which means that there will generally exist no 
signal which has the manipulated STFT as it's STFT. It is true that each individual spec
trum, even after manipulation, will have a time domain partner . The point is, however, that 
neighbouring spectra (or, analogously, overlapping time segments) will not be independant . 
We will discuss this issue in both the FT- and the FE-interpretation. 

FT-interpretation: During the analysis we create the individual time sequences, which 
are to be Fourier transformed, by repeatedly windowing the time signal. These time seg
ments will mostly have a large overlap, with the effect that each original time sample will 
contribute to several segments. For instance in case we use a Hamming window, the overlap 
is 3/4, so each sample will contribute to 4 segments. When doing the overlap addition 
however , no restrictions are made concerning the overlapping parts of the segments (they 
are simply added), while they should be the "descendants" of the same signal fragment . 
This is illustrated in Figure 3.1. A signal is transformed into an STFT and next all spectra 
but one are set to zero. An inverse FFT will yield the displayed time sequences (a). After 
overlap addition we have the time signal (b ). If we would analyze this signal again, we 
would never get the same segments (a), whichever window is used. Instead, because of the 
overlap, several segments will contain some part of the signal, like in ( c). Thus, we can 
never obtain the old manipulated STFT by re-analysis. In other words, the manipulated 
STFT is invalid, because there is no time signal of which it could be the STFT. 
Two solutions to this problem are conceivable. 
(1) Make conditions for valid manipulations (time-frequency domain conditions). As far 
as I know, there is no example of this approach to be found in the literature , maybe it's 

1 Attention! The resulting time signal will generally be complex-valued. As stated before, it will only be 
real, if the rea.l spectrum is even and the imaginary spectrum is odd. 
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Figure 3.1: In an STFT all spectra one but are set to zero. Inverse STFT gives time segments (a) . 
OLA gives the time signal (b) . Second analysis yields segments (c). The segments in (a) cannot be 
the result of an STFT analysis. 

impossible to formulate any general conditions of this kind. 
(2) Calculate a time signal which has an STFT that lies closest to the manipulated one. 
This approach is followed by Griffin et al. [10]. By taking a least squares distance measure, 
they formulate a very simple signal estimation algorithm. In short, it works as follows. 
Before overlap addition, each inversely transformed time sequence is again multiplied by 
the analysis window. This is visualized in Figure 2.1 by the bottom multiplications. The 
algorithm will be extensively discussed in Chapter 4. 

FB-interpretation: The output of each band filter is a time signal, which can be manip· 
ulated. After manipulation such "band signal" must meet two conditions. 
(1) It must still "fit" in the band (a time signal must exist of which the band signal would 
be the band filtered version). 
(2) H the adjacent bands overlap, which in general is the case, the signals which are output 
by these bands are related. After manipulation these band signals must still obey these 
relations. 
Similarly to the FT-situation, these conditions will generally not be met. Therefore we will 
again have to use an estimation method, by which a time signal can be calculated that will 
give the closest matching STFT. Such an estimation method has to my knowledge never 
been discussed in the literature. We can however fairly easily formulate a "frequency ana
logue" of the Griffin algorithm. 
After manipulation, possible upsampling and modulation by ei"'1 , each band signal must 
again be band filtered. Next the resulting time signals must be summed, which will produce 
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the wanted time signal. This can be implemented even simpler by low-pass filtering the 
band signal (through convolution with w( n)) before modulation. In case of upsampling this 
will quite easily be realized, for we can implement the upsampling by inserting zeros in the 
bandsignal and then low-pass filtering (see [16]). 
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Chapter 4 

The Griffin approximation 

4.1 Signal estimation from modified STFT 

4.1.1 Description 

Griffin and Lim [9,10] developed a method to estimate a signal from a modified STFT. The 
method is quite simple and easy to implement. It works as follows: 
Each spectrum Yn(eiw) of the modified STFT is first inversely Fourier transformed to a 
time sequence Yn ( m) (normal procedure). However, before overlap adding the results , the 
analysis window is again applied to each Yn(m). This can be written as: 

00 

L w(nS - m)yn(m) 
x( m) = _n=_-_oo_oo ______ _ ( 4.1) 

L w 2(nS - m) 
n=-oo 

in which n is window position, Sis window shift, mis time signal index (all in [samples]) 
and w(m) is the analysis window. Note the similarity with equation 2.4, above and below 
the devision mark simply a factor w( nS - m) is added! 
The denominator will equal a constant if the window spacing is sufficiently small. This is 
for instance true when using a Hamming window and a window shift of 1/4 window length. 
Griffin and Lim show that their method minimizes the following distance measure D: 

oo N-1 

D = ~ L L IYn(eiwk) - Xn(eiwk)l2 
n=-oo wk=O 

(4.2) 

where Yn(eiwk) is the modified STFT and Xn(eiwk) the STFT of the estimated signal z(m). 
They call the method "Least Squares Error Estimation from Modified Short Time Fourier 
Transform" or "LSEE-MSTFT". It is easy to show that, if LSEE-MSTFT is applied to a 
valid STFT, the resulting time signal will be equal to the original. If no changes have been 
made, the time segments Yn ( m) will equal the originally windowed portion of the time signal 
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Figure 4.1: STFT Magnitude of "Rijden onder invloed is strafbaar" . For an explanation see text. 

y(m)w(nS - m). This leads to: 

00 

L w(nS - m)y(m)w(nS- m) 

z(m) = n=-oo 
00 (4.3) 

L w2(nS- m) 
n=-oo 

00 

L w2(nS- m) 

= y(m) n=O:oo = y(m) (4.4) 

L w2(nS- m) 
n=-oo 

So the extra windowing will have no effect if applied to a valid STFT. 

4.1.2 Using the estimation method 

I applied this method to estimate a signal from the modified STFT Magnitude and the 
original STFT phase of the Dutch sentence "Rijden onder invloed is strafbaar", spoken by 
a female voice. In Figure 4.1 and 4.2 we see the original STFT magnitude and phase. All 
STFT-figures in this report are made with window length = 128 samples, window shift i 
window length and /, = 10 kHz. The horizontal axis is always time, the vertical axis is 
frequency, ranging from 0 Hz to 5 kHz. Figure 4.3 shows the modified STFT magnitude, 
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Figure 4.2: STFT Phase, belonging to Figure 4.1. 

which is a vertically low pass filtered or "frequency-smeared" version of the original. The 
estimated signal is perceptually almost indistinguishable from the original. In fact, when 
we make a new STFT of the estimated signal almost all the modifications are undone 
(Figure 4.4). Generally we can state that when modifying one of the images and keeping 
the other unchanged, the LSEE-MSTFT algorithm will delete most of the modification, 
and the resulting change will be smaller than intended and rather unpredictable. In our 
example the STFT phase will contain a. lot of the original information, which, when applying 
LSEE-MSTFT, will "restore" the original STFT magnitude. 

4.2 Signal estimation from modified STFT Magnitude 

4.2.1 Description 

The method described in the previous section forms the basis for an iterative algorithm that 
estimates a time signal from the Modified STFT Magnitude only ("LSEE-MSTFTM"). It 
operates as follows. 
From the MSTFTM Yn(ei"'•) and any STFT phase1 a time signal z( 1)(m) is constructed 
using (4.1). Now the iteration process begins. From z(1)(m) the STFT is calculated. The 

resulting STFTM 1Xi1)( ei"'• )I is replaced by the desired STFTM IYn( ei"'• )I (the modified 

one) while the resulting STFT phase LX~1 )(ei"'•) is kept. A new time signal z(2)(m) is 

1In fact, any STFT phase will do, even random phase. A good initial estimate however (for instance the 
original STFT phase) will diminish the number of iterations needed to reach a certain final precision. 
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Figure 4.3 : Frequency smeared version of Figure 4.1. 

. ::: 

calculated from IYn( eiwk )I and LX~1 \ eiwk ). From here the iteration process repeats for 
z( 2)(m) , etcetera. 
One could say that during this process an STFT phase is constructed which fits more and 
more to the desired STFTM. In [9] it is shown that the distance measure decreases in every 
iteration step and converges to a minimum. This minimum, however, need not be the ab
solute minimum. Furthermore, it is unclear how to judge objectively whether a reasonable 
final estimation is reached. 

4.2.2 Using the estimation method 

Again I applied this method to the above-mentioned sentence, but now in various ways . 

First I simply tried to recover the STFT phase from just the STFT magnitude. I started 
with random STFT phase and the original STFT magnitude. The first 5.or so iterations 
give a rather hoarse, whisper-like speech signal, in which there is very little pitch present. 
After about 50 iterations the speech sounds quite like the original and after a few hundred 
iterations the resulting speech signal does not show any more audible change by doing more 
iterations .. Still the difference with the original can be heard. When we subtract the original 
from the iteration result, the difference signal is large (about as large as the original). Thus 
we can conclude that, although when comparing on a sample-to-sample scale the differences 
are quite large, a speech signal can be very well recovered from just the STFT magnitude 
(provided that a large enough window overlap is used). So we see that a proper STFT 
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Figure 4.4: STFT Magnitude after smearing, Griffin approximation and second analysis. It is 
hardly distinguishable from the original (Figure 4.1 ). 
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magnitude contains a lot of redundancy which sterns from the large overlap of adjacent time 
sequences. The fact that the sample-to-sample difference can be very large can be easily un
derstood. lf no phase information is present, both the original a.nd minus the original could 
be a asymptot ic solution to the iteration process, because they only differ in STFT phase. 
And of course these signals, although perceptually indistinguishable, are very different on a. 
sample-to-sample scale. 
I also tried the LSEE-MSTFTM algorithm on STFT magnitudes of the same sentence, but 
for different window lengths and window shifts. Window length and window shift of 512 
and 128 samples showed a. very fast convergence, while a. window length and window shift 
of 32 and 8 samples hardly converged at all . Furthermore, if we kept the window length at 
128 samples and lowered the window shift (larger overlap) the convergence was a.gain accel
erated. So it seems that we can crudely say that the window overlap expressed in samples 
determines the speech of convergence. 

In [14] Nawab et al. derive a different STFTM signal reconstruction method. The algorithm 
starts at the front end of the time signal with one or more known samples and then extrap
olates the time signal sample by sample from front to back using the unmodified STFT 
magnitude. Using this method we can recover the time signal exactly, without using any 
iterations, if certain conditions concerning the (unknown) time signal and the window are 
met . I will sum them up below so we can see that they generally cannot be met by speech 
signals . 
(1) The window length must be at least 3 samples (OK); 
(2) The window shift must at most be half the window length (OK); 
(3) The window cannot contain any zeros (OK) ; 
(4) The signal must be at least one-sided (not everlasting) (OK) ; 
( 5) Any zero sequence in the time signal can not be longer than 

<windowlength - 2x windowshift> samples (generally a problem) ; 
(6) The first <windowshift> consecutive nonzero samples must be known (problem) . 
These problems can be overcome by two tricks: adding a constant value to the signal, which 
must be subtracted after reconstruction, and glueing a number of known samples to the 
front of the signal . In this way we could use this reconstruction algorithm as a one step 
method, which gives great advantage over the recursive LSEE-MSTFTM algorithm. 
There remains, however, one big drawback of the Nawab method: it is unclear whether it 
is suited to estimate time signals from modified (invalid) STFT magnitudes . Because for 
my purpose it is essential to work with modified STFTs, I have not used this method in 
practice and I will not pay any further attention to it . 

Next I tried to recover the STFT magnitude from the STFT phase, again using the LSEE
MSTFTM algorithm. Starting from random magnitude or constant magnitude, the result 
converges to a just intelligible but very poor solution. The resulting STFT magnitude is 
depicted in Figure 4.5 . The reappearance of harmonics in voiced areas is clearly visible . 
Furthermore, we can see that the originally white regions (very low amplitude), stay dark 
grey. This corresponds to the fact that in the resulting time signal the originally soft or 
silent passages are turned into rather loud flat-spectrum-like noise. Stated differently, the 
energy remains about constant over time. After about 20 iterations there appeared to be 
not even a slow convergence towards the original dynamics of the sentence. The strongly 
voiced parts were intelligible, but the spectral envelope remained flat, so, cornpaired to the 
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Figure 4.5: STFT Magnitude after 50 iterations using the LSEE-MSTFTM algorithm, having 
started with constant Magnitude and original phase. 
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original, the higher frequency region was overemphasized, see Figure 4.5. I checked this by 
using a different initial estimate of the STFT magnitude. This time I constructed a initial 
STFT magnitude by again using flat amplitude spectra for all time points, but each indi
vidual amplitude spectrum had the same energy as the corresponding original amplitude 
spectrum. After some 1000 iterations, this resulted in speech of good intelligibility and 
correct dynamics, but still the spectral envelope remained flat. So it seems that horizontally 
(along the time axis) as well as vertically (along the frequency axis) a correct amplitude bal
ance cannot be recovered from the STFT phase. An explanation could be that a magnitude 
reconstruction is only possible in areas where the phase shows any structure. Therefore, in 
unvoiced areas as well as very low amplitude areas, there will be a bad amplitude recovery. 

A last, rather silly informal experiment I performed, was to start off with the STFT magni
tude of one utterance (A) and the STFT phase of a completely different one (B) (different 
words, male versus female speaker etc.). After each iteration the new STFT phase was 
replaced by the original (B). After the first iteration we clearly hear the words of utterance 
(A), while the voice quality is already shifted somewhat toward the (B) one (female!). After 
more and more iterations, sentence (B) is heard clearly, and almost all the perceptually 
important information of (A) vanishes. The dynamics of the sentence, however, is still 
governed by sentence (A). 

4.3 Relations to the Gabor expansion 

4.3.1 The smallest unit of information in an STFT 

A very interesting question concerning STFTs in general is what the smallest valid unit of 
information in an STFT is .2 The smallest unit in an STFT is to be interpreted as the part 
in an STFT, with the smallest possible tl.f tl.t. The "tl." is meant in the sense of equivalent 
rectangular width (the width of a rectangle with the same maximum and area as the unit 
in question). 
Using the Griffin algorithm, this question is quite easy to answer. First I made the smallest 
artificial (invalid) STFT, consisting of zeros, except for one single point, which had amplitude 
1 and phase 0. Then I applied the LSEE-MSTFT algorithm, using a Hamming-window. As 
could be expected, the result was a windowed sine wave. STFTransforming this time signal 
again yields the smallest valid unit in a STFT, using this particular window. Vertical cross
sections (spectra) through this STFT are depicted in Figure 4.6. The plots on the left (top 
to bottom) are magnitude spectra, starting with the spectrum that originally contained the 
only nonzero point, and two next spectra (the spectra for the two next window positions). 
The middle plots are the corresponding real spectra, the plots on the right the corresponding 
imaginary spectra. As we can see it is well localized and bell-shaped. Furthermore we can 
see that the imaginary and real parts also look like windowed sine waves, just like the time 
signal. 

2 ln this entire chapter we consider only STFTs for which the sampling conditions mentioned in section 2.4 
are met (sufficiently large window overlap). 
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Figure 4.6: A few individual spectra of the STFT of a Hamming windowed sine wave. In each plot 
the horizontal axis is frequency. For further explanation see text. 
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4.3.2 The Gabor expansion 

In 1946 Gabor discussed the need for new methods for describing signals. He comes up 
with a method which stands between the pure time-description and the Fourier analysis. 
This new "spectro-temporal" representation of signals has a strong relationship to hearing 
and transmission theory [7,8]. However, according to Heisenberg's uncertainty principle, 
one cannot give a description of a physical quantity which is exact in time and frequency 
simultaneously. This leads to a minimum amount of energy or information, which can be 
formulated as: 

6.t6.f ~ 1 (4.5) 

Gabor derives a minimum amount of spectro-temporal information, the "elementary signal", 
for which 6.t6.f = t. This signal 1/J(t) and it's Fourier transform </>(!) are completely 
synunetric in time and frequency. They both are sine waves multiplied with a Gaussian. In 
complex notation: 

( 4.6) 

and 

( 4.7) 

t 0 , /o, 6.t, 6.f and </>c are constants. to is the time position of the Gaussian, /o is the fre
quency of the modulator, tl.t and 6./ determine the sharpness of the Gaussian, and </>c is a 
phase constant. Gabor states that a signal can best be presented in the form of an "infor
mation diagram", which is a spectrotemporal representation (STFT avant la lettre). The 
information diagram is a sampling lattice (just like the STFT), consisting of rectangles with 
center coordinates (t0 , lo) and sides 6.t and 6.1. Each rectangle has area 1 and contains one 
datum, which is the complex coefficient of the respective elementary function. Therefore, we 
can also write t 0 = n6.t and lo= kt (k, n E Z). Because the thus defined set of elementary 
functions is complete, we can expand any signal s(t) into these elementary functions: 

00 00 (t-.. .o.t)2 
s(t) = L L Cn1ce -11' z(.o.t12 e21fjk(tt) ( 4.8) 

n=-oo k=-oo 

Cnk is the above mentioned complex coefficient in the rectangle. Equation 4.8 is the formula 
of the discrete Gabor expansion of a time signal. 

4.3.3 The Gabor expansion and the Griffin approximation 

The Gabor expansion is in fact closely related to the STFT with the Griffin approximation. 
In section 4.3.1 we constructed the smallest valid unit in a STFT. If we had used a Gaussian 
window instead of a Hanuning window we would have created a Gabor function (sine wave 
times a Gaussian). This means that the smallest possible unit in the STFT is in fact the 
STFT of a Gabor function. We can even rewrite the LSEE-MSTFT algorithm (equation 4.1) 
in such a way that it equals the Gabor expansion (equation 4.8) . To start with, we leave out 
the denominator in equation 4.1, because, if the signal sampling is dense enough, it equals 
(or closely approximates) a constant. Then we get: 
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00 

x(m) = L w(nS - m)yn(m) (4.9) 
n=-oo 

Substituting 

(4.10) 

we get 

oo l N-1 
x(m) = L w(nS - m) N L Yn(ei"'•)ei"'•m 

n=-oo k=O 

(4.11) 

which can be written as 

l oo N-1 

x(m) = N L L Yn(ei"'k)w(nS - m)ei"'km 
n=-oo k=O 

(4.12) 

If w( nS - m) is a Gaussian, this is the discrete Gabor expansion, with Yn ( ei"'•) as Gabor 
coefficients. 

This leads to some interesting theoretical implications. 
First of all, we see that every STFT, valid or not, can be considered as a matrix of Gabor 
coefficients. The difference in whether or not we have a valid STFT thus lies purely in how 
we arrive at the coefficients, through STFAnalysis or by manipulation. 
Secondly, it is known that the set of Gabor functions is not orthogonal, which has the 
awkward consequence that the coefficients cannot be calculated by the simple inner product 
rule, like in the case of Fourier analysis . However, strictly speaking, the STFAnalysis is 
taking the inner product of a. time signal with Gabor functions . Because, the analysis formula 
1s : 

00 

Xn(ei"'k) = L w(nS - m)x(m)e-J"'km (4 .13) 
m=-oo 

which is the discrete inner product of the Gabor function w(nS - m)e-iwkm with the time 
signal x(m). Therefore, we can make the following consideration: 
If the set of Gabor functions is independant and complete, then the STFAnalysis (using 
a Gaussian window) produces a unique set of coefficients. 3 This unique set of coefficients 
then must be the Gabor coefficients, because, when we perform the LSEE-MSTFT synthesis 
(which is equal to a Gabor synthesis), we get the original back. 
From this, it becomes clear that the set of functions we use when doing the LSEE-MSTFT 
synthesis, is dependant indeed, because several different STFTs can produce the same time 
signal. Consider for instance an invalid STFT Yn( ei"'k ). This will give an estimated time 
signal x(n), which, when STFAnalyzed, will produce a valid STFT Xn(ei"'k). So Xn(ei"'k) 
and Yn ( ei"'k) will give the same time signal, which means that their coefficients apparently 
are not unique. 
Then, what makes the Gabor functions in the STFT implementation dependant? The only 

3 This means that if the time signal is expanded into Gabor functions, there is only one set of codficients 
describing this particular signal. 
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difference between the Gabor expansion and the STFT lies in the sampling conditions of 
the spectra-temporal plane. As we saw before, Gabor takes a sampling lattice with units of 
area 1. In our implementation of the STFT we have units of area 1/4 (see Appendix A). 
So we have an oversampling of factor 4, compared to the Gabor expansion. In other words, 
we use additional elementary functions to the already complete set defined by Gabor, which 
produces the dependance of the "elementary functions" used in our STFT implementation. 
Because the set of elementary functions is dependant, there are many solutions to the 
"STFT Gabor expansion". One of them is found by simply taking the inner products of 
the signal with the elementary functions (doing the STFAnalysis) and the resulting matrix 
of coefficients corresponds with a valid STFT. 

4.3.4 An inner product space interpretation of the STFT 

In the previous section we saw that the Griffin approximation is equal to a Gabor expansion. 4 

This means that the Griffin approximation is nothing other than multiplying each STFT 
point with it's corresponding windowed sine wave and then applying OLA. Often, however, 
we have an invalid STFT, and we want to find the closest possible valid STFT, rather than 
the closest possible time signal. This leads us to the folowing question: can we formulate the 
Griffin algorithm purely in the STFT domain and, if so, what would it look like? In other 
words, how can we step directly from a non-valid STFT to the closest6 valid one, without 
having to construct a time signal in between? 
We can formulate this in terms of an inner product space. 

First we will show that the group of all STFTs (valid and invalid) can be considered as a 
linear space. 
The linear space V0 is fixed by choosing the STFT dimensions (length and sampling of 
time axis and frequency axis). An STFT is simply defined by a matrix with the previously 
mentioned dimensions, containing complex numbers. From now on we will treat an STFT 
as a vector. Va is now the vector space containing all STFTs (valid and invalid). Because 
proving that Va really satisfies the mathematical definition of a linear space is rather tedious 
and would interrupt the course of this section, the proof is given in appendix B. 

Now we will define an inner product in Va which will make Va into an inner product space. 
The inner product of two vectors Xn( ei"'k) and Yn( ei"'k) in Va is defined as: 

oo N-1 

(Xn(ei"'k), Yn(ei"'k)) = L L Xn(ei"'k). Yn(ei"'k) (4.14) 
n=-oo k=O 

in which X means the complex conjugate of X. 
This inner product corresponds to the quadratic error distance measure as defined by Grif
fin. 
Having accomplished this, the set of "1-point STFTs", discussed in section 4.3.1, will con
stitute a basis for the inner product space Va. To be a basis for a vector space, a set of 
vectors must satisfy two conditions: 
( 1) the set must span the entire vector space; 

4 We interpret the Gabor expansion here in a broad sense, namely using any unimodal time window 
(Hamming, Hanning , square, triangular, Gaussian, etc.) and having as sampling conditions AtA/:::; 1. 

~According to the least squares distance measure . . 
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{2) the set must be independant. 
Peviously, we defined a vector in Va as a matrix of certain dimensions containing complex 
numbers. Each of these matrices can of course be written as a linear combination of all 
1-point STFTs, so Va is indeed spanned by this set. Furthermore, with the use of the inner 
product it is readily shown that all 1-point STFTs are perpendicular (and thus indepen
dant): Suppose we denote the 1-point STFT, of which the only nonzero point has indices 
( i, j), by O~i( ei"'k ), the inner product of vectors O~·ii ( ei"'k) and O~·h ( ei"'k) is: 

oo N-1 

(O~·ii(ei"'k),O~·h(ei"'k)) = L L O~·ii(ei"'k) .Q~·h(ei"'k) 
n=-oo k=O 

t5(i1 - i2)t5(j1 - h) 

So the set of l·point STFTs is an orthonormal base for Va. 

(4 .15) 

(4.16) 

The next thing we will show, is that the set of valid STFTs Vv forms a linear subspace of 
the linear space of all STFTs Va. This means that Vv forms a part of Va and that Vv is a 
linear space itself. 
It is trivial that the set of valid STFTs is a subset of the set of all STFTs. Proving that 
Fv meets the conditions for a linear space, however, raises one complication. Multiplying 
the complex numbers in the STFT by a complex number will generally result in an invalid 
STFT. Remember the symmetry conditions that follow from our demand that the time 
signals are real (chapter 2.4): the real spectrum is even and the imaginary spectrum is odd. 
This means that at zero frequency the imaginary part must be zero, while the real part 
may be any number. Now consider the example of multiplying an STFT with the complex 
number i. This will change the real part into the imaginary part and the imaginary part 
into minus the real part. This can lead to a nonzero imaginary part at zero frequency, which 
will correspond to a complex time signal. Therefore, we require the additional constraint 
that only multiplication by a real number is allowed. To this end, we have to redefine the 
inner product space Va as being a real inner product space, and an STFT as being a matrix 
of which each element consists of a pair of real numbers, the real and imaginary part . The 
inner product is easily redefined as: 

oo N-1 

(Xn(ej"'k),Yn(ei"'k)) = L L(!R(Xn(ei"'k))·~(Yn(ei"'k))+ 
n=-oo k=O 

(4 .17) 

where ~( X) and ~( X) denote the real and imaginary part of X. 
Finally, the basis of Va has to be extended: it contains the 1-point STFTs that have the 
real part of one point equal to one and the 1-point STFTs which have the imaginary part 
of one point equal to one. 
Having accomplished this, we can show that the set of valid STFTs Vv is indeed a linear 
space, and therefore a linear subspace of Va. The proof can again be found in appendix B. 
Note that the subspace of valid STFTs is determined by the particular time window. If we 
use for instance a rectangular window in the Griffin approximation, the resulting set of valid 
STFTs will not coincide with the subspace of valid STFTs defined by a Hamming window, 
but will constitute a different linear subspace. 

Next it will be shown that the Griffin approximation can be considered as a linear map from 

27 



the linear space Va on the linear subspace Vv. 
The proof will look rather complex because of all the different indices. The idea, however, 
is quite simple. If we denote the "Griffin-map" of a vector~ by 9(~) then what we want to 
prove is: 

(4.18) 

for all ~.]l E V0 and..\,µ ER. 
If we denote an arbitrary STFT by Xn

1
(eiwi., ), it's approximated time signal by z(m) and 

the STFT of z(m) by Xn(ei"'1 ), we can write the Griffin approximation as follows (again 
the denominator is left out for sake of simplicity, which doesn't affect the proof): 

00 

z(m) = L w(n1S - m)zn1 (m) (4.19) 

1 oo N-1 

= N L w(n1S - m) L Xn,(ei"'k1 )ei"'k1m 
n1=-oo k 1 =0 

(4.20) 

Now we will STFAnalyze both the left part and right part of equation 4.19 which will give 
_,Yn(ej"'k): 

00 

L w(nS - m)z(m)e-iw1:m ( 4.21) 
m=-oo 

00 1 00 

L w(nS - m) N L w(n1S - m) · 
m=-oo ~=-oo 

N-1 

L Xn, ( ei"'k1 )ei"'k1 me-iw1:m (4 .22) 
k1=0 

We can freely move around the summation marks, because in practice only finite summations 
will be made. Then we can write equation 4.22 as: 

l oo N-1 

N L L Xn1(ei"'k1). 
n1=-oo le1=0 

00 L w(nS - m)w(n1S - m)eiw1:, me-iwkm (4.23) 
m=-oo 

Thus we have found an expression, for how to get directly from an invalid STFT to it's 
closest valid one. To make equation 4.23 look simpler, let us introduce the "Gabor STFT" 
G~1 lei ( ei"'k ), which is the STFT of a general Gabor function g( m) = w( n1 S - m )ei"'k1 m, as: 

00 

G~1 ,. 1 (ei"'k) = L w(nS - m)w(n1S - m)eJ"'k1me-jwkm ( 4.24) 
m=-oo 

Now we can write equation 4.23 as 

l oo N-1 

Xn( eJ"'k) = N L L Xn, ( eiw1:, )G~1k1 ( eiw1:) 
n1=-oo k1=0 

( 4.25) 
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Using equation 4.25, it is easy to prove that the Griffin mapping is indeed linear by showing 
that the Griffin approximation of a linear combination of arbitrary STFTs X n( eiwk) and 
Yn ( eiwk) is the linear combination of the Griffin approximation of X n ( eiwk) and the Griffin 
approximation of Yn( eiwk ). 

oo N-1 

Q(>.Xn(eiwk)+µYn(ejw1;)) = ~ L L(>.Xn(ejwk) 
n1=-oo k1=0 

+ µYn ( eiwk) )G~1 k1 ( eiwk) (4.26) 
l oo N-1 
N L L >.Xn( eiwi. )G~1k1 ( eiwk) + 

n1=-oo le1=0 

oo N-1 

~ L L µYn(eiwi.)a~1k1(eiwk) (4 .27) 
n1=-oo k1=0 

l oo N-1 
>.N L L Xn(ejwk)G~1k1(eiwk) + 

n1=-oo k1=0 

l oo N-1 
µ N L L Yn(ejwk)G~1k1(eiwk) 

n1=-oo k1=0 

(4.28) 

( 4.29) 

Which proves that the Griffin mapping is linear. 
Besides being a good starting point for the linearity proof, equation 4.25 leads us to some 
very interesting insights. 
First of all, we see that each valid STFT can be written as an expansion on the set of Gabor 
STFTs G~1 k1 (eiwk). Moreover, the expansion coefficients are none other than the elements 
in the original (invalid) STFT. Therefore we can say that Vv is spanned by the set of Gabor 
STFTs. This set, however, is not a base because it is not independant. 
Furthermore, we saw in section 4.1 that a valid STFT will be mapped on itself by the Griffin 
approximation. This leads to the notion that each valid STFT can be interpreted in two 
ways : 
( 1) Simply as a matrix of Fourier coefficients; 
(2) As a matrix containing coordinates of an STFT-vector in the linear space of all valid 
STFTs, with respect to the set of Gabor STFTs. 
Finally we can use equation 4.25 to formulate the Griffin algorithm in the STFT domain. 
Transforming an invalid STFT into it's closest valid one can be accomplished by multiplying 
each point in the STFT with it's corresponding elementary STFT and summing the results. 
ff this rule is applied to already valid STFTs, it will produce the same STFT again. This is 
shown graphically in Figure 4. 7. H we compare equation 4.25 to the definition of the inner 
product in Va (equation 4.14) we see that the two equations look in fact very much alike. If 
we define the vector nnk(eiwki) as· n1 . 

00 L w(n1S - m)w(nS - m)e-jwkmejwkim (4.30) 
m=-oo 

then we can rewrite equation 4.25 as: 
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Figure 4. i : Schematic presentation of the Griffin algorithm in the STFT domain. Coefficients C,..i, 
of the invalid STFT are changed into c:,.i, of the closest valid STFT. 

l oo N-1 

Xn(eJ"'" }= N L L Xn1 (ejwk1)H~;(ejwk1) 
n1 =-oo k1 =O 

(4.31} 

which exactly corresponds .to the inner product. n:;;(ejwk1) can be interpreted as the con
tribution made by G~1 k1 ( eJwk) at position ( n, k ). Looking at the right side of equation 4.30, 
we see that (n,wk) and (n1,wk1 ) are commutative, except for a minus sign in the exponent. 
This simply means that n:;;(ejwk1) equals G~1 k1 (eiwk), except that the wk

1
-axis is flipped 

around Wk 1 = 0. Remembering the symmetry conditions for STFTs of a real signal, this 
results in: 

(4.32) 

and 

(4.33) 

Now we have shown that the Griffin algorithm in the STFT-domain is a linear mapping from 
the inner product space Va, containing all STFTs, on the linear subspace Vv, containing all 
valid STFTs. The last thing we will show is, that the Griffin approximation is not only a 
linear mapping from Va on Vv, it is in fact a projection of Va on Vv. 
The only condition a linear mapping Q from Va on Vv has to satisfy to be a projection is 
that for any vector ~ E Va the following must hold: 

Q(Q(~)) = 9(~) ( 4.34) 

In words: When a vector is projected on Vv, a repeated projection will map the vector on 
itself. This is in fact already proved in section 4.1. There we have shown that if we perform 
an STFAnalysis on a signal z(m), resulting in a valid STFT Xn(e3wk), and we apply the 
Griffin approximation to Xn( e3wk ), the resulting time signal will again be z( m ). This is 
equivalent to the fact that a valid STFT is mapped on itself by the Griffin approximation. 

Because Vv is a projection plane in Va there must exist vectors perpendicular to Vv . By Grif
fin projection, these perpendicular vectors will be mapped on the zero-vector. This means 
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Figure 4.8: How to construct a vector perpendicular to the subspace of valid STFTs. For an 
explanation see text. 

that there exist invalid STFTs which, by Griffin approximation, will give a zero signal and 
therefore will be mapped on the (valid) STFT consisting of zeros. These "completely in
valid" STFTs exist indeed and can actually be found quite easily. Consider the previously 
mentioned 1-point STFT (the STFT having only 1 point unequal to zero), let us call it 
Xn(eJ"'k). Furthermore we have it's Griffin projection, the corresponding Gabor STFT, 
which we will call Yn( eJ"'t ). Simply by subtracting Yn( ei"'•) from Xn( ei"'• ), we should find 
such a vector Zn ( eJ"'k) with Griffin projection zero, see Figure 4.8 . I performed this subtrac
tion and indeed I found STFTs giving a zero signal under Griffin projection.6 A few cross 
sections of such an STFT are shown in Figure 4.9. Any linear combination of these vectors 
perpendicular to the valid STFT subspace will still be projected on the zero STFT. In fact, 
by doing the Griffin projection, we decompose a vector in a valid part and an invalid part. 
So for each manipulated STFT we can determine the invalid part simply by subtracting the 
Griffin-projection from the original. 

Having shown that the Griffin map is a projection, I will finally answer the question how 
we must see the LSEE-MSTFTM iteration algorithm in this context. When applying the 
LSEE-MSTFTM method, one starts with just an STFT magnitude, the STFT phase is 
unknown. This means that we start from a subspace Vm from V0 , namely the group of all 
STFTs (valid and invalid) that have this STFT magnitude. This subspace will intersect 
with the subspace Vv if an STFT phase exists, which, together with the STFT magnitude, 
will form a valid STFT. This, however, will generally not be the case if we start from an 
arbitrary modified STFT magnitude. In the latter case we can visualize the iteration process 
as is depicted in Figure 4.10. 

6 lt might be expected that starting with STFTs with the nonzero point close to or at a boundary STFT 
could give some problems (at boundaries often exceptional things seem to happen). To be absolutely sure I 
tried several of these cases, but nothing unusual occurred. 
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Figure 4.9: A few spectra of an STFT having a zero projection. Left, top to bottom: most central 
spectrum and the next two spectra. Right: corresponding real spectra. The horizontal axis is 
frequency. 
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Figure 4.10: Schematic representation of the inner product space interpretation of the iterative 
LSEE-MSTFTM process. For an explanation, see text. 

We start from a "desired" STFT magnitude and any STFT phase. The compound STFT 
will lie in subspace Vm and will generally be invalid (see Figure 4.10, position (1)). This 
STFT will be projected on Vv (position (2)). Next, the desired STFT magnitude is substi
tuted (3). Again, a projection will take place (4), etcetera. While converging, the STFT 
will hop up and down between Vm and Vv and finally it will be hopping between the points 
P and Q. P is the projection of Q on Vv and Q is the projection of P on Vm and PQ is 
the shortest connecting line between Vm and Vv· Note that PQ will generally correspond 
to a local, rather than a global minimum of the distance measure. ff we would start from a 
different initial STFT phase, we might converge to a different end result. 
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Appendix A 

In this appendix it will be shown that in our STFT-implementation the elementary rectan
gles have an area i. 
As stated in chapter 2, we have used a Hamming window with a length L of 128 samples 
(F. = 10 kHz) and a window shift of i window length. 
The bandwidth B of a Hamming window is (see [16)): 

B = 2F. 
L 

(A.1) 

Because the minimum time sampling in the STFT, needed for an unaliased reconstruction 
of the time signal, equals 2B, the time spacing 6t is: 

1 L 
6t= - = -

2B 4F6 

(A.2) 

The frequency axis ranges from 0 Hz to ~ F. ( 5 kHz). The frequency axis contains ~ L + 1 
frequency points, so the frequency spacing 6 f is: 

6/ = F. 
L 

(A.3) 

Therefore, the area of the elementary rectangles is: 

Fa L 1 
6f6t = - . - = -

L 4F. 4 
(A.4) 
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Appendix B 

In this appendix we will first show that the set of invalid STFTs can be considered as a 
complex linear space Va . 
Mathematically, a complex linear space is defined as follows {see [12,13]): 
A complex linear space is a set V, in which an addition and a multiplication by com
plex numbers are defined in such a way that the following conditions are met for each 
Q E V, Q E V, ~ E V, ,\ E C{ C is the set of complex numbers): 

(l)g:_+Q.=Q.+g:_ 
(2) g_ + (!!. + ~) = (g_ + Q) + ~ 
(3) an element Q E V exists , so that g_ + Q = g for all g_ E V 
(4) for each g_ EV an element -g EV exists, so that g_ + (-g:_) = Q 
( 5) lg_= g_ 
(6) ,\(µg_) = (,\µ)g_ 

(7) (,\ + µ)g_ = ,\g_ + µg_ 
(8) ,\(g:_ + !!.) = ,\g_ +,\fl 
The zero vector (condition 3) in our particular case is the STFT containing only zeros. 
Remember that in section 4.3.4 we defined an STFT simply as a matrix (of certain dimen
sions) consisting of complex numbers. This means that all additions and multiplications are 
in fact simply carried out between complex numbers and the result will again be a matrix 
consisting of complex numbers. Therefore, it is clear that all other conditions are trivially 
met . 

Next, we want to prove that the set of valid STFTs can be consisdered as a real linear space. 
Remember that we redefined the STFT as a matrix containing pairs of real numbers (being 
the real and imaginary part of the respective element) . The same conditions must be met , 
with the difference that only a multiplication by real numbers is defined. 
In section 2.1 the STFT was introduced as: 

00 

Xn(eiwk) = L w(nS - m):c(m)e-iwkm (B .l) 
m=-oo 

The reader can use this equation to verify that the STFT is indeed a linear operation, and 
so all conditions are met. 
Swnming two STFTs corresponds to swnming their respective time signals, so the result 
will again be a valid STFT, having the sum of the two time signals as it's time signal. 
Multiplying an STFT by a real number corresponds to multiplying the related time signal 
with the same real number . 
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The zero-element is the valid STFT associated with the zero signal, which is the STFT 
consisting of only zeros. 
So all conditions are met, and Vv is indeed a real linear space. 
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