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1. Introduction

1 Introduction

In scientific research, computer models are widely used to simulate physical experiments. The
reason is that it can be very expensive or even impossible to perform physical experiments. For
example, the weather forecast and climate prediction are based on computer models, because
physical experiments may be impossible [3]. Although computer experiments are easier to
perform over a wider range of variables, computer experiments can be time-consuming as
well. Therefore, the number of computer experiments (an execution of the computer code for
a particular choice of input variables) that can be performed is often limited.

A common goal of a computer model is global optimization. One field where optimization
problems appear regularly is networking. An example can be found in [7]. The input and
output of a computer model can be of different types, but in this project, the assumption is
made that the computer model represents a scalar function, for which both the input and
output are real-valued. In the case of global optimization, the problem is to find a good
estimate of the global minimum or maximum of the underlying function (that is: finding a
combination of input variables which minimizes or maximizes the output) without performing
too many experiments.

In this report, an algorithm will be described which can be used to approximate the global
minimum (or maximum) of an unknown function for which it is very expensive to perform
function evaluations. Because the number of function evaluations which can be performed
is limited, it is desirable to choose the design for these function evaluations efficiently, such
that a good prediction can be made for the function values at untried inputs and the global
minimum can be estimated accurately.

The unknown function is assumed to be deterministic, that is, the same input always gives
the same output. This is often true for computer experiments, given that no randomness is
included in the computer code. It is not true for physical experiments, because these exper-
iments often include random noise (for example measurement errors). Therefore, the results
of this report are particularly interesting for deterministic computer codes. The structure of
the report will be as follows:

• In Chapter 2, some notation will be explained which will be used throughout the report.

• In Chapter 3, it will be explained how the output of a deterministic function can be
modeled as a stochastic process and how this can be used to find new points for which
function evaluation may help to improve the estimate of the minimum.

• In Chapter 4, it will be explained how the stochastic process model can be validated
using leave-one-out cross-validation.

• In Chapter 5, a clustering method, K-means++, will be introduced which can be used
to choose the initial points for function evaluation.

• In Chapter 6, the results from the previous chapters will be used to derive the EGO-
algorithm, introduced by Jones et al [6]. This algorithm can be used to estimate the
global minimum of the unknown function.

• In Chapter 7, the efficiency of the algorithm is tested for several test functions in one
and two dimensions using MATLAB.
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2. Notation

2 Notation

First, some notation will be explained which will be used in the report.

Vectors and matrices

• A non-transposed vector is always assumed to be a column vector.

• If v is a vector, then its transpose is denoted by vT .

• If A is a matrix, then its transpose is denoted by AT .

• If the inverse of a matrix A exists, then it is denoted by A−1.

• In is the n× n identity matrix.

Normal distribution

If X ∼ N (µ, σ2), then X is a normal random variable with mean µ and variance σ2.

The standard normal cumulative distribution will be denoted by Φ: ifX ∼ N (0, 1), then

Φ(x) = P(X ≤ x) =
1

2

(
erf(

x√
2

) + 1

)
,

with erf the error function:

erf(x) =
2√
π

∫ x

0
e−t

2
dt.

The standard normal probability density function (with µ = 0 and σ2 = 1) will be denoted
by φ(x), so

φ(x) = Φ′(x) =
1√
2π
e−

x2

2 .

Multivariate normal distribution

The normal distribution can be extended to more dimensions: If Y = (Y1, Y2, . . . , Yn)T is a
vector of random variables, then we write Y ∼ N (µ,Σ) if Y follows a multivariate normal
distribution with mean µ and covariance matrix Σ, where

µ = (µ1, µ2, . . . , µn)T = (E(Y1), E(Y2), . . . , E(Yn))T ,

Σij =

{
Var(Yi) if i = j

Cov(Yi, Yj) else.

Each Yi is normally distributed with mean µi and variance Σii. If Yi and Yj are independent,
then Σij = Σji = 0. If all Yi are pairwise independent, then Σ is a diagonal matrix.

The same notation is used for both the normal distribution and the multivariate normal
distribution. A multivariate normal distribution can be recognized by a capital letter for the
covariance matrix. Also, it will be clear from the context which distribution is used.
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3. The stochastic process model

3 The stochastic process model

In this chapter, it will be explained how the output of a deterministic function can be modeled
as a stochastic process. This stochastic process model will then be used to predict the function
values of unsampled points. Together with a prediction of the output value, we also get
a confidence interval for each point, which is a measure for the uncertainty in prediction.
Based on the predicted function value and the uncertainty in prediction, new points can
be found for which function evaluation will be useful to improve the estimate of the global
minimum/maximum.

3.1 Motivation for the stochastic process model

In the stochastic process model, it is assumed that we have a deterministic real-valued scalar
function y of k variables in a domain Ω ⊂ Rk. The domain Ω can be seen as the experimental
region or as the domain in which we want to minimize the function. So

y : Ω ⊂ Rk → R, (x1, x2, . . . , xk)
T 7→ y(x1, x2, . . . , xk) ∈ R.

Furthermore it is assumed that the function is unknown and that we have n points for which
the function value is evaluated. These n points are the sampled points. In Chapter 5, it
will be described how these initial points can be chosen efficiently, but for now we assume
we have n initial points and their function values. Let ai be the ith sampled point, so
ai = (ai1, a

i
2, . . . , a

i
k)
T and let y(ai) be the evaluated function value of the sampled point ai.

Then ya = (y(a1), y(a2), . . . , y(an))T is the vector of evaluated function values. An example
of the situation in 1 dimension is sketched in Figure 1.

Figure 1: Sketch of the described situation for a 1-dimensional function. The crosses indicate
the sampled points.

One way to estimate the unknown function values is to use regression. Although it will turn
out that regression is not a good method to estimate function values in this case, it will be
a good way to introduce the stochastic process model. If regression is used, it is assumed
that we have a function of the form y(x) =

∑m
j=1 βjfj(x), where fj(x) : Ω→ R are functions

which can be linear or nonlinear and β1, β2, . . . , βm are the coefficients to be determined.
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3. The stochastic process model

A problem could be the choice of the regression functions if there is no knowledge about
the function y(x), but for now we assume we have m regression functions. The data is then
assumed to be generated from the following model:

y(ai) =

m∑
j=1

βjfj(a
i) + εi. (1)

Here, εi is the error term at the point ai. In matrix notation, we can rewrite (1) as

ya = Faβ + ε. (2)

where

Fa =


f(a1)
f(a2)

...
f(an)

 =


f1(a

1) f2(a
1) . . . fm(a1)

f1(a
2) f2(a

2) . . . fm(a2)
...

...
. . .

...
f1(a

n) f2(a
n) . . . fm(an)

 , β =


β1
β2
...
βm

 and ε =


ε1

ε2

...
εn

 .

The error terms are assumed to be stochastic with E[εi] = 0, or equivalently:

E[y(ai)] =

m∑
j=1

βjfj(a
i).

The error terms in regression are also assumed to be independent and normally distributed
with variance σ2. So εi ∼ N (0, σ2), and as a result:

y(ai) ∼ N

 m∑
j=1

βjfj(a
i), σ2

 .

With this specification of the error terms, we can rewrite (2) again as:

ya ∼ N (Faβ, σ
2In). (3)

Under the assumption of independent and normally distributed error terms, the regression
parameters βj for j = 1, 2, . . . ,m can be determined by solving the least-squares problem (2),
provided that there are enough sampled points. Otherwise, there may be multiple solutions
which all fit perfectly (which means that the error terms are all zero). Using the least-squares
parameters βj , we have a predictor of the function value of all x ∈ Ω:

ŷ(x) =
m∑
j=1

βjfj(x).

Note that the predicted function value at x is denoted as ŷ(x). With this notation a distinction
is made between the predicted function value and the actual function value, which is unknown
for the unsampled points. In general, ŷ(x) 6= y(x), because for most functions, the set of
regression terms will be incomplete.
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3. The stochastic process model

There are some problems with applying regression to output of a deterministic computer
code. First of all, when a regression model is applied to the data, this model will generally
not interpolate the data unless there are as many coefficients as data observations. Usually
there will be much more data than coefficients which makes it impossible to interpolate the
data using regression. This means that, in general, ŷ(ai) 6= y(ai) for the sampled points.
Since the function is deterministic, a model which correctly predicts the function values of
the sampled points is desirable. For example, the graph of the predicted function ŷ(x) should
go through all the crosses in Figure 1. Secondly, what should we choose for the functions fj? If
functions are known which would fit very well, there is no need to develop a complex computer
code. Finally, the assumption of independent errors is wrong. To understand that the error
terms are not independent, it is important to understand where the errors come from. The
errors can not be a result of measurement errors or random noise, because the computer code
is deterministic. Instead, the errors are modeling errors, which means that the appearance of
errors is a result of an incomplete set of regression terms. Therefore, the assumption that the
errors are independent is wrong. To see this, we define the error function

ε(x) = y(x)− ŷ(x) = y(x)−
∑
j

βjfj(x).

If y(x) and fj(x) are continuous for all j, the error function is the difference of two continuous
functions and therefore also continuous. Note that εi = y(ai) −

∑
j βj fj(a

i) = ε(ai), so the

error terms at the sampled point come from a continuous function. This means that if ai and
aj are close together, the error terms will also be close together and if ai and aj are far away,
the error terms can differ a lot. In conclusion, there is some correlation between each pair of
error terms ε(ai) and ε(aj), which depends on the distance between ai and aj .

Different arguments are given why we should not use regression to predict function values.
Instead, in Section 3.3, a predictor will be derived which does not focus on the regression
functions, but on the error terms. This predictor is based on the stochastic process model,
which will be introduced in the next section.

3.2 The stochastic process model

Instead of assuming that the error terms are independent and identically distributed, we now
assume that there is correlation between the error terms. This can be done by a small change
to model (3):

ya ∼ N (Faβ, Σ). (4)

All error terms still satisfy ε(ai) ∼ N (0, σ2) which implies that all diagonal elements of Σ
are still equal to σ2. However, we now assume that the error terms are dependent. Therefore
Σ 6= σ2In, but Σ has positive numbers on its non-diagonal elements as well. To define the
non-diagonal elements of Σ, we need to specify how the error terms are correlated. The
correlation between two stochastic variables X and Y is given by

Cor(X, Y ) =
Cov(X, Y )√

Var(X)
√

Var(Y )
. (5)
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3. The stochastic process model

A property of the correlation coefficient is that |Cor(X, Y )| ≤ 1. Using (5), we find that

Cov(ε(ai), ε(aj)) = Cor(ε(ai), ε(aj))
√

Var(ε(ai))
√

Var(ε(aj)) = σ2Cor(ε(ai), ε(aj)).

With this relation between the covariance and correlation coefficient, we can define the cor-
relation matrix R:

R =
1

σ2
Σ =


1 Cor(ε(a1), ε(a2)) · · · Cor(ε(a1), ε(an))

Cor(ε(a2), ε(a1)) 1 · · · Cor(ε(a2), ε(an))
...

...
. . .

...
Cor(ε(an), ε(a1)) Cor(ε(an), ε(a2)) · · · 1

 .

Note the difference between Σ and R: Σ is the covariance matrix and the R is the correlation
matrix. Also note the close relation between those two:

Σ = σ2R. (6)

If σ is known and we want to define the elements of Σ, then by (6), it suffices to specify the
correlation between the error terms. We will use a correlation function, described by Jones
et al [6], which is based on a distance function d(ai, aj). It is defined as:

Cor(ε(ai), ε(aj)) = e−d(a
i, aj). (7)

Since d is a distance function, we have d(ai, ai) = 0 and as a result Cor(ε(ai), ε(ai)) = 1, as
required. Also 0 ≤ Cor(ε(ai), ε(aj)) ≤ 1 and the greater the distance between two points, the
lower the correlation.

The last step is to specify the distance function. Jones et al [6] use the following distance
function (in which k is the number of dimensions):

d(ai, aj) =
k∑

h=1

θh|aih − a
j
h|
ph (θh ≥ 0, ph ∈ [1, 2]). (8)

For each variable h we have to choose two parameters: θh and ph. The parameters θh give
different weights to each variable. In this way, one variable can be made more important
for the correlation than the other ones. As can be easily seen from formulas (7) and (8),
the higher the value of θh, the less the hth variable contributes to the correlation between
two fixed points. This means that if θh is high, even a small change in the hth coordinate
vector may imply a large difference in the function value. The parameter ph (which is a
number between 1 and 2) represents the smoothness of the correlation function in the hth
coordinate, where ph = 2 corresponds to a smooth function. Namely, if ph = 2 for all h,
the absolute value sign in the distance function can be removed which makes the correlation
function differentiable.

However, finding the best correlation parameters is difficult. For the functions considered
here, we will choose θh = 1

2 and ph = 2 for all h, so that all variables are equally important
and the correlation function is smooth.

Now we have solved the problem of dependent error terms in model (4) by no longer requiring
that Σ = σ2In, but also admitting correlation between the error terms of different points.
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3. The stochastic process model

A second problem which has been mentioned before is the choice of regression functions fj ,
but there is no need to worry about this. Jones et al [6] mention that using correlation of
the error terms as described above is so powerful, that there is no need for more than one
regression term. In the stochastic process model, there is only a constant term as a regression
function. This results in the following model:

ya ∼ N (µ, Σ), (9)

where µ = (µ, µ, . . . , µ)T is an n-vector with all entries equal to µ. Componentwise:

y(ai) = µ+ ε(ai),

where ε(ai) ∼ N (0, σ2) and the error terms are correlated as described in (7) and (8). Model
(9) is just a special case of model (4), with F = (1, 1, . . . , 1)T and β = µ. Taking everything
together, we have the following model which we will call the stochastic process model:

ya ∼ N (µ,Σ),

Σ = σ2R = σ2


1 Cor(ε(a1), ε(a2)) · · · Cor(ε(a1), ε(an)

Cor(ε(a2), ε(a1)) 1 · · · Cor(ε(a2), ε(an))
...

...
. . .

...
Cor(ε(an), ε(a1)) Cor(ε(an), ε(a2)) · · · 1

 ,

Cor(ε(ai), ε(aj)) = exp

(
−

k∑
h=1

1

2

(
aih − a

j
h

)2)
.

(10)

The term stochastic process model comes from the error term ε(x), which is a stochastic
process. This model focuses entirely on the error terms and is the model that will be used
from now on in this report.

Before this model can be used to predict function values, we have to estimate the parameters
µ and σ2. This can be done using maximum likelihood estimation. If |R| is the determinant
of R, the likelihood function of (9) is given by:

fY(µ, σ2)(ya) =
1

√
2πσ2n|R|

1
2

exp

(
−(ya − µ)TR−1(ya − µ)

2σ2

)
. (11)

Here, and in other expressions involving R−1, it is assumed that R is invertible. A proof
that (11) is the likelihood function of a multivariate normal distribution with mean µ and
covariance matrix Σ = σ2R can be found in [2]. We can estimate µ and σ2 by their maximum
likelihood estimators. Therefore we define the log-likelihood function by:

L(µ, σ2, ya) = log(fY(µ, σ2)(ya)) = −1

2
log(2πσ2n|R|)− (ya − µ)TR−1(ya − µ)

2σ2
.

Since log(x) is a monotonically increasing function, maximizing L(µ, σ2, ya) will give the
same values for µ and σ2 as we would get for maximizing fY(µ, σ2)(ya). In what follows, we

will use the notation 1 = (1, 1, . . . , 1)T , an n-vector of ones. Now, define the score function

8



3. The stochastic process model

by

L̄(µ, σ2, ya) =

(
∂

∂µ
L(µ, σ2, ya),

∂

∂σ2
L(µ, σ2, ya)

)
=

(
−1TR−1ya − yTa R−11 + 2µ1TR−11

2σ2
,− n

2σ2
+

(ya − µ)TR−1(ya − µ)

2σ4

)
∗
=

(
−1TR−1ya + µ1TR−11

σ2
,− n

2σ2
+

(ya − µ)TR−1(ya − µ)

2σ4

)
.

In (
∗
=), it is used that 1TR−1ya is a scalar, hence 1TR−1ya = (1TR−1ya)

T = yTa R
−11. The

maximum likelihood estimators are found by setting the score function equal to zero. For the
first component this gives:

−1TR−1ya + µ1TR−11 = 0⇒ µ =
1TR−1ya
1TR−11

.

The second component gives:

− n

2σ2
+

(ya − µ)TR−1(ya − µ)

2σ4
= 0⇒ σ2 =

(ya − µ)TR−1(ya − µ)

n
.

So the maximum likelihood estimators µ̂ of µ and σ̂2 of σ2 are given by:

µ̂ =
1TR−1ya
1TR−11

,

σ̂2 =
(ya − µ)TR−1(ya − µ)

n
.

These parameters describe the estimated behaviour of the function y(x). Using the stochastic
process model with the estimated parameters, we have a statistical basis for prediction of
function values together with a measure of uncertainty.

3.3 Prediction of output values

Now it will be explained how the stochastic process model (10) can be used to predict function
values. In the stochastic process model, the deterministic function y(x) is treated as a random
variable: y(x) = µ + ε(x), with E[ε(x)] = 0 and Var[ε(x)] = σ2, where σ2 is the same for all
x ∈ Ω. We have n points for which the function value is evaluated. The correlation between
the error term at x and the error term at the sampled point aj is given by:

Cor(ε(x), ε(aj)) = exp

(
−

k∑
h=1

1

2
(xh − ajh)2

)
.

Based on this model, we will make predictions ŷ(x) of y(x). There are different ways to do
this. For example, a naive predictor would be: ŷ(x) = µ̂. This predictor only focuses on
the regression parameter and not on the error terms. As mentioned, the stochastic process
model focuses on the error terms and not on the regression terms. This means that a good
predictor should be based on the correlation between the error terms. If x is very close to ai

for some i, then we should have ŷ(x) ≈ y(ai). In particular, we should have ŷ(ai) = y(ai) for

9



3. The stochastic process model

all i. The Best Linear Unbiased Predictor (BLUP), which will be derived in Section 3.3.1,
is a weighted average of the function values of the sampled points which has the properties
described above. A weighted average means in this case that the function values of sampled
points near x weigh more heavily in determining ŷ(x) than function values of sampled points
far away from x.

3.3.1 Best Linear Unbiased Predictor

First the definition of the BLUP will be given:

Definition 1 The BLUP ŷ(x) of y(x) is the predictor which satisfies:

1. ŷ(x) is an unbiased predictor of y(x), that is: E[ŷ(x)] = E[y(x)]

2. ŷ(x) is a linear predictor, which means that it is linear in ya : ŷ(x) = cT (x)ya

3. ŷ(x) is chosen such that MSE[ŷ(x)] is minimized, where MSE[ŷ(x)] = E[(ŷ(x)−y(x))2].

As an example, the predictor ŷ(x) = µ̂ satisfies the first two requirements, but it will be
shown that there exists another predictor which satisfies the first two requirements and has
a lower MSE.

The definition of the BLUP may not be very intuitive, but it does have an intuitive property.
Jones et al [6] mention that it can be shown that the BLUP ŷ(x) is the estimator of y(x)
which maximizes the likelihood (11) if this likelihood would be computed again with the point
x included.

The derivation of the BLUP is quite elaborated and can be found in appendix A. This
derivation follows the same structure as the proof given in the article of Sacks et al [8] and
the proof given by Gatrell and Bailey [5]. However, Sacks et al [8] give a derivation for the
Best Linear Unbiased Predictor (BLUP) of y(x) for the more general model (4) with several
regression functions which gives the same result if we would substitute the constant regression
function. Here, the formula for the BLUP will be given as a theorem:

Theorem 1 The BLUP ŷ(x) of y(x)is given by ŷ(x) = µ̂+ rT (x)R−1(ya − µ̂).

Here, r(x) is defined by r(x) =
(
Cor(ε(a1), ε(x)), Cor(ε(a2), ε(x)), . . . , Cor(ε(an), ε(x)

)T
. µ̂

is a n-vector with all entries equal to µ̂. The first term in the BLUP is the maximum likelihood
estimator µ̂ of µ. The second term in the BLUP can be seen as the ’estimated error from the
estimated mean term’, based on the correlation between the error term at x and the error
terms at the sampled points. Also note that µ̂, R−1 and ya − µ̂ consist of constants and the
only x-dependency is in the term r(x). It can be checked that the BLUP has some desired
properties:

• The sampled points are correctly predicted:

ŷ(ai) = µ̂+ rT (ai)R−1(ya − µ̂) = µ̂+ (R−1r(ai))T (ya − µ̂)

= µ̂+ (ei)
T (ya − µ̂) = µ̂+ y(ai)− µ̂ = y(ai).

Here, ei is the ith unit vector. It is used that R and R−1 are symmetric and that r(ai)
is the ith column of R.

10



3. The stochastic process model

• If there is no correlation between the error terms (so Σ = σ2In), then we should expect
that the estimated error term is zero for unsampled points because the error terms of
the sampled points give no information for the error term at x. Using that R = In, r(x)
is the zero vector for unsampled points and r(ai) = ei we find indeed ŷ(x) = µ̂ for the
unsampled points and ŷ(ai) = y(ai) for the sampled points. The discontinuity in the
predicted function is a result of the discontinuity of the correlation function, which is
either 0 or 1.

• If x is far away from the sampled points, we should also expect that ŷ(x) ≈ µ̂ for the
unsampled points. This is indeed the case. We have r(x) ≈ 0 and therefore ŷ(x) ≈ µ̂.

3.3.2 Errors in prediction

Now we have a predictor ŷ(x) of y(x). However, this predictor will not be accurate for all
x ∈ Ω. To measure the uncertainty in prediction, the mean-squared error can be used, which
is defined as MSE[ŷ(x)] = E[(ŷ(x) − y(x))2]. Instead of writing MSE[ŷ(x)], we will write
s2(x). In Appendix B, the following expression for the MSE is derived:

s2(x) = σ2
(

1− rT (x)R−1r(x) +
(1− 1TR−1r(x))2

1TR−11

)
. (12)

Instead of working with s2(x), it will sometimes be more convenient to work with s(x) =√
s2(x). In that case, we speak about the standard error. The problem with the above

expression for s2(x) is that σ2 is not known. We only know the maximum likelihood estimator
σ̂2. Therefore, σ̂2 will be used in (12). Because of this, the actual error at x can be somewhat
bigger or smaller than the error given by s2(x).

The equation for s2(x) can again be validated by checking for some special cases:

• For the sampled points, we have

s2(ai) = σ2
(

1− rT (ai)R−1r(ai) +
(1− 1TR−1r(ai))2

1TR−11

)
= σ2

(
1− rT (ai)ei +

(1− 1T ei)
2

1TR−11

)
= σ2

(
1− Cor(ε(ai), ε(ai)) +

(1− 1)2

1TR−11

)
= σ2 (1− 1 + 0) = 0.

So the standard error at the sampled points is 0. This is also what should be expected,
since it is proved that ŷ(ai) = y(ai).

• If there is no correlation (so R = In), then for the unsampled points

s2(x) = σ2
(

1 +
1

n

)
= σ2

(
n+ 1

n

)
.

As can be seen, the MSE is somewhat bigger than σ2 for the unsampled points. This
is because µ is estimated from the data, which gives more uncertainty than when µ is
known. If the number of sampled points grows, the uncertainty in our estimation of µ
goes to zero and we can indeed see that the MSE converges to σ2 if n→∞.
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3. The stochastic process model

The MSE can be used to construct confidence intervals. Jones et al [6] mention that if the
model is correct, we are 99.7% sure that if we choose an arbitrary x ∈ Ω, it holds that:

y(x) ∈ [ŷ(x)− 3s(x), ŷ(x) + 3s(x)].

Of course this will be too optimistic because the estimated parameters will contain some
errors, but it will be useful in the validation of the model (see Chapter 4).

To get a better understanding of what is happening, consider the plots in Figure 2 for the
1-dimensional function y(x) = 1

5(x + 4.8)(x + 2.5)(x − 4.3) cos(x) for x ∈ [−5, 5]. In Figure
2a, y(x) is plotted in blue, while the BLUP ŷ(x) is plotted in orange. The crosses indicate
the sampled points (the points for which we know the function value). It can be seen that the
sampled points are indeed correctly predicted. It can also be seen that the sampled points are
located towards the edges and there are no sampled points near the middle where the minimum
is located. The prediction is therefore most accurate near the edges and less accurate near
the minimum. This difference in accuracy is confirmed in Figure 2b, where the BLUP is again
plotted in orange, but now together with the standard error s(x) in purple. The standard error
is indeed the largest near the middle of the interval and is almost zero near the edges. The
standard error for the sampled points is zero. In Figure 2c, y(x) and ŷ(x) are drawn together
with the 99.7% confidence intervals. Here, we have indeed y(x) ∈ [ŷ(x)−3s(x), ŷ(x)+3s(x)],
but this is not always the case.

3.4 Expected improvement

Now we have a predictor ŷ(x) of y(x) and a measure of uncertainty in prediction s2(x), but
we want to find the global minimum of the unknown function y(x) without performing too
many function evaluations. The BLUP ŷ(x) could be used to find the minimum. However,
there is some uncertainty in the prediction, especially for points which are far away from the
sampled points. Consider the situation in Figure 2. If we would use the BLUP to find the
minimum, this estimate would be way too large. This is because the standard error near the
actual minimum is very high, so the prediction is inaccurate near that point. Therefore more
points should be sampled in this region. In general, more function evaluations are needed to
give a sufficient estimate of the minimum. In this section, it is supposed that we want one
extra point to evaluate the function value. This new point should be a point where we expect
that the function value may be lower than those of the already sampled points. The functions
ŷ(x) and s2(x) together will be useful in finding such a point.

One way to find a new point, is to use the BLUP ŷ(x). The new point x is then the point
x ∈ Ω where ŷ(x) is minimized. If this method would be applied for the example in Figure 2,
we would sample a point near the local minimum at the left. If this process would be iterated
by calculating the BLUP in each iteration with the new point found in the previous iteration
included in the sampled points, we would only sample points near the local minimum. The
problem with this method is that it does not use the uncertainty in prediction. At a point
where the uncertainty is high, the actual function value may be much lower than the predicted
function value. In the example in Figures 2a and 2b, the minimum is indeed located at a
point where s2(x) is approximately maximized. However, if we would sample the point where
s2(x) is maximized, then we will never sample points in a region where already many sampled
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3. The stochastic process model

(a) Graph of y(x) and the BLUP ŷ(x).

(b) Graph of ŷ(x) and the standard error s(x).

(c) 99.7% confidence intervals, a combination of the above plots.

Figure 2: Illustration of the BLUP, MSE and confidence intervals.
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3. The stochastic process model

points are, while this can be the place where the minimum is located. In conclusion, both
ŷ(x) and s2(x) have to be used to find a balance between global and local search.

Jones et al [6] use a method in which another function is maximized: the expected improve-
ment of the minimum. This function is based on both ŷ(x) and s2(x). To calculate the
expected improvement, the output y(x) is modeled as a normal random variable Y (x) with
mean ŷ(x) and standard deviation s2(x):

Y (x) ∼ N (ŷ(x), s2(x)). (13)

If fmin = min(y(a1), . . . , y(an)) is the current minimum function value and s2(x) 6= 0, then
there is a possibility that the function value at x is lower than fmin. This probability can
be calculated using (13). For this and what follows it is necessary to look at the cumulative
density function FY (x)(z) and probability density function fY (x)(z) of Y (x). Y (x) is related
to the standard normal distribution in the following way:

Y (x) ∼ N (ŷ(x), s2(x))⇒ Y (x)− ŷ(x)

s(x)
∼ N (0, 1).

For this purpose we define

g(x) =
Y (x)− ŷ(x)

s(x)
(s(x) 6= 0).

The cumulative and probability density function can now be calculated as follows:

FY (x)(z) = P [Y (x) ≤ z] = P
[
g(x) ≤ z − ŷ(x)

s(x)

]
= Φ

(
z − ŷ(x)

s(x)

)
,

fY (x)(z) =
dFY (x)(z)

dz
=

1

s(x)
φ

(
z − ŷ(x)

s(x)

)
.

With the cumulative density function of Y (x), the probability that Y (x) is lower than fmin

can been calculated easily:

P[Y (x) ≤ fmin] = FY (x)(fmin) = Φ

(
fmin − ŷ(x)

s(x)

)
.

We could choose the new point as the point where this probability is maximized, but we can
do better by not maximizing this probability function, but the expected improvement of the
minimum. This method does not only take into account the probability that the minimum is
improved but also how much it is improved. Let I(x) denote the improvement at the point
x, which is always greater than or equal to zero:

I(x) = max(fmin − Y (x), 0).

The improvement I(x) is again a random variable, because it is a function of the random
variable Y (x). Actually, we are interested in the quantity max(fmin − y(x), 0). There is
no randomness included in this quantity because y(x) is fixed. We only do not know y(x).
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3. The stochastic process model

Therefore y(x) is modeled as a normal random variable Y (x) based on the BLUP ŷ(x) and
the MSE s2(x). In this way, we can calculate the expected improvement E[I(x)]:

E[I(x)] = E[max(fmin − Y (x), 0)] =

∫ ∞
−∞

max(fmin − z, 0)fY (x)(z)dz

=

∫ fmin

−∞
(fmin − z)fY (x)(z)dz =

∫ fmin

−∞

fmin − z
s(x)

φ

(
z − ŷ(x)

s(x)

)
dz

∗
=

∫ w

−∞
(fmin − us(x)− ŷ(x))φ(u)du

= (fmin − ŷ(x))

∫ w

−∞
φ(u)du− s(x)

∫ w

−∞
uφ(u)du

= (fmin − ŷ(x))Φ(w)− s(x)√
2π

∫ w

−∞
ue−

u2

2 du = (fmin − ŷ(x))Φ(w) +
s(x)√

2π
e−

u2

2

∣∣∣∣w
−∞

= (fmin − ŷ(x))Φ(w) + s(x)
1√
2π
e−

w2

2 = (fmin − ŷ(x))Φ(w) + s(x)φ(w)

= (fmin − ŷ(x))Φ

(
fmin − ŷ(x)

s(x)

)
+ s(x)φ

(
fmin − ŷ(x)

s(x)

)
.

In (
∗
=), a substitution of variables is made: u = z−ŷ(x)

s(x) . Consequently, dz = s(x)du and

w = fmin−ŷ(x)
s(x) . In conclusion, we have found that

E[I(x)] = (fmin − ŷ(x))Φ

(
fmin − ŷ(x)

s(x)

)
+ s(x)φ

(
fmin − ŷ(x)

s(x)

)
.

If the expected improvement would be calculated for the example in Figure 2, then we would
get the function which is plotted in green in Figure 3. It can be seen that the expected
improvement is zero at the sampled points. Also, the expected improvement increases when
the MSE is large. For example, the predicted function value near the middle is larger than
the predicted function value near the left, but the expected improvement is larger near the
middle, because the uncertainty is larger. The expected improvement is also large at points
where the predicted function value ŷ(x) is low, as can be seen at the right.

If we want to find a new point for function evaluation, then we choose the point where the
expected improvement E[I(x)] is maximized. In the example in Figure 3, the new point would
be located at the right. If the function value would be evaluated for this new point and we
would calculate the BLUP and MSE again with the new point included in the sampled points,
we would get the expected improvement function in Figure 4. Now, the expected improvement
function is maximized near the middle, so the next sampling point would be located near the
middle. In this example, it can be seen that maximizing expected improvement can give
points where ŷ(x) is low (in Figure 3) and where s2(x) is large (in Figure 4). Executing this
method a number of times by consecutively finding a new sampling point where the expected
improvement is maximized forms the basis of the EGO-algorithm described in Chapter 6. If
this method would be executed five times for the case in the example, it can be seen in Figure
5 that the predicted function ŷ(x) and the real function y(x) almost coincide.
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3. The stochastic process model

Figure 3: ŷ(x) and E[I(x)].

Figure 4: ŷ(x) and E[I(x)] with the new sampled point included.

Figure 5: y(x) and ŷ(x) after finding 5 new sampling points using maximizing expected
improvement.
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4 Validation of the stochastic process model

Before the stochastic process model can be used to estimate the global minimum, it is impor-
tant to know whether the stochastic process model is a good model for the unknown function.
If the estimated parameters µ̂ and σ̂2 differ a lot from µ and σ2, the BLUP and MSE will
not be very accurate. An efficient way to validate the model without sampling extra points
is using leave-one-out cross-validation, described by Jones et al [6].

Suppose we have n sampled points. The BLUP and standard error are calculated again, but
now with n − 1 initial points. This means that one sampled point is left out of the initial
points, say point ai. The BLUP and standard error will then be somewhat different. Let
ŷi(x) be the BLUP of y(x), where the point ai is left out of the initial points and s2i (x)
the corresponding standard error. We can use this predictor to predict the function value
at ai. To do this, we need to calculate ŷi(a

i). This value can be compared with the true
function value y(ai) which is known. If the model is correct, then with probability 99.7%
y(ai) ∈ [ŷi(a

i)− 3 · si(ai), ŷi(ai) + 3 · si(ai)], or equivalently

y(ai)− ŷi(ai)
si(ai)

∈ [−3, 3]. (14)

The expression in (14) is known as the standardized cross-validated residual. Since we know
y(ai) we can test whether the true function value is indeed contained in this interval. This
procedure can be repeated for all n points, so we get n standardized cross-validated residuals.
The model can be validated by testing whether these values all are contained in the interval
[−3, 3]. If there are several points for which this is not true, the model may be inaccurate
and we should doubt the results obtained from te model.

5 Choosing the initial design

In the previous chapters, it was assumed that n initial points are given. Based on these points,
we could predict the function value at untried inputs using the BLUP and find new points
for function evaluation using maximizing expected improvement. In this chapter, the main
question is how we should choose the initial points efficiently. From now on, it is assumed that
the experimental region Ω is some closed hypercube in Rk. It is also assumed that we want
to have n initial points. It is desirable to choose these n points such that the function value
at untried inputs is predicted well. For example, it will not be effective to perform function
evaluations on two points which are very close to each other. Intuitively, it would be a good
idea to divide the initial points uniformly over the hypercube such that the entire hypercube
is represented. In one dimension, it is assumed that Ω = [a, b] for some a, b ∈ R. Then we
could divide the interval into n + 1 equal subintervals if the ith initial point is a + i b−an+1 .
However, this approach will lead to an ill-conditioned correlation matrix. In two dimensions,
it already becomes more difficult to find good initial points such that they represent the entire
hypercube. Some possible design criteria are discussed by Sacks et al [8]. Here, the initial
design will be chosen by performing K-means clustering on thousand random points in Ω.
An elaborate discussion of K-means clustering can be found in [9]. A summary of the most
important concepts for the purpose of this report will be given.
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5. Choosing the initial design

5.1 Cluster analysis

In cluster analysis, data objects have to be divided into groups, named clusters. Each data
object has to be assigned to a cluster and the goal is to find the best clusters such that each
cluster is a good representation of the data objects in that cluster. The objects in one cluster
should be related to each other, more than to the objects in other clusters. Cluster analysis
plays an important role in different fields such as biology, statistics and machine learning.
The objects which have to be divided into clusters can be of different types. There are also
different clustering techniques. One of the most popular techniques is K-means, which will
be used here.

5.2 The K-means algorithm

K-means is a specific type of clustering. It is a prototype-based clustering technique, which
means that each cluster is represented by one prototype. An object is assigned to the cluster
which belongs to the most similar prototype. For K-means, a prototype is the centroid, which
is usually the mean of the cluster objects. This is generally not a data point itself. K-means
is also a partitional clustering technique, which simply means that the set of data objects is
divided into a number of non-overlapping clusters and each point is assigned to one cluster.
K-means produces K clusters and therefore also K prototypes.

Here, the data objects are points in Ω ∈ Rk. The centroid of a cluster is then the mean of the
points in that cluster, which is generally not a data point itself. The distance of a point to a
centroid is the Euclidean distance. A point is assigned to the cluster for which the distance
to the centroid of that cluster is minimized. The goal of K-means clustering in this case is to
find K cluster centroids, such that the sum of the squared distances from each point to its
closest centroid is minimized. Consider the example for two dimensions in Figure 6. Three
natural clusters can be seen here. However, if four or more clusters have to be formed, it is
not clear to which cluster each point has to be assigned.

Figure 6: Three natural clusters.
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5. Choosing the initial design

The optimal cluster centroids can be estimated using the basic K-means algorithm described
by Tan et al [9]:

1. Select k points as initial centroids.

2. While centroids do change:

3. Assign each point to the cluster with the closest centroid.

4. Recompute the centroid of each cluster.

5. end

The last step can be made somewhat weaker by requiring that for example 1% of the centroids
do not change. In general, a distance function has to be defined to assign a point to its closest
centroid. The centroid is determined by the distance function and goal of the clustering. As
mentioned, the distance function used here is the Euclidean distance and the centroid is the
mean of the points in the cluster belonging to the centroid. Using this distance function and
definition of centroid, K-means always converges to a solution (which may not be the optimal
solution) [9].

To perform the K-means algorithm, K initial centroids have to be chosen. If they are poorly
chosen, the optimal clustering may not be found. Random initialization can lead to poor
clusters. For example, the clustering found may only be a local minimum. Random initializa-
tion can lead to different clusterings if it is performed a number of times. As the number of
clusters increases, it is less likely that the optimal clustering will be found. Different methods
can be used to choose the initial centroids. Here, K-means++ will be used.

5.3 K-means++

K-means++ [1] is a variant of the K-means algorithm. The only difference with standard
K-means is how the initial centroids are chosen. As mentioned, randomly chosen initial
centroids can lead to poor clusterings. K-means++ uses a different approach to choose the
initial centroids. The first initial centroid is a random data point. The other centroids are
all chosen in the same way: the squared distance from each point to its closest centroid is
computed. A new centroid is then chosen out of the data points, based on this squared
distance. The probability that a particular data point is selected as the next centroid is
proportional to its squared distance to its closest centroid.

Using K-means++ makes it more likely that the centroids are not too close to each other.
Furthermore, Arthur and Vassilvitskii [1] show that K-means++ is faster and more accurate
than K-means.

5.4 Example

As an example, the K-means algorithm is executed on the points in Figure 6. This is done
in MATLAB, where K-means++ is used to choose the initial centroids. In Figure 7a, three
clusters are formed. Points with the same colour belong to the same cluster. The crosses
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(a) Three clusters.

(b) Four clusters.

Figure 7: Creating three and four clusters using K-means++.

indicate the centroids of the clusters. These clusters are indeed the clusters that seem most
natural. In Figure 7b, four clusters are formed. The largest of the three clusters is split into
two new clusters.

5.5 Using K-means for the initial design

In Chapter 7, K-means is used in MATLAB to create n initial points for function evaluation.
To do this, thousand random points in Ω (which we will call data points) will be selected.
K-means will then be used to create n clusters of these points. The centroids of these clusters
are used as the initial points. In this way, we are quite sure that the initial points are well
distributed over the interval/hypercube and two points will not be close to each other. If
we would just select n uniformly distributed points in Ω, then there may be no points at
all in some parts of the interval/hypercube and two points can be very close to each other.
In Chapter 7, other distributions for the data points used for K-means clustering will be
considered as well.
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6 EGO algorithm

In the previous chapters, we have derived all ingredients which are needed to explain the EGO-
algorithm described by Jones et al [6]. This algorithm can be used to estimate the global
minimum of an unknown function for which it is expensive to perform function evaluations.
The setting is still the same as described at the beginning of Chapter 3.1, so y is a deterministic
function: y : Ω ⊂ Rk → R for which we want to find the global minimum on some closed
interval/hypercube. The algorithm which will be used in Chapter 7 is similar to the EGO
algorithm. Only some changes are made, which will be explained below. Still, we will refer
to it as the EGO-algorithm because of the great similarity. This algorithm, as described
below, is implemented in MATLAB and tested on several test functions in Chapter 7. The
EGO-algorithm for estimating the global minimum is summarized below:

1. Select n initial points (usually n ≈ 10k) and evaluate the function values at these points.

2. Find the maximum likelihood estimators µ̂ and σ̂2 for the parameters µ and σ2 in the
stochastic process model. Use these estimated parameters to find the BLUP and the
MSE.

3. Validate the model using leave-one-out cross-validation and continue if the results are
satisfactory.

4. Derive the expected improvement function and find the point for which the expected
improvement function is maximized.

5. If the expected improvement of this point is less than 1% of the current minimum
function value (the minimum function value of the sampled points), stop. Otherwise,
sample where the expected improvement is maximized, add this point to the sampled
points and go back to step 2.

In step 1, K-means will be used on a thousand random points in Ω to find n initial points
which are well-distributed over the interval. Also other distributions of the initial points will
be tested in Chapter 7. Jones et al [6] use a Latin hypercube design which also guarantees
that the initial points are well-distributed and the entire interval is represented.

In step 3, it may not always be clear when the result of the validation is good enough. If there
are several standardized residuals greater than 3 in absolute value, Jones et al [6] mention
that a transformation, such as the log-transformation, on the function can be done and this
can improve the results. This will be used in Chapter 7.

In general, it is difficult to maximize the expected improvement function in step 4. Jones et
al [6] use a branch-and-bound algorithm for this. In this way, they can guarantee that the
maximum is found. Here, the branch-and-bound algorithm will not be used. In Chapter 7, it
will be explained how the expected improvement is maximized in MATLAB.

Step 5 may give some problems, especially when the minimum function value is (almost) zero.
In Chapter 7, it will be explained how this can be solved.
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7 Testing the EGO-algorithm in MATLAB

The EGO-algorithm is implemented in MATLAB for one and two dimensions. The general
case of n dimensions is just an extension of 2 dimensions and will not be considered here.
First, some information will be given on how the algorithm is implemented in MATLAB, which
problems can occur and how these problems can be solved. Then, some explanation will be
given on different ways to choose the initial design. Finally, the algorithm will be tested on
several test functions in one and two dimensions. These functions and their extreme values are
known, so we can test whether the estimated minimum is accurate and how many iterations
are needed. It will be investigated how the distribution of the thousand data points and the
number of initial points influences the accuracy and speed of the algorithm. A table which
summarizes the obtained results can be found at the end of this chapter.

7.1 Implementation in MATLAB

Some explanation will be given on how the algorithm is implemented in MATLAB. In partic-
ular, the differences between the MATLAB-implementation and the theory described in the
previous chapters will be explained.

Numerical stability of the correlation matrix R

MATLAB is a numerical computer program and therefore numerical errors will occur, espe-
cially when we work with the correlation matrix R. The inverse of R, which is assumed to
exist, is used in calculating µ̂, σ̂2, the BLUP ŷ(x) and the MSE s2(x):

µ̂ =
1TR−1ya
1TR−11

,

σ̂2 =
(ya − µ)TR−1(ya − µ)

n
,

ŷ(x) = µ̂+ rT (x)R−1(ya − µ̂),

s2(x) = σ2
(

1− rT (x)R−1r(x) +
(1− 1TR−1r(x))2

1TR−11

)
.

It is numerically preferable to avoid calculating the inverse of a matrix and it can be easily
seen that we do not need R−1 to calculate the above expressions. For example, the term R−1ya
in µ̂ can be calculated by solving Rc = ya. By multiplying both sides with R−1, we have
c = R−1ya. So instead of solving n linear equations to get R−1 and afterwards multiplying
with ya, we only need to solve one linear equation to get R−1ya. This approach will result in
smaller errors. The terms involving R−1 in σ̂2, ŷ(x) and s2(x) are calculated similarly.

Still, we need to solve linear equations involving R and therefore we want the relative errors
in the solution to be small. Errors in the solution of a linear equation can be caused by
measurement errors or rounding errors. The numerical stability of R can be measured by its
condition number. The condition number of a matrix R is defined by

cond(R) = ‖R‖ · ‖R−1‖,
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where ‖.‖ is some induced matrix-norm. It can be shown that if ‖δ(R)‖ and ‖δ(b)‖ are the
absolute errors in R and b respectively, the relative error of x in solving Rx = b satisfies

‖δ(x)‖
‖x‖

≤ cond(R) ·
(
‖δ(R)‖
‖R‖

+
‖δ(b)‖
‖b‖

)
A proof can be found in [4]. For this reason, it is preferable to have the condition number of
R as small as possible. The condition number of R can be reduced by imposing a very small
perturbation on R. In the EGO-algorithm, R will be replaced by R + ηI, where η = 0.0001.
The resulting error ‖δ(R)‖ is negligible, while it turns out that the condition number of R
for this small perturbation reduces significantly. Therefore, the relative error in solving linear
equations will be smaller.

Validation

The model is validated in MATLAB using leave-one-out cross-validation as described in Chap-
ter 4. The MATLAB code returns the vector of standardized residuals. Based on these stan-
dardized residuals, it can be checked if the model is accurate. This will always be done and
it will be mentioned whenever the validation is disputable.

Maximizing expected improvement

As mentioned, it is difficult to find the maximum of the expected improvement function. In
MATLAB, the command fminbnd can be used in one dimension to find the minimum (to find
the maximum, we minimize −E[I(x)]), but this will often only result in a local minimum.
Therefore, the interval is split into 20 subintervals of equal size and fminbnd is used on all
these subintervals. The minimum of the 20 values found will then be used as the minimum of
−E[I(x)]. There is no guarantee that indeed the global maximum is found, but for the test
functions considered here, 20 subintervals will be good enough.

In two dimensions, a similar approach is used. Instead of fminbnd, the command fmincon is
used, which needs a starting point. This method can again lead to a local minimum. Therefore
fmincon is executed with 20 different starting points in Ω. The minimum of the obtained
values is then used as the minimum of −E[I(x)]. To be sure that these starting points cover
the entire hypercube, K-means is used on a thousand uniformly distributed points over the
hypercube to create 20 clusters. The centroids of these clusters are then used as the starting
points for fmincon.

Stopping criterion

The stopping criterion as stated in the EGO-algorithm in Chapter 6 is when the expected
improvement is less than 1% of the current minimal function value, or in other words, when
the relative expected improvement is smaller than 0.01. The relative expected improvement
is the maximum of the expected improvement function divided by the current minimum
function value. This criterion will not always be achieved, or only after numerous iterations,
for example when the minimum function value is (almost) zero. Because of this, there is a
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maximum number of iterations. If the relative expected improvement is still bigger than 0.01
after the maximum number of iterations, we stop as well. Also, when the current minimum
function value is smaller than 0.01, a transformation is made on the function y(x):

y(x)→ y(x) + 1.

All the function values of the sampled points are then increased by one. In this way, we
will not be in the situation where the minimum function value is (almost) zero. At the end,
the function is transformed back to the original function. For example, if we have increased
the function values by one twice, then at the end, the estimated minimum is fmin − 2. The
location of the minimum does not change by applying this transformation. Finally, the
expected improvement has to be smaller than 0.01 to stop, such that when the minimum
function value is high, the absolute error becomes not too large.

7.2 Distribution of initial points

The first step in the algorithm is to choose the initial design. In Chapter 5, it is described
how K-means can be used to choose the initial points efficiently. This can be done by using
K-means to create k clusters on a thousand uniformly distributed data points. The centres
of these clusters are then used as the initial points. In this way, we are quite sure that
the points are ’well distributed’ over the interval/hypercube, which means that the entire
interval/hypercube is represented well and that two points will not be very close to each
other.

While this is probably the most intuitive way to choose the initial design, we will also look
at other distributions for the data points. This can be useful if we already know something
about the function, for example that we expect that the minimum is located near the edge
of the interval or near the middle of the interval. In a Bayesian view: the prior on where the
minimum is located is not uniform.

7.2.1 Normal distribution

Instead of choosing a uniform distribution of the thousand data points (on which K-means
will be performed), we will also look what happens if there are more initial points near the
centre of the interval/hypercube. This can be achieved by using a normal distribution of the
initial points. For example, if the interval is [a, b] in one dimension, we will choose the initial
points according to N (a+b2 , b−av ). The parameter v can be chosen freely. The larger v, the
more the points will be centred towards the middle of the interval. v will be chosen small
enough such that the probability that there are points outside of the interval is negligible.
However, if a point is not contained in the interval, this point will be neglected.

In the two-dimensional case, the points will be chosen from a multivariate normal distribution
without correlation between different points. Suppose the hypercube is [a, b]× [c, d] and x is
an arbitrary data point, then

x ∼ N

((
1
2(a+ b)
1
2(c+ d)

)
,

(
1
v (b− a) 0

0 1
v (d− c)

))
.
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Again, the mean is the centre of the interval and the parameter v has the same meaning as
in one dimension. If a data point is not located in the hypercube, it is neglected.

In the same way as for the uniform distribution, we will choose a thousand data points
from this normal distribution and perform K-means on these points. The centroids of the
clusters are then used as the initial points. The resulting initial points are no longer normally
distributed, but are still located near the middle.

7.2.2 Beta-distribution

Instead of having most initial points near the centre, we will also look at what happens if the
initial points are chosen near the edges of the interval. This can be achieved by using a beta
distribution for the data points. The beta distribution has two parameters: α ≥ 0 and β ≥ 0.
A random variable X which is beta-distributed with parameters α and β will be denoted as:
X ∼ Beta(α, β). The density of X is given by:

fX(x) =
xα−1(1− x)β−1

B(α, β)
for 0 < x < 1.

Here, B(α, β) is the beta function which is defined as

B(α, β) =
Γ(α)Γ(β)

Γ(α+ β)
=

∫ 1

0
yα−1(1− y)β−1dy.

It can be verified that the beta distribution has the following properties:

• X ∼ Beta(1, 1)⇔ X ∼ Unif(0, 1).

• If α = β, the density function is symmetric around x = 1
2 . Furthermore, if α = β < 1

then the graph is convex. If α = β > 1, the graph is concave.

Some distributions for different values of α and β are drawn in Figure 8. In conclusion, if we
want more initial points near the edges, we have to choose α = β < 1. The bigger α and β are
chosen, the more the points will be located towards the edges of the interval. If, for example,
Ω = [a, b] in one dimension and we want to have more initial points near the edges, then the
initial points are chosen from a a+ (b− a)Beta(α, β) distribution, with α = β < 1. In higher
dimensions, each variable of the initial point is chosen in the same way as for the example
in 1 dimension, so independent from the other variables. In the same way as for the other
distributions, a thousand data points from this distribution will be chosen and K-means will
be used to create n clusters. The centroids of these clusters are then used as the initial points.
The resulting initial points are no longer beta-distributed, but they still have the property
that they are located towards the edges if the thousand data points are chosen in this way
and α and β are chosen small enough.

In what follows, the notation K-beta distributed initial points will be used to indicate that
K-means is applied on thousand beta distributed data points as described above. In the
same way, the notation K-normal and K-uniform will be used. Note that K-beta, K-normal
and K-uniform distributed points are not beta, normal and uniform distributed anymore
respectively.
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Figure 8: Density of the beta distribution for different values of α and β.

7.3 Testing the EGO-algorithm in 1 dimension

In 1 dimension, the EGO-algorithm will be executed on the functions f(x) = x cos(2x) for
x ∈ [−π, π] and for x ∈ [−5, 5] and on g(x) = sin(x) + sin(10x3 ) for x ∈ [2.5, 7.5]. These
functions are plotted in Figure 9. The interesting difference between these test functions is
the location of the minimum. For f(x), the minimum is attained at or very close near the
edge of the interval, while for g(x), the minimum is attained somewhere in the middle of the
interval. It may be expected that it is better to apply a K-beta-distribution on the initial
points of f(x) and a K-normal distribution on the initial points of g(x). It will be investigated
if this gives indeed better results than a K-uniform distribution of the initial points. A better
result could mean less function evaluations or a better estimate of the minimum. The influence
of the number of initial points on the total number of function evaluations and the accuracy
of the estimate will be investigated as well.

For all the functions considered, the parameters for the distributions are the same. For the K-
beta-distribution, the parameters are chosen as α = β = 0.002. For the K-normal distribution,
v = 10. As an example of how the initial points are distributed over the interval, we consider
the interval x ∈ [−π, π]. If there are 10 initial points, they are approximately contained in
the interval [−2, 2] for the K-normal distribution. If there are less initial points, this interval
becomes smaller. A typical distribution of 7 initial points can be seen in Figure 10 for the
K-normal and K-beta distribution. The K-beta distribution does not always give the same
result. Sometimes, there is no point near the middle at all and most points are very close
near π or −π. Also, it can happen that the points look more uniformly distributed. With
a very high probability, there are initial points extremely close to π and −π. Luckily, most
times, the distribution of the points looks like the example in Figure 10. In what follows, the
results are always obtained by taking the average over 10 initial distributions, such that the
results will be more reliable. It turns out that there is no need for a maximum on the number
of iterations in the cases tested here.

For all test functions, three graphs are made. In the first graph, the number of initial points
is plotted against the total number of function evaluations (so including the initial points).
This is done for all three described distributions of the initial points (K-uniform, K-normal
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(a) f(x) = x cos(2x), x ∈ [−π, π]. (b) f(x) = x cos(2x), x ∈ [−5, 5].

(c) g(x) = sin(x) + sin( 10x
3 ), x ∈ [2.5, 7.5].

Figure 9: Plots of the test functions in 1 dimension.

Figure 10: Typical example of a K-normal distribution of 7 initial points with v = 10 and a
K-beta-distribution of 7 initial points with α = β = 0.002 on [−π, π].

and K-beta). Each distribution has a different colour in the graphs. In the second graph
(with a grey background), the relative error in the estimate of the minimum is plotted in the
same way as in the first graph. If f is the function considered, fmin the minimum function
value and f∗min the estimated minimum function value, then the relative error εr(f) is defined
as:

εr(f) =

|
f∗min−fmin

fmin
| fmin 6= 0

|f∗min| fmin = 0.
(15)

In the last graph, with a blue background, the relative error in the location of the minimum
is plotted in the same way as for the first two graphs. The relative error in the location of
the minimum is defined in the same way as (15): if f is the function considered, xmin the
location of the global minimum and x∗min the estimated location of the global minimum, then
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the relative error δr(f) in the location of the global minimum is defined as:

δr(f) =

|
x∗min−xmin

xmin
| xmin 6= 0

|x∗min| xmin = 0.

For all graphs, the results are obtained by taking the average over 10 executions of the EGO-
algorithm. The case of one initial point is not included in the graphs. The reason for this
is that s2(x) = 0 for all x in the case of one initial point. With one initial point, the BLUP
would be a constant, namely the function value of this initial point. Furthermore, σ̂2 = 0,
hence we would be certain that the function is a constant, which is of course not true.

Results for f(x) = x cos (2x), x ∈ [−π, π]

The results for this function can be found in Figure 11. The average relative error is plotted
on a logarithmic scale. The standardized residuals are most times below 3. Only for the
K-beta distribution with less than 5 initial points, the standardized residuals are more often
larger than 3. It can be seen that the K-beta distribution gives the least accurate results for
less than 9 initial points. For less than 8 initial points, the K-normal distribution requires on
average the most function evaluations and the K-beta distribution the least. This is logical,
because the minimum is located at the edge of the interval. The relative error in the location
of the minimum is approximately the same as the relative error of the minimum.

Results for f(x) = x cos (2x), x ∈ [−5, 5]

The results can be seen in Figure 12. In comparison with Figure 11, more function evaluations
are required. This is probably because the interval is larger. For more initial points, the K-
uniform distribution requires the least function evaluations, in contrast to the smaller interval.
Again, the K-beta distribution for the initial points requires the least function evaluations
if only a few initial points are chosen. Here, the estimated minimum is less accurate for all
distributions. If more than 7 initial points are chosen, the K-uniform distribution gives the
best results both in the number of function evaluations and the accuracy, while the K-normal
distribution gives the worst results. For the smaller interval, these differences between the
different distributions are negligible for more than 8 initial points.

Results for g(x) = sin (x) + sin (10x
3

), x ∈ [2.5, 7.5]

The results are plotted in Figure 13. Because the minimum is located near the middle,
it can be expected that the K-normal distribution requires the least function evaluations.
However, this is only true for 3 or 4 initial points. For more than 5 initial points, the K-
uniform distribution requires the least function evaluations. It can be seen that the K-beta
distribution gives inaccurate estimates of the minimum. The reason for this is that about 1
in a 10 times, the local minimum near the point x = 3.5 is found. This explains the large
relative error in both the location of the minimum and the minimum itself. This does not
happen for the other distributions if at least 5 initial points are chosen.
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(a) Number of initial points against average number of function evaluations.

(b) Number of initial points against average εr(f).

(c) Number of initial points against average δr(f).

Figure 11: Results for f(x) = x cos(2x), x ∈ [−π, π].
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(a) Number of initial points against average number of function evaluations.

(b) Number of initial points against average εr(f).

(c) Number of initial points against average δr(f).

Figure 12: Results for f(x) = x cos(2x), x ∈ [−5, 5].
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(a) Number of initial points against average number of function evaluations.

(b) Number of initial points against average εr(g).

(c) Number of initial points against average δr(g).

Figure 13: Results for g(x) = sin(x) + sin(10x3 ), x ∈ [2.5, 7.5].
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7.4 Testing the EGO-algorithm in 2 dimensions

Two test functions will be used to test the EGO-algorithm in two dimensions. These are the
Rosenbrock-function h(x, y) for (x, y) ∈ [−2, 2] × [−2, 2] and the Goldstein–Price function
k(x, y) for (x, y) ∈ [−2, 2]× [−2, 2]. The heat plots of these functions are given in Figure 14
and 15 respectively. These functions have the following form in two dimensions:

h(x, y) = 100(y − x2)2 + (x− 1)2,

k(x, y) = (1 + (x+ y + 1)2(19− 14x+ 3x2 − 14y + 6xy + 3y2))

· (30 + (2x− 3y)2(18− 32x+ 12x2 + 48y − 36xy + 27y2)).

The Rosenbrock function is often used in testing optimization algorithms. The global mini-
mum lies in a valley at (x, y) = (1, 1) with function value 0. The Goldstein–Price function
has several local minima. The global minimum is located at (x, y) = (0, −1) with function
value 3. The parameters which are used for the K-beta distribution are α = β = 0.02. For
the K-normal distribution, v = 20. A typical distribution of the initial points for the K-beta
and K-normal distribution can be seen in Figure 16, together with the location of the global
minimum for both functions.

In the same way as for the 1-dimensional test functions, 3 graphs will be given for each
function. The only difference is the definition of the relative error in the location of the
minimum. The previous definition can not be used anymore because we now work with 2-
dimensional vectors. Therefore we have to replace the absolute value by the Euclidean norm.
If f is the function considered, xmin is the location of the global minimum and x∗min is the
estimated location of the global minimum, then the relative error in the location of the global
minimum δr(f) is defined as:

δr(f) =


‖x∗min−xmin‖
‖xmin‖ xmin 6= (0, 0)

‖x∗min‖ xmin = (0, 0).

Here, ‖.‖ is the Euclidean norm in R2. The definition of εr(f) does not change, because the
function value is still a scalar.

7.4.1 Rosenbrock function

More than 200 function evaluations are needed to reach the stopping criterion. This is the case
because σ̂2 becomes very large as a result of the large function values. As a consequence, the
expected improvement function has large function values as well. Therefore the Rosenbrock-
function is transformed as

h(x, y)→ 1

400
h(x, y).

This does not change the location of the minimum. We only have to multiply the estimated
minimum with 400 to get the estimated minimum of the original function. It turns out that
with this transformation, much less function evaluations are needed and the running time
of the code is much faster. The results for this transformed function are given in Figure
17.
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Figure 14: Heat plot of the Rosenbrock function on a logarithmic scale.

Figure 15: Heat plot of the Goldstein–Price function on a logarithmic scale.

Figure 16: Typical example of a K-normal distribution of 10 initial points with a = c =
−2, c = d = 2, v = 20 and a K-beta-distribution of 10 initial points with α = β = 0.02
together with the locations of the global minima of the test functions.
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(a) Number of initial points against average number of function evaluations.

(b) Number of initial points against average εr(h).

(c) Number of initial points against average δr(h).

Figure 17: Results for the transformed Rosenbrock function
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It can be seen that the K-beta distribution gives the most accurate results here, but it
requires the most function evaluations as well. For more than 12 initial points, the K-normal
distribution requires the least function evaluations, but is also the least accurate.

7.4.2 Goldstein–Price function

For the Goldstein–Price function, the function values on the considered interval are extremely
large as well. For this reason, a log-transformation is applied:

k(x, y)→ log(k(x, y)).

This can be done, because the function value is positive everywhere and the log-function is
monotonically increasing. This guarantees that the location of the global minimum does not
change after applying the log-transformation. We only have to take the exponential of the
estimated minimum to get the estimated minimum of the original function. The heat plot of
the log-transformation of the Goldstein–Price function is drawn in Figure 18. The results for
this function are given in Figure 19.

Figure 18: Heat plot of the log-transformed Goldstein–Price function on a logarithmic scale.

For this function, the K-normal distribution requires the most function evaluations for more
than 8 initial points, and is also the most accurate. The K-beta distribution can give inaccu-
rate results, again because sometimes the wrong minimum is found.

It can be seen that the relative errors in the estimate of the minimum are much larger than
for the other test functions considered. A reason could be that it is difficult to find the global
minimum which is located in a small valley. This valley may not be seen if there are no
sampled points in that valley. The K-beta distribution gives the most unreliable results. This
distribution can result in very large errors. On average, the K-normal distribution seems to
give the most accurate results, but it requires significantly more function evaluations than
the K-uniform distribution.
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(a) Number of initial points against average number of function evaluations.

(b) Number of initial points against average εr(k).

(c) Number of initial points against average δr(k).

Figure 19: Results for the log-transformed Goldstein–Price function.
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7.5 Summary of the results

In Table 1, a summary of the obtained results is given. For determining the fastest and
most accurate method, the method is chosen which is the fastest / most accurate for most
numbers of initial points. For all functions except the third in the table, the most accurate
method was the same both if we would look at the minimum itself and at the location of the
minimum. Only for the third function in the table, the K-uniform and K-normal were the most
accurate on the same number of initial points for the minimum itself, while for the location
of the minimum, the K-normal distribution was the most accurate. Therefore, the K-normal
distribution is chosen as the most accurate for this function. For the first function in the
table, there was no difference in accuracy between the K-uniform and K-normal distribution
both in the minimum itself and in the location of the minimum.

Table 1: Summary of the results.

Function Interval / Location of the Fastest Most accurate
Hypercube minimum method method

x cos(2x) [−π, π] On the border K-beta K-uniform /
K-normal

x cos(2x) [−5, 5] Near the border K-uniform K-uniform

sin(x) + sin(10x3 ) [2.5, 7.5] Near the middle K-uniform K-normal

Rosenbrock [−2, 2]× [−2, 2] Between middle K-normal K-beta
and border

Goldstein–Price [−2, 2]× [−2, 2] Between middle K-uniform K-normal
and border
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8 Discussion

There are some assumptions made and methods used which may be questionable. Some
possible issues or extensions to the model are shortly discussed below.

• The correlation function (7) is used, but there are other possible correlation functions.
Some examples can be found in [8]. It can be questioned whether another correlation
structure has influence on the optimal design for the initial points.

• The correlation parameters are chosen as ph = 2 and θh = 1
2 for all h. This was

sufficient for the functions considered here, but for more complicated functions, they
actually should be estimated using maximum likelihood estimation. This computation
can become very difficult if there are a lot of parameters.

• The correlation matrix is positive semi-definite, but can be nearly singular, especially
when two sampled points are close to each other, which often happens after some itera-
tions. Here, this problem is solved by making a small perturbation to R. This reduces
the condition number significantly and results in smaller numerical errors.

• A weakness of the MSE s2(x) is that it contains the parameter σ2 and it is assumed that
this parameter is known. However, the used parameter is the maximum likelihood esti-
mator of σ2 and can be somewhat different. This leads to uncertainty in the BLUP and
the MSE. However, these predictions can still be useful. Under special circumstances,
although the correlation function is not accurate, the BLUP is consistent and asymp-
totically efficient [8]. Also, the accuracy of the model can be tested using leave-one-out
cross-validation.

• In MATLAB, the commands fminbnd (1 dimension) and fmincon (2 dimensions) are
used to find the maximum of the expected improvement function. However, they can
converge to a local minimum. For the test functions, this is solved by applying these
commands on various subintervals. Another method, which is used by Jones et al [6], is
a branch-and-bound algorithm. They mention that this method always finds the global
maximum of the expected improvement function.

• The EGO-algorithm is only useful for deterministic functions. If random noise is in-
cluded, it is not clear how the optimization algorithm should be extended [6].

• The more accurate the model, the more time-consuming. This is also the case for the
test functions. In general, the more function evaluations are made, the more accurate
the estimation is. A high-fidelity model is very accurate but it is slow to compute. A
low-fidelity model is fast but less accurate. These models can be combined [6].
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9 Conclusion

In this report, a method is described to estimate the global minimum on some closed in-
terval/hypercube of an unknown deterministic real-valued scalar function for which it is ex-
pensive to perform function evaluations. This method is the EGO-algorithm, described by
Jones et al [6]. To use this algorithm, the function values of the initial points are assumed
to be generated from the stochastic process model. If the output of the unknown function
is modeled as a stochastic process, the stochastic process model can be used to derive the
Best Linear Unbiased Predictor (BLUP) for the function values of unsampled points and
the mean-squared error in prediction (MSE). If the function value of an unsampled point
is modeled as a normal random variable based on the BLUP and the MSE, the expected
improvement function can be derived. In the EGO-algorithm, a new point for function evalu-
ation is found where the expected improvement is maximized. The BLUP, MSE and expected
improvement can now be calculated again if the new point is included in the sampled points.
This iteration stops when the desired accuracy is achieved. The stochastic process model can
be validated using leave-one-out cross-validation. If there are several standardized residuals
which are larger than 3 in absolute value, then the model may be inaccurate and it turns out
that in these cases the probability that the estimate of the global minimum is wrong is indeed
higher.

The EGO-algorithm is implemented in MATLAB and tested on several test functions. The
influence of the number of initial points and the distribution of the initial points on the speed
and accuracy is investigated as well. It is always advisable to choose at least five initial
points. Otherwise the model can be inaccurate and the errors may be high. In general,
the more initial points are chosen, the more function evaluations are required and the more
accurate are the results, but this relation is not always obvious. The number of function
evaluations required to meet the stopping criterion depends on the size of the experimental
region, the function and the number and distribution of the initial points. Which distribution
of the initial points gives the best results in terms of speed or accuracy differs per function.
The distribution which gives the fastest results is most times not the distribution which gives
the most accurate results. It turns out that, in our cases, the EGO-algorithm always finds
the global minimum for the 1-dimensional test functions if the initial points are K-uniform
or K-normal distributed. The K-uniform distribution is the fastest method if the minimum
is not located at the edge of the interval. If the minimum is located at the edge, the K-beta
distribution is the fastest method. However, the K-beta distribution should only be chosen
if it is certain that the minimum is located near the edge. If this is not the case, there is a
chance that a local minimum is found. For the 2-dimensional test functions, a transformation
had to be made to be able to meet the stopping criterion without performing too much
function evaluations. The errors were higher and more function evaluations were needed in
comparison with the 1-dimensional test functions. Although the K-beta distribution gave
the most accurate results for the Rosenbrock function, it should be avoided, because for the
Goldstein–Price function, a local minimum was found in some cases. In general, if there is no
prior knowledge of the function, a K-uniform distribution for the initial points is the safest
distribution to choose based on the test functions. This is because the global minimum is
always found for our test functions, it is the fastest method for three of the five test functions
and the most accurate method for two of the five test functions. Furthermore, it was never
the last (of three) distributions in terms of speed nor in terms of accuracy.
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Appendix A Derivation of the BLUP

This proof is based on the proof given by Sacks et al [8] and the proof given by Bailey and
Gatrell [5]. The following properties of the variance and covariance of sums of random vari-
ables will be used: If Xi (i = 1, . . . , n) and Y are random variables, and ai (i = 1, . . . , n) ∈ R,
then:

Var

(
n∑
i=1

aiXi

)
=

n∑
i=1

n∑
j=1

ai aj Cov(Xi, Xj),

Cov

(
n∑
i=1

aiXi, Y

)
=

n∑
i=1

ai Cov(Xi, Y ).

Since the BLUP ŷ(x) has to be linear, it is of the form ŷ(x) = cT (x)ya. The unbiasedness
constraint is: E[ŷ(x)] = E[y(x)]. These expected values can be computed easily:

E[y(x)] = E[µ+ ε(x)] = µ,

E[ŷ(x)] = E[cT (x)ya] = E[
n∑
i=1

ci(x) y(ai)] =
n∑
i=1

ci(x)E[y(ai)] =
n∑
i=1

ci(x)µ = µ
n∑
i=1

ci(x).

Since the two expected values have to be equal, we find µ = µ
∑n

i=1 ci(x)⇒
∑n

i=1 ci(x) = 1.

The MSE is defined as:

MSE[ŷ(x)] = E[(ŷ(x)− y(x))2] = E[ŷ2(x)− 2ŷ(x)y(x) + y2(x)]

= E[ŷ2(x)]− 2E[ŷ(x)y(x)] + E[y2(x)].
(16)

Each term will be calculated separately. To do this, we first need expressions for Var(ŷ(x))
and Cov(ŷ(x), y(x)). Note that ŷ(x) and y(x) are two random variables so the variance and
covariance are well defined:

Var(ŷ(x)) = Var(cT (x) ya) = Var

(
n∑
i=1

ci(x) y(ai)

)

=
n∑

i,j=1

ci(x) cj(x) Cov(y(ai), y(aj))

= σ2
n∑

i,j=1

ci(x) cj(x) Cor(y(ai), y(aj)) = σ2cT (x)Rc(x).

Cov(ŷ(x), y(x)) = Cov(cT (x) ya, µ+ ε(x)) = Cov(cT (x) ya, ε(x))

=

n∑
i=1

Cov(ci(x) y(ai), ε(x)) =

n∑
i=1

ci(x) Cov(y(ai), ε(x))

=
n∑
i=1

ci(x) Cov(µ+ ε(ai), ε(x)) =
n∑
i=1

ci(x) Cov(ε(ai), ε(x))

= σ2
n∑
i=1

ci(x) Cor(ε(ai), ε(x)) = σ2cT (x)r(x).

(17)
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Using (17), we can calculate the expected values in (16):

E[ŷ2(x)] = Var(ŷ(x)) + E[ŷ(x)]2 = σ2cT (x)Rc(x) + µ2,

E[ŷ(x)y(x)] = Cov(ŷ(x), y(x)) + E[ŷ(x)]E[y(x)] = σ2cT (x)r(x) + µ2,

E[y2(x)] = Var(y(x)) + E[y(x)]2 = σ2 + µ2.

(18)

Combining (16) and (18), the MSE of ŷ(x) is

MSE[ŷ(x)] = E[ŷ2(x)]− 2E[ŷ(x)y(x)] + E[y2(x)] = σ2(1 + cT (x)Rc(x)− 2cT (x)r(x)).

With this expression of the MSE and the unbiasedness constraint, the BLUP can be found by
solving the following problem: Minimize σ2(1+cT (x)Rc(x)−2cT (x)r(x)) under the constraint∑n

i=1 ci(x) = 1. This is a constrained optimization problem of n variables, namely ci(x) for
1 ≤ i ≤ n. This optimization problem can be solved using Lagrange multipliers. Therefore
we introduce the Lagrangian

L(λ(x), c1(x), c2(x), . . . , cn(x)) = MSE[ŷ(x)] + 2σ2λ(x)

(
n∑
i=1

ci(x)− 1

)

= σ2(1 + cT (x)Rc(x)− 2cT (x)r(x)) + 2σ2λ(x)

(
n∑
i=1

ci(x)− 1

)
.

The choice of the constant term 2σ2 before λ(x) will make the computation below somewhat
easier. The optimum can now be found by solving OL(λ(x), c1(x), c2(x), . . . , cn(x)) = 0.
This gives the following n+ 1 equations:{ ∑n

i=1 ci(x)− 1 = 0

2σ2(Ri c(x)− ri(x) + λ(x)) = 0 (i = 1, . . . , n).
(19)

Here, Ri is the ith row of R. The second equation can be written as Ri c(x) + λ(x) = ri(x).
So (19) reduces to: { ∑n

i=1 ci(x)− 1 = 0

λ(x) +Ric(x) = ri(x) (i = 1, . . . , n).

This can be written in matrix-form (where 1 is a n× 1 vector of ones):(
0 1T

1 R

)(
λ(x)
c(x)

)
=

(
1

r(x)

)
. (20)

We can solve this equation by inverting the partitioned matrix:(
λ(x)
c(x)

)
=

(
0 1T

1 R

)−1(
1

r(x)

)
.

All the quantities in the right-hand side of the previous equation are known, so we can solve
for c(x). The inverse of the partitioned matrix can be found using the Schur complement of
R [10]: (

0 1T

1 R

)−1
=

−
1

1TR−11

1TR−1

1TR−11

R−11

1TR−11
R−1 − R−111TR−1

1TR−11

 .
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B. Derivation of the MSE

Now we have (
λ(x)
c(x)

)
=

(
0 1T

1 R

)−1(
1

r(x)

)

=

−
1

1TR−11

1TR−1

1TR−11

R−11

1TR−11
R−1 − R−111TR−1

1TR−11

( 1
r(x)

)

=


−1 + 1TR−1r(x)

1TR−11

R−11

1TR−11
+R−1r(x)− R−111TR−1r(x)

1TR−11

 .

and thus

c(x) = R−1r(x)− R−111TR−1r(x)

1TR−11
+

R−11

1TR−11
. (21)

By noting that 1TR−11 is a scalar, it can be easily seen that the first and last term in (21)
have dimension n× 1. The term 11T is a n× n matrix, hence R−111TR−1 is a n× n matrix
and R−111TR−1r(x) has dimension n× 1. Because c(x) has dimension n× 1 as well, we can
conclude that the dimensions in (21) are right.

The BLUP can now be found by substituting (21) in ŷ(x) = cT (x)ya:

ŷ(x) = cT (x)ya

= rT (x)R−1ya −
rT (x)R−111TR−1

1TR−11
ya +

1TR−1

1TR−11
ya

= rT (x)R−1ya − rT (x)R−11
1TR−1

1TR−11
+ µ̂

= rT (x)R−1ya − rT (x)R−11µ̂+ µ̂

= µ̂+ rT (x)R−1ya − rT (x)R−1µ̂

= µ̂+ rT (x)R−1(ya − µ̂).

Appendix B Derivation of the MSE

In Appendix A, we have derived an expression for the MSE:

MSE[ŷ(x)] = σ2(1 + cT (x)Rc(x)− 2cT (x)r(x)). (22)

We also know the expression for c(x):

c(x) = R−1r(x)− R−111TR−1r(x)

1TR−11
+

R−11

1TR−11
. (23)
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We can get the expression for the MSE by substituting (23) in (22). Using that 1TR−11 is a
scalar, we get:

Rc(x) = r(x)− 11TR−1r(x)

1TR−11
+

1

1TR−11
.

cT (x)Rc(x) =

(
rT (x)R−1 − rT (x)R−111TR−1

1TR−11
+

1TR−1

1TR−11

)(
r(x)− 11TR−1r(x)

1TR−11
+

1

1TR−11

)
= rT (x)R−1r(x)− rT (x)R−111TR−1r(x)

1TR−11
+
rT (x)R−11

1TR−11

− rT (x)R−111TR−1r(x)

1TR−11
+
rT (x)R−111TR−111TR−1r(x)

(1TR−11)2
− rT (x)R−111TR−11

(1TR−11)2

+
1TR−1r(x)

1TR−11
− 1TR−1r(x)

1TR−11
+

1

1TR−11

= rT (x)R−1r(x) +
1

1TR−11
− rT (x)R−111TR−1r(x)

1TR−11
+
r(x)TR−11

1TR−11

− rT (x)R−111TR−1r(x)

1TR−11
+
rT (x)R−111TR−1r(x)

1TR−11
− rT (x)R−11

1TR−11

= rT (x)R−1r(x) +
1

1TR−11
− rT (x)R−111TR−1r(x)

1TR−11
.

2cT (x)r(x) = 2

(
rT (x)R−1 − rT (x)R−111TR−1

1TR−11
+

1TR−1

1TR−11

)
r(x)

= 2rT (x)R−1r(x)− 2
rT (x)R−111TR−1r(x)

1TR−11
+ 2

1TR−1r(x)

1TR−11
.

Taking everything together:

MSE[ŷ(x)] = σ2(1 + cT (x)Rc(x)− 2cT (x)r(x))

= σ2
(

1− rT (x)R−1r(x) +
1

1TR−11
+
rT (x)R−111TR−1r(x)

1TR−11
− 21TR−1r(x)

1TR−11

)
= σ2

(
1− rT (x)R−1r(x) +

1− 21TR−1r(x) + rT (x)R−111TR−1r(x)

1TR−11

)
= σ2

(
1− rT (x)R−1r(x) +

(1− 1TR−1r(x))2

1TR−11

)
.
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