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Abstract

In the rapidly advancing world of wireless embedded systems, sensor networks
(WSNs) are becoming increasingly more applicable for data gathering applica-
tions. When designed for such applications, the design goals are most often
defined in terms of communication reliability, flexible data-rates, and network
life-time. One of the application domains that will benefit from improvement in
these metrics, is the area of environmental monitoring. Of particular interest is
the use of sensor networks in cryosphere research. To monitor the stability of
high-alpine mountain slopes, several low-power wireless communication protocols
have been proposed and deployed over time. Among them are the Low-Power
Wireless Bus (LWB) and Dozer protocols, introduced by the TIK research group
at ETH Zurich. In their own way, both LWB and Dozer have proven to be ef-
ficient and reliable means of wireless communication. Being tested in the field,
these state of the art communication protocols have been operational in previous
monitoring systems for over a decade. However, even whilst being functional,
these prior deployment’s processing, bandwidth, and storage capacities remain
limited. In an effort to construct a new monitoring system, the aim is to include
a communication protocol that shows favorable scaling properties in battery life
(duty cycle) versus bandwidth. Determining which protocol to choose, however,
remains problematic due to the lack of appropriate performance data. To ad-
dress this issue, this report studies the currently deployed solutions (LWB and
Dozer) by deriving predictive models and comparing both protocols’ performance
in terms of duty cycle versus bandwidth. In doing so, this report shows that: (i)
given a 10-node network, the Dozer and LWB analytical models can predict the
duty cycle with approximately 95 percent accuracy when compared to the actual
implementation; (ii) an alteration of the topology control for Dozer (in a 10-node
network) can lead to improvements in duty cycle of up to 40 percent without
significantly impacting the stability; (iii) LWB shows more favorable results in
terms of duty cycle when compared to the normal Dozer implementation, but
is only favorable in low bandwidth situations when compared to Dozer with im-
proved topology control; (iv) given a 10-minute window, Dozer experiences less
instability events, such as packet re-transmissions or beacon misses. LWB shows
more stability issues, but the additional radio on-time is limited as the slot sizes
are of fixed duration. Both protocols are reliable in the sense that no packets are
lost. With previous findings taken into consideration, if it is possible to adjust
the topology control for Dozer for a given network, a combination of LWB and
Dozer might offer the most optimal solution.
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Chapter 1

Introduction

In an ever changing world, the threat of climate change is an unfortunate single
point of consistency. Even with many governmental attempts, some on a global
scale, humanity has not yet reached the point where it has control over its en-
vironmental impact. In the absence of a worldwide consensus on how to tackle
global warming, the negative effects of rising temperatures are becoming more
and more apparent [1]. Admittedly, it is important to convince governmental
entities of the urgency to act. However, it should be noted that ignorance of on-
going changes in our natural environment may result in dangerous consequences.

As an ongoing endeavour, many researchers from different fields are working
vividly to track and predict the behavior of our natural surroundings. High
alpine environmental monitoring, for example to monitor slope instability and
deformation, is one of these areas. Of particular value to this research area, is the
use of Wireless Sensor Networks (WSN) [2]. The research field on high alpine
environmental monitoring is constantly adapting to new technological means.
One of the techniques that is currently being evaluated, is the gathering and
analysis of spatial and temporal micro-seismic activity data [3]. The difficulty,
however, is that high alpine regions are remote, for which the sensors should
be able to operate autonomously on low power for extended amounts of time.
Furthermore, besides the low power requirement, periodic and fine-grained mea-
surements are needed in order to properly observe environmental changes. The
existing research on wireless sensor networks is vast. However, environmental
monitoring, especially using low-power wireless solutions, is not a trivial task
and mostly entails state of the art methodologies.

Over the past decades, tremendous progress has been achieved in reducing the
power consumption of wireless embedded systems, from both the hardware and
software point of view. Among other applications, these progresses have enabled
long-term environmental monitoring [2] [4] [5] [6].
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1. Introduction 2

To advance in this field, the interest of this research lies in the analysis of existing
solutions for high alpine environmental monitoring. Of specific interest are the
solutions that have been deployed by the TIK research group at ETH. With the
aim to construct a new monitoring system, the goal is to enable both long-term
data collection and co-detection of acoustic events. One of the challenges that
are faced, comes from the high amount of data produced by geophones (more
than 5kB per second). This amount of data makes continuous sensing and data
collection impractical, if not impossible. Multiple things can be done to help:
event-triggering (to sample only when there is an acoustic event) and signal pro-
cessing on the nodes (to limit the amount of data to transfer). Still, a wireless
communication protocol suited for such project faces two very distinct sets of
requirements

• Data collection implies sporadic transfers of big amount of data to the sink
node, which should be reasonably energy efficient. It does not have to be
doable in real-time but it must be relatively fast compared to the data
generation rate.

• Co-detection requires all-to-all communication between sensors with low-
latency, ideally with real-time guarantees. This should be “always-on”,
thus it must be extremely low-power, but it has very small bandwidth
requirements.

Solutions to each problems have been individually studied and successfully de-
ployed [2,4-6]. How to efficiently combine them, however, is not straightforward.
With over a decade of experience, the TIK group has already deployed and tested
several solutions. Among them are the Low-Power Wireless Bus (LWB) and
Dozer protocols. Over time, both LWB and Dozer have proven to be efficient
means of wireless communication. How these protocols uphold the previously
mentioned requirements, however, is still unknown.

The goal of this research is to analyze which protocol is more preferential, Dozer
or LWB. The analyses aim to identify to what extent these two protocols are
able to provide high bandwidth upon request and feature low-power low-latency
all-to-all communication the rest of the time. This analysis will be carried out
by studying the theoretical foundation of each protocol, followed by the devel-
opment of analytical models that predict the duty cycle of a sensor node. In
doing so, this research presents a novel way of constructing several analytical
models that closely simulate the protocols’ implementations. Furthermore, the
analytical models offer a simulation environment that allow low-cost duty cycle
predictions, based on user-defined inputs.
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Figure 1.1: Main contributions of this research

Ultimately, this report’s results can be used to (i) gain a better understanding of
currently deployed solutions, (ii) gain insight in the developing process of highly
accurate analytical models, and (iii) support the decision-making process for a
new environmental monitoring system.

Next, chapter 2 will outline the context of the research, including: geologi-
cal background theory, a view on hazard assessment, and introductory words
on sensor networks for environmental monitoring. Chapter 3 will discuss the
state-of-the-art WSN solutions for environmental monitoring. In chapter 4, the
research methodology is outlined. Subsequently, chapter 5 describes the devel-
opment of the analytical models in detail. Based on the knowledge from the
analytical models, an improvement to Dozer’s topology control is introduced in
chapter 6. Chapter 7 includes a qualitative stability for both LWB and Dozer.
By building on the previous chapters, chapter 8 outlines the methodology and
results of the performance comparison between Dozer and LWB. Chapter 9 will
end the report with several concluding remarks and recommendations for future
research.



Chapter 2

The Context of the Research

This chapter will continue by introducing the environmental aspects of impor-
tance, discuss WSNs, and introduce the problem setting. The target application
domain is focused on high-alpine environmental monitoring, where rock glaciers
are of specific interest (due to their possible slope instability). By way of offer-
ing a complete perspective, this chapter will introduce some basic theory on rock
glaciers. However, since these glaciers’ existence depend on permafrost formation
(i.e. a phenomenon common in the cryosphere), this chapter will first introduce
the cryosphere and subsequently outline permafrost formation and rock glaciers
in general. Subsequently, the chapter continues by outlining basic sensor net-
work theory and its current use in alpine cryosphere research. The chapter will
conclude by describing the current state of affairs and the accompanying project
problem setting.

4



2. The Context of the Research 5

2.1 Cryosphere: the significance of permafrost

The preliminary journey of this research starts by looking at a significant part
of our world. With some parts dating back thousands of years or more, the
cryosphere is an old acquaintance of importance to the story-line [7]. In short,
the cryosphere is the combination of all the surface fragments of the Earth where
water is in a frozen state. However, the cryopshere is more than just a collection
of ice. As the cryosphere greatly overlaps with the hydrosphere (the mass of
all the water of planet Earth), it plays a vital role in the global climate system
through several environmental feedback processes [8].

Figure 2.1: Cryosphere visualization. Source: UN Environment Programme
Global Outlook for Ice and Snow. Fraxen, CC BY-SA 3.

As shown in Figure 2.1, the cryosphere is comprised of snow, sea ice, ice shelves
and sheets, glaciers, and permafrost. In order to get an idea of the magnitude,
sea ice, being subject to the seasonal weather, ranges from approximate 4mln to
20mln square-kilometer [9]. Snow, covering around 47mln square-kilometers, is
the second largest portion of the cryosphere [7]. However, the most significant
member of the cryosphere, for this research, is permafrost. Permafrost is de-
fined as ground area that remains at 0 degrees Celsius or below (for two or more
years). Previous research suggests that permafrost is covering approximately 20
percent of all the exposed land area [10].

For the sake of completeness, permafrost can be further divided in continuous,
discontinuous or sporadic permafrost. These terms refer to the extent to which
a particular area is covered in frozen ground. For continuous permafrost, the
area’s surface is comprised of permafrost around 90 to 100 percent. For discon-
tinuous, this proportion ranges from 50 to 90 percent. Sporadic permafrost refers



2. The Context of the Research 6

to to areas that are covered by frozen ground between 0 to 50 percent [11]. An
overview of the permafrost distribution in the northern hemisphere is illustrated
in Figure 2.2.

Figure 2.2: Global permafrost distribution visualization. Source: IPA - Interna-
tional Permafrost Association 2018

Besides being continuously frozen, the top layer of permafrost may thaw or freeze
depending on the seasonal weather. This top layer is also referred to as the active
layer [12]. The soil beneath the active layer, that is the part that is not being
influenced by the seasonal weather, is referred to as the inactive layer. Of course,
depending on a manifold of factors, the thickness of the active layer may vary.
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2.2 Rock glaciers: the fundamentals

With the previous notion of permafrost in mind, we advance to the introduction
of rock glaciers. A rock glacier is a special geomorphological landform of creeping
mountain permafrost. Or in other words, a large moving mass of rocks and
interstitial ice [13]. Rock glaciers are mostly formed at high alpine altitudes,
situating at around 2.5km height and above [14]. One of the distinct features of
rock glaciers, is the frozen rock debris that moves down-slope due to deformation
[13]. This down-slope movement also creates the glacier-like looks of the surface
of the rock glacier. Just for illustration purposes, Figure 2.3 shows a rock glacier
in Colorado where the characteristic lobes are clearly visible.

Figure 2.3: Colorado rock glacier. Source: https://nsidc.org, credit: Bob Web-
ster

As previously outlined, rock glaciers are partly formed by permafrost. For that
matter, the active layer as introduced earlier, is also likely to be present in
rock glacier formations. This means that the activity of the rock glacier (i.e.
the down-slope creep), may be influenced by the seasonal weather and overall
temperatures. Another noteworthy aspect is the (slope) stability of the rock
glacier. Slope stability, in this case, refers to the potential movement of the
rock glaciers’ surface soil. The thawing of rock glacier permafrost is generally
understood to have a detrimental impact on the slope stability [13]. Furthermore,
declining slope stability could cause destructive debris flows, posing danger to
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whatever is situated below the rock glacier.
Keeping track of the slope stability, by determining the movement characteristics
of a particular rock glacier, is not an easy task. As the composition of the rock
glacier may vary depending on its depth, the slope stability is also depending
on factors that are hidden from the surface. Figure 2.4 shows an example of an
internal structure of a rock glacier, as investigated by [14].

Figure 2.4: Internal composition of the Murtel-Corvatsch rock glacier (CH).
Visualization of several borehole deformation measurements [14].

Determining the slope stability, by merely analyzing the surface of the glacier,
may therefore be hard if not impossible. However, it is vital to remain focused on
the state of high alpine regions, as the glacier’s slope stability could decline sig-
nificantly over time. Whether it results from seasonal weather, global warming
or other external influences, instability of rock masses at high altitudes always
remains to be an alarming scenario [14].

Unfortunately, as the lack of autonomous monitoring systems remains, we can
still be caught off guard. If these situations occur, it is often with destructive or
even fatal outcomes. For example, the Val Pola landslide in the Italian alps was
caused by slope instability, resulting in the deaths of 22 people [15]. Another
event happened in 2013 at the Gugla rock glacier in Switzerland. As opposed to
the Val Pola event, early detection data was available. As for the event, due to
slope instability, there were multiple debris flows from the rock glacier on top,
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as indicated by the blue arrows in Figure 2.5. Although there were no fatalities,
the debris flows caused railway closures and partial village evacuations [2] [16].

Figure 2.5: Gugla rock glacier, Bielzug June 2013 event. Source: [16].

2.3 Environmental monitoring and hazard assessment

With the threat of global warming in mind, there is a growing concern that
increasing temperatures will decrease the slope stability of large rock masses.
Additionally, alpine regions are being increasingly populated and utilized these
days. The growth in alpine infrastructure (communication, power, and trans-
portation), as well as expanding tourism, makes for a dangerous situation with
accidents waiting to happen. Of course, better monitoring techniques will not be
able to prevent debris flows or unstable (slope) rock masses. However, by know-
ing in advance that a dangerous event may occur, the necessary precautions
can be taken in time. For that matter, it is of significant importance to keep
track of rock glacier stability. In an effort for mitigation, the research field on
environmental monitoring is constantly adapting to new technological advances,
where different monitoring techniques are currently being deployed and tested [2].

One of the issues of monitoring rock glaciers and mountain permafrost, is the
remote and harsh alpine environment. One cannot simply assume that all mea-
surement techniques are suitable for the task. Even if the target location is
physically reachable for the equipment, it will remain difficult to secure the site
for long-term measurements [13].
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One of the early methods of alpine environmental monitoring was the use pho-
togrammetry. The method of photogrammetry consisted of taking aerial pic-
tures, of the same region, over an extended amount of time. By comparing the
pictures taken, differences could be noticed. So were specific landmark positions
(e.g. from a lake or glacier) tracked over time, in order to generate hazard assess-
ment models. Due to technological advancements, this method has been getting
more and more sophisticated. By using computer-aided simulations, photogram-
metry is already able to construct 3D models of the area’s behavior. Figure 2.6
shows an example of a photogrammetry model, of which the data was gathered
over a time period of around 30 years [17].

Figure 2.6: Gruben glacier (CH), Photogrammetry 1973-1991. Source: [17].

As the literature suggests, the dawn of photogrammetry dates back several
decades. However, the comparison of temporal data is not unique to photogram-
metry. For example, one of the more involved methods, is the practice of borehole
deformation measurements [14]. As was shown in Figure 2.4, the internal struc-
ture of a rock glacier is diverse. By collecting and analyzing borehole samples
(to observe changes in their internal structure over time), it is possible to iden-
tify deformation patterns. Similarly to photogrammetry, by performing multiple
measurements over time, slope stability prediction models can be made.

As outlined, both photogrammetry and borehole measurements offer the possi-
bility to gain knowledge on the state of the rock glacier / permafrost. However,
due to their dependability on historic data, these approaches are not the best
candidates for real-time environmental monitoring. Especially in the case of haz-
ard assessment (in order to respond to pending dangerous events), information
should be collected and presented in a timely fashion [17]. Ideally, researchers
should be able to remotely access real-time measurement data. Furthermore,
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the data has to be accurate enough to predict the slope stability (i.e. not only
superficial measurements that ignore influences from below the surface).

A promising measurement technique for this cause, which is already widely used
in volcano research [18], is the approach of microseismic activity monitoring.
Microseismic activity refers to a collection of acoustic signals, or very small-scale
earthquakes, that originate from below the surface of the ground. Subsequently,
this microseismic data can signal any unusual activity (events), as compared to
the ordinary (microseismic) activity of the area. For example, events with large
deviations in microseismic activity, may signal pending debris flows (due to de-
clining slope stability). Microseismic measurements also offer the convenience
of identifying these events relatively easy. This is of great advantage, as slope
stability can be monitored regardless of the internal composition of the mountain
cryosphere [19].

Figure 2.7: Several event classifications of microseismic data. Source: [19].

The main reason why microseismic activity monitoring is promising (i.e. for real-
time monitoring), is due to the possibility of sending event data for analysis just
after detection. This is of course invaluable when a potential hazardous situation
is pending [3] [19]. Of course, the possibility remains to store the measurement
results temporarily, where the data is collected and analyzed once every time
period. In order to properly employ microseismic data, the method of collecting
and storing the measurements is of vital importance.
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Thus, as we continue our journey, the subsequent step is to look at the means
of collecting microseismic data. As an established methodology, sensor networks
offer a vast amount of possibilities for data collection and communication.

2.4 Sensor networks for alpine cryosphere research

Sensor networks exist in a variety of ways. For this research, Wireless Sensor
Networks (WSN) are the most essential. Most often, WSNs are focused on lower-
power execution with straightforward designs. For that matter, a WSN makes
for an excellent candidate for environmental monitoring. By means of properly
introducing this technique, this section outlines the basics of sensor networks,
touch upon the specifics of WSNs, discuss WSNs in environmental research, and
introduce a pilot study on microseismic activity monitoring.

2.4.1 Wireless sensor networks: a brief introduction

In general, a sensor network consists of a number of sensor nodes and a data
sink. The sensor nodes are to be placed within the area of interest, whereas the
data sink acts as a collector of sensor measurements (data). The placement of
sensor nodes in a network can be either random or predetermined. As random
distribution is more forgiving in sensor placements, this method allows for easier
accommodation in harsh (unattainable) environments. Figure 2.8 illustrates a
simple example of a (wireless) sensor network. Where conventional networks opt
for high quality of service (e.g. the wireless internet at the office or university
building), an ad hoc sensor network is mostly designed around its limitations.
Ad hoc simply refers to the fact that the network is constructed for a special pur-
pose. So is it important to look at the target application, hardware limitations,
scalability, and power consumption. A WSN is an ad hoc sensor network, mostly
entailing a limited embedded platform, using wireless communication between
its nodes. In the case of a WSN, the power consumption is often of critical
importance. That is to say that WSN nodes are generally designed for long
autonomous operation [20].
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Figure 2.8: Example of a simple sensor network, showing a communication path
from sensor node A to E, including an internet-linked sink node. Source: [20].

A node in a sensor network can be specified according to the user’s needs. How-
ever, a WSN node is specified according to the desired size, energy consumption,
cost, computational-, and communication abilities. An abstract view of a sensor
node can be found in Figure 2.9 [21].

Figure 2.9: Visualization of a sensor node’s hardware components. Source: [21].

As for the computational power, a WSN node often uses a microcontroller. Fa-
miliar choices are the Atmel microcontrollers, ARM Cortex-M chips, and the TI
MSP430. These general purpose processors, as they are optimized for low-power
operation, make for adequate candidates in embedded applications. From Figure
2.9, we can also see that the nodes have a dedicated communication device. This
is also referred to as the transceiver. As the naming suggests, the transceiver
is used for both transmitting, as well as receiving data. When focusing on low-
power consumption, it is important to minimize the idle usage (listening) of this
transceiver. One way to circumvent idle listening, is by incorporating an addi-
tional wake-up receiver. This (wake-up) receiver is more power efficient, where
it will wake up the main transceiver whenever needed.
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For that matter, the typical power modes seen in literature (for sensor nodes),
are active (most functions working), idle (some functionality is shut down), and
sleep (most features are turned off for power savings) [20] [21].

Communication over a sensor network is mostly accomplished by multi-hop data
transmissions. This means that a message from one node has to traverse over
multiple nodes before it reaches its destination (of course, depending on the
topology, single-hop communication can also occur). Since the nodes communi-
cate sensing data, measurements have to be collected first. There are two main
types of sensing, namely periodic measurements or event-based data generation.
Periodic measurements involve fixed or varying measuring frequencies. Event-
based sensing, as the name implies, involves data generation whenever a certain
event takes place. After the data is generated via one of the sensing types, the
communication over the network is established. The communication between
nodes, therefore, encompass multiple aspects (ranging from physical to applica-
tion levels). Thus, for a sensor network to function correctly, all aspects of its
so-called protocol stack should be designed accordingly.

2.4.2 The sensor network protocol stack

The OSI protocol stack, as illustrated in Figure 2.10, consists of the physical,
data-link, network, transport, and application layer. Some additional layers,
such as the power, mobility, and task management layers, offer managerial func-
tionality to the protocol design. For example, the power management layer keeps
track of power usages, the mobility layer tracks node movements, and task man-
agement monitors the distribution of work [20].

Figure 2.10: Illustration of the OSI protocol stack layers. Source: [20].



2. The Context of the Research 15

The OSI protocol stack is for sensor networks in general. A WSN, on the other
hand, needs a simpler approach (due to constraints on computation, energy,
and memory). Since both stacks overlap to some extent, we will first look at the
OSI stack, after which we address the differences of the WSN protocol stack [22].

For the application layer, this part of the protocol stack could include task assign-
ment, data advertising, data dissemination, and query protocols. One example is
the advertising of available data from the nodes to the user. Based on the needs
of the user, specific data can be selected for data dissemination. The transport
layer lends itself for cases where internet access is needed. For example, UDP
and TCP can be used whenever a (sink) node is connected to the internet. Since
this is rarely the case for regular sensing nodes in WSN environmental monitor-
ing, we will not discuss this in depth [20].

The network layer deals with the routing of messages in the WSN. As men-
tioned earlier, power consumption is often of major importance. The routing
protocol should therefore also take this into consideration (e.g. by limiting the
power consumption of components in the absence of communication tasks). Fur-
thermore, the routing protocol should undertake the most energy efficient route
in order to relay the messages. Some of the metrics used for routing are therefore
the minimum hop-count (shortest path), energy (such as cost for link transmis-
sion), quality of service (e.g. latency, packet error rate), and robustness (link
stability). One of the routing techniques that is often found in low-power WSNs,
is the so-called flooding. Flooding means that whenever a node receives a mes-
sage, this message is broadcasted to all its (connected) neighboring nodes. This
broadcasting ends whenever the message has been send a maximum amount of
time (the maximum hop count). Gossiping, another routing technique, is similar
to flooding except that it only broadcasts the message to one random neighbor
instead of all neighbors. This avoids the issue of sending duplicate transmissions
to the same node (implosion), for which gossiping gains some advantage over
flooding. However, compared to flooding, gossiping is less reliable to actually
succeed in the data delivery. The most fitting approach, for that matter, will
ultimately depend on the target application. There are many other techniques
possible, however, since they are less common in mountain cryosphere research,
listing them all would be out of scope for this research [20] [22].

Next up is the data link layer. The data link layer deals with the communication
between sender and receiver. This includes multiplexing of packets, medium ac-
cess control (MAC), and possible error detection. Error detection is most often
done on the receiving node, imposing additional work for the nodes’ embedded
hardware. With the focus on energy consumption in lower-power WSNs, error
detection is sometimes even omitted. The MAC protocol enables nodes to talk
to each other over a shared medium. The primary goal of the MAC protocol
is to enable communication in such a way, that the shared resources are fairly
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accessed (i.e. use of the medium is evenly distributed). The choice of the specific
MAC protocol has been shown to directly impact the efficiency and reliability of
the network’s communication [20] [22].

The medium, let’s say a radio frequency, can be accessed in multiple ways. Access
can be random (contention-based), based on traffic demand (hybrid / variable
rate), or arranged by fixed allocation (contention-free). For fixed allocations, we
mostly see division over time slot multiplexing (TDMA), division over frequency
multiplexing (FDMA), or via simultaneous medium access by code division ac-
cess (CDMA). In random access, or contention-based access, nodes may try to
transmit concurrently. However, this could result in message collisions, which
in turn invokes the issue of energy wastage. Contention-based MAC protocols,
therefore, most often entail sensing capabilities to refrain from transmitting if
the medium is occupied (for example by the use of CSMA). For the MAC pro-
tocol to access the medium, the transceiver has to be enabled. Whenever the
transceiver is not needed, it is best practise to turn it off. This is called duty
cycling (the fraction of time that a node is in active mode) [20] [21] [22].

Last is the physical layer. This part of the protocol stack deals with the detection,
selection, and modulation of frequencies. Since the physical layer deals with the
actual radio transmissions, the protocol designer also has to take signal distor-
tions (noise and interference) into consideration. For WSNs, the so-called ISM
band frequencies are used. ISM stands for Industrial, Scientific, and Medicine.
The ISM bands are license-free frequency bands with some restrictions (i.e. with
regards to transmit power) [22]. The most relevant ISM bands frequencies are:

• 33 – 464 MHz for Europe

• 900 – 928 MHz US-only

• 2,4 – 2,5 GHz for WLAN and WPAN

• 5,725 – 5,875 GHz for WLAN

Modulation of frequencies is the art of embedding data in a radio signal. By
manipulation the amplitude, frequency, and phase of the signal, bit sequences
can be send over radio waves. For completeness, the four main modulation
schemes are binary shift keying (BSK), amplitude shift keying (ASK), frequency
shift keying (FSK), and phase shift keying (PSK) [20] [22] [23]. Figure 2.11
illustrates how these different modulation schemes manipulate the signal.
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Figure 2.11: Modulation (keying) schemes (a) BSK, (b) ASK, (c) FSK, (d) PSK.
Source: [23].

So far, we have briefly discussed the OSI protocol from the application to the
physical layer. However, as mentioned earlier, the protocol stack for WSNs is
more simple (Figure 2.12 shows the simplified protocol stack for WSNs). For
a WSN protocol, the stack consists of the application layer, data dissemination
and routing layer, MAC layer, and physical layer. Furthermore, topology control
and synchronization are often incorporated in the protocol design. In comparison
to the OSI stack, the application and physical layer remain mostly the same
(where data dissemination is removed from the application layer). Secondly,
the dissemination and routing layer is a slightly adjusted variant of the OSI
network layer. Thirdly, the MAC layer is a simpler variant of the OSI data link
layer. Thus, even though the WSN protocol stack is a simpler version of the OSI
protocol stack, they share a lot in terms of functionality [22].
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Figure 2.12: WSN protocol stack. Source: [22].

2.4.3 Communication standards for WSNs

In order to simplify the design of WSNs, certain communication standards have
been developed over time. Of importance are the standards as introduced by
the Institute of Electrical and Electronics Engineers (IEEE). Most of the pro-
tocol standards have the prefix 802, as they were introduced by the IEEE 802
committee. Figure 2.13 shows an overview, including classification on power
consumption, cost, complexity, and data rate [24] [25].

Figure 2.13: Communication standards with classification. Source: [25].

Specifically the 802.15.4 standard is widely used for WSN designs. This standard
was originally released in 2003 and is classified as a low-rate wireless personal
area network (LR-WPAN). The 802.15.4 standard covers the physical and MAC
layers, where it is targeted at low-cost, low-power communication networks. For
the physical layer, 802.15.4 operates on the following three frequencies:

• 868 MHz with one channel

• 902 - 928 MHz with 10 channels (each 2 MHz apart)

• 2.4 - 2.4835 GHz with 16 channels (each 5 MHz apart)
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For that matter, the 802.15.4 standard shares the 2.4 GHz frequency with both
WiFi and Bluetooth. The achievable data rate, for this 2.4 GHz frequency band,
is 250Kbps. However, the actual data rate depends on the MAC protocol and
additional error-handling tasks. The 802.15.4 standard uses variations of PSK
(as illustrated in Figure 2.11) as modulation schemes [22].

2.4.3.1 WSN embedded operating systems

By use of the previously mentioned stack components, a user is able to design
the WSN communication protocol according to his/her needs. However, there
should still be an interface between the user application and the dedicated hard-
ware. This abstraction layer is provided by the embedded operating system
(EOS). In general, the operating system is there to provide coordination (such
as interrupts) and resource management (memory, I/O, CPU, and more). From
this perspective, three EOS models exist [26].

First is the event-driven EOS model. This model refers to the method of perform-
ing tasks, whenever an event occurs. Since the event handler has to perform one
task after another, this model follows a sequential execution model. The positive
side is that this model offers inexpensive scheduling and concurrency. However,
due to its sequential nature, the event-loops dictate the program flow, bounded
buffer problems exist. Second is the thread-driven EOS model. In this model,
the CPU is preempted by tasks that are running in parallel. For that matter, the
scheduler is the main controller that makes all the decisions. With its benefits
of parallel executions, thread-driven models do suffer from context switches and
complicated shared memory. Third and last is the Hybrid model. This is simply
a combination of the event-driven and thread-driven model [26].

The most commonly used WSN operating systems are:

• TinyOS (Event-driven)

• Mantis (Thread-driven)

• Contiki (Hybrid model)

In the case that memory is limited on the embedded sensor hardware, TinyOS is
especially practical. TinyOS was designed to have a small memory footprint, as
its OS is possible to fit in 200 bytes of memory. Furthermore, as we go through
the existing literature in Chapter 2 of this report, we will see these operating
systems reappearing in several implementations [26].
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2.4.4 WSNs in prior mountain cryosphere research

So far, this report has introduced the notion of the cryosphere, permafrost,
rock glaciers, and environmental monitoring. Furthermore, it was indicated that
WSNs are adequate candidates for data collection, for which we briefly touched
upon the WSN basics. With the ongoing research in environmental monitoring,
WSNs have already been used for several studies. For that matter, this section
will display a few prior experiences, of which we follow the research of [2] [27].

For this part of the story, we will adjust our view on the Swiss mountain slopes.
As the geography of the alps is stretching over Switzerland, several tall mountain
ridges are found throughout the Swiss terrain. With alpine altitudes of up to 4
kilometers of height, permafrost and rock glaciers are present on several Swiss
mountains. As we discussed the dangers of slope instability, it is vital for the
Swiss authorities to actively support the observation of these remote areas. In a
joint effort to monitor the Swiss mountain cryosphere, the University of Zürich
(UZH) and the Eidgenössische Technische Hochschule Zürich (ETH) initiated the
PermaSense consortium. Via this consortium, researchers from many different
fields collaborate to design, deploy, and operate high mountain wireless sensing
systems [2] [27].
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Throughout time, several research field sites have been set up. A collection of
these sites is illustrated in Figure 2.14 (please note that the Aiguille du Midi
field site is in France).

Figure 2.14: Overview of field test sites for Swiss mountain cryosphere research.
Source: [2] [27]

Furthermore, as wireless sensors were deployed for the data collection and com-
munication, each site is housing several sensor nodes and a base-station. For
illustration purposes, the sensor placements of the Aiguille du Midi and Jun-
graujoch test sites are illustrated in Figure 2.15 and Figure 2.16, respectively.

Figure 2.15: Sensor placement, Aigu-
ille du Midi test site [2] [27].

Figure 2.16: Sensor placement,
Jungfraujoch test site [2] [27].
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To go into more depth, the prior studies often used wireless GPS sensors. In
general, a GPS sensor senses its displacement over time. Whenever multiple
GPS sensors are distributed over a region, their relative positional diversion
can be compared. If the difference in GPS displacements between the nodes
is severe, potential hazardous situations may occur (as the deviations would
suggest instability of the area). One of the GPS nodes that has been used, is the
so-called L1-GPS sensor (as displayed in Figure 2.17). This L1-GPS sensor was
a fully integrated, lower-power device. While being battery powered, the sensor
is able to measure diversions on 2-axes and communicate via an 868 MHz ultra
low-power radio [2] [27].

Figure 2.17: The L1-GPS sensor. Source: [2] [27].

Clearly, this is not the type of sensor that you would drop from a helicopter onto
a mountain slope. The sensor was relatively large and had to be secured properly.
Nevertheless, the measurement data that the sensors provided showed interesting
results. Figure 2.18 shows the placement of three GPS sensors along a ridge of
the Matterhorn. Furthermore, as can be seen in Figure 2.19, clear deviations
in displacement can be seen from the time-stamp at mid-2015. Chronologically,
even larger deviations situate around the mid-2016s, indicating differences of up
to 15cm between MH40 and HOGR (in eastern displacement) [2] [27].

Figure 2.18: Matterhorn ridge GPS placement. Source: [2] [27].
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Figure 2.19: Matterhorn ridge: GPS displacement measurements. Source: [2]
[27].

Additionally, wireless GPS sensors enable a variety of other means of data anal-
ysis. As is illustrated in Figure 2.20, the test site in Mattervalley identified
multiple rock slopes that could pose instability issues. One of the methods used
in the Mattervalley region, was the monitoring of surface velocities [2] [27].

Figure 2.20: Mattervalley, multiple mountain slopes of interest. Source: [2] [27].

By the use of GPS positioning and continuously sensing, a node’s position can
be tracked over time. One of the characteristics that can be determined with
this data, is the velocity of the node. The aim is to distribute multiple of these
sensors over a region of interest. Subsequently, if the mean velocity of the sensors
is known, severe deviations (from one or more sensors) could indicate extreme
slope movements. An example of this kind of data is depicted in Figure 2.21,
where the spikes indicate the large deviations from the mean velocity (as can be
seen on the time-line at 07.12, 07.13, and 07.14) [2] [27].
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Figure 2.21: Intra-annual changes in horizontal velocities. Source: [2] [27].

By means of a growing understanding in high alpine WSN deployments, the
PermaSense consortium has been improving its practices constantly. To cope
with the harsh environment, rugged sensor-integrated solutions were introduced.
Figure 2.22 shows a picture of a custom designed sensor node that is optimized
for ultra low duty-cycles, low rate sensing, and disconnected operation by means
of 1GB of local storage. Furthermore, with an average power of approximately
150µA, the node can operate independently for around 4-6 years [2] [27].

Figure 2.22: Custom ruggedized wireless sensor node. Source: [2].

In short, with over 8 years of experiences and several experiments performed,
the PermaSense group has gathered over a billion of data points (more than
1.5TB). Besides the use of GPS measurements, other types of data (such as
microseismic activity) are actively being evaluated. As the deployed WSNs em-
ploy an internet-connected back-end, real-time data is being send to databases
over high-rate WLANs. Furthermore, by means of supporting the research field,
the measurement data is made publicly available on the PermaSense data portal.
Thus, even if research groups are not in the vicinity of mountain cryosphere, they
can still perform their analysis on recent public data sets. In that regard, due to
the long term collaboration of PermaSense, a solid understanding of mountain
cryosphere research is being developed. At this point, it has already resulted in
a decade of experiences in WSN high alpine environmental monitoring [2] [27].
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2.4.5 Microseismic activity monitoring: a pilot study

So far, we have predominantly discussed wireless sensor networks and ignored
wired solutions. This is mainly due to the benefits or wireless solutions versus
the wired alternative. We will come back at this later in this section. However,
since this research involves microseismic activity monitoring, the study of [28] is
of particular interest. As a pilot study on microseismic activity monitoring using
small geophones (microseismic/acoustic sensors), the project shows interesting
results that are of importance to the design of a wireless communication protocol.
The setup consisted of sensor nodes and a main connection box, as can be seen
in Figure 2.23 [28].

Figure 2.23: Setup with sensor nodes and connection box. Source: [28].

The sensor nodes were relatively small and were connected to the box via wires.
The box included dedicated processing hardware and the battery. Furthermore,
since the cables and sensors would be too exposed if they were just distributed
over the surface, stones were placed for protection against water and damages
[28].

To illustrate the harshness of the measuring site, Figure 2.24 shows the place-
ment of the box and sensors in between the rocks. In general, the cable length
for each sensor was 25 meters, however, the actual distance was maxed out at
approximate 20 meters [28].
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Figure 2.24: Placement of sensor nodes and connection box. Source: [28].

The spatial distribution of the geophones consisted of spreading out six sen-
sor nodes, where the box was placed strategically to accommodate for the wire
length. The placement of sensors is illustrated in Figure 2.25. However, what
becomes rather apparent early on, is the downside of the cable length. Since
nodes can only be spaced out to a certain extent, the overall measurement area
is limited by the cable length [28].

Figure 2.25: Spatial distribution of sensors on the mountain slope. Source: [28].
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The system itself operated as follows: to only record events of significance, a cer-
tain threshold was set. This meant that a sensor was only triggered if the signal
(amplitude) was strong enough. The moment that a sensor is triggered, all other
sensors start sensing concurrently. This made it possible to record co-detections.
In this case, a co-detection means that one event was picked up by multiple sen-
sor nodes (in order to estimate the magnitude of an event). Once triggered, the
node will record the signal for one second. If a sensor detects a stronger signal,
all signals will extend their measurement time by one more second. The recorded
signal is then pre-amplified on the node itself (for transportation to the box),
for which the box amplifies the signal once more. The final data was stored on
a SD-card [28].

For the analysis phase, the data was examined for co-detection events, that
happened in a time period of 0.1 seconds, on all six sensor nodes. Simply stated,
the longer a co-detection is observed, and the more nodes participate in this
detection, the more severe the event is deemed. An overview of the results, from
over a time span of several months, is depicted in Figure 2.26 [28].

Figure 2.26: Overview of the detected co-detections over time. Source: [28].
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Furthermore, as we take the data from just one day (July 20th in particular),
we get the situation as depicted in Figure 2.27 [28].

Figure 2.27: July the 20th event, multiple detections around 00:40. Source: [28].

What is of noticeable interest, is the increase in co-detections at around the
00:40:00 time stamp. The data suggested that the sensors increasingly detected
the same event (i.e. for a longer period). Not long after the co-detections started
to occur, a small unstable slope event took place. By further analyzing the
spectograms of the sensor nodes, as shown in Figure 2.28, a clear increase in
event co-detections was demonstrated [28].

Figure 2.28: Spectogram of all nodes during the 00:40 event. Source: [28].
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Ultimately, the use of microseismic activity and the focus on co-detection, clearly
showed to have potential to expose rock slope destabilization. As a pilot study,
it paved a way for improvements and further research. So should the sensors
be cheap, robust, and run on low-energy. It would also be advantageous if the
sensors did not suffer from tilting, as it may influence the measurements. Next,
different ways of waking up all the nodes and the ability to change the threshold
in real-time, may also improve the measurements. Obviously, the more sensors
available, the more data is generated. A scalable solution is, therefore, also im-
portant [28].

As for the use of wired communication, several downsides are to be noted. First,
as was shown in the pilot study, wires are a limiting factor in spatial distribution.
Wireless solutions also have their distance limitations, but they are not as firm
as wire lengths. Second, the placement is more difficult, as wires need to be
directed properly over the mountain slope. Third, wires impose more problems
when it comes to hazards such as lightening (with wireless not having long wires,
the conductance is simply removed). Last, with wireless solutions, the topology
can be changed in software (if the inter-node distances allow for it), this is not
possible with predetermined wired connections. This is not to say that wireless
communication is perfect by any means. However, with the right communication
protocol and hardware, a lot can be accomplished [2] [28].
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2.5 Description of the problem setting

Up to now, this report set the scene to develop a more precise problem state-
ment. In order to gain a clear scope, we will first outline several important
aspects. First, Section 2.1 explained the environmental aspects of importance.
It was noted that, due to global warming, rising temperatures have an increas-
ingly negative effect on permafrost stability. Second, Section 2.4 introduced the
use of WSNs for environmental monitoring. As a WSN can be effective and
low-cost, it makes for an ideal candidate in environmental monitoring. Third,
previous studies, as outlined in Section 2.4.4 and 2.4.5, have already tested both
high alpine wireless communication as well as the use of microseismic data (i.e.
acoustic sensors). Both of which are of importance to this research.

Another note of importance is that current monitoring systems are limited. Most
often, WSNs have to deal with high quantities of data and latency, while having
to be focused on low-power execution. The hardware is also limiting, as sensor
nodes can only use the embedded processing power for which they were designed.
If we want to employ smaller and more portable sensors, these issues become of
even greater significance [29].

Fortunately, there are a couple of possible solutions. In a joint effort, a small
team (of ETH related scholars and researchers) is looking at the design of a
cost-effective WSN of geophones for environmental monitoring. In order to limit
the data that is transmitted over the wireless medium, the design might incor-
porate both local processing and event classification. For the local processing,
the node will analyze the data itself to only send interesting data onto the net-
work. The classification has a similar approach, where it uses neural networks to
determine which events are interesting to communicate. A visualization of the
design approach is illustrated in Figure 2.29 [29].

Figure 2.29: Design characteristics of the geophone WSN. Source: [29].
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Even with proper classification and local signal processing, the data still has to
be communicated over the network. For that matter, a proper wireless commu-
nication protocol is vital for the design to work. From the previous studies by [2]
and [28], two essential features can be identified. As guidelines for the protocol
design, these features are identified as:

• Events incur sporadic high-bandwidth requests

• Co-detection requires all-to-all communication

The sporadic high-bandwidth requests originate from the periodic nature of
events. This is clearly illustrated in Figure 2.27, where an event incurs a steep
increase in co-detections (and thus bandwidth requests). For the co-detections,
all sensors should be connected. These connections should always be there, re-
quiring ultra-lower power consumption (to increase the longevity of autonomous
operation). The current situation is such that, sporadic high-bandwidth and
energy efficient all-to-all communication, have been studied separately (which
we will see in Section 3.1). However, combining both for a WSN design is not
trivial and remains mostly uncharted. The previously deployed solutions might
already offer the dynamic range and power consumption that is sought after.
Which protocol, however, is not clear. To date, there have been several candi-
dates that are promising (LWB and Dozer specifically), but they have not been
tested for their performance extensively. For that matter, the aim is to analyze
the currently used solutions to see which protocol provides high-bandwidth upon
request, while incorporating low-power all-to-all communication the rest of the
time [29].

2.5.1 Project problem statement

Based on the information that was mentioned heretofore, the problem
statement is defined as follows:

Global warming is destabilizing high alpine mountain slopes with dangerous
consequences these days. Current (WSN) environmental monitoring techniques
are still limited, for which researchers are constantly trying to improve their
methods. Based on communication and network models, this report will analyze
and compare different protocol designs that support the wide range of geophone
WSN requirements. The protocol should provide high-bandwidth upon request,
while incorporating low-power all-to-all communication the rest of the time. The
protocol comparison will be supported by experimentally-validated model-based
performance analyses. To realize this, the currently used solutions will simulated
by the use of analytical models. Ultimately, the comparison between the proto-
cols’ models will offer a knowledge platform to judge which solution would be
most preferential for future monitoring systems.



Chapter 3

State-of-the-Art Analysis

By now, this report has introduced the context and the general focus of the
research. As was mentioned beforehand, the aim is to look at some existing
solutions that are currently being used by leading environmental researchers.
Gaining new insights in how these protocols perform, could offer guidance for
the design of a new monitoring system.

This research is part of a bigger project, where the sensor network is ultimately
aimed at mountain cryosphere research. These high alpine areas are remote and
challenging, for which the protocol has to take the harsh conditions of the envi-
ronment into account. Common data gathering protocols, however, do not offer
extensive flexibility (i.e. in resource usage and battery life). State-of-the art so-
lutions for environmental monitoring have therefore mostly been custom. At the
forefront of development, is the Computer Engineering and Networks Labora-
tory (TIK) group at ETH Zurich. With over a decade of experience in mountain
cryosphere research, the group has already proposed and tested several commu-
nication protocols. This section will outline the differences in both common and
custom solutions. At first, several common WSN solutions will be outlined. Sub-
sequently, this section will advance by introducing several custom protocols. The
chapter will conclude with some final remarks on previous protocol solutions.

32
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3.1 Common related WSN communication protocols

In order to categorize the existing common wsn solutions, we will mostly look
at the MAC protocol, topology control, and routing. The basics of the afore-
mentioned parts can be found in Section 2.4. Even though it was indicated that
mostly custom solutions are used for environmental monitoring, we will start by
looking at some commonly used concepts.

First off, as was mentioned in Section 2.4, MAC protocols can either be contention-
based or contention free. Contention-based protocols access the medium with
possible collisions, thus additional collision detection or avoidance is in order.
S-MAC is a variant of a contention-based protocol. In S-MAC, nodes transit
periodically between listen and sleep states, in order to trade latency for energy.
Furthermore, to solve the problem of collisions, S-MAC incorporates CSMA with
request and confirm handshakes. The downsides of this protocol, however, are
the difficult implementation and predetermined duty cycle parameters. Both
which are important factors for environmental monitoring [30]. A variant of
S-MAC, specifically for data gathering is D-MAC [31]. T-MAC is another varia-
tion of S-MAC, where T-MAC uses an active period that can adapt to the traffic
load (this period is fixed for S-MAC). Furthermore, to reduce the problem of
early sleeping, T-MAC uses future RTS (Request To Send) messages. This way,
nodes can easier predict incoming traffic and reduce the waste of energy from
unnecessary wake-up cycling. The complexity of S-MAC, however, still remains
to be present in T-MAC [32].

B-MAC is another widely used standard, focusing on low power operation with
effective collision avoidance. B-MAC incorporates CSMA based medium access,
without RTS or CTS (Confirm To Send) messages. A characteristic of B-MAC
is the use of clear channel assessment (CCA) to find out whether a node can
begin its transmission. This clear channel assessment does impost additional
requirements on the computation, for which simple data gathering is made more
difficult [33]. A close variant is X-MAC, where X-MAC also samples the preamble
to check the channel. The difference is such that B-MAC sends long continuous
preambles, and X-MAC short strobes of preambles. For that matter, X-MAC
outperforms B-MAC in both latency and energy consumed, due to the shorter
preamble [34].

A fully contention-free protocol would incur the synchronization of a global
schedule. Most often, a TDMA schedule is applied, such as seen in [35] [36]
[37]. However, a truly global schedule is most often too costly, especially for en-
vironmental monitoring solutions. Most often, if existing protocols incorporate
TDMA scheduling, they form a sort of hybrid solution. These hybrid solutions
apply TDMA schedules next to contention based medium access. This way, the
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protocol can use the positive side of TDMA scheduling, without incurring costly
global synchronization. A common example is Zebra MAC (Z-MAC). Based on
the level of contention, Z-MAC uses either TDMA (during high contention) or
CSMA (during low contention). In this protocol, each node itself decides if it
can use TDMA or CSMA (by use of packet loss rates and channel noise ratios).
As a common protocol, however, it is still invoking complex implementation,
especially due to its additional local processing (to estimate the contention) [38].
Furthermore, a well known standard in the set of data gathering protocols, is the
collection tree protocol (CTP). As introduced in [39], CTP uses datapath vali-
dation and adaptive beaconing. By datapath validation, CTP is able to discover
and repair data routing issues promptly. Furthermore, the use of adaptive bea-
coning limits the amount of beacons send (by which the traffic and thus latency
is reduced). Overall, the study by [39] shows that >90 percent of the packets is
received, while incurring radio duty cycles of 3 percent.

Although some protocols offer novel approaches for the use of WSNs, all afore-
mentioned solutions have not been specifically designed for environmental mon-
itoring (and therefore do not offer the most optimal usage). It is, however,
important to have them mentioned, as they resurface in the literature on custom
environmental monitoring solutions. Furthermore, before we proceed, it is im-
portant to mention the notion of constructive interference (CI) and routing by
flooding. Constructive interference is the phenomenon that two or more trans-
missions interfere with each other in a positive way. Normally, interference is
seen as a negative thing. However, the so-called capture effect in CI explains
that two concurrent signals, of the same packet, could strengthen the reception
of the signal. Of course, this is only possible, as suggested by [40], when tight
synchronization is achieved. The use of CI can therefore be useful for WSNs, as
concurrent transmissions can increase the likelihood of successful packet recep-
tion.

The basic art of flooding was already briefly explained in Section 2.4, namely
whenever a node receives a message, this message is broadcasted to all its con-
nected nodes. By building on this notion, [41] introduces the Glossy flooding
architecture that exploits the benefits of CI. Glossy makes use the transmission
of the same packet concurrently. As the packet is the same, if transmissions over-
lap, the CI will strengthen the signal and increase the likelihood of successful
transmissions. Another benefit that [41] points out, is that each node is aware of
the exact moment of flooding. This way, the flooding never interferes with the
application tasks, as every node simultaneously halts its task, and resumes after
the flooding has completed. By means of statistical and worst-case analysis, this
method has shown to achieve a 99.99 percent successful packet reception, while
providing nodes with ultra-low duty cycles (<0.01 percent).
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3.2 Custom solutions for environmental monitoring

Of special interest to this research, are the current custom WSN protocol solu-
tions for environmental monitoring. As this research will follow in the footsteps
of earlier studies, it is important to identify the most promising solutions to date.
We begin with two of the most developed methods from the TIK group, namely
the Dozer protocol and the Low-Power Wireless Bus, as introduced in [4] and [5]
respectively.

3.2.1 Dozer

Introduced in 2007, the first protocol that we look at is the Dozer protocol. In
general, Dozer focuses to reduce the overhearing and idle listening problems that
exist in WSNs. Furthermore, Dozer does not use any prior low-power solution,
as the authors point out that only a perfectly orchestrated protocol stack, thus
fully designed to work together, can offer the lowest power-consumption results.
For that matter, Dozer incorporates a MAC layer, a routing protocol, and topol-
ogy control [4].

To direct the data towards the sink node, Dozer creates a tree-based structure
on top of the network. This tree-based structure guarantees loop-free paths for
the communication to reach the sink node. In general, a node is assigned two
tasks, namely the role of a parent (for the nodes one level down), and the role of
a child (to the node one level higher). The synchronization between parent and
child is done with TDMA scheduling. This scheduling, however, is developed at
each node, to circumvent one global schedule. The reason for this, is such that a
global TDMA schedule is too costly to maintain over the network (as the whole
network needs to be synchronized at all times). Since the nodes have two roles
(i.e. parent and child), each node has two schedules. The schedules are one-hop
schedules from the node to its parent or children [4].

Furthermore, due to the one-hop schedules, global synchronization is not needed.
The synchronization is accomplished by the parent node, as it will send out a
beacon message at the beginning of its TDMA schedule. The receiving child node
does not reset its internal clock to this beacon. Instead, in order to synchronize,
it will calculate the offset of its planned upload slot to the time of receiving
the beacon message. Furthermore, Dozer does not incorporate a standard MAC
protocol. Even more so, the protocol does not explicitly avoid nodes for trans-
mitting concurrently. If there are collisions, an incorporated time randomization
will drift overlapping schedules apart. As for the topology control, each node is
maintaining a list of potential parents. If one of the links is faulty, a new parent
can be selected from this list [4].
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For the start-up phase, if the node is not yet part of the data gathering tree,
it will listen to beacon messages of nearby nodes. This listening is done over
a complete TDMA round, followed by rating the detected nearby nodes. The
rating is done by estimating the distance to the sink and existing load on the
channel (i.e. how many child nodes does this parent node have). This data is
available in the beacon message. In order to actually join the parent’s TDMA
schedule, the parent will remain to listen during a contention window after the
beacon message. During this time, the new child node can signal the parent for
a join request. Consequently, if the parent receives this message and assigns a
TDMA slot for the child, it will signal this back to the new child node by the
use of a handshake message. The Dozer protocol only allows for one child to join
after the beacon message (i.e. in order to balance the load per time interval).
The initial setup is illustrated in Figure 3.1 where B is the beacon, C is the
connection request, and H is the handshake [4].

Figure 3.1: Dozer, initial connection setup. Source: [4]

Furthermore, the Dozer protocol limits the idle listening of the contention phase.
If there are no new nodes to join, there is no point to listen during this time
period. The parent simply scans for activity on the channel (by means of the
received RSSI), right after its beacon message. For that matter, when nodes
are waiting to join and hear the parent’s beacon, they signal the channel that
they want to join (such that the parent will initiate the contention window).
Throughout the connection time, the nodes will remain to use the beacons to
keep their list of potential parents up to date. If, in the case of a link failure, a
node cannot find a new parent from its list, it will re-enter the connection phase as
explained before (i.e. the bootstrap stage). If the bootstrapping is unsuccessful,
after a link failure without new parents in the nodes list, the network is assumed
to be down. In this stage, the node goes into suspend mode, limiting its energy
consumption by only polling the channel for beacon messages periodically. The
frequency of this polling determines the energy usage. Therefore, the trade-of
between establishing connections fast and energy usage, can be set according to
the demands of the application [4].
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As mentioned before, a node has two schedules (as a parent and as a child).
These one-hop TDMA schedules are of fixed length with fixed slot sizes. For
that matter, each connected node gets the same time in each schedule iteration.
As both parent and child nodes know the allocated schedule (i.e. when to up-
load / listen), they only need to synchronize on the start of the schedule. The
parent’s beacon message allows for this synchronization, as it marks the offset
for the children nodes in accordance to their upload slot. Figure 3.2 shows the
communication between a parent and its child nodes, with D indicating data and
A indicating acknowledgements. Furthermore, with the use of beacon messages,
the offsets for both schedules are relatively easy to calculate. This enables a
complex situation with two schedules with only minor work for synchronization.
If two schedules overlap, say by neighboring nodes, it might lead to collisions.
In order to deal with this, the Dozer protocol extends the TDMA schedule by a
random amount of time each round (i.e. the so-called jitter). If it is necessary to
send information down the tree (from the root towards the leaves), it is possible
to embed this data in the beacon message. Each node receiving this beacon mes-
sage, will copy the additional information in its own beacon message for further
transportation [4].

Figure 3.2: Dozer, communication between parent node and two child nodes.
Source: [4]

For the evaluation of the Dozer protocol, the paper specified the use of the
TinyNode 584 platform and the TinyOS operating system. In total, the Dozer
protocol used 20 kB in program memory and 1.7 kB in random access memory
(RAM). As for the power consumption, the TinyNode platform showed power
consumption ranging from 0.015mW (in sleep) to 40.25mW (while transmitting).
In order to measure the energy consumption of the Dozer protocol, an indirect
approach was used. So were radio duty cycles measured (i.e. worst-case radio
on-time) and combined with the technology specifics of the TinyNode platform.
The testbed that was used consisted of 40 sensors, scattered across 2500 square-
meters, for a time period of over a month. As the environment was used by
working people during office hours, enough real-life influences were involved (such
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as mobile Wi-Fi and Bluetooth connections). As a result, the message loss
percentage ranged from 1.2 to a maximum of 3.15 percent. The overall average
duty cycle was measured at 1.67 percent (depicted in Figure 3.3), which resulted
in an energy consumption of around 0.082 mW [4].

Figure 3.3: Dozer, radio duty cycles including RMS. Source: [4]

3.2.2 Low-Power Wireless Bus (LWB)

The second protocol that is extensively used by the TIK research group at ETH,
is the Low-Power Wireless Bus (LWB), as introduced in 2012 [5]. In short, by
way of mimicking a shared bus, LWB maps all traffic onto globally scheduled
floods. In each flood, all nodes participate to relay the message towards the
sink. This way, all nodes are a potential receiver, enabling one-to-many, many-
to-one, and many-to-many communication. Furthermore, LWB does not make
use of topology dependent states, making the approach more resilient against
possible link failures. The use of LWB completely replaces the normal network
stack, thus incorporating all steps between the application and the radio.

LWB makes use of the Glossy flooding concept, as introduced in [41]. Fur-
thermore, LWB implements a global schedule that indicates when a node is
allowed to send. This way, nodes will not start transmitting concurrently, there-
fore avoiding collisions. LWB operates in a time-triggered fashion, for which a
communication round repeats itself every round period T . Note that this round
period T is determined on a host node, for which T can be adjusted according
to increasing or decreasing traffic demands. What makes the host node special,
is the use of the scheduler component. All nodes have a scheduler module avail-
able, however, only the host node has the scheduler activated (to compute the
new schedule for the next round for all nodes). Each round consists of several
non-overlapping slots, as is illustrated in Figure 3.4 [5].
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Figure 3.4: LWB protocol, rounds (A), slots (B), and time-triggered floods (C).
Source: [5]

Per time slot in a period, only one node is allowed to initiate a Glossy flood. The
other nodes simply receive and relay this message until the flood has ended (i.e.
the packet arrived at the destination). As all nodes participate in this flooding,
the work distribution is well balanced over the network. In general, the period
starts with a time slot for the host to distribute the schedule (including T and the
slot assignment for the nodes). Next, the nodes can initiate the floods in their
respective slot (if assigned). After the nodes have initiated their data transfers,
a contention slot takes place (as can be seen in Figure 3.5). In this contention
slot, nodes can inform the host of their current traffic demands, for which the
host can compute the new schedule. As an optimization, the host will share the
new schedule already at the end of the period. This way, nodes can adapt more
promptly to changing schedules, especially if the new period T is significantly
longer. To make sure that the packets are received at the right node, the sending
node’s application specifies the recipients as a parameter in the message. Con-
sequently, the receiving node’s application will only receive the message if it was
an intended receiver (note that if the application does not receive the message,
the node is still able to relay the message for the Glossy floods) [5].

Another function that LWB enables, is that the application can signal a change
in traffic demands. Whenever the application detects an increase in activity,
so-called data streams can be added. These data streams are specified with a
start time and an inter-packet interval (IPI). Multiple streams may be added,
in the case that the sensor allows for multiple measurements at different rates.
Additionally, streams can also be removed if they are not needed anymore [5].

Figure 3.5: LWB communication round. Source: [5]
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During the starting phase of the network (i.e. bootstrapping), only the host node
is part of the network. As the other nodes have their radio on in the beginning,
the host shares the initial schedule that contains the round period T . Due to
the tight synchronization of Glossy floods, all nodes are able to synchronize
on this initial schedule [41]. By knowing the round period, all nodes can now
enable duty cycling to save some energy (as the round period informs them
of contention window timing). Knowing when the contention slot takes place,
multiple nodes can try to share their interest in joining the schedule. Most often,
even with concurrent transmission from several nodes, the host is able to receive
one request due to CI [40]. The node that is successful in this join-request, will
receive an acknowledgement from the host node. For the other nodes, since they
did not receive the acknowledge message, they will retry connection including
an exponential back-off to circumvent collisions. To make sure that all nodes
can join as soon as possible, the host node will begin with the shortest period
T possible. After all traffic demands are received (i.e. no new nodes enter
in the contention window), a steady state condition is achieved. In a steady
state situation, the round period can be adjusted, such that nodes send more
at once, over a larger period of time (to reduce the duty cycling of the nodes).
This process is illustrated in Figure 3.6. Furthermore, if there is no new traffic
observed for a long time, the host can decide to schedule contention slots more
rarely. This will further reduce the overhead from idle-listening [5].

Figure 3.6: LWB connection setup (bootstrapping). Source: [5]

Knowing the connection setup, it is important to see what happens in case of
a disconnect. In the case that a node gets disconnected, the host will remove
the allocated slots (streams) from this node from the schedule. This will happen
after a number of rounds, for which this number is specified as a parameter. If
the node wants to join again, it can do so during the contention window. A
bigger issue is the failure of the host node. Since the host has to distribute the
schedule, its failure will affect all communication in the network. As pointed out
earlier, all nodes have the scheduler component. In the case that a node does
not detect a schedule, or any data packet, during a specific period of time Thf , it
is likely that the host is not sending any communication to any node. All nodes
share a circular-ordered list with host information (i.e. node ID and channel
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number). In case that Thf is reached, the nodes will pick the next host from this
list (as illustrated in Figure 3.7). The new host will simply enable the scheduler
module and begin the bootstrapping phase with a new schedule [5].

Figure 3.7: LWB change of host node. Source: [5]

For the performance evaluation of the LWB protocol, the authors consider both
data yield (the percentage of packets that are properly received at the sink) and
radio duty cycle (the fraction of time that the radio is on). The prototype of
the protocol was implemented with the Contiki OS on the TelosB platform, with
comparable implementations for CTP, Dozer, Muster [42], and BCP [43]. For
the network setup, the study showed that LWB and CTP were bootstrapped
in 2 min (for 89 nodes). Dozer required significantly longer, taking 18 min-
utes for the bootstrapping phase. Additionally, during the set-up phase, the
study indicated that LWB used the least amount of energy during the first 30
minutes. LWB showed a radio on-time of 27 seconds, whereas Dozer and CTP
showed 128, and 130 seconds respectively. With many-to-one communication,
both Dozer and LWB showed to outperform CTP in both data yield and duty
cycling. Furthermore, in case of variable traffic demands, LWB remains stable.
So was it shown that a significant increase of nodes (54 to 460), still resulted in
almost no packet loss, whereas CTP and Dozer showed detrimental results. For
the many-to-many communication, LWB showed superior results in both data
yield and duty cycling, as compared to Muster (with CSMA or LPL [33]). In the
case of interference, LWB showed only minor issues, as it is not dependent on a
topology state. Dozer and CTP, however, depend on typology states and may
need re-routing due to interference. Last, in comparison to BCP and CTP, LWB
showed better data yield numbers (99 percent), without incurring more energy
consumption [5].



3. State-of-the-Art Analysis 42

3.2.3 Event-based Low-power Wireless Bus (eLWB)

An adaptation from the LWB protocol [5], is the event-based Low-Power Wireless
Bus (eLWB) [6]. This recent protocol was introduced in 2017, where it focuses
more on the simultaneous allocation of variable bandwidth streams. This is to
say that, if multiple nodes detect an event concurrently, the protocol allocates
the time slots to the nodes as soon as possible. This is achieved by adjusting the
LWB protocol in two ways, namely waking up the host as soon as one event is
detected (with the use of an extra event-contention slot) and by allocating fixed
bandwidth to event streams (data streams are still on-demand) to reduce the
processing overhead Tp (as discussed in [5]).

Figure 3.8: eLWB event and data stream scheduling. Source: [6]

As is illustrated in Figure 3.8, the round period is defined by T . Instead of hav-
ing a normal contention window, such as used in [5], a special event-contention
slot is used. At the start of a period, first the schedule S is shared (informing
all nodes of the contention slot timing), followed by the event-contention slot E,
and again followed by S. In the case that multiple nodes detect an event, they
can indicate this during slot E by signalling a single byte. As the host node may
receive multiple requests during this event-contention slot, it will disregard the
cyclic redundancy check. If the host node detects any request, it will send out an
event round schedule S with time slots for each node (even if they did not detect
an event). During this event round, all nodes are allocated one slot of size 1 byte
(which is enough to indicate a request with bandwidth demands). Following this
event round, the host will use the received requests to construct the new data
round schedule S. During the data round, the bandwidth is equally distributed
over the nodes that requested to disseminate an event. Furthermore in order to
disseminate event and data streams as fast as possible, the duration of both the
event and data round is set significantly smaller than the overall round period
T [6].
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However, it should be noted that, due to the additional event round, eLWB
is limited when it comes to scaling. As each node will always receive a time slot
in the event round, the duration of the event round will grow linearly with the
amount of nodes. The paper, therefore, suggests that networks of more than 20
nodes are most probably better off with more hierarchical solutions [6].

Figure 3.9: eLWB power consumption with acoustic event detection Source: [6]

For the evaluation of the protocol, the paper used both the Flocklab testbed
[44] (with 20 nodes) and a dual processor prototype. The prototype consisted of
an ARM Cortex-M4 and a CC430F5147 processor, interconnected by the Bolt
connection [45]. Furthermore, what is particularly interesting for our research,
is that the prototype was tested with real-world (simulated) acoustic signals.
Figure 3.9 shows the power dissipation of the eLWB protocol, running on the
prototype platform, when detecting these acoustic signals. Ultimately, it was
indicated that eLWB achieves a best case latency of 113.2 ms with an average
power consumption of around 52.8 µW [6].

3.2.4 Chaos

As introduced in 2013, Chaos [46] is the first protocol that is directly focused
on all-to-all communication, in a low-power wireless network. The protocol is
mostly focused on in-network processing and data sharing, ensuring that all
nodes receive the same data at some point. This does deviate, to some extent,
from our focus of data gathering for environmental monitoring (i.e. co-detection
and efficient routing towards the sink node). However, as the protocol is a cus-
tom solution with focus on low-power communication, we will briefly look at its
characteristics.

The Chaos protocol operates as follows: we of course start with a number of
nodes. Each of the nodes in the network, create their own packet including a set
of flags (bits) and a payload. The flags indicate all nodes in the network (i.e.
there are as much flag bits as there are nodes).
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In the beginning, each node only sets its own bit. This way, the node knows
that it did not receive the data from the other nodes thus far. Next, the pro-
tocol specifies one of the nodes in the network as the initiator. This initiator
node will begin the communication process by sharing its packet with the other
nodes. Depending on the network setup, all nodes that are able to receive the
packet from the initiator, will do so accordingly. The nodes will consequently
update their own data (if present), by applying a so-called merge operator. The
merge operator can be user-specified (such as a max function or complex fil-
ters). Additionally, the receiving nodes will update their flags, indicating that
they have received the data from the initiator node. A node that sends in one
round, will not send in the next round. Furthermore, the node will update its
own information, only if the packet has new data available (which can be checked
in comparison with its own flags). This process is shown in Figure 3.10. By re-
peating this process, the communication will halt when all nodes have received
all data (i.e. when all flags are set) [46].

Figure 3.10: Chaos communication on 3 nodes (A,B,C). Source: [46]

The process clearly shows that the network will only stop, after all nodes have
the data that they are supposed to have. Nevertheless, there are a couple down-
sides to this approach. First, the packets are limited in size. Combined with
the flags (which grow linearly with the number of nodes), the available band-
width is limited. One way to overcome this, as pointed out by the authors, is to
use compression schemes (which will impose additional stress on the embedded
hardware). Furthermore, as Figure 3.11 indicates, the protocol seems to suffer
from packet reception rate deterioration, in the case of increasing synchronous
transmissions. The paper points out that, due to the synchronous sending of dif-
ferent packets, the protocol can not completely benefit from Glossy’s constructive
interference (it merely relies on the capture effect) [40] [46].
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Figure 3.11: Chaos, PRR versus synchronous transmitters. Source: [46]

For that matter, if the target application relies on merge operators, the protocol
does offer novel ways of communication. However, this is not currently in the
scope of our research. Furthermore, the synchronous transmission limitations, as
well as the limitation in number of nodes (without additional compression), do
impose additional difficulties. Thus, for environmental monitoring, in the scope
of this research, the Chaos protocol is not directly the most suitable candidate
[46].

3.2.5 Blitz

Last is the BLITZ protocol. BLITZ is relatively new, as the protocol has been
introduced in 2017 [47]. As opposed to the other protocols that have been dis-
cussed so far, BLITZ makes use of so-called wake-up receivers [48]. A wake-up
receiver is an ultra-low power radio that simply listens if there is any commu-
nication for the node to listen to. This way, the regular transceiver (which is
more power hungry than the wake-up receiver) can remain in deep sleep, saving
valuable battery life. The inclusion of a wake-up receiver is not directly in the
scope of this research. However, as hardware platforms may shift over time, it
is interesting to include BLITZ’s mechanisms in this report.

The key focus points of BLITZ are responsiveness and energy efficiency. Overall,
the protocol achieves this by asynchronous wake-ups, followed by synchronous
data dissemination. The asynchronous wake-ups are achieved by allowing the
awake nodes to incrementally notify other nodes to wake up. In the beginning,
in the absence of an event, all nodes reside in their deep sleep state (to save en-
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ergy). If an event occurs, and the wake-up receiver detects it, the corresponding
node will be awoken. Consequently, the awake nodes will relay this wake-up sig-
nal to all neighboring nodes. In order to avoid that simultaneous wake-up signals
interfere too heavily with each other; the structure of the wake-up preamble is
randomized (to lowering the probability of destructive interference). Next, when
all nodes are awoken, a similar structure as what is used by the eLWB is imple-
mented [6]. As the nodes will synchronize, an event and data round is scheduled.
Similar to the eLWB protocol, the event round will enable all nodes to broadcast
their needs, whereas the data round’s slots will only be used by the nodes that
need to disseminate data (the other nodes do participate in the flooding). An
illustration of the BLITZ protocol in operation can be seen in Figure 3.12 [47].
Furthermore, for the flooding of messages, BLITZ also implements Glossy, like
we have seen in [5] [6] [41].

Figure 3.12: BLITZ, asynchronous wake-up and synchronous data dissemination.
Source: [47]

For the evaluation of the BLITZ protocol, the authors followed the same ex-
perimental setup as was presented in [6]. The protocol showed results of an
approximate power dissipation of only 16 µW during inactivity, and around 50
mW for the wake-up and dissemination periods. Clearly, power dissipation ben-
efits a lot from the wake-up receivers during deep sleep states. However, the
paper also indicates that wake-up receivers have their negative aspects. So was
it mentioned that the protocol could suffer from lack of range (from the wake-up
receivers), higher exposure to interference, and lower sensitivity (for which the
wake-up receivers could signal the network, to wake from deep sleep, when this
is not desirable) [47].
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3.3 Concluding remarks on existing solutions

As this section has shown, different protocols will benefit from different applica-
tions. So was it indicated that, if the network consists of only a small number
of nodes, both Chaos and eLWB can offer reliable low-power communication [6]
[46]. For Chaos, the focus lies on in-network merge operators, whereas eLWB
focuses more on event-based data gathering. Furthermore, in the case that the
application (and embedded hardware) allow for wake-up receivers, BLITZ can
offer very desirable low-power operation, while allowing asynchronous wake-up
and synchronous dissemination [47]. Yet, for this research, the interests lie in
simple, low-power, and scalable solutions that do not incorporate wake-up re-
ceivers. For that matter, the Dozer and LWB protocol are the closest solutions
to our goal [4] [5]. It was shown that, both Dozer and LWB, offer properly eval-
uated means of communication, while being widely applicable for environmental
monitoring. Their respective studies include detailed analyses on their design
and operation, but lack a thorough performance evaluation (and comparison)
regarding energy consumption versus data bandwidth. This trade-off of energy
versus bandwidth is vital for our research, as we have to deal with periodic data
requests while ensuring low-power communication for the rest of the time.

As we build on promising solutions (i.e. Dozer and LWB), the subsequent steps
will focus on analyzing their performance in terms of duty cycle versus band-
width. In order to do so, this research will develop several analytical models that
provide a fast, scalable, and accurate simulation environment.



Chapter 4

Methodological Approach

This chapter explains the methodology behind the analytical modelling, experi-
mental validation, and overall protocol performance comparison. Before a com-
parison between LWB and Dozer can be drawn, it is important to first fully
understand the mechanics of each protocol separately. To accomplish this, this
report will initially build on the existing literature in which these protocols were
introduced. Subsequently, the theories behind these protocols will provide the
basic knowledge for the initial modelling. The initial modelling will take shape
in relatively simple equations, not taking unforeseen implementation-dependent
parameters into account (e.g. start up times, shutdown times and additional
overheads). Some parameters for the model are code-dependent, such as mes-
sage sizes and slot time definitions. As the model needs this information to
function, these parameters were explored and included at an early stage.

The next step is to check how accurate the models’ predictive power is. This
will be performed by comparing the analytical results to the results obtained
from experiments on the Flocklab testbed. At this stage, it is unlikely that the
predictions will be very accurate. However, by using the Flocklab testbed, each
experiment will output detailed timing information that can be analyzed. Com-
paring the detailed Flocklab results to the model will indicate where the model
is deviating in its estimations. With this knowledge, the models can be refined
until they reach an accuracy that is acceptable. Since the models are aimed to
remain simple (e.g. no statistics on interference are included), it is expected that
there will always be an offset. Of importance is the accuracy when observing a
perfect trace (i.e. the experimental results do not show instability or transmis-
sion issues). In this case, the model should reasonably match the experimental
results for which the offset should not exceed beyond 10 percent.

An additional benefit of the analytical model, is its ability to provide valuable
insights for design-oriented thinking. This means that, by knowing the protocol
characteristics, one could potentially come up with an improved network setting.
With the knowledge from the models, these improvements could present them-

48



4. Methodological Approach 49

selves in topology control, routing, and other protocol specific properties.

When both models are refined and validated, the path is clear to perform a
comparison analysis for Dozer and LWB. For this stage, the analytical models
of both protocols are used. To ensure a fair comparison, both models will be
configured with matching parameters (i.e. equal payload and interval times).
Furthermore, the simulating environment of the models make it easy to perform
a multitude of measurements in a relatively short amount of time. This is espe-
cially helpful, as the aim is to include a range of bandwidth measurements. By
simulating various settings, the results are eventually plotted on a performance
map. Since both protocols were simulated with matching parameters, the result-
ing overview enables fair judgment of which protocol is more favorable in which
bandwidth region.

As was mentioned, the analytical models assume that all communication is with-
out any error or interference. However, this is unlikely to be the case in the real
world. For that matter, this research will include a short qualitative stability
analysis on both protocols. This analysis will focus on identifying events, such as
message re-transmissions, that will result in unforeseen additional radio on-time.
As it would be beneficial to compare the stability analysis of Dozer and LWB, a
time interval of equal size for both protocols is monitored (after bootstrapping).
Ultimately, this report will use all obtained results to derive its conclusions and
recommendations for future monitoring systems. To summarize, a graphical
depiction of the methodological approach can be found in Figure 4.1.

Figure 4.1: Methodological story-line
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As the analytical models will form the basis of the research, the next parts will
outline the modelling and validation approach more extensively.

4.1 Analytical modelling

The analytical models are aimed at predicting the duty cycle of a single sensor
node. For this calculation, the inputs of the model are defined in terms of the
protocol, application, topology, and technology and implementation parameters
(as depicted in Figure 4.2).

Protocol parameters can be seen as:

• the beacon interval time

• the number of data slots

• the radio bit-rate (the implementation is platform specific)

• the maximum allowed connected nodes

For the application inputs, we differentiate between:

• the sensor sampling interval (or IPI: inter-packet arrival time)

• the payload size.

In other words, it checks how often the node is sending data and how much data
would this be. The topology parameters are defined to specify the location of a
sensor node of interest. As the models are aimed at predicting the duty cycle of
one particular node, it is important to know:

• the node position in the network

• the amount of connections to other sensor nodes.

In the initial modelling, most of the implementation details will not be included.
However, as this is an iterative process, the final analytical models will include
the technology and implementation dependent inputs. This will include:

• the wake-up and shut-down times,

• the guard times,

• the overheads (e.g. for switching between Rx and Tx).
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Figure 4.2: Analytical model components and design flow (left to right). Outputs
and metrics can differ per analytical model (e.g. between LWB and Dozer) and
are depicted here for explanatory purposes

Knowing all the parameters as just described, the behavior of the protocol can
be modeled by deriving several relatively simple equations. For example, these
equations could be geared towards calculating the slot utilization, bandwidth, or
duty cycle. As is depicted in Figure 4.3, part of calculating the bandwidth or
duty cycle of one node is to sum all of the packets that this node has to process
(receives, samples, and sends to the parent node).

Figure 4.3: Example of constructing an equation for the analytical models. All
data is directed towards the data sink in this tree structure, Dx refers to a data
packet that is sampled from node x to be send to the sink. The labels on the
edges indicate which data packets are being send to the parent node.

Similarly, given the beacon period, payload size, and amount of nodes, the slot
sizes for one of the protocols can be calculated. Depending on the protocol, the
calculation might take different parameters into account.
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4.2 Experimental validation

In the previous stages we have constructed the analytical models on the basis
of the existing literature. The next step is to evaluate how close the models
can predict the duty cycle of the actual implementations. In order to do so,
experiments of both LWB and Dozer will be performed on the Flocklab testbed.
The Flocklab testbed is developed by the Computer Engineering and Networks
Lab at ETH Zurich [44]. The specifications of the Flocklab architecture can be
divided in deployment, hardware, and software parts.

Deployment
As is illustrated in Figure 4.4, the testbed deployment spreads over one floor
of ETH’s ETZ building. The system is comprised of 30 nodes, with varying
distances between them (i.e. mostly several meters). Furthermore, the network
incorporates LAN and WLAN as a backbone. Since it is an office (academic)
space, the platform is exposed to interference such as WiFi and Bluetooth con-
nections. The testbed area is around 2500 m2 (70mx37m).

Figure 4.4: Flocklab deployment at ETH ETZ. Source: [44]
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Hardware and software
For the hardware side of the network, multiple sensor nodes are housed on
each Flocklab sensor platform (i.e. a network can be comprised of the sensor
nodes of choice). For this research, the Dozer implementation is ported to the
TinyNode184 with a MSP430 microcontroller and 868-915MHz Semtech SX1211
ultra-low power wireless transceiver. The Dozer implementation runs on the
TinyOS operating system. The implementation of LWB is ported to the DPP
sensor board with a MSP430 microprocessor and CC1101-like radio transceiver
(868MHz). The LWB implementation runs on the Contiki operating system.

For both LWB and Dozer, the parameters (i.e. number of nodes, beacon pe-
riod, payload) can be specified per experiment. After a successful test, the
output contains several .csv files with power profiling, serial output, error logs,
and GPIO information. To interpret the output, the .csv files can be imported in
Cooja (a Contiki network simulator [49]) to generate timed traces. At this stage,
the analytical model can be compared to the traces from the implementation.
In order to capture all deviations, this part of the analysis will be performed
completely manual. If the traces show additional overhead or different behavior,
the analytical model can adjusted accordingly. Due to the iterative approach in
adjusting the model, a high level of accuracy can be achieved.



Chapter 5

Analytical Modelling and
Experimental Analyses

This chapter will outline how the analytical models for both LWB and Dozer
were developed and validated. For both protocols, the sections start with the
theoretical background. After establishing the theoretical foundation, the imple-
mentation is introduced. As the models are refined by running several experi-
ments, the experimental validation is explained in detail. After comparing the
early model with the experimental results, the final models are derived. Finally,
as not all possible parameters are taken into account, each model’s assumptions
and limitations are described.

5.1 Constructing the analytical model for Dozer

This section will outline how the Dozer analytical model was constructed, vali-
dated, and intended to use. The final model is implemented in Microsoft Excel
for compatibility with most personal computers. The final model is provided
with this report.

5.1.1 Initial theoretical implementation

For the initial theoretical implementation of the model, the starting point was
to analyze how Dozer is described in literature. As was mentioned in section
3.2.1, Dozer does not use any prior low-power solution. For that matter, Dozer
incorporates its own MAC layer, routing protocol, and topology control [4].

Furthermore, Dozer builds a tree structure on top of the network (i.e. the avail-
able nodes form a tree structure to direct the data towards the sink). The
structure of the tree is determined by ranking each node for their potential can-
didacy as a parent for another node (e.g. on the basis of the distance between

54
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these nodes, distance towards the sink, and the number of child nodes already
connected to that particular node). A node has two roles; being a child to its
parent node, and being a parent for its child nodes. For both roles, each node
has an internal schedule (i.e. a one hop TDMA schedule) that dictates when the
node sends or expects a beacon, when to send its data, and when to receive data
(as shown in Figure 5.1). This way, a global synchronization scheme is avoided
[4].

Figure 5.1: Dozer, tree based structure with multiple schedules per node. Left:
Dozer schedule between the sink (parent), node 1 (child 1), and node 2 (child
2). Right: Graphical depiction where node 1 has another child and therefore 2
TDMA schedules to handle. [4]

As the analytical model is aimed to the predict the duty cycle of one node,
it is important to identify which parameters are necessary to include in the
calculations. As can be seen in Figure 5.2, a (parent) node has to deal with: (i)
the receiving and sending of data (data messages of size x bytes), (ii) the amount
of children connected (as this number determines the amount of data messages
that the parent will receive), (iii) the receiving and sending of acknowledgement
messages of size y bytes, (iv) the sending and receiving of beacon messages of
size m bytes, and (v) the beacon interval in seconds. The sizes of x, y, and m
are specified in the protocol code and will have to be checked separately.
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Figure 5.2: Identifying the main components from a Dozer schedule. [4]

However, in order to correctly estimate the amount of data packets that a node
will receive, it not sufficient to only look at directly connected nodes. Packets
are generated according to the sampling interval (or seen as the packet rate Z in
packets per beacon interval). Since each node will generate a packet according
to this interval, a parent (depth 0) will receive a given number of data messages
from its children according to this rate. However, if these child nodes (depth 1)
also have their own connected children (depth 2), the combination of all data
packets from the children at depth 1 and 2 will be send to the parent at depth
0 (as was also illustrated in Figure 4.3). It is therefore important to look at di-
rectly connected children together with the amount of nodes in their respective
sub trees.

Given that the radio bit rate is known, message sizes can be translated to trans-
mission times (i.e. the duration in seconds to transmit a beacon or data message).
In that regard, the duty cycle can be calculated by summing up all transmission
times in a beacon period (i.e. the time the radio will be turned on), divided by
the beacon period time. As a more formal definition for a given node (i), we get:

DutyCycle(i) =
2Lbeacon + (Z(2(

∑
Nchild) + 1) ∗ Lpacket)

Tbeacon
(5.1)

Where:

2Lbeacon is the transmission time of the beacon messages for send and receive∑
Nchild is the total amount of nodes in all sub trees of node(i)
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Z(2(
∑
Nchild) + 1 is the receiving and relaying of data messages (2(

∑
Nchild)),

plus own sample (+1), multiplied by the packet rate Z

Lpacket is the transmission time of a data message (including ack message time
for simplicity)

Tbeacon is the beacon period time in seconds

Furthermore, as was outlined in section 4.1, the analytical model differentiates
the inputs from the protocol, application, topology, and technology side. So
far, the analytical model has not taken all these parameters into account yet.
In order to accomplish this, the next step is to look at Dozer’s implementation
details.

5.1.2 SimpleDozer; a Dozer implementation

For this research, the SimpleDozer image is used. The SimpleDozer image is an
implementation of Dozer which was designed by the TIK department at ETH1.
The code was comprised of multiple files and written in nesC, an event-driven
programming language [50]. By studying the implementation, the following input
parameters were identified for the protocol category:

• Protocol parameters

– beacon interval duration (s)

– beacon message size (byte)

– number of processing slots (#)

– max number of children (#)

– max amount of jitter (ms)

– buffer size in messages (#)

– header size (byte)

– radio bit rate (kbps)

– size of the parent list (#)

1Image available upon request.
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Subsequently, the following parameters were defined for the technology and im-
plementation input categories of the model:

• Technology and implementation parameters

– data download guard duration (ms)

– beacon download guard duration (ms)

– contention time (ms)

– acknowledgement message size (byte)

From the protocol parameters, jitter has not been used in our model (to avoid
that the implementation would behave differently, jitter was set to the mini-
mum). Furthermore, the buffer size was set to 20 packets originally and has not
been altered after that. The model includes a check to see if the available buffer
space is enough based on the other parameters. The radio bit rate was unaltered
and remained at 100kbps. The download guard time (1ms) makes sure that the
node has set the radio to receive mode on time. This is triggered whenever the
node expects to receive a data packet. The beacon download time (0,3ms) has
a similar function, but is only triggered when a beacon is expected to be received.

For the application parameters, the model includes the payload size (byte)
and sensor sampling interval (s). Each sample period, the SimpleDozer imple-
mentation sends an aggregate of 3 data packets. These packets were identified as
SibHealth (28 bytes of payload), RSSI (21 bytes of payload), and StateCounter
(18 bytes of payload). As they were wrapped in a struct (including header and
metadata), the aggregated overall amount of data was 97 bytes per sampling
interval (66 bytes of payload). If there are multiple samples taken in one beacon
period (dependent on the sampling interval), the previously mentioned values
have to be multiplied accordingly.

For the topology parameters, the model includes a field to specify the root
node (data sink) and the root node’s total amount of children (including sub
trees). Especially knowing the total amount of sensing nodes (i.e. all children of
the root node) is valuable for calculating the total bandwidth at the sink.

Using the aforementioned parameters, it is possible to compute the slot times,
bandwidth per beacon interval, and transmission times. However, as the aim is
to match the model to the Dozer implementation, the next step is to analyze
where the experimental results deviate.
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5.1.3 Model refinement and experimental validation

In order to run an experiment on Flocklab, an XML file containing all settings
has to be uploaded. These settings contain the test duration, which nodes to use,
GPIO tracing, serial settings, power profiling, and which image to use. The Sim-
pleDozer code, after compilation, could be embedded in the XML or uploaded
to the Flocklab website. The .csv files that are obtained after the test finishes
are then able to be uploaded to Cooja for further analysis.

In all tests, power profiling was enabled. However, the profiling resolution (in
samples per second) had to be limited for larger tests (to avoid too much data
generation). For that matter, only using the power profiling to identify radio on-
time was not enough. In order to simplify the analysis, several GPIO activations
were added for this research. As can be seen in Figure 5.3, additional GPIO was
added to indicate when a packet was to be send (data, ack or beacon) and when
the radio is on (no distinction was made between Rx and Tx).

Figure 5.3: Snippet from a SimpleDozer test (#51912), showing the power pro-
filing (of three packets per sampling interval) and (i) INT2: purple toggle = a
packet is to be send, (ii) LED3: high = radio off, (iii) LED3: low = radio on
(either in Tx or Rx)

From this figure, we can see that (iii) indicates the radio on-time. When we
compare the analytical model to the experiments, the aim to predict this radio
on-time as accurate as possible.

Model refinement
The SimpleDozer image constructs the topology during the bootstrap phase of
the experiment. This means that, in order to identify how the topology looks
like, the traces (beacons) had to be analyzed. Figure 5.4 illustrates the traces of
a network with four nodes (including sink). In these traces, one can identify the
beacon messages and by whom they are send or received.
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Figure 5.4: Snippet from a SimpleDozer test (#51912), (i) beacon send from
sink to node 13, (ii) beacon send from node 13 to node 17, (iii) beacon send from
node 13 to node 19, (iv) and (v) beacon send from node 17 and 19 for potential
children

Additionally, as was described by [4] and illustrated in Figure 5.5 and Figure
5.6, a node will toggle between Tx and Rx modes in order to send data messages
and receive acknowledgements (and vice versa). This mode switching will have
an impact on the radio on-time, for which our analytical model needs to take
this into consideration.

Figure 5.5: Snippet from a SimpleDozer test (#51912), each data packet is
acknowledged by the receiver by sending an ack message to the original sender
of the packet.
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Figure 5.6: Snippet from a SimpleDozer test (#51912), three data packets are
generated per sampling period. (i) Node 19 sends three packets, (ii) node 13
receives the data packets, (iii) and (iv) node 13 sends the data from node 19 and
itself to the data sink (6 data packets).

Running experiments with the SimpleDozer image has proven to be a lengthy
process. When the network consists of a large amount of nodes, the bootstrap-
ping phase can potentially take a long time (60min or longer). Furthermore, some
experiments might not result in a stable situation at all. In total, approximately
70 SimpleDozer experiments were performed with varying settings (i.e. beacon
periods, sampling periods, and amount of nodes). By using the GPIO tracing
from these test results, it was possible to measure the radio on-time for all sep-
arate components such as sending data messages, receiving data messages, and
radio on-time for beacon messages. By comparing these results with the model,
the following additional overheads were identified:

Overheadbeacon

Each beacon interval, the node stays awake after sending a beacon message for
the duration of a contention slot (30ms). Furthermore, to separate data trans-
mission times and guard times, the beacon overhead also includes the beacon
download guard (0,3ms). Thus, the beacon overhead is defined as:

Overheadbeacon = Beaconguard + Lcontention slot (5.2)

Overheaddownload

The download overhead refers to the additional radio on-time for receiving data
packets. This means that every time we expect a data message, we need to: turn
on the radio (2ms), receive the data, send acknowledgements, switch between
Rx and Tx between packets (context switching), and turn the radio off again
(2ms). This behavior is illustrated in Figure 5.7. The radio on-time for the
acknowledgements, context switches, and data transmit times were added to a
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separate parameter (Lpacket). The values included in the model (for overhead
components) are the averages of measurements taken from a hand-full of ex-
periments (approximately 12 experiments showed stable results, for which their
measurements were combined).

Figure 5.7: Snippet from a SimpleDozer test (#51912), example of one sampling
period with (a) packet send and (b) ack receive. Several overheads can be iden-
tified, namely: (i) Start up time, (ii) switching between Tx and Rx (5 times per
sampling period), and (iii) radio shut down time.

As a node can have multiple children, this download overhead can happen mul-
tiple times per beacon interval. If the packet rate Z is below one (i.e. less than
one data message is generated per beacon interval), the fraction is taken into
account. However, as we can at most wake up once for one distinct child node
per beacon, the packet rate for this overhead is maxed at one. Formally, we get:

Overheaddownload = Z ∗
∑

Nchild ∗ (Downloadguard + Lwakeup+shutdown)

(5.3)

Z = Packet rate

Overheadupload

In an upload slot, a node has to send all its buffered data packets to the parent
node. This means that a node has to wake up the radio, send the data, and turn
the radio off again. The sending of data packets was already included in the
model. Furthermore, after looking at all test results, it was measured that the
radio on-time for Tx is consistently longer (5ms) than the radio on-time for Rx
(with the same amount of data). For simplicity, we call this the Tx overhead.
We can at most have one upload slot per beacon, but depending on the packet
rate, the node might send less than once per beacon period (i.e. once every
fourth beacon). We therefore have to multiply by the packet rate Z (where Z is
maxed at one).
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For the upload overhead we get:

Overheadupload = Z ∗ (Txoverhead + Lwakeup+shutdown) (5.4)

Overheadoverhearing

Lastly we have the additional overhearing. If a node has one or more children,
it will always wake up for a small amount of time at the beginning of the child’s
slot (approx. 17ms). This is irrespective of the child node’s intention to send
data. A visual representation of this overhearing is illustrated in Figure 5.8.
One way of looking at it, is such that this overhearing will happen in an opposite
manner to the packet rate. Meaning, if the packet rate is one (i.e. every beacon
a node will transmit data), no overhearing will take place. If the packet rate
Z is 0,25 (i.e. data is transmitted every fourth beacon interval), we need to
take (1 − Z) ∗ Loverhearing into account (as we want to know the overhead per
beacon interval). This will count for all directly connected children, as they will
be scheduled with an upload slot. Adding this all together we get:

Overheadoverhearing = (1− Z) ∗ (Loverhearing ∗#connected children) (5.5)

Figure 5.8: Snippet from a SimpleDozer test (#51912), overhearing at the sink
for node 13’s upload slot, overhearing at node 13 for node 19’s upload slot.
Duration is approximately 17ms per overhearing event.

Combining previously mentioned overheads with the duty cycle equation from
(4.1), the final duty cycle calculation for the Dozer analytical model becomes:

Duty Cycle (i) =

2Lbeacon + (Z(2(
∑
Nchild) + 1) ∗ Lpacket) + Overheadbeacon+ download+upload+ overhearing

Tbeacon
(5.6)
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Furthermore, the model includes a convergence condition that checks if the slot
size is long enough for the node to send all its data (relay and own sampled). By
taking this condition into consideration, the model’s parameters can be adjusted
while evaluating if it would theoretically lead to a stable network.

Convergence condition =

∀nodes : (Z ∗ (
∑

#children+ 1) ∗ Lpacket +Overheadupload) ≤ Lslot (5.7)

Where:

∀nodes refers to the fact that all nodes should adhere to this condition

Z ∗ (
∑

#children+ 1) is the data one node has to send in its upload slot

Lpacket is the transmission time for the data, acknowledgements, and context
switching

Overheadupload follows from equation (4.4)

Lslot the duration of the upload slot (equal for all scheduled nodes)

Additionally, the model includes some calculations for bandwidth, slot utiliza-
tion, and overhead components. These are mainly for analysis purposes and can
easily be checked when new parameters are entered.

Final experimental validation and accuracy
By now, the SimpleDozer image has been tested extensively. Furthermore, in an
iterative manner, timing measurements between the test results and model have
been compared for which the model was adjusted accordingly.

It is important to see that the model shows the same scaling properties (duty
cycle versus # connected children) as the implementation results. To check this,
the first approach was to recreate the duty cycle vs. # children graph as shown
in the original literature (Figure 4 in[4]). To keep the comparison easy, one par-
ent node starts with no children. Consequently, we connect one additional child
to this parent and perform the same experiment (to a max of three children).
In general, the children had nothing in their sub trees for this analysis. But the
fourth child was added in the sub tree of one of the children nodes. For each
amount of children connected, several tests were performed where the beacon in-
terval ranged from 15 seconds to 120 seconds (doubling the amount of seconds in
each step). It is important to note that the SimpleDozer implementation might
deviate from the implementation used by [4]. For that manner, we will recreate
the graph but only compare the implementation to the model. The data was
obtained by running 20 SimpleDozer experiments and simulating the same tests
with the analytical model.
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Some of the Flocklab experiments did not yield stable results. For that matter,
several measurements had to be obtained by extrapolating data from previous
experiments. For this extrapolation, it is vital that it reflects the radio on-time
that the network should have shown if it had performed in a stable fashion.
Thus, the approach for each extrapolation measurement was to look at other
experiments with stable network situations and measure the radio on-time for
all communication traffic per beacon interval (if possible, an average from several
experiments was used, otherwise the measurements were taken from just one ex-
periment). The only differences between the stable experiment and the unstable
experiment, would then be the beacon interval (which we can simply adjust in
the duty cycle calculation).

In doing so, the analysis includes actual experimental measurements that re-
flect the bandwidth and network settings (as if we would have obtained a stable
network). The extrapolation was also decoupled from the analytical model, as
only prior experimental data was used to estimate and extrapolate the missing
measurements. For a beacon interval of 15 seconds, this affected the experiment
with 4 children. For a beacon interval of 30 seconds, this affected the test with
three children. For the 60 and 120 second beacon intervals, this affected the tests
with two, three, and four children. The resulting graph is depicted in Figure 5.9

Figure 5.9: Number of children versus radio duty cycle for beacon interval 15s,
30s, 60s, and 120s. The depicted duty cycle is from the parent node. The
different lines represent different beacon intervals. Lines with AM are the results
from the Analytical Model. Child 4 is not directly connected to the node of
interest.
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As can be seen in the graph, the analytical model’s results closely resemble
the experimental results. This is a valuable insight, as it shows that analytical
model correctly handles the additional radio on-time for additional connected
children. Furthermore, as expected, the step from three to four children is not
linear. This is due to the fact that the fourth child is in one of the children’s
sub trees. The non-linear behavior is explained by the fact that no additional
download overhead is generated, as this data will simply be appended to the
upload slot of one of the first three children. Again, this behavior has shown to
be consistent between both the analytical model and the implementation results.

The next step was to run a new SimpleDozer experiment and to use the an-
alytical model to predict each node’s duty cycle. For this experiment (test #
52072), the beacon interval was set to 15 seconds, the sampling interval was set
to 60 seconds (4*beacon interval), and a maximum of three directly connected
children was allowed. In total, the network consisted of 10 nodes including the
sink node. The resulting topology can be found in Figure 5.10.

Figure 5.10: SimpleDozer test #52072. Resulting topology after 75 minutes with
10 nodes, beacon interval = 15 seconds, sampling interval = 60 seconds, max
children = 3.

The duty cycles were manually measured from the test results after time-stamp
87:30 (mm:ss). Since the sampling interval was four times the beacon interval,
it was needed to take the average radio on-time of at least 4 beacon intervals.
To ensure a correct measurement of the average radio on-time, multiple beacons
were measured to identify reoccurring radio patterns. Consequently, by knowing
the topology and protocol parameters, it was possible to match each node’s
position and settings in the analytical model. The resulting duty cycles were as
follows:
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Table 5.1: Duty cycle measurements from test #52072 and model predictions
Node Duty cycle from test Duty cycle predicted Difference in %
7 1,066% 1,052% -1,320%
25 0,982% 1,008% 2,614%
26 0,460% 0,477% 3,696%
13 0,458% 0,477% 4,148%
20 0,466% 0,477% 2,361%
11 0,302% 0,315% 4,260%
10 0,301% 0,315% 4,607%
19 0,301% 0,315% 4,607%
17 0,301% 0,315% 4,607%

The Duty cycle from test column are the manual measurements from the Flocklab
experiment. Duty cycle predicted are the values produced by the analytical
model, when using the same parameters. The Difference in % is the amount the
analytical model is over- or underestimating the implementation’s result. The
same information is visualized in Figure 5.11. By using these results, it can be
said that the model is predicting the duty cycle with an approximate accuracy
of 95% or more. Since the goal of the analytical model is to predict the scaling
behavior of the duty cycle versus bandwidth, this level of accuracy is adequate
enough. Of course, this can only be stated for the tested environment (i.e. a
network of 10 nodes), with the assumption of a perfect world (i.e. no collisions,
re-transmissions). The only under-estimation is for node 7. This is due to
unaligned schedules, which will be explained in section 5.1.5. The small over-
estimation is expected, as the model takes a conservative approach in estimating
the transmission times.

Figure 5.11: Comparison of the duty cycle measurements from test #52072 and
the model’s predictions show at least 95% accuracy for the 10-node network.
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5.1.4 Topology analysis

As the previous results gave an insight in the model’s accuracy, the point was
reached where the analytical model could be used for more experimental pur-
poses. As was mentioned, the model only looks at one node in the network. One
approach is to look at the node that has to deal with most of the data traffic
(i.e. the nodes with the most children in all of its sub trees). By artificially sim-
ulating different networks, it is possible to analyze which kind of topology would
be most favorable for a Dozer implementation. Figure 5.12 shows all topologies
that were simulated with the model. At an early stage, it became apparent that
a star-topology (around the sink) shows the most favorable results.

In a star topology, all nodes are directly connected to the data sink. Further-
more, as the sink is considered to have more resources (i.e. storage, battery life),
its duty cycle is assumed to be of lesser importance. For all other sensor nodes,
it can be said that they only have to deal with their own data messages. This is
due to the fact that there are no sub tree formations with child nodes. This will
benefit the duty cycle significantly. In other topologies, such as the tree or line
topology, the formation of sub trees is present (as data has to traverse towards
the sink). The more additional traffic a node has to process, the longer its radio
will be turned on. It can therefore be said that the node which has the most de-
manding sub tree (in terms of data messages and overhead) will show the worst
case duty cycle of the network. When comparing sub tree formation between
the star, tree, and line topology, it becomes evident that the star topology has
the lowest worst case duty cycle of all.

Furthermore, the analytical model showed that the additional overhead for di-
rectly connected children is quite significant (due to the additional wake-up or
overhearing costs). For that matter, it is sometimes more favorable to have a
line topology connected to a sensor node than a star topology.
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Figure 5.12: Different topologies that were simulated with the analytical model.
With 30 nodes, beacon interval = 15 seconds, Sampling interval = 60 seconds,
the WC duty cycles are (based on a node connected to the sink): (i) 0,315%, (ii)
0,477%, (iii) 0,639%, (iv) 1, 214%, (v) 1,126%, (vi) 1,465%, (vii) 2,403%.

Overall, it was found that it is beneficial (in terms of duty cycle) when most
nodes connect directly to the sink. After that, if a sensor node has to deal with
child nodes, it is best if they are connected in a line topology (as the data to be
send can be combined in one upload slot).

5.1.5 Assumptions and limitations

To conclude the modeling part of the Dozer protocol, it is important to emphasize
the assumptions and limitations that are included in the model. For that matter,
the following assumptions were made:

No collisions, interference, and re-transmissions The model assumes a per-
fect world for which it only predicts the duty cycle for perfect beacon inter-
vals (i.e. beacons, data packets, and acknowledgements are properly send
and received).

Upload schedules are assumed to be aligned If a node has child nodes di-
rectly connected, it assumes to receive the data messages from these chil-
dren before its own upload slot (such that it can be send together). If the
additional data is received after the upload slot, the node might have to



5. Analytical Modelling and Experimental Analyses 70

wake-up more often. This will result in additional overhead which is not
implemented in the model.

Furthermore, the model should only be used in settings for which the model is
intended. For that matter, the following limitations are to be taken into account:

Validated only for small networks The analytical model is tested in a net-
work setting of 10 nodes. When adding more nodes, it is unclear how this
will affect the accuracy of the duty cycle calculation. Adding more nodes
will incur more instability, which is not considered in the model.

One node at a time The model is aimed to compute the duty cycle of just one
node. Given a large network, it would imply having to check each node
individually.

No environmental impact The analytical model is a naive approach is esti-
mating the duty cycle. Interference, collisions or other instability influences
are not included.

SimpleDozer specific The model is adjusted to reflect the SimpleDozer im-
age. Any other variant of Dozer might behave differently (i.e. different
overheads, data sizes, etc...).

Adjusted to current hardware Time-specific parameters in the model are
dependent on the current hardware platform (TinyNode184). These pa-
rameters should be revised if ported to a different platform.

Latency not explicitly analyzed The model does not include explicit mea-
surements for the latency.
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5.2 Constructing the analytical model for LWB

The aim of this research is to compare Dozer to LWB by means of model based
performance analyses. For that matter, the next step is to construct a similar
analytical model for LWB as was done for Dozer.

5.2.1 Initial theoretical implementation

As was mentioned in section 3.2.2, LWB maps all traffic onto globally scheduled
floods to relay the message towards the sink. In each flood, the protocol makes
use of the Glossy flooding concept, as introduced in [41]. By doing so, only
one node is allowed to initiate a Glossy flood concurrently. The other nodes
simply receive and relay this message until the flood has ended (i.e. the packet is
supposed to have arrived at the sink). For that matter, a communication round
consists of the schedule, contention, and data messages (as shown in Figure 5.13).

Figure 5.13: LWB communication round. Source: [5]

The time duration of each of these components depends on the duration of the
Glossy flooding slot. As Figure 5.13 shows, it follows from the literature that
the radio on-time consists of Ts for the schedule slot and a multiple of Td for the
data and contention slots.

On the contrary to the Dozer literature, there has already been some research
on (Glossy based) slot and round time calculations. For this research, the the-
oretical basis of the model will follow the approach of [51]. In this paper, the
authors introduce a new time-triggered design using Glossy flooding. Although
the proposed design is not completely comparable to LWB, the underlying the-
ory for the Glossy floods is the still applicable.

As the model needs to predict the slot times for Ts and Td, the starting point is
to analyze how these slots are build up. As was explained in section 3.2.2, each
slot is composed of multiple hops. These hops are an interleaving behavior of
receiving and relaying the data message such that the sink eventually receives
the data message. The amount of hops depend on the network diameter H and
re-transmission parameter N (number of transmits per node). The duration of
one hop depends on the payload size, radio delay and additional overhead.
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By following [51], the hop duration Thop is defined as:

Thop = Td + Tcal + Theader + Tpayload (5.8)

Where:

Td refers to the radio delay (to start Tx)

Tcal is the transmission time of clock calibration message

Theader is the transmission time for the header message

Tpayload is the transmission time for the payload (data or schedule)

Consequently, knowing the network parameters N and H and following [51], the
duration of one flood is defined as:

Tflood = (H + 2N − 1) ∗ Thop (5.9)

Where:

H + 2N − 1 calculates the amount of hops

Thop follows from eq. (4.8)

To calculate the slot duration for a data or schedule slot, [51] divides the slot
time in Toff and Ton. Toff is the combination of the radio wake up time Twake up

and Tgap (the time needed to process a received packet). Ton takes the flooding
time Tflood and adds a start-up time for the radio Tstart. Adding this together
gives:

T off = Twake−up + Tgap (5.10)

T on(l) = Tstart + (H + 2N − 1) ∗ Thop(l) (5.11)

Tslot(l) = T off + T on(l) (5.12)

The parameter l is the message size of either a data or schedule message. Fur-
thermore, as Figure 5.13 indicated, a LWB round has two schedule slots, an
amount B of data slots, and a contention slot. If we define Lpayload as the data
message transmit time and Lschedule as the schedule message transmit time, we
get:

Tround = Tslot(Lschedule) + Tslot(contention) +B ∗ Tslot(Lpayload) (5.13)

+ Tslot(Lschedule)
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For our duty cycle calculation, the interest lies in the Ton component of the round.
As this dictates the radio on-time, we could alter the Tround calculation to only
look at the radio on-time in that particular round (and consequently compare it
to the beacon interval Tround−period). This is done by simply removing the Toff
component in the slot calculation, calculating the round on-time, and dividing
by Tround−period. The resulting equations are as follows:

Tround−radio−on = 2 ∗ T on(schedule) + T on(contention) (5.14)

+B ∗ T on(payload)

DutyCycle =
Tround−radio−on

Tround−period
(5.15)

5.2.2 LWB implementation

This research uses the LWB-DPP implementation, which is publicly provided by
the ETH TIK group 2. The implementation runs on the open source Contiki
operating system. In a similar way as the Dozer protocol, all settings could be
altered in the code. Next, after compilation, the code could be embedded in an
XML to be send to Flocklab. Furthermore, the original measurements from [51]
on the CC430 SoC were provided for this research. This included wake-up times,
Tx start-up times, radio delays, radio bit rate settings, and sizing information
on header messages. These values are appended to the analytical model on a
separate tab.

To match the Dozer implementation, the payload was changed to 66 bytes (per
sampling period per data stream). Furthermore, the LWB-DPP implementation
included several macros that included timing statistics that could be used for an
experiment. These settings can be found in in the DC-STAT.c code. The macro
dcstat_get_rf was used to sum up all radio on-time and test duration during
an experiment. This was especially useful, as it would automatically calculate
the duty cycle for each node in the experiment. As we are interested in a stable
network situation (thus neglecting the bootstrapping phase), the first 20 rounds
(beacon intervals) were disregarded in this calculation.

2Repository can be found at: https://github.com/ETHZ-TEC/LWB
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As for the input categories of the model, the following parameters were identified
for the protocol category:

• Protocol parameters

– the number of packet re-transmissions (#)

– the amount of data slots per round (#)

– the calibration message size (byte)

– the header size (byte)

– the radio bit rate (0,25 b/us)

– the round period time (s)

– the inter-packet arrival time IPI (s)

Subsequently, the technology and implementation parameters are defined as:

• Technology and implementation parameters

– the radio wake-up time (us)

– the time to start the radio (us)

– the time of the radio delay (us)

– the gap time to process data (us)

– the time for context switching (us)

– the wake-up time after deep sleep (us)

Furthermore, for the application parameters the model specifies the size of
the schedule (byte) and the size of the payload (byte). The size of the schedule
is assumed to be 2 bytes for each slot allocated (B ∗ 2 bytes). For the topology
parameters, the model differentiates the amount of nodes (#) in the network
and the network diameter H (#). The network diameter will depend on the
actual obtained topology during an experiment.

5.2.3 Model refinement and experimental validation

Similarly to Dozer, the LWB implementation was tested on Flocklab and ana-
lyzed in Cooja. Importing the .csv files in Cooja gave detailed GPIO and serial
port tracing. Further power profiling was not enabled. Figure 5.14 shows the
GPIO output for one LWB period.
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Figure 5.14: LWB experimental output in Cooja, test#53536 (10 nodes in total).
(i) first schedule, (ii) data slots, (iii) contention slot, (iv) second schedule, (v)
LWB round

As can be seen, there are two schedule slots, data slots, and a contention slot.
There are 9 data slots, as all sensor nodes are scheduled. Node 14 is the sink
and thus does not initiate a data flooding slot. Node 26 does not correctly show
the GPIO for the hops, which is a known problem from the Flocklab network.
The blue toggling (INT1) shows the duration of a single hop. The red toggling
(LED1) shows the duration of a Glossy flood (in one slot). Figure 5.15 illustrates
a closeup of one LWB slot.

Figure 5.15: LWB experimental output in Cooja, test#53536 (10 nodes in total).
(i) INT1 high = hop duration, (ii) LED1 high = Glossy flood duration, (iii) total
slot time. Node (a) receives the message in the first hop, node (b) one hop later.
For the hops, r = receive, s = send.
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So can it be seen that, depending on how many hops one node is away, a node
might start receiving and sending the data message some hops later. This is the
reason why the model takes the H parameter into account. In this case, node
(b) starts one hop later in receiving the message, indicating that it could not
receive the message in the first hop. Furthermore, the re-transmission rate N is
set to three which can be seen by counting the s hops in the slot duration. For
the modelling, we are mostly interested in the duration of the Glossy flood (as
seen as (ii) in Figure 5.15). The Glossy flood gives the radio on time per slot,
which will eventually (when aggregated for the entire round) determine the duty
cycle of the sensor node.

Model refinement
Being able to measure each hop and slot radio on time (Glossy flood), we reached
the point where we are able to detect any deviations between the model and the
implementation. As mentioned, the theoretical basis is based on the calculations
from [51]. A pessimistic approach is to calculate the duration of the slot times,
without making a difference in Ton and Toff . This will give an upper-bound in
duty cycle, as the radio on-time per slot will never exceed the slot size. For the
comparison between Dozer and LWB, however, this is not ideal. In the Dozer an-
alytical model, the approach is to predict the radio on-time accurately, based on
the expected behavior of the protocol. For that reason, the LWB model should
be constructed in a similar manner. For later results, it will be indicated what
the offset between the pessimistic approach and the more precise model will be.

Overheadguard times

The next step is to check whether the resulting guard times are matching the
model. As explained, if a node will initiate a Glossy flood (i.e. is the source of
the data), the other nodes will ensure to be listening on time (by implementing
a guard time). After several measurements, this guard time is estimated to be
around 660us. This Tguard−data is visualized in Figure 5.16.

Figure 5.16: LWB experimental output in Cooja, test#53536. Visualization of
the guard time (i) for receiving data. Measured guard time is approximately
660us.
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The second guard time, Tguard−schedule, is the time to wake-up earlier to receive
the schedule message. In a similar manner, several measurements were made
from the experimental data, averaging out at 925us. As can be seen in Fig-
ure 5.17, node 14 (sink) sends the schedule message for which all other nodes
implement this Tguard−schedule to wake-up on time.

Figure 5.17: LWB experimental output in Cooja, test#53536. Visualization
of the guard time (i) for receiving schedule messages. Measured guard time is
approximately 925us.

Additionally, we have seen in Figure 5.15 that in a slot (be it a schedule or data
slot), the radio mode switches between send (Tx) and receive (Rx). The time to
switch between these two modes is defined as the software delay Tsw. Taking the
average of multiple measurements, this time is estimated to be around 300us.
A visualization of this delay can be found in Figure 5.18. However, the total
amount of Tsw in a round is dependent on the amount of hops. In general, by
following [51], the amount of hops was defined as (H+ 2N −1). However, before
the first hop, this mode switching is not needed. The amount of switching time
was therefore defined as (H + 2N − 2) ∗ Tsw, excluding the first hop.

Figure 5.18: LWB experimental output in Cooja, test#53536. Visualization of
the software switching delay between Rx and Tx Average measured delay is
approximately 300us.
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Correctioncontention slot

The next finding from the experimental data, is that the contention slot was
of fixed length. In [41], it was originally indicated that the contention slot was
equal to the data slot. However, after performing several measurements, the
duration was found to be precisely 8.43ms in each instance (as shown in Figure
5.19). Since the data slot varies (and can be significantly different from 8.43ms),
it is important to include this distinction in the model.

Figure 5.19: LWB experimental output in Cooja, test#53536. Visualization of
the contention slot (8.43ms).

Overestimationschedule

The schedule was assumed to be of size 2bytes ∗ B, where B is the number of
nodes scheduled in that round. However, in the implementation, a compression
scheme is used to reduce the size of the schedule message. This has an impact
on the bytes to be send and thus changes the radio on-time for the schedule
message (both send and receive). However, the compression scheme is not lin-
ear. Meaning, there is no simple rule to estimate the resulting schedule size.
This is illustrated in Figure 5.20, where adding one node might not affect the
schedule transmission time at all. After consult with some TIK team members,
the decision was made to include the compression by taking 0.5 of the original
schedule size. This estimation is separately included in the model (i.e. the duty
cycle without compression is also calculated).

Figure 5.20: LWB schedule compression: duration of the transmission of a sched-
ule message with varying number of scheduled nodes.
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Overestimationrelay vs send

Another parameter that was not included in the initial equations, is relay versus
send overestimation. When a node is the initiator of the Glossy flood, it does not
have to wait at all. The H parameter gives a safe estimation for nodes that are
several hops away from the initiator. As the initiator is 0 hops away, the node
does not have to take the network diameter H into account. For that matter,
instead of (H+2N−1) we get (2N−1) for the radio on-time T on(payloadsender).
This phenomenon is illustrated in Figure 5.21. In this figure, it can be seen that
node 20 is the initiator (as 25 wakes up earlier due to the data guard). Node 20
instantly starts with sending and receiving until it has reached N = 3 sends, for
which it will turn its radio off afterwards. This overestimation is also included
separately in the model and depends on the packet rate Q. Furthermore, it can
also be seen that H gives a safe upper-bound, as not all nodes are several hops
away (e.g. node 25 receives the message in the first hop).

Figure 5.21: LWB schedule compression: duration of the transmission of a sched-
ule message with varying number of scheduled nodes.

Combining all corrections, the following Ton times are defined:

T on(schedule) = Tstart + Tguard−schedule + (H + 2N − 1) ∗ Thop−schedule (5.16)

+ (H + 2N − 2) ∗ Tsw

T on(payload) = Tstart + Tguard−payload + (H + 2N − 1) ∗ Thop−payload (5.17)

+ (H + 2N − 2) ∗ Tsw

T on(payloadsender) = Tstart + Tguard−payload + (2N − 1) ∗ Thop−payload (5.18)

+ (2N − 2) ∗ Tsw

Tround−radio−on = 2 ∗ T on(schedule) + T on(contention) (5.19)

+B ∗ T on(payload)

DutyCycle =
Tround−radio−on

Tround−period
(5.20)
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Final experimental validation and accuracy
To check the accuracy of the model, several experiments were performed. For all
tests, the same 10 nodes as the Dozer experiments were used (with the same data
sink). For the LWB configuration, the period was set at 15 seconds. The data was
already adjusted to match the Dozer implementation. The sampling interval IPI
was set to 15, 30, 60, and 120 seconds. For each experiment, the automatically
computed duty cycles were used (for high, low, and average - FL indicates a
Flocklab result). High is the highest measured, Low the lowest, and average takes
the average of all nodes’ duty cycles. Additionally, one manual measurement was
performed to ensure that we look at the behavior of the protocol in a similar
way as was done for the Dozer model validation. This is the FL DC manual
measurement and is seen to be the measurement that the model should represent.
For the analytical model (AM), we look at several measurements. The simple
model is adjusted to reflect all overheads, but does not include the compression
and sender over-estimation corrections. The AM compressed, AM sender est.,
and AM comp+sender add these corrections accordingly. Finally, to reflect on
the pessimistic approach, a measurement is added that does not exclude the
Toff part in the slot time calculations. The resulting duty cycles from these
experiments and simulations can be found in table 5.2.

Table 5.2: LWB analytical model and implementation results (duty cycle in %)
IPI 15s 30s 60s 120s
FL DC High 1,31% 0,77% 0,47% 0,32%
FL DC Low 1,20% 0,68% 0,41% 0,25%
FL DC manual 1,26% 0,71% 0,42% 0,29%
FL DC avg 1,24% 0,72% 0,44% 0,30%
AM simple 1,36% 0,74% 0,43% 0,28%
AM compressed 1,35% 0,74% 0,43% 0,28%
AM sender est. 1,32% 0,72% 0,42% 0,27%
AM comp+sender 1,32% 0,72% 0,42% 0,27%
FL pessimistic 1,90% 1,15% 0,77% 0,58%

The same data is visualized in Figure 5.22. It can clearly be seen from both
figures that the pessimistic approach (portrayed in grey) is far from the actual
measurements. Furthermore, besides the FL high measurement, the analytical
model’s estimations are close and offer an upper-bound for the actual experi-
mental measurements.
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Figure 5.22: LWB: comparing the analytical model to Flocklab results. All values
show comparable results and behavior, except for the pessimistic approach.

As mentioned, the most important comparison is between FL DC manual and
AM comp+sender, as they are constructed to be the most accurate measure-
ments. As can be seen in table 5.3 and Figure 5.23, the analytical model’s
predictions are off by 4,6%, 2,2%, 1,6%, and -5,5%.

Table 5.3: LWB analytical model accuracy (duty cycle in %)
IPI 15s 30s 60s 120s
FL DC manual 1,26% 0,71% 0,42% 0,29%
AM comp+sender 1,32% 0,72% 0,42% 0,27%
Difference 4,59% 2,15% 1,55% -5,49%

The over-estimation can easily be explained by the parameter H. For all nodes,
we take the maximum amount of hops as the network diameter H (except for the
initiator of the data flood). However, most nodes do not have to wait H hops,
thus the more data is send (=lower IPI), the more over-estimation is included.
The under-estimation for IPI=120s is due to instability in one of the data slots
(25ms instead of 16.8ms for one slot in that particular experiment).

Overall, in our setting, the models shows an accuracy of 94% or better (de-
pending on the IPI). This is adequate enough to predict the scaling behavior of
the duty cycle versus bandwidth and is close to the accuracy of Dozer’s analytical
model (which makes for a fair comparison later on).
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Figure 5.23: LWB: difference between the manual and average Flocklab mea-
surements and the LWB analytical model over a range of inter-packet arrival
times. The results show that all measurements are in very close proximity and
show similar scaling behavior

5.2.4 Assumptions and limitations

Similarly to the Dozer analytical model, the LWB analytical model is based on
several assumptions and is limited in its usability.

Generally, for the LWB analytical model, the following assumptions hold:

No collisions, interference, and re-transmissions The model assumes a per-
fect world for which it only predicts the duty cycle for perfect beacon inter-
vals (i.e. beacons, data packets, and acknowledgements are properly send
and received).

Compression scheme is simplified The compression of the schedule message
is simplified to (0.5*normal size). This has proven to be suit the purpose of
this research, but might limit detailed analysis of schedule transmit times.

All nodes are equal The model assumes that all nodes have the same duty
cycle. However, dependent on where the node is in the network (as indi-
cated by H), the duty cycle might be different. In the validation, this was
shown by including the network high, low, and average values.
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Furthermore, the following limitations can be defined for the LWB analytical
model:

Validated only for small networks The analytical model is tested in a net-
work setting of 10 nodes. When adding more nodes, it is unclear how this
will affect the accuracy of the duty cycle calculation. Adding more nodes
will incur more instability, which is not considered in the model.

No environmental impact The analytical model is a naive approach is esti-
mating the duty cycle. Interference, collisions or other instability influences
are not included.

LWB-DPP specific The model is adjusted to reflect the LWB-DPP image.
Any other image of LWB might behave differently (i.e. different overheads,
data sizes, etc...).

Adjusted to current hardware Time-specific parameters in the model are
dependent on the current hardware platform (DPP-CC430). These pa-
rameters should be revised if ported to a different platform.

Latency not explicitly analyzed The model does not include explicit mea-
surements for the latency. Experimental data was only checked if the mes-
sage latency was not outrun by the data generation rate.



Chapter 6

Dozer Extension; Enhancing
the Topology Control

This chapter will introduce an enhancement to the topology control of Dozer.
The first section will shortly introduce the rating function that is used to create
a tree structure. Subsequently, the next section will outline an improvement
strategy that was identified after analyzing the Dozer analytical model. Finally,
the chapter concludes by experimentally validating the proposed changes and
highlighting the obtained results.

6.1 Constructing the Dozer tree structure

Dozer builds the tree structure according to a rating function. This rating func-
tion looks at the potential parent and takes the distance to the sink, last load
(i.e. currently connected children), and maximum amount of children into con-
sideration. In the code, these values are manipulated and returned in an overall
returnValue (a smaller value is better). After computing the returnValue, the
RSSI of the potential parent is also considered. Eventually, the returnValue

will be used to rate the potential parent against other candidates.

Of particular interest are the distance to the sink and lastload values. As the
analytical model has shown, some topologies have lower worst case duty cycles
than others. Especially forming a star topology around the sink has shown to be
quite effective. Furthermore, directly connected children are costly due to their
additional overhead. For that matter it is more efficient to structure a node’s
sub tree in a line topology (to combine all data in one upload slot).

84
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6.2 Enforcing topology centering

Originally, the returnValue considered the distance to the sink by adding
p->distanceToSink * MAX_CHILDREN * MAX_CHILDREN + 1

This means that, the further away the node is from the sink, the less attractive it
is as potential parent. This does follow the reasoning that we want to stay as close
as possible to the sink node. However, it does not enforce nodes to try to connect
to the sink node directly. Thus, to enforce a star topology around the sink, the
rating function had to be slightly adjusted. By checking the potential parent’s
ID p->id, it is possible to identify if it is the sink node (p->id = 0). Thus,
to enable the rating function to favor the sink node as a parent, the following
simple adjustment was made:

if p→ id = 0 then
returnValue = 0

else if p→ id = / = 0 then
returnValue = returnValue

end if

Simply said, whenever we identify that we can connect to the sink (i.e. it is
a potential parent), we set the returnValue to zero. Otherwise, we leave the
calculation as it is.

6.3 Favoring the line topology sub tree

Additionally, the model showed that the overhead for directly connected chil-
dren can have a significant impact on the duty cycle. One way to avoid these
additional costs, is to favor line topologies for sensor node sub trees. Thus, it
would be preferential to avoid potential parents with high lastLoad values.

Originally, the returnValue was complemented by this value by adding
p->lastLoad * MAX_CHILDREN

As a higher value would make the potential parent less attractive, one way of
altering the rating function is to make the lastLoad count more heavily. After
several experiments, it was found that doubling the impact of the MAX_CHILDREN

on lastLoad still resulted in a stable network. Stronger enforcement of line topolo-
gies has been found difficult to test as the results were often inconclusive. For
that matter, the following was added to the rating function:
p->lastLoad * MAX_CHILDREN * MAX_CHILDREN.
In the case that more max children are allowed, the additional MAX_CHILDREN
term will favor less connected parent nodes even more.
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6.4 Experimental validation of the extension

In order to get to this point, approximately 20 Flocklab experiments were per-
formed. In each experiment, the SimpleDozer image was complemented with the
code adjustments as mentioned before.

Overall the adjustments showed to indeed favor the sink node as potential parent
(if physically possible) and to form line topologies in sub trees. However, to get
an idea of the potential impact on the duty cycle, a comparison will be made
between the adjusted code and the network as shown in Figure 5.10. The same
parameters (beacon interval, sampling interval, node ID’s) will be used, only the
topology control will differ. Figure 6.1 shows the resulting network with and
without enhanced topology control.

Figure 6.1: SimpleDozer test #52072 (a) normal topology control and #53180
(b) enhanced topology control. Duty cycle in (a) for node 7 is 1,066%, duty
cycle in (b) for node 11 is 0,626% and for node 13 is 0,569%. After enhancing
the topology control, an improvement in worst-case duty cycle of 41% is observed.

As can be seen, the enhanced topology control forces three nodes to directly
connect to the sink (instead of one originally). Furthermore, using the enhanced
topology control, at most two nodes are directly connected (instead of three
originally). By looking at the node with the worst case duty cycle, the results
showed that in node 7 in (a) has a duty cycle of 1,066%. For the network with
topology control (b), the resulting duty cycle for node 11 was 0,626% (node 13
had a duty cycle of 0,569%). This means that, by implementing the topology
control enhancement, an improvement in the duty cycle of 41% was achieved (by
comparing the worst case duty cycles).
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This can be seen as a significant improvement as it would support a longer
network lifetime. However, it should be noted that it is not always possible to
obtain a more preferential network topology. In the case of the performed exper-
iments, the nodes on Flocklab were checked for their connectivity to other nodes
(such as the sink) beforehand. If the sink node is out of range, it is obviously not
possible to directly connect to it. Furthermore, the impact on the latency has
not been addressed. This enhancement should therefore be considered viable for
improvements in duty cycles, as long as the network’s connectivity allows for it.



Chapter 7

Qualitative Protocol Stability
Analyses

To complement the analytical models, this section will outline a brief analysis
on the stability of both Dozer and LWB. As the models assume a perfect world,
this section serves to support any decision making based on the models’ out-
comes. The stability analysis will focus on identifying events, such as message
re-transmissions, that will result in unforeseen additional radio on-time. The
chapter will start by analyzing Dozer and Dozer with adjusted topology control.
After identifying the instability issues, the section will continue by measuring the
impact of each observed event. The next section will focus on LWB, following
the same approach. Finally, the chapter will conclude by outlining some final
remarks on the analyses and obtained results.
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7.1 Dozer stability analysis

For the Dozer protocol, we will perform this analysis twice. The first analysis
will be performed on the test results from running the normal image. The second
analysis will be performed on the test results which were obtained after enhancing
the topology control. For convenience, the topologies are visualized in Figure 7.2.

Figure 7.1: SimpleDozer test #52070 (a) normal topology control and (b) en-
hanced topology control #53180.

Original SimpleDozer
For this part we take the test results from Flocklab test #52072 as were shown
earlier. The manual measurements were performed on the time interval 75:00-
85:00 (mm:ss) for a total of 40 beacon periods. Overall, 12 unsuccessful packet
sends and 4 overhearing events were detected. To give an indication of the spa-
tial distribution of the events, the following time-line shows all the events in the
order they occurred:

Figure 7.2: Stability analysis on normal SimpleDozer, test#52072, 10 minute
window is measured from 75:00 to 85:00.
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If a re-transmission was in order, it was checked whether this was performed
accordingly (i.e. no packet loss). In the 10-minute window, all necessary packet
re-transmissions were performed. Thus all packets were received in the end, but
additional radio-on time was observed (the severity of events is analyzed later).

SimpleDozer with enhanced topology control
For the stability analysis after adjusting the topology control, the test data
from experiment #53180 was analyzed. The interval was taken from 45:27-55:27
(mm:ss) for a total of 40 beacon periods. During this time, 5 unsuccessful packet
sends, 2 beacon misses, and 2 ack-message misses were observed. The interest-
ing part is that, due to the topology adjustment, we do observe other kind of
instability events, but nothing severe. The amount of unsuccessful packet trans-
missions is also less than without the adjusted topology control. Similarly to the
SimpleDozer experiment without topology control, all packets were eventually
received by the data sink. The time-line for the spatial distribution of the events
looks as follows:

Figure 7.3: Stability analysis on SimpleDozer with adjusted topology control,
test#53180, 10 minute window is measured from 45:27 to 55:27.

SimpleDozer unstable event severity
To give meaning to the previously mentioned events, it is important to indicate
their impact on the radio on-time.

First off is the overhearing event from the normal SimpleDozer experiment. This
overhearing prompted to turn on the radio for listening while there was nothing
scheduled for that node. Figure 7.4 shows that in that instance, the overhear-
ing account for approximately 45ms of additional radio on time (for node 11 at
76:18). This is significant as it is longer than sending or receiving one additional
sampling interval of data (which normally takes 27ms).
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Figure 7.4: Overhearing event for node 11 at time stamp 76:18. Additional radio
on-time is approximately 45ms.

Next is the unsuccessful packet send and re-transmission event. This event in-
dicates that a packet has failed to be correctly send or received, resulting in
a re-transmission. Figure 7.5 shows the situation where a packet transmission
between node 25 and 20 fails.

As was indicated in the modelling section, the radio on-time for Tx and Rx
differ for about 5ms. In this situation, node 20 sends 6 packets (two sampling
intervals) with a radio on-time of 53,9ms. For that reason, it is expected that
the radio on-time for node 25 will be around 49ms. Due to the failed packet send
(or receive), the radio on-time for node 25 is 98,65ms, shown in (i), excluding
the additional on time for re-transmission.

Furthermore, the additional radio on-time for node 20 is 13,11ms and 8,12ms
for node 25. For that matter, the re-transmission results in an additional ra-
dio on-time for node 25 of about (99 + 8 − 49) = 58ms. This is severe as one
packet re-transmission incurs more radio on-time than the normal radio on-time
for 6 packets (i.e. two sampling intervals). The additional radio on-time for
missing an acknowledgement message follows the same pattern as for a packet
re-transmission.
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Figure 7.5: Re-transmit event for node 25 at time stamp 77:19. Additional radio
on-time for node 25 is approximately 58ms.

If a beacon is not properly received (at the moment it was expected to arrive),
the radio will remain on for longer. In this case, a normal beacon receive takes
around 3,7ms. As can be seen in Figure 7.6, the radio stays on for 62,70ms
when not properly received and an additional approximate 8,5ms (12,3-3,7ms)
for waking up earlier. Multiple misses would result in re-bootstrapping (which
would be even more severe), but this was not the case in the 10min interval.

Figure 7.6: Beacon miss event for node 20 at time stamp 47:43. Left: beacon
miss and additional listening. Right: earlier wake-up to receive the beacon.
Additional radio on-time for node 25 is approximately 67,5ms.
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7.2 LWB stability analysis

For LWB, we follow the same approach in manually analyzing a 10-minute win-
dow from one of the experiments. Furthermore, as all nodes are transmitting
at the same time, it is more likely that multiple events happen at the same
time stamp. In total, 40 periods were measured between 07:00 and 17:00. For
LWB, it was possible to start the measurements earlier, as the LWB bootstrap-
ping phase takes less time than for Dozer. As for the events, 30 periods with
hop re-transmissions, 3 slots with idle listening, and 2 failed schedule slots were
measured. As can be seen in Figure 7.7, there are a lot of periods where hop
re-transmissions were in order. However, as the next section will show, these
events are most often less severe.

Figure 7.7: Stability analysis on the LWB protocol, based on measurements from
test#54080. The 10 minute window is measured from 07:00 to 17:00.
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LWB unstable event severity
For LWB, the measurements have indicated that hop re-transmissions are the
most occurring event. When we look at the additional radio on-time for one
additional hop, it can be said that this has only very minor impact on the duty
cycle. As can be seen in Figure 7.8, node 11 should have the same radio on time
as node 7. However, due to re-transmitting one hop, node 11 has an additional
radio on-time of about 800us. This is orders of magnitude lower than a packet
re-transmission with Dozer (which has shown to add around 60ms on-time).

Figure 7.8: Hop re-transmission for LWB. One hop re-transmit costs are sub-1ms
(800us).

Furthermore, if a node encounters multiple hop failures in a slot, its total addi-
tional radio on-time is always capped at the allowed slot time. An example of
this phenomenon can be seen in Figure 7.9. In this worst-case scenario, the addi-
tional radio on-time for node 13 cannot exceed 8,45ms, which is still reasonable
compared to the timing implication of Dozer events.

Figure 7.9: Multiple hop re-transmissions for LWB. Total additional radio on-
time (8,45ms in this case) is capped due to the slot sizes.

It is also possible that the initiator reaches all other nodes in the first hop. If all
other nodes relay the message in the next hop, but fail to reach the initiator, all
nodes will keep their radio in listening mode while waiting for a message. This
is defined in Figure 7.7 as a slot with idle listening. If this occurs, the radio will
stay on during the complete slot time. As is visualized in Figure 7.10, this is
limited to 25,27ms (the slot time).
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If a schedule slot is missed, this will show similar behavior (keeping the ra-
dio on during the complete slot). However, as the schedule is send twice, there
were no additional stability issues observed in the 10-minute window.

Figure 7.10: LWB slot with idle listening. All nodes keep their radio on during
the whole slot duration. The slot time is capped at 25,27ms.

7.3 Final remarks on the stability analyses

From the stability analyses, it can be said that both protocols encounter some
issues. However, judging by the severity of the events (in terms of additional
radio on-time), Dozer is impacted the most by these instability events.

The additional radio on-time for Dozer sometimes exceeds the transmit time
of one sampling interval, multiple times. Furthermore, the topology adjustment
did not result in a network situation that is more unstable. Less events were
monitored, although some events were encountered that were not present before
(i.e. beacon and ack-message misses).

In LWB, we find many smaller events (such as the hop re-transmission). How-
ever, due to limited slot sizes, the protocol is safeguarded against severe impacts
on additional radio on-time. During the analyses of the 10-minute window,
no packet losses or bootstrapping incidents were detected (for both LWB and
Dozer).



Chapter 8

Model-Based Protocol
Performance Comparison

By now, the theoretical foundation of both LWB and Dozer are studied. Further-
more, an analytical model that reflects the protocol implementation is developed
for both LWB and Dozer. Thus, this reseach has reached the point where it is
possible to conduct a performance analysis of both protocols. For that matter,
this chapter will introduce the methodology behind the model-based comparison
between LWB and Dozer. Furthermore, the chapter will advance by outlining
the comparison results and conclude with highlighting some key findings.

8.1 Methodology

For the methodology, the focus is to compare the scaling capabilities (in duty
cycle versus bandwidth) of both protocols. In order to gain this insight, several
simulations are performed by using the analytical models that were obtained
in chapter 5. The analytical models offer a discrete estimation, meaning that
we can only test one set of parameters at a time. Thus in order to simulate
a dynamic range in bandwidth, multiple measurements are taken with varying
sampling intervals (IPIs). As the simulation results should enable a fair compar-
ison between both protocols, the test parameters should be adjusted accordingly.
For that matter, the payload (66 bytes) and beacon interval (15s) for both LWB
and Dozer were set equal for all performed tests.

For Dozer, the analytical model (AM) was set to simulate the topologies as
depicted in Figure 8.1. In all simulations, we report the worst-case duty cycle.
This can be seen as the node that has the longest radio on-time. In the depicted
results, AM refers to measurements obtained from the analytical models. As was
introduced earlier, the analysis has dealt with Dozer and Dozer with enhanced
topology control. If we investigate the topologies for both implementations, it
can be said that this worst-case duty cycle is observed from different sensor
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nodes. For topology (a) in Figure 8.1 it can be stated that either node 7 or node
25 has the longest radio on-time. This depends on the radio on-time for data
messages versus the radio on-time for directly connected children (as node 25
has more child nodes directly connected). For topology (b) it can be stated that
either node 11 or node 13 has the longest radio on-time. This depends on the
same principle as was mentioned for topology (a). In order to identify the node
with the worst-case duty cycle in the network, all nodes were considered and
compared. This means that each node was simulated with the parameters that
reflect the node’s position and expected incoming data messages. Furthermore,
for the median and average values, the sink node’s duty cycle was not included.

For the LWB protocol, the analytical model was used to generate several duty
cycle calculations per simulation run. As was mentioned in Chapter 5.2, the an-
alytical model differentiates between the simple calculation, the calculation with
compressed schedule, and the calculation with compressed schedule and sender
over-estimation. The resulting duty cycles for all these calculations are included
accordingly.

Figure 8.1: Topologies from SimpleDozer test #52070 (a) normal topology con-
trol and (b) enhanced topology control #53180.

Furthermore, as was explained in section 3.2.2, LWB assumes all sensor nodes to
have similar duty cycles. For that reason, the analytical model cannot be used
to generate average or median values, as they would all be the same. However,
as the median and average values are obtained for Dozer, it would be interesting
to obtain the same measurements for LWB. To accomplish this, the median and
average values for LWB were obtained from previous Flocklab experiments. The
experiments with a sampling interval of 4 and 8 seconds were unstable and were
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therefore not included. The experiments with a sampling interval of 15, 30, 60,
and 120 seconds did yield a stable network, for which the median and average
values with these sampling intervals were reported. The other measurements
were generated with the analytical models, for which they did not have these
stability restrictions. For that matter, all other values (such as Dozer AM or
LWB AM) also include a sampling interval of 4 and 8 seconds.

8.2 Results

Table 8.1 shows the resulting duty cycles from the performed simulations. As the
results indicate, the duty cycle does not show to scale linearly when we increase
the sampling interval. For example, if the sampling interval (IPI) of 15 and 30
seconds is compared (for all models), the resulting duty cycle is not on a 1:2
ratio. This can be explained by the additional overheads encountered in each
protocol.

Table 8.1: Comparison between Dozer and LWB using the analytical models for
several inter-packet arrival times (IPI or to be seen as the sampling interval).
IPI 4s 8s 15s 30s 60s 120s
LWB FL avg n/a n/a 1,24% 0,72% 0,44% 0,30%
LWB FL median n/a n/a 1,23% 0,71% 0,44% 0,30%
Dozer AM avg n/a n/a 1,01% 0,69% 0,53% 0,45%
Dozer AM + top.cntrl avg n/a n/a 0,76% 0,55% 0,45% 0,39%
Dozer AM median n/a n/a 0,77% 0,58% 0,48% 0,43%
Dozer AM + top.cntrl median n/a n/a 0,77% 0,58% 0,48% 0,43%
Dozer AM 9,16% 4,78% 2,73% 1,61% 1,05% 0,81%
Dozer AM + top.cntrl 3,97% 2,16% 1,32% 0,85% 0,64% 0,57%
LWB simple 4,75% 2,44% 1,36% 0,74% 0,43% 0,28%
LWB compressed 4,74% 2,43% 1,35% 0,74% 0,43% 0,28%
LWB sender overest. 4,62% 2,37% 1,32% 0,72% 0,42% 0,27%
LWB compressed + sender 4,60% 2,36% 1,32% 0,72% 0,42% 0,27%

Furthermore, from Table 8.1 we can also identify which measurement shows the
worst case duty cycle. Interestingly, this is not always the same measurement
when considering the results from multiple sampling intervals. For example, for
a sampling interval of 120 seconds it can be seen that LWB with schedule com-
pression and sender estimation shows the lowest duty cycle of 0,27%. However,
if the results from the sampling interval of 4 seconds are observed, it can be
seen that Dozer with topology control has the lowest duty cycle of 3,97%. It can
therefore be stated that, in the simulated bandwidth range, there is no protocol
that is consistently performing better in terms of duty cycle. The interest now
lies in where and why one particular protocol might offer the more preferential
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duty cycle. To enable a more visual analysis of these results, Figure 8.2 shows a
graphical representations of the measurements that we are most interested in.

Figure 8.2: Comparison of Dozer’s AM and LWB’s AM results for varying IPIs
including average values.

From the graph it can be seen that the original Dozer implementation has the
highest duty cycles in the simulated bandwidth range. The average values of the
Dozer model outperform LWB at a sampling interval of 15 seconds (relatively
high bandwidth), but under-perform for all other simulated sampling intervals
(lower bandwidth). When we look at Dozer with topology control (depicted
in orange), it can be stated that it performs similar to LWB with compressed
schedule and sender estimation (depicted in green). However, the comparison of
these two models shows that a tipping point resides at the sampling interval of
around 15 seconds. This moment of overtaking is illustrated in Figure 8.3.
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Figure 8.3: Comparison of Dozer’s AM and LWB’s AM results at around
IPI=15s.

Interestingly, at a sampling interval of 15s, both Dozer with topology control as
well as LWB with compressed schedule and sender estimation show a duty cycle
of 1,32%. From this point, it can be observed that Dozer with topology control
has lower duty cycles when increasing the bandwidth (by lowering the sampling
interval). Whereas LWB with compressed schedule and sender estimation has
lower duty cycles when lowering the bandwidth (by increasing the sampling in-
terval). At a sampling interval of 4 seconds, it can be seen that Dozer with
topology control is showing a duty cycle of 3,97%.

For the LWB models, however, the lowest obtained value for that sampling in-
terval is at 4,6%. Clearly, the LWB models show to be impacted more by the
additional data traffic as opposed to Dozer’s results. This behavior can be ex-
plained by one of the core elements of the LWB protocol, namely Glossy [41].
Whenever a Glossy flood is initialized, all nodes have to participate in the flood-
ing such that the data message eventually reaches the sink node. This means
that any additional data message will affect all sensor nodes.
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For Dozer, the additional traffic that a node has to deal with comes from either
its own sampling, or the data generated by its child nodes. Therefore, depend-
ing on the position of a sensor node, the topology of the Dozer network might
mediate the effect of additional data traffic. From these results, it can be stated
that for high bandwidth regions (lower sampling interval than 15 seconds), Dozer
with topology control is showing the most preferential duty cycles. For low band-
width regions (higher sampling interval than 15 seconds), LWB with compressed
schedule and sender estimation is showing the best results.

The previous comparisons were primarily focused on the worst case duty cy-
cle in the sensor network. This is of importance when it is undesired for one
node to fail due to a depleted battery. When the network does allow for the
occasional node failure, it could be valuable to analyze the average lifetime of
the network. For that matter, Figure 8.4 depicts the comparison of the average
and median values of both protocols. The median value is provided to see if the
average values are skewed due to one or more extreme outliers.

Figure 8.4: Comparison of the average and median values for Dozer’s AM and
LWB’s Flocklab results.

As the figure shows, the average and median values show a similar behavior as the
behavior that were observed from looking at the worst case duty cycles. Namely,
Dozer with topology control shows more preferential duty cycles in higher band-
width regions and LWB shows more preferential duty cycles for lower bandwidth
regions. An additional interesting observation stems from the average values for
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the Dozer model. As was noted earlier, the Dozer model had the highest duty
cycles overall. However, the average values are showing to be considerably better
than the worst case measurements. This is again a result from Dozer’s network
topology and how it determines a node’s duty cycle. The median values for Dozer
were also depicted, where it should be noted that Dozer and Dozer with topology
control showed to have the median values (which is deemed to be an artifact of
the experiment and not expected to be a regular outcome). Furthermore, the
median values are in close proximity to the average values (for both LWB and
Dozer), indicating that there is no extreme skewing effect due to outliers.

As was mentioned before, the analytical models are based on the actual imple-
mentations of both LWB and Dozer. Thus, the models aim to predict what an
actual deployment would do in terms of duty cycles. However, it must be noted
that the implementations of both protocols use different bit rates (0,1bit/us for
Dozer, 0,25b/us for LWB). An additional comparison is therefore made where
the bit rate of both LWB and Dozer are set to be equal. In order to do so,
another round of simulations was run where the analytical model for LWB was
adjusted to incorporate a bit rate of 0,1bit/us. Figure 8.5 shows the resulting
graph from simulating the Dozer models and LWB with compressed schedule
and sender estimation, all having the same bit rate. It must be noted that only
the bit rate was altered and that the LWB (0,1bit/us) model was not further
validated.
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Figure 8.5: Comparison of Dozer’s AM (worst case duty cycle) and LWB’s AM
with an equal bit rate of 0,1bit/us.

As becomes apparent from the graph, the previously observed tipping point has
shifted to the right. From this result, it could be stated that although the previ-
ously observed behavior remains the same, Dozer stays to be more preferential
over a longer range of bandwidth values. This can easily be explained by the
fact that LWB simply takes longer for the data transmission, for which it’s radio
on-time will be prolonged accordingly.

As for the overall comparison, all measurements have consistently shown that
Dozer’s duty cycle are less affected by high bandwidth, whereas LWB has shown
to have lower duty cycles when exposed to low bandwidth demand.



Chapter 9

Conclusion and
Recommendations

This chapter will conclude the report by outlining the most important findings,
providing recommendations for future monitoring systems and highlighting an-
gles for future research.

9.1 Concluding remarks on the research findings

This research report presented a novel model-based performance analysis of the
currently deployed LWB and Dozer protocol. After introducing the background
theory, the report advanced by deriving predictive models and comparing both
protocols’ performance in terms of duty cycle versus bandwidth. The experimen-
tal validation of the analytical models has shown that the models can predict
the duty cycle with approximately 95 percent accuracy when compared to the
actual protocol implementation. This supports the validity of the models, which
can be used for simulating various network settings.

Furthermore, from the knowledge that was obtained from the Dozer analyti-
cal model, an enhancement of the topology control for Dozer was proposed.
Experimental validation showed that the topology enhancement could lead to
improvements in duty cycle of up to 40 percent without significantly impacting
the stability.

By using the analytical models in a comparison scheme, the report has shown
that, by varying the bandwidth, neither LWB nor Dozer is always preferential.
From the results, it was indicated that LWB is more favorable results in terms of
duty cycle when compared to the normal Dozer implementation, but that LWB
is only favorable in low bandwidth situations when compared to Dozer with im-
proved topology control.
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The report advanced by outlining a qualitative stability analysis. In doing so,
it was shown that Dozer experiences less instability events, such as packet re-
transmissions or beacon misses. LWB shows more stability issues, but the addi-
tional radio on-time is limited as the slot sizes are of fixed duration. Furthermore,
both protocols are reliable in the sense that no packets were observed to be lost
during the time window of the analyses.

By building on the findings of this research, it can be stated that both LWB
and Dozer show to have valid candidacy as being the more favorable protocol.
The ultimate choice will depend on the bandwidth region of interest. Addition-
ally, if the network setting allows for adjustments to the topology control, and
if the bandwidth range of interest is broad, a combination of LWB and Dozer
might show the most favorable results.

9.2 Recommendations for future monitoring systems

By building on the findings of this research project, it can be stated that there
was no obvious victor between LWB and Dozer when it comes to battery life and
dynamic range. Each protocol has shown to have its own benefits.

For LWB, the results indicated that it has less overhead than Dozer in regions
of low bandwidth. Thus whenever only limited amounts of data are to be trans-
ferred, LWB will most likely be the better contender. However, the results also
indicated that LWB scales less optimal in the case of high bandwidth. If a
network is set up where high amounts of data are to be transferred, a Dozer
approach might be more preferential. This has to be said with caution, as the
efficiency of Dozer is complicated to estimate. As was shown in section 6.4, the
worst case duty cycle for Dozer can be heavily influenced by additional topology
control. Thus, if the new network is designed to minimize the sensor nodes’ duty
cycle, the network life time can be prolonged significantly. If the essence is more
focused on the average network life time, the benefits of topology control become
of lesser importance.

In the case that both high and low bandwidth are desired, a protocol that in-
corporates, or resembles, a combination of both LWB and Dozer might be most
optimal. If this solution is sought after, it should be noted that there will most
likely be additional overhead for switching protocols. Furthermore, one would
have to signal each node in the case of switching from one protocol to the other.
This signal should incorporate the parameters that are needed for the new proto-
col to function. The design choice there is to set each node back to bootstrapping,
or to include the topology (connections) in the signal message. The latter would
be tremendously hard to achieve to switch from LWB to Dozer, mainly as the
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tree structure will have to be enforced without bootstrapping (assuming that
previous Dozer settings are not saved). Overall, the question will also remain
whether the additional work and overhead from incorporating two protocols is
worth the improvement in duty cycles.

One interesting new option that the TIK team is evaluating, is the new SX1262
LoRa radio chip from Semtech1. With this new radio, the network protocol can
employ multiple radio modes that will aid long and short range communication.
By combining the findings of this research with the potential of the SX1262
chip, one can for example construct a Dozer topology where the most distant
nodes can still reach the sink in one hop. This would enable a long-distance star
topology while preserving other nodes from additional data traffic.

9.3 Angles for future research

As was explained in section 5.2, the analytical models are designed to reflect a
perfect world. For that reason, the models are limited in their usability. An
interesting addition to the analytical models could take shape in the inclusion of
a statistical analysis of possible interference. At the moment, the models do not
incorporate any instability measures. These statistical additions could include
for example the RSSI between two nodes and adjust the likelihood of successful
packet reception to this measure accordingly.

At the time of writing this report, the TIK department is working on a Dozer
image for the SX1262 LoRa radio chip. An interesting endeavour would be to
adjust the analytical model of Dozer, such that it can be used to match the
SX1262 LoRa image. As this radio chip allows for multiple operating modes
(i.e. different bit rates), it would be interesting if the model includes this in its
calculations. Ultimately, when combined with appropriate instability statistics,
the model could potentially be utilized for further design space exploration.

1Datasheet and information can be found at: https://www.semtech.com/products/wireless-
rf/lora-transceivers/sx1262.
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