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Abstract

Organizations may collect a large amount of data and use them for various purposes such
as improving the quality of their services. The collected data must be processed only for
purposes for which it was initially collected and should be protected against possible misuses.
The misuse of data can cause serious financial and legal implications such as fines, lawsuits
and reputation loss for organizations. Thus, organizations should put security mechanisms in
place to contain the risks of these incidents.

The underlying problem of traditional security mechanisms is that they are rigid and pre-
ventive. The basic notion of enforcement relies on the idea that deviations from specifications
are violations and as such should not be permitted. Since preventive access control is too in-
flexible to be used in dynamic environments like healthcare, in practice, most healthcare
systems include “break-the-glass” mechanisms which allow users to bypass access control
rules in unprecedented circumstances such as emergency situations. However, this flexibil-
ity in the system might be misused by users. In this situation, organizations should record
user behavior and employ auditing mechanisms to identify and investigate possible deviations
from specifications.

A drawback of existing auditing mechanisms is that they typically do not account for the
process perspective in the analysis, resulting into limited detection and diagnosis capabilities.
This problem could be addressed by using process mining techniques for auditing since these
techniques analyze the observed behavior by linking it to process models. However, existing
process mining techniques are not tailored to the security analysis of user behavior. Therefore,
to support analysts in the process-aware analysis and understanding of user behavior, in this
thesis, we propose four approaches:

• A history-based approach for relating recorded behavior to process models. This ap-
proach analyzes the historical logging data of each process and learns from it how
process executions behave when reach a certain process state. Based on the insights
obtained from this analysis, it automatically defines a cost function that can be used to
identify deviations from a process model (Chapter 3).

• An approach that links the data and process perspectives together and analyzes ob-
served behavior with respect to both perspectives, thus enabling the identification of
deviations that otherwise would remain undetected. In addition, the approach is able



to provide accurate diagnostics of those deviations, which can assist analysts in under-
standing them (Chapter 4).

• An approach to extract frequent anomalous patterns from the logs that may exhibit
parallel behaviors and correlate recurrent deviations that have occurred in different
portions of the process (Chapter 5).

• An histogram-based approach for analyzing user behavior, which is able to measure to
what extent users behave differently from their peers (Chapter 6).

The techniques presented in this thesis have been evaluated using both synthetic and real-
life datasets. The results of experiments show that our techniques are able to identify various
types of deviations, provide deviation diagnostics and support analysts in understanding them.
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Chapter 1
Introduction

Nowadays, organizations collect a large amount of personal data. For example, hospitals em-
ploy Electronic Health Records (EHRs) to store patient information including demographic
information, treatments, medication history, genetic information, and billing information.
The collected data can be used by organizations for various purposes such as improving the
quality and efficiency of their services and providing customized services. In hospitals, com-
prehensive patient information recorded in EHRs can be utilized to provide treatments that
meet specific patients’ needs. For example, patients’ drug allergies and their medical history
can be checked at the time of ordering new drugs to improve optimal drug selection and re-
duce medical errors. This information can also be utilized in clinical trials if patients give the
hospital consent to process their information for research purposes.

However, users within an organization may misuse their privileges to collect or manip-
ulate sensitive data for their own purposes. They may perform such actions for different
reasons such as profit, revenge, or curiosity. A study conducted by the Ponemon Institute in
419 companies in 2017 [120] shows that data breaches are costly and occur frequently. The
average total cost of data breach is $3.62 million for these companies. This study estimates
an average probability of 27.7% that these companies will experience a data breach involving
a minimum of 1000 or more records containing personal information in the next 2 years.

In response to these risks, a number of regulations and guidelines such as the General
Data Protection Regulation (GDPR) and Health Insurance Portability and Accountability Act
(HIPAA) and Sarbanes-Oxley Act (SOX) have been enacted. These regulations urge orga-
nizations to have frameworks in place for protecting and monitoring their internal systems
(e.g., see Articles 58 (1.b and 1.f) and 32 (1.b and 1.d) of GDPR, Sections 164.312(b) and
164.308(a)(1)(ii)(D) of HIPAA and Section 302.a.4 of SOX). In addition, some of these reg-
ulations (e.g., see Article 33 (1 and 3) and Article 34 (1, 2 and 3) of GDPR) require organiza-
tions to send notifications in the case of data breaches and provide information on the nature
and impact of these incidents.

Failing to comply with these regulations can have serious financial and legal conse-
quences for organizations and can lead to loss of customers and reputation. For example,
GDPR introduces two tiers of fines. Some contraventions can lead to fines of up to e20 mil-
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2 1.1. PROCESS MINING

lion or 4% of the company’s global annual turnover of the previous financial year, whichever
is higher. For less serious breaches, authorities can impose fines of up to e10 million or 2%
of the company’s global annual turnover of the previous financial year, whichever is higher.

To comply with these regulations and protect user privacy, organizations employ access
control mechanisms, which define the rules determining which data a subject can access. Tra-
ditional access control mechanisms, when correctly deployed, can provide theoretical guaran-
tees that unauthorized accesses are prevented. However, these mechanisms are too inflexible
to be used in dynamic environments like hospitals, where exceptions and unpredictable cir-
cumstances often arise. For example, to deal with emergencies when the treating doctors are
not available, other doctors might need to access patient data. Preventing such accesses can
disrupt patient care and have fatal consequences for patients.

Thus, alongside access control mechanisms, organizations often employ mechanisms like
the Break-The-Glass (BTG) procedure that allow users to bypass preventive enforcement
mechanisms. This flexibility, however, introduces a weak point in the system that can be
misused by users. For example, incidents such as [6, 9] show that employees might misuse
their privileges to snoop in patients’ confidential medical records. To this end, user behavior
should be recorded in logs and analyzed to detect possible data misuses.

However, in practice, a large number of actions may be recorded in logs. Manual auditing
of recorded actions is time consuming, error-prone and costly, making it impossible to react
in a timely manner to reduce the risk of illegitimate user actions. In fact, thousands of data
accesses and invocations of the BTG procedure are recorded every day, resulting in a large
amount of logs to be analyzed [125]. Thus, a (semi)automatic approach is needed to support
analysts in the investigation of logs.

The aim of this thesis is to design and develop techniques tailored to the auditing of user
behavior. In particular, we intend to identify deviations from the prescribed behavior and
provide accurate diagnostics for these deviations. In addition, we aim to support analysts in
understanding the identified deviations.

In this chapter, first, we provide the necessary background of our research in Section 1.1.
Section 1.2 describes challenges in auditing of user behavior. The research questions ad-
dressed in this thesis are presented in Section 1.3. Finally, the contributions and the thesis
structure are presented in Section 1.4.

1.1 Process Mining
Process models are used by organizations for a variety of reasons such as discussion, docu-
mentation, verification, certification, configuration and performance analysis. A number of
notations have been proposed to model processes. Examples of process modeling languages
are Petri nets [59], causal nets [145], BPMN [157], YAWL [151], and EPCs [128]. In this
thesis, we employ Petri nets to describe process models.

Fig. 1.1 shows a simple loan management process in terms of a Petri net. Rectangular
nodes represent transitions, circular nodes represent places, and arcs represent dependencies
between transitions. The label of a transition identifies the activity represented by such a tran-
sition. Some transitions can be invisible. These transitions, which are represented by black
rectangular nodes, may represent activities that are not directly observable from informa-
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Figure 1.1: Petri net model for handling credit requests in a financial company.

tion systems and also can be used for routing purposes and, as such, their execution is never
recorded in process-event-logs. In the loan management process, after a client requests a loan
(r), the client’s documents are verified (v). If the verification is positive, either advanced (a)
or simple (s) assessment is performed depending on the amount of the requested loan. In case
of positive assessment, an offer is sent (o) to the client. After receiving the offer, the client
can renegotiate the loan (t) and can change the terms of the contract. After the signed offer is
sent back (b) to the bank, a manager should approve (m) it. Then, a credit loan is opened (p)
and the client is informed (c) about the result. A credit request can be refused for different
reasons, i.e., the result of the verification or the assessment is negative or if the bank does not
receive the signed offer within a certain time period. In this case, the client is informed about
the final result (c).

Process executions are often recorded by information systems. These systems typically
record an event whenever an activity is executed at the process level or an operation on a
data object is executed at the data level. Fig. 1.2 shows an excerpt of the logs recorded at the
process and data levels for handling the loan management process shown in Fig. 1.1. Each
recorded event in the log is related to a certain process instance, which is often referred to
as the case. A process-trace is the sequence of events recorded at the process level that are
related to the same case. In general, multiple events might be recorded in a process-trace for
an activity instance. For example, events may refer to the start or completion of activities.
The times shown in Fig. 1.2a should be interpreted as the completion times. The execution of
activities associated to a case may require performing certain operations on data objects at the
data level. A system-trace is the sequence of events recorded at the data level that are related
to the same case. In this thesis, we assume that operations on data objects are always expected
to be executed in the context of process activities. For example, suppose that each activity
is started immediately after the completion of the previous one. Fig. 1.2 shows that while
activity Verify (v) was performed (the second event of the first case in Fig. 1.2a), an instance
of Verification (F) was created (the third event in Fig. 1.2b). Recorded events may also be
associated with additional information (e.g., user identities or their roles). Note that based
on the goals of the analysis, only part of this information may be exploited. The minimal
requirements for process mining are as follows: (i) any event recorded at the process level is



4 1.1. PROCESS MINING

Case Event Properties
id id Activity User Time . . .

1

100 Credit Request (r) John 21-02-2018 11:22 . . .
101 Verify (v) John 21-02-2018 13:02 . . .
102 Send Offer (o) Alice 21-02-2018 16:00 . . .
103 Offer Sent Back (b) Chris 22-02-2018 09:11 . . .
104 Sign Manager (m) Eva 22-02-2018 09:19 . . .
105 Inform Client (c) Bob 22-02-2018 09:40 . . .
106 Open Credit Loan (p) Dirk 22-02-2018 09:42 . . .
107 Credit Request (r) Mallory 22-02-2018 10:19 . . .

2
108 Credit Request (r) Mallory 22-02-2018 11:20 . . .
109 Verify (v) Mallory 22-02-2018 11:24 . . .
110 Inform Client (c) Mallory 22-02-2018 11:27 . . .

. . . . . . . . . . . . . . . . . .

1001
3104 Credit Request (r) Mallory 22-02-2018 13:30 . . .
3106 Verify (v) Mallory 22-02-2018 13:38 . . .
3107 Inform Client (c) Mallory 22-02-2018 13:44 . . .

. . . . . . . . . . . . . . . . . .

(a) Process-event-log
Case Event Properties

id id Operation Data object Time . . .

1

4000 Create Amount (T) 21-02-2018 11:20 . . .
4001 Create Demographics (D) 21-02-2018 11:21 . . .
4002 Create Verification (F) 21-02-2018 13:01 . . .
4003 Read Demographics (D) 21-02-2018 15:58 . . .
4004 Read Demographics (D) 21-02-2018 15:59 . . .
4005 Create Credit History (H) 22-02-2018 09:41 . . .
4006 Read Demographics (D) 22-02-2018 10:18 . . .

2 4007 Read Demographics (D) 22-02-2018 11:18 . . .
4008 Create Verification (V) 22-02-2018 11:23 . . .

. . . . . . . . . . . . . . . . . .

1001 6005 Read Demographics (D) 22-02-2018 13:29 . . .
6006 Create Verification (V) 22-02-2018 13:37 . . .

. . . . . . . . . . . . . . . . . .

(b) System-event-log

Figure 1.2: An excerpt of recorded behavior at the process and data levels.

related to a case and (ii) these events are ordered within a case [144].
To support the defined processes, an information system needs to be aware of them. In-

formation systems centered on the automation of business processes are usually called Work-
flow Management (WFM) systems [85,153]. These systems are extended by business process
management (BPM) systems that support various forms of analysis and monitoring [157]. For
example, by simulating and analyzing business processes, solutions may be found to reduce
costs or improve efficiency. To position process mining, we first describe the BPM life-cycle.

Fig.1.3 presents all phases of the BPM life-cycle. In the (re)design phase, process models
are defined. The defined process models are used to configure an information system in
the configuration/implementation phase. In the phase enhancement/monitoring, the running
system is monitored to determine whether any change is needed. These changes are handled
in the adjustment phase. In this phase, only predefined controls are used to configure the
process. Finally, in the diagnosis/requirements phase, data produced by running processes are
evaluated to identify problems and monitor emerging requirements. While process models
and data are used in different phases of the BPM life cycle, there were few connections
between them until recently. Process mining aims to relate logs to process models in order to
provide insights on actual processes.
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Figure 1.3: The BPM life-cycle [144].

Process mining bridges the gap between data mining and business process modeling and
analysis [144]. Existing data analysis techniques such as data mining/machine learning tech-
niques often neglect the existence of end-to-end processes and do not take advantage of this
information to provide meaningful insights on business processes. Thus, the analysis results
provided by these techniques might not be comprehensive. For example, as shown in [116], if
the process behind the executed activities is neglected, some misuses may remain undetected.
On the other hand, process modeling and analysis approaches often neglect the real facts in
their analysis, i.e., evidence hidden in the data. By bridging this gap, process mining is able
to provide valuable insights on the recorded behavior. Process mining can be divided into
three main research areas:

• Process discovery aims to construct a process model describing the given process-
event-log. For example, the α algorithm [153] and inductive miner [97] are able to
construct a Petri net model from a process-event-log. These techniques provide in-
teresting insights on how processes are actually executed. Note that the discovered
process models can be later revised by analysts to ensure that they specify the expected
behavior. Other process mining techniques can use these process models for the anal-
ysis of recorded behavior.

• Conformance checking aims to compare the observed behavior recorded in the process-
event-log with the prescribed behavior specified in a process model. Examples of con-
formance checking techniques are alignment-based techniques [13, 146] and token-
based replay techniques [126]. These techniques can identify nonconforming process
executions and provide insights on deviations causing nonconformity. These devia-
tions can be later analyzed to determine whether they pose any security threat to an
organization.

• Process enhancement techniques have been proposed to improve and extend a process
model with information extracted from the process-event-log so that it can better reflect
the reality. An example of a process enhancement technique is presented in [66]. This
technique modifies the original process model, e.g., by adding new transitions to the
model, and tries to stay as close as possible to the original process model. In this way,
it is possible to see how processes evolve over time. Note that feeding conformance
checking techniques with inaccurate process models can negatively affect the quality of
their results. Thus, it is important to check and improve the quality of process models
to ensure that they actually specify the expected behavior.

In this thesis, we mainly focus on conformance checking and, in particular, on alignment-
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Figure 1.4: Three control-flow alignments of the first process-trace (Case 1) in Fig. 1.2a and the process model in
Fig. 1.1.

based techniques. Here, we briefly introduce the notion of alignments [146] (see Chapter 2
for a formal definition of control-flow alignment). Alignments provide a robust approach to
conformance checking. A control-flow alignment between a recorded process execution and
a process model is a pairwise matching between activities recorded in the log and activities
allowed by the model. Through this mapping, an analyst can detect possible discrepancies
between the observed and the prescribed behavior. For example, a control-flow alignment
shows which activities were skipped and which activities were executed but were not sup-
posed to be executed according to the process model.

Fig. 1.4 shows three examples of control-flow alignments between the first process-trace
(Case 1) in Fig. 1.2a and the process model in Fig. 1.1. The top row of the control-flow
alignments shows the sequence of events in the process-trace; the bottom row shows the
sequence of activities allowed by the net. Deviations are explicitly shown by columns that
contain �. For example, the third column in γ2 shows that an activity must occur in the
process-trace according to the net, but it was skipped, i.e., a so-called process move on model.
The last column in γ2 show that an event occurs in the process-trace although they are not
allowed according to the net, i.e., a so-called process move on log. Other columns for which
events in the process-trace match the activities allowed by the net represent synchronous
process moves.

In general, a large (possibly infinite) number of control-flow alignments may exist be-
tween a process model and a process-trace, since there may exist manifold explanations why
a process-trace is not conforming. The quality of these control-flow alignments is measured
based on a cost function assigning costs to process moves. Typically, the cost of a control-flow
alignment is defined as the sum of the costs of the individual process moves in the control-
flow alignment. Alignment-based approaches [13, 146] capture the control-flow alignments
with the least total cost according to the provided cost function. These control-flow align-
ments are called optimal control-flow alignments.

As an example, consider a cost function that assigns zero cost to synchronous process
moves and process moves on model for invisible transitions and assigns cost 1 to process
moves on log and process moves on model for visible transitions. If process moves on model
for invisible transitions are ignored, γ1 has five process moves on log and each of γ2 and γ3

has one process move on model and one process move on log. Thus, according to this cost
function, the total costs of control-flow alignment γ1, γ2 and γ3 are 5, 2 and 2 respectively.
Since there are no other control-flow alignment with less total costs than γ2 and γ3, they
are considered as two optimal control-flow alignments of the first process-trace (Case 1) in
Fig. 1.2a and the process model in Fig. 1.1 according to the defined cost function.
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1.2 Challenges in Security Auditing
While employing flexible security mechanisms is necessary in some organizations, such
mechanisms may be misused by users. Thus, it is necessary to perform security auditing
to identify and investigate possible misuses. Process mining has the potentials to define ro-
bust and accurate auditing techniques, but a number of challenges have to be addressed. Next,
we discuss these challenges:

Challenge 1: Constructing Probable Explanations of Nonconformity.1 A primary ob-
jective of auditing techniques is to accurately identify what happened within a system. These
insights can be exploited for different purposes. For example, they can be used to investigate
whether the identified deviations pose any security threat to an organization or to improve
the quality of existing process models to better reflect the reality. Feeding these analyses
with inaccurate diagnostics can negatively affect the quality of their results. For instance, if
deviations are not identified accurately, some security incidents may remain undetected.

In general, there may exist manifold explanations why a process execution does not com-
ply with the prescribed behavior as represented by the process model. For example, consider
the three control-flow alignments in Fig. 1.4, which were constructed by aligning the first
process-trace (Case 1) in Fig. 1.2a and the process model in Fig. 1.1. In this process-trace,
send offer was executed after the execution of verify. According to γ1, after the verification,
only inform client should have been executed and the other activities should not have been ex-
ecuted. However, γ2 and γ3 indicate that advanced assessment and simple assessment were
skipped during the process execution respectively and credit request should not have been
executed again.

Note that some of these explanations might be more likely to reflect the reality, since
certain process paths might be more likely to be taken by process executions. For example, the
result of the verification might be positive for the majority of the requests and after verifying
the requests it might be more likely to perform advanced assessment. Taking a certain path
may also depend on previous executed activities. For instance, it might be more likely that a
request is rejected if an advanced assessment is performed, especially after several rounds of
loan renegotiation. These elements should be taken into account when the quality of control-
flow alignments is evaluated using a cost function. Otherwise, the diagnostic information
provided by optimal control-flow alignments may not represent the actual deviations.

To define such a cost function, alignment-based techniques often rely on background
knowledge and beliefs of analysts. In particular, business analysts have to define the cost
of every possible deviation that can occur. The definition of such a cost function is, thus,
fully based on human judgment and prone to imperfections. These imperfections ultimately
lead to control-flow alignments that are optimal, according to the provided cost function,
but that do not provide an explanation of what really happened. The challenge here is to
automatically define a cost function by analyzing the behavior of past process executions
so that the constructed explanations of nonconformity are likely to represent what actually
happened in that specific context.

Challenge 2: Linking Data and Process Perspectives for Conformance Analysis. To

1In this thesis, the word “probable” in “probable explanations” and “probable control-flow alignments” does
not refer to a probability in statistical sense. Instead, we abuse these terms to refer to the preferable explanations of
nonconformity constructed based on information extracted from the historical logging data of a specific process.
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identify deviations more accurately and provide more comprehensive diagnostics of data
misuse, recorded behaviors should be analyzed with respect to various constraints that are
important to be governed. Several techniques for a posteriori analysis of logs have been pro-
posed [13,14,27,29,43,58,116,124,126]. Existing approaches focus on either checking data
accesses against security policies (data perspective) or checking user activities against the
activities needed to conduct business processes (process perspective). However, analyzing
recorded behaviors from the process or data perspectives independently may not be sufficient
to expose security incidents. Auditing techniques that operate at the data level [27,43,58,124]
analyze whether a user had the right to perform certain operations on the data, but data opera-
tions are typically verified individually. This does not allow for the verification of data protec-
tion policies, such as purpose control, that require analyzing the observed behavior as a whole
[116]. On the other hand, techniques that operate at the process level [13, 14, 29, 116, 126]
usually analyze whether a user has performed the right activity as prescribed by the organi-
zation’s processes. In particular, these techniques focus on the process control-flow and they
do not analyze how data are used within the execution of the process.

Analyzing the observed behavior with respect to the data perspective or the process per-
spective alone has therefore two main drawbacks: (i) deviations can remain undetected and
(ii) diagnostics may not provide an understanding of the deviations that occurred, thus mak-
ing it difficult for a security analyst to take the measures necessary to respond to security
infringements. For example, in Case 1 in Fig. 1.2, suppose that Mallory intends to collect
demographic information of a client illegitimately and transfers it to outsiders. Mallory may
have faked (a portion of) the process execution, in this case Credit Request (see the event
with event id 107 in Fig. 1.2a), to justify the data access (see the event with event id 4006
in Fig. 1.2b). If this behavior is analyzed from the data perspective, it may look legitimate
to access the demographic data of a client for the purpose of registering a new credit re-
quest. Instead, auditing techniques that focus on the process perspective [13,14,29,116,126]
may able to identify that Credit Request should not have been executed. On the other hand,
these techniques do not provide any diagnostics at the data level, which makes it difficult for
analysts to understand and investigate the detected deviation.

Challenge 3: Discovering Frequent Anomalous Patterns. A large number of deviant
behaviors may occur within an organization. In this setting, it is challenging, or even unfeasi-
ble, for an analyst to manually investigate deviant behaviors in every single process execution.
To effectively support process diagnostics, further elaboration has to be performed on the de-
tected deviant behaviors to provide the analyst with interesting trends regarding the observed
behaviors. Note that some deviant behaviors may occur more frequently than others and
their occurrences might be highly correlated. In most cases, especially in the beginning of
the analysis, an analyst may prefer to ignore very rare deviant behaviors and rather focus on
those that occur repeatedly and, hence, are more likely envisaged to occur in the future. Note
that these frequent deviant behaviors may occur together and possibly in different portions
of the process. The main challenge here is to discover patterns representing these recurrent
deviant behaviors, together with their correlations.

Challenge 4: Comparing User Behavior. Behavior analysis focuses on studying and
understanding of user actions. One way to perform this analysis is to compare the behavior
of a user with other users supposed to behave similarly and measure to what extent the user
behaves differently from others. Since this kind of analysis does not use predefined rules



CHAPTER 1. INTRODUCTION 9

to analyze user behavior, they have the potential of detecting unknown attacks. In partic-
ular, this analysis can be used to detect users misusing legitimate privileges they have been
granted. An example of this misuse is a hospital employee who snooping into patient records.
Existing behavior analysis techniques typically have two main drawbacks. First, since they
typically analyze each user action individually, they might not able to detect attacks spanned
over multiple actions. There are cases where certain actions may be considered as legitimate
if performed individually but their combinations is not. For example, employees may be
allowed to perform certain operations on data but performing many data operations may cor-
respond to an attack. The second drawback is that these techniques typically do not support
analysts in the understanding of findings. When a certain behavior is marked as abnormal,
analysts must investigate the abnormal behavior to determine whether an attack has occurred.
Knowing why certain behaviors are marked as abnormal can assist analysts in the under-
standing of abnormal behaviors and facilitate their inspections. The main challenge here is
to take into account whole user actions together in the analysis and provide means to support
security analysts in the investigation of abnormal behavior.

In summary, existing auditing techniques might not be able to identify all deviations ac-
curately, do not provide detailed and accurate diagnostic information on deviations, and do
not sufficiently support analysts to investigate the identified deviations. The design of audit-
ing techniques that address the aforementioned challenges remains an open issue. In the next
section, we introduce research questions needed to be answered to address these challenges.

1.3 Research Question
In the light of the related challenges described in the previous section, we aim to answer the
following research question in this thesis:

How can we support security analysts in the identification, analysis
and understanding of deviations from specifications?

We refine this research question into four (sub)questions that we subsequently aim to
answer:

RQ 1. How can we provide probable explanations of nonconformity when a process execu-
tion deviates from a process model?

The quality of control-flow alignments constructed between a process execution and a
model is evaluated with respect to a cost function defined by analysts. Instead of relying
on human judgment to define such a cost function, it is required to analyze past process
executions and learn from them what the probable explanations of nonconformity are. The
above research question addresses this need.

RQ 2. How can we analyze user behavior with respect to both the data and process perspec-
tives and provide fine-grained insights on the identified deviations?

Analyzing user behavior from the process or data perspectives independently, may not
be sufficient to expose illegitimate data accesses. To detect deviations more accurately and
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provide fine-grained insights to understand the detected deviations, it is required to analyze
the observed behavior with respect to the both perspectives.

RQ 3. How can we discover anomalous frequent patterns from historical logging data to
support analysts in understanding deviant behaviors?

Since a large number of deviant behaviors can occur, it is a challenging task to manually
analyze them. We investigate methods to support analysts in understanding these behaviors.
In particular, these deviant behaviors might be correlated and provide more high-level in-
sightful diagnostics to analysts. The above question addresses the need for techniques that
provide insights on interesting trends regarding the occurred deviant behaviors to analysts.

RQ 4. How can we compare behavior of users with their peers, detect sophisticated attacks
that might be spanned over multiple actions and facilitate the understanding and analysis of
suspicious behavior?

The above question addresses the need for techniques that are able to detect attacks that
might be spanned over multiple actions. In order to detect these attacks, these techniques
should be able to analyze the user behavior as a whole. In addition, these techniques should
support analysts in the understanding of abnormal behaviors and facilitate their inspections.

In the next section, we describe the contributions of the thesis and discuss where the
solution to each research question can be found.

1.4 Contributions and Thesis Structure
In this thesis, we aim to present auditing techniques that answer the introduced research
questions. The contributions can be summarized as follows:

• To answer the first question, we propose an alignment-based approach to determine
probable explanations of nonconformity when a process execution deviates from the
prescribed process behavior. This approach, instead of relying on the knowledge of
experts, analyses information recorded about past process executions and based on this
analysis automatically defines a cost function. We implemented our approach as a plug-
in in ProM, an established open-source framework for implementing Process Mining
tools and algorithms. 2 Experimental results with synthetic and real-life data show that
our approach is able to identify the actual control-flow deviations from a process model
more accurately compared to existing alignment-based techniques. This work is based
on the contents published in [19, 20].

• To answer the second question, we propose an approach that links the process and data
perspectives and analyses the recorded behavior from both perspectives. This approach
analyses the usage of data within both the context (defined with respect to the process
control-flow) and the purpose (defined in terms of process activities) for which data
were used. In comparison to the existing approaches [13,14,27,29,43,58,116,124,126]
that analyze the recorded behavior either from the process or data perspective, our
approach is able to detect a wider range of deviations and provide more fine-grained

2http://www.promtools.org

http://www.promtools.org
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insights required to understand the detected deviations. We implemented our approach
as a plug-in of the ProM framework and evaluated using both synthetic and real-life
datasets. The results show that the approach is able to accurately identify deviations
in both data usage and control-flow, while providing the purpose and context of the
identified deviations. This work is based on the contents published in [22].

• To answer the third question, we propose an approach to extract anomalous frequent
patterns from historical logging data. The extracted patterns can exhibit parallel behav-
iors and correlate deviant behaviors that have occurred in possibly different portions of
the process, thus providing analysts with a valuable aid for investigating nonconform-
ing behaviors. We implemented our approach as plug-ins of the ESub tool, which
supports a set of advanced functionalities for discovering subprocesses and visualiz-
ing them [61]. Experimental results with synthetic and real-life data show that our
approach is capable to detect recurrent anomalous behaviors. This work has been pub-
lished in [69–71].

• To answer the fourth question, we propose a solution for analysing user behavior. To
this end, we partition users with the same role into different groups and build self-
explanatory histogram-based profiles for users and groups. By comparing profiles, we
measure to what extent users behave differently from their peers. We applied the pro-
posed approach on the log collected from a large Dutch hospital to study the use of the
Break-The-Glass (BTG) procedure in the hospital. The discussion of our findings with
experts at the hospital has shown that our approach can provide meaningful insights
on user behavior and histograms are easy to understand and facilitate the investigation
of suspicious behaviors. It is worth mentioning that this approach can be employed
in combination with process mining techniques to detect a wider range of attacks or
in situations when process mining techniques cannot be applied, e.g., when logs do
not contain minimal information required for process mining or when process models
specifying the prescribed behavior are unavailable or difficult to be discovered. This
work has been published in [23].

Outline. The remainder of the thesis is organized as follows. Chapter 2 presents back-
ground and notations that are used in the remainder of this thesis. Then, we focus on each
research question and our solution to address it. Chapter 3 addresses the first research ques-
tion and describes an approach that enables the construction of probable explanations of
nonconformity. In Chapter 4, we discuss the second research question and introduce an ap-
proach to analyze both the data and process perspectives together. Chapter 5 addresses the
third research question and presents an approach to extract anomalous frequent patterns from
historical logging data. In Chapter 6, we focus on the fourth research question and describe
how we can detect users that behave differently from their peers. Finally, Chapter 7 discusses
open issues and draws possible directions for future works.





Chapter 2
Preliminaries

This chapter introduces the main concepts and notations used in the remainder of this the-
sis. Basic notations are presented in Section 2.1. Section 2.2 formalizes basic concepts at
the process level and at the data level. Section 2.3 introduces preliminaries on control-flow
alignments and presents theA∗ search algorithm that provides an efficient method to compute
control-flow alignments.

2.1 Basic Notations
In this section, we introduce basic notations such as sets, multi-sets, functions, binary rela-
tions and sequences that are used to formally define other concepts and algorithms presented
in this thesis.

• A set is a possibly infinite collection of distinct elements. We use |A| to denote the size
of set A. The empty set is denoted by ∅. The union of sets A and B, denoted by A∪B,
is the set of all elements that are members of either A or B. The intersection of sets
A and B, denoted by A ∩B, is the set of elements that are members of both sets. The
difference between sets A and B, denoted by A \ B, is the set of all elements that are
members of A but not members of B.

• The power set of a set A, denoted P(A), is the set of all subsets of A, i.e., P(A) =
{A′ | A′ ⊆ A}.

• The Cartesian product of sets A and B, denoted by A × B, is the set of all ordered
pairs (a, b) where a ∈ A and b ∈ B.

• A binary relation R on two sets A and B is a subset of the Cartesian product between
these two sets, i.e., R ⊆ A×B.

• A partial order over a set A is a binary relation <⊆ A×A that satisfies the following
conditions for all a, b, c ∈ A: (i) irreflexivity, i.e., a 6< a, (ii) asymmetry, i.e., a < b
implies b 6< a and (iii) transitivity, i.e., if a < b and b < c, then a < c.

• A function f fromA toB, denoted by f : A→ B, is a relation that maps every element
of A to one and only one element of B. A partial function f from A to B, denoted by

13
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f : A9 B, is a relation that maps some elements of A to one and only one element of
B. Note that f might be undefined for some elements of A.

• A multi-set over a set A is a function m : A→ N. We write, for example, m = [a, b2]
for a multi-set m over the set {a, b, c} where m(a) = 1 , m(b) = 2 , and m(c) = 0.
The presence of an element in a multi-set a ∈ m ⇔ (m(a) > 0) and the notion of
submulti-set m2 ≤ m1 ⇔ ∀a ∈ A,m2(a) ≤ m1(a) are defined in a straightforward
way. The size of multi-set |m| is defined as the total number of elements in the multiset,
including repeated memberships, e.g., |[a, b2]| = 3. We use B(A) to denote the set of
all multi-sets over A.

• A sequence σ = 〈a1, a2, . . . , an〉 over a set A is a totally ordered list of elements s.t.
for all 1 ≤ i ≤ n, ai ∈ A. We use A? to denote the set of all finite sequences over
a set A, 〈〉 to denote an empty sequence and ‖σ‖ to denote the number of elements in
sequence σ. We indicate that a sequence σ is a prefix of a sequence σ′, denoted with
σ ∈ prefix(σ′), if there exists a sequence σ′′ such that σ′ = σ ⊕ σ′′, where ⊕ denotes
the concatenation operator.

2.2 Basic Concepts
This section presents the basic concepts related to the process and data perspectives used in
the thesis.

2.2.1 Process Perspective
The normative behavior of a system can be described using process models. Intuitively, a
process model describes the activities to be performed to reach a certain business goal. In
this thesis, we represent process models using Petri net notation.

Definition 1 (Labeled Petri Net). A Labeled Petri net is a tuple (P, T, F,A, `,mi,mf ) where
• P is a set of places;
• T is a set of transitions;
• F ⊆ (P × T ) ∪ (T × P ) is the flow relation between places and transitions (and

between transitions and places);
• A is the set of labels for transitions;
• ` : T → A is a function that associates a label with every transition in T ;
• mi is the initial marking;
• mf is the final marking.

Hereafter, the simpler term Petri nets is used to refer to Labeled Petri nets. The label of
a transition identifies the activity represented by such a transition. Multiple transitions can
be associated with the same activity label. These transitions are called duplicate transitions.
For example, in Fig. 1.1, transitions t10 and t15 have the same label, i.e., inform client (c).
The occurrence of some transitions may not correspond to actual activities. For example,
in the loan management process in Fig. 1.1, transitions t13 and t16 do not correspond to
actual activities but are necessary for routing purposes and, as such, their execution is never
recorded in event logs. These transitions are called invisible transitions. Given a Petri net
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N , InvN ⊆ A indicates the set of labels associated with invisible transitions. As a matter of
fact, invisible transitions are also associated with labels, though these labels do not represent
activities. We assume that a label associated with a visible transition cannot be also associated
with invisible ones and vice versa.

The state of a process model is represented by a marking m ∈ B(P ), i.e., a multi-set of
tokens on the places of the net. A process model has an initial markingmi and a final marking
mf . A transition is enabled if each of its input places contains at least a token. When an
enabled transition is fired (i.e., executed), a token is taken from each of its input places and a
token is added to each of its output places. Given a labeled Petri net N , m t−→N m′ denotes
the firing of an enabled transition t from marking m that leads to a new marking m′. A Petri
net may have undesirable properties such as deadlocks and livelocks. In the remainder of
this thesis, we only consider Petri nets in which their final markings are reachable from their
initial markings. The reachable markings in Petri nets are defined as follows:

Definition 2 (Marking Reachability). Let N = (P, T, F,A, `,mi,mf ) be a labeled Petri
net. A marking m ∈ B(P ) is one step reachable from a marking m′ ∈ B(P ) if there exists a
transition t ∈ T such thatm t−→N m′. By extension, markingm′ is reachable from markingm
if there exists a sequence ρ = 〈t1, t2, . . . , tn〉 ∈ T ∗ such thatm t1−→N m1

t2−→N . . .
tn−→N m′.

We call ρ a firing sequence and, by abuse of notation, we write m
ρ−→N m′ to indicate that

firing sequence ρ leads from marking m to marking m′. The set of reachable markings of
N , denoted by R(N), is the set of all markings reachable from the initial marking mi, i.e.,
R(N) = {m | ∃ρ ∈ T ∗ : mi

ρ−→N m}.

Other than Petri nets, there are other notations such as labeled transition systems that can
be used for process modeling. Next, we formally define labeled transition systems.

Definition 3 (Labeled Transition System). A labeled transition system is a tuple (Q, J,R, qi, qf )
where Q is a set of states, J is a set of labels, R ⊆ Q× J ×Q is a set of labeled transitions,
qi is the initial state and qf is the final state.

Definition 4 (Reachability Graph). Let N = (P, T, F,A, `,mi,mf ) be a labeled Petri net.
The reachability graph ofN , denoted byRG(N), is a labeled transition system (Q, J,R, qi, qf )
where Q = R(N) is the set of markings in N reachable from the initial marking mi, J = T ,
R = {(m, t,m′) ∈ R(N) × T × R(N)|∃t∈T m

t−→N m′} is the set of labeled transitions,
qi = mi and qf = mf .1

Fig. 2.1 shows the reachability graph generated from the Petri net in Fig. 1.1. In this
figure, states, shown by circles, represent reachable markings from the initial marking, arcs
are transitions, the initial state has a small incoming arc and the final state has a small outgoing
arc. Intuitively, the reachability graph of a Petri net exhibits all behaviors allowed by the net.
In particular, its paths represent the possible firing sequences allowed by the net. Thus, in
a reachability graph, all the possible orderings in which parallel transitions can be fired in a
Petri net must be encoded explicitly.

1In contrast to [144], in this thesis, we use transitions instead of their labels to define a reachability graph.



16 2.2. BASIC CONCEPTS

Figure 2.1: Reachability graph generated for a Petri net in Fig. 1.1.

Definition 5 (Process-Event, Attribute). Let E be the universe of all identifiable process-
events. Process-events can be characterized by attributes. Let U be the universe of attribute
names. Given an attribute attr ∈ U , we use partial function πattr : E 6→ Dattr to represent
the value of attr for a process-event from its domain Dattr. We use D to denote the union of
all attribute domains, i.e., D = ∪attr∈UDattr.

A process model formally describes all possible runs (called process-runs) as intended by
the model, whereas actual process executions (called process-traces) are recorded in process-
event-logs. Hereafter, we refer to a process-event in a process-run as a run-event and to a
process-event in a process-trace as a trace-event. In addition, by convention, we use a to
represent run-events. In this thesis, we assume that run-events a ∈ E is associated with the
following attributes:

• case, which denotes the process instance in which a was executed.
• t, which denotes the identifier of the transition associated to a.
• act, which denotes the activity associated to a.2

On the other hand, hereafter, we use e when referring to trace-events. We assume that trace-
events e ∈ E is associated with the following attributes:

• case, which denotes the process instance in which e was executed.
• act, which denotes the activity associated to e.3

• time, which denotes the timestamp of e.
Process-runs and process-traces can be defined as total ordered or partially ordered traces

of run-events and trace-events, respectively. We formally define a sequential process-run as
follows:

Definition 6 (Sequential Process-Run). A sequential process-run of a process model N =
(P, T, F,A, `,mi,mf ) is a sequence of run-events ϕs = 〈a1, . . . , an〉 ∈ E? such that:

1. for any ai ∈ ϕs, πt(ai) ∈ T and transition πt(ai) is enabled after firing all its prede-
cessors 〈a1, . . . , ai−1〉, starting from mi;

2. after firing all ai ∈ ϕs, the final marking mf is reached;
3. all run-events in ϕs are related to the same case, i.e., for any ai, aj ∈ ϕs, πcase(ai) =
πcase(aj);

2The value of attribute act is same as the label associated to attribute t by the label function of a Petri net.
3The activity associated to e cannot be one of the labels associated to invisible transitions, i.e., πact(e) ∈

A \ InvN .
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4. ϕs contains all run-events associated to the same case, i.e., given a run-event ai ∈ ϕs,
there does not exist a run-event aj ∈ E s.t. πcase(ai) = πcase(aj) and aj 6∈ ϕs;

5. for any ai, aj ∈ ϕs with i 6= j, it holds that ai 6= aj .
Given a process model N , we use Γs(N) to denote the (possibly infinite) set of all possible
sequential process-runs of N .4

Fig. 2.2a shows an example of a sequential process-run of the process model in Fig. 1.1.
In this figure, rectangles represent run-events and arcs represent dependencies between run-
events.

The actual recording of a process execution is called a process-trace. We formalize se-
quential process-traces and process-event-logs as follows:

Definition 7 (Sequential Process-Trace, Sequential Process-Event-Log). A sequential process-
trace σs = 〈e1, . . . , en〉 ∈ E? is a sequence of trace-events such that:

1. all trace-events in σs are related to the same case, i.e., for any ei, ej ∈ σs, πcase(ei) =
πcase(ej);

2. σs contains all trace-events associated to the same case, i.e., given a trace-event ei ∈
σs, there does not exist ej ∈ E s.t. πcase(ei) = πcase(ej) and ej 6∈ σs;

3. for any ei, ej ∈ σs with i 6= j, it holds that ei 6= ej;
4. for any ei, ej ∈ σs where 1 ≤ i < j ≤ ‖σs‖, it holds that πtime(ei) ≤ πtime(ej).

A sequential process-event-log L(p,s)
5 is a set of sequential process-traces.

In the remainder, we assume that process-traces contain at least one trace-event. Fig. 2.3a
exemplifies a sequential process-trace of the process model in Fig. 1.1. In this figure, rectan-
gles denote trace-events and arcs between two trace-events denote their dependencies.

Hereafter, we extend the notation πact to sequential traces. Given a sequential trace σs =
〈e1, . . . , en〉 ∈ E? , πact(σs) denotes the sequence of activities obtained from the projection
of the events in σs to their activity labels, i.e., πact(σs) = 〈πact(e1), . . . , πact(en)〉.

Many logging systems record sequential process-traces. This type of process-traces can-
not describe concurrent trace-events that happen at the same time or trace-events with no
causal dependency. However, in practice, the ordering of some trace-events might be un-
known, especially when their timestamps are too coarse. For example, suppose that only
the date but not the time of trace-events is available. In this situation, the ordering of trace-
events on the same day is unknown. It is also possible that the timestamps of trace-events are
recorded at different levels of granularity. For example, suppose that the timestamp of some
trace-events has both a date and a time whereas the timestamp of other trace-events only has
date information. It is worth mentioning that in these cases, techniques analyzing recorded
behavior by considering the sequential ordering of events might provide unreliable and even
misleading diagnostics.

A number of approaches have been proposed in the literature to derive partially ordered
process-traces from sequential process-traces (see, e.g., [62, 74, 83, 101, 138]). Note that dif-
ferent techniques apply different strategies to infer concurrency among process activities. As

4In this thesis, we are only interested in non-isomorphic runs, i.e., the actual case ids are irrelevant and just used
to group events.

5The letter p in L(p,s) indicates that the log contains events recorded at the process level and the letter s
indicates that it contains sequential process-traces.
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Figure 2.2: Examples of process-runs for the process model in Fig 1.1.

a result, the structure of the obtained partially ordered process-traces and, thus, the struc-
ture of the inferred deviant behaviors may vary on the basis of the selected technique. The
choice of the employed technique depends on different factors, like the information avail-
able on the process, the data stored in the process-event-log, the purpose of the analysis and
so on. In the remainder of this thesis, unless otherwise explicitly stated, we assume that
process-events in process-traces and process-runs are partially ordered. We formalize par-
tially ordered process-runs as follows:

Definition 8 (Partially Ordered Process-Run). A process-run of a process model N = (P, T,
F,A, `, mi,mf ) is a partial order ϕp = (Aϕp

, <ϕp
) of run-events Aϕp

⊆ E such that:
1. for any ai ∈ Aϕp , πt(ai) ∈ T and transition πt(ai) is enabled after firing all its

predecessors {aj ∈ Aϕp
| aj <ϕp

ai}, starting from mi;
2. after firing all ai ∈ Aϕp

following <ϕp
, the final marking mf is reached;

3. all run-events inϕp are related to the same case, i.e., for any ai, aj ∈ Aϕp
, πcase(ai) =

πcase(aj);
4. ϕp contains all run-events associated to the same case, i.e., given a run-event ai ∈
Aϕp

, there does not exist a run-event aj ∈ E s.t. πcase(ai) = πcase(aj) and ai 6∈ Aϕp
;

5. for any ai, aj ∈ Aϕp
with i 6= j, it holds that ai 6= aj .

Given a process model N , we use Γp(N) to denote the (possibly infinite) set of all possible
process-runs of N .6

Fig. 2.2b shows a process-run ϕ = (Aϕ, <ϕ) of the model in Fig. 1.1, in which Aϕ =
{a1, ..., a10} and the <ϕ relation is defined as follows: a1 <ϕ a2, a2 <ϕ a3, a3 <ϕ a4,
a4 <ϕ a5, a5 <ϕ a6, a6 <ϕ a7, a7 <ϕ a8, a7 <ϕ a9, a8 <ϕ a10 and a9 <ϕ a10 (and their
transitive closure7). For example, run-event a10 occurs after run-events a8 and a9, which in
turn occur after run-event a7.

Next, we formally define partially ordered process-traces and process-event-logs:

Definition 9 (Partially Ordered Process-Trace, Partially Ordered Process-Event-Log). A par-
tially ordered process-trace σp = (Eσp

, <σp
) is a partial order of trace-events Eσp

⊆ E such
that:

1. all trace-events in σp are related to the same case, i.e., for any ei, ej ∈ Eσp
, πcase(ei) =

πcase(ej);

6Note that we are only interested in non-isomorphic runs, i.e., the actual case ids are irrelevant and just used to
group events.

7For clarity, we do not show the transitive closure of all dependencies. In the figures, we only show the minimal
set of arcs whose transitive closure defines a partial order.
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Figure 2.3: Examples of process-traces for the process model in Fig 1.1.

2. σp contains all trace-events associated to the same case, i.e., given a trace-event ei ∈
Eσp

, there does not exist a trace-event ej ∈ E? s.t. πcase(ei) = πcase(ej) and ej 6∈
Eσp

;
3. for any ei, ej ∈ Eσp

with i 6= j, it holds that ei 6= ej;
A partially ordered process-event-log L(p,p)

8 is a set of partially ordered process-traces.

Note that a partially ordered process-trace σp = (Eσp
, <σp

) can be represented as a
directed acyclic graph (Eσp

,Wσp
), where Wσp

⊆ Eσp
× Eσp

is the minimal set of arcs
whose transitive closure defines σp.

Fig. 2.3b exemplifies a partially ordered process-trace of the process model in Fig. 1.1,
where only the minimal set of arcs whose transitive closure defines the partially ordered
process-trace is shown. Note that there is no dependency between trace-events e6 and e7 in
the partially ordered process-trace, which means that the executions of these trace-events do
not depend on each other.

2.2.2 Data Perspective
Data are essential for the execution of business activities. In particular, the execution of an
activity may require performing certain operations on data objects. In this thesis, we assume
that operations on data objects are always executed in the context of process activities. This
relation is often represented using a CRUD matrix [39]. Intuitively, a CRUD matrix relates
the process logic to the data layer by indicating which operations on a given data object must
or may be executed in order to complete a given activity.

Definition 10 (CRUD). Let A be the set of labels for transitions in a Petri net, Obj a set of
data objects, Op a set of operations on data objects and Mode = {mandatory , optional}
the set of modes. A CRUD matrix Θ consists of a set of CRUD-entries; each entry q ∈ Θ is a
tuple (ac, obj, op,mode) ∈ A×Obj ×Op×Mode.

It is worth noting that certain operations may be required to perform a certain activity
while others may be optional. Since mandatory operations may correspond to an important
data update or a security check, they are not allowed to be skipped when an activity is per-
formed. Thus, skipping these operations may signal a potential fraud or indicate outdated
information and inaccurate data. In contrast, optional operations represent operations that are

8The first p in L(p,p) indicates that the log contains events recorded at the process level and the second p
indicates that it contains partially ordered process-traces.
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Data object
Activity Demographics Amount Verification Assessment Credit

(D) (T) (F) (A) History (H)
Credit request (r) cru Cru – – –
Verify (v) – – Cru – –
Simple assessment (s) – – – Cru –
Advanced assessment (a) – – – – –
Send offer (o) r – – – –
Renegotiate (t) – Cru – – –
Offer sent back (b) – – – – –
Sign manager (m) – – – – –
Inform client (c) r – – – –
Open credit loan (p) – – – – Cru

Table 2.1: CRUD matrix showing the interaction between the activities of the net in Fig. 1.1 and data objects with
respect to operations create (c), read (r), update (u) and delete (d). Capital letters indicate mandatory operations and
small letters optional operations.

not strictly necessary for the completion of a task. Thus, skipping these operations are not
considered a deviation from the intended behavior. To indicates whether a given operation on
a data object is “mandatory” or “optional” to complete a certain activity, we associate a mode
to each CRUD-entry. Hereafter, we extend the π notation to CRUD matrices to retrieve the
elements of a CRUD-entry, i.e., given a CRUD-entry q = (ac, obj, op,mode), πact(q) = ac,
πobj(q) = obj, πop(q) = op and πmode(q) = mode.

Table. 2.1 shows an example of CRUD matrix for the process model in Fig. 1.1. Four
basic operation types are considered in this matrix, i.e., create (c), read (r), update (u) and
delete (d). Upper-case and lower-case letters indicate whether data operations are manda-
tory or optional respectively (i.e., the mode). For instance, when activity simple assessment
(s) is performed, an assessment (A) data object must be created. This information can be
(optionally) read and/or updated during the execution of s.

Operations on data objects are typically recorded by the IT system. Hereafter, we refer to
a recorded operation as a system-event.

Definition 11 (System-Event, Attribute). Let S denote the universe of all identifiable system-
events. System-events can be characterized by attributes. Let U be the universe of attribute
names. Given an attribute attr ∈ U , we use partial function πattr : S 6→ Dattr to represent
the value of attr for a system-event from its domain Dattr. We use D to denote the union of
all attribute domains, i.e., D = ∪attr∈UDattr.

In this thesis, we assume thatU includes at least the following attributes for system-events
s ∈ S:

• case, which denotes the process instance in which s was executed.
• obj, which denotes the data object on which the operation was performed;
• op, which denotes the operation that was executed;
• time, which indicates the time s at which was executed.

Definition 12 (System-Trace, System-Event-Log). A system-trace β = 〈s1, . . . , sn〉 ∈ S∗ is
a sequence of system-events such that:
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1. all system-events in β are related to the same case, i.e., for any si, sj ∈ β, πcase(si) =
πcase(sj);

2. β contains all system-events associated to the same case, i.e., given a system-event
si ∈ β, there does not exist sj ∈ β s.t. πcase(si) = πcase(sj) and sj 6∈ β;

3. for any si, sj ∈ β with i 6= j, it holds that si 6= sj;
4. for any si, sj ∈ β where 1 ≤ i < j ≤ ‖β‖, it holds that πtime(si) ≤ πtime(sj).

A system-event-log Ls is a set of system-traces.

2.3 Alignment-based Conformance Checking
Process executions may deviate from prescribed behaviors. These deviations should be iden-
tified and analyzed to determine why they happened. Conformance checking aims to verify
whether the observed behavior recorded in a process-event-log matches the intended behav-
ior represented as a process model. Several approaches have been proposed in the field of
conformance checking [13,29,45,49–52,56,126] but most of the state-of-the-art approaches
employ alignment-based techniques [13, 146] due to their robustness. We discuss and com-
pare existing conformance checking techniques in Section 3.6.

2.3.1 Control-Flow Alignments

The notion of control-flow alignments [146] provides a robust approach to conformance
checking, which makes it possible to pinpoint the deviations causing nonconformity. If a
process-trace perfectly fits a Petri net, each “move” in the process-trace, i.e., an event ob-
served in the process-trace, can be mimicked by a “move” in the model, i.e., an instance of a
transition fired in the net. In cases where deviations occur, some moves in the process-trace
cannot be mimicked by the net or vice versa. Hereafter, we explicitly denote “no move” by�
and use X� = X ∪{�} to include the no move in set X . A control-flow alignment relating
the trace-events Eσ ⊆ E in a process-trace to the run-events Aϕ ⊆ E in a process-run of a
Petri net consists of three types of process moves:

• (e, a) is a synchronous process move, with e ∈ Eσ , a ∈ Aϕ and πact(e) = πact(a),
• (e,�) is a process move on log, with e ∈ Eσ ,
• (�, a) is a process move on model, with a ∈ Aϕ.

Definition 13 (Sequential Control-flow Alignment). Let σs be a sequential process-trace and
ϕs be a sequential process-run of a process model N . A sequential control-flow alignment
γs ∈ (E�×E�\{(�,�)})∗ of σs and ϕs is a sequence of process moves such that, ignoring
all occurrences of�, the projection on the first element yields σs and the projection on the
second element yields a sequence ϕ′s such that ϕ′s ∈ prefix(ϕs). If ϕ′s = ϕs, γs is called a
complete sequential control-flow alignment of σs and ϕs.

Fig. 2.4a shows an example of a sequential control-flow alignment between the process-
trace in Fig. 2.3a and the process-run in Fig. 2.2a. The alignment comprises: seven syn-
chronous process moves including (e1, a1) and (e2, a2); three process moves on model,
namely (�, a3), (�, a7) and (�, a10); and one process move on log, namely (e8,�).
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(a) A sequential control-flow alignment (γ1
s ) between the process-trace in Fig. 2.3a and the process

model in Fig. 1.1.
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p) between the process-trace in Fig. 2.3b and the

process model in Fig. 1.1.
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Figure 2.4: Examples of control-flow alignments.

Hereafter, we use |L to denote the projection of a sequential control-flow alignment over
the process-trace and |P to denote its projection over the net.

As we discussed in Section 2.2.1, assuming a process-trace to be a totally ordered se-
quence of trace-events has some shortcomings (e.g., concurrent trace-events cannot be de-
scribed). Relying on the unreliable ordering of trace-events in sequential process-traces to
construct sequential control-flow alignments can lead to obtaining unreliable diagnostics,
where conforming behaviors are marked as deviations or deviations are marked as conform-
ing behaviors. To overcome these limitations, partially ordered control-flow alignments can
be used. We formalize these alignments as follows:

Definition 14 (Partially Ordered Control-flow Alignment). Let σp = (Eσp
, <σp

) be a
partially ordered process-trace and ϕp = (Aϕp

, <ϕp
) a partially ordered process-run of a

process model N . A partially ordered control-flow alignment γp = (Mγp , <γp) of σp and ϕp
is a partial order, in which Mγp ⊆ E�σp

× A�ϕp
\{(�,�)} is a set of process moves, such

that
(1) For all trace-events e ∈ Eσp , there is one and only one (e′, x) ∈Mγp such that e = e′.
(2) For all run-events a ∈ Aϕp , there is one and only one (y, a′) ∈Mγp such that a = a′.
(3) The ordering <γp respects both <σp

and <ϕp
, i.e., for each pair of moves (e, a),

(e′, a′) ∈ Mγp , ((e, a) <γp (e′, a′)) ⇔ (e <σp
e′ ∧ a <ϕp

a′) ∨ (e <σp
e′ ∧ (a =�

∨a′ =�)) ∨ (a <ϕp
a′ ∧ (e =� ∨e′ =�)).

Fig. 2.4b exemplifies a partially ordered control-flow alignment between the process-
trace in Fig. 2.3b and the process-run in Fig. 2.2b. This control-flow alignment has the same
process moves as the sequential control-flow alignment in Fig. 2.4a. However, this control-
flow alignment shows that there is no dependencies between process moves (e6, a8) and
(e7, a9).
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In practice, there can be multiple (possibly infinite) control-flow alignments for a given
process-trace and process model, since there may exist multiple explanations why a process-
trace is not conforming to the process model. Three examples of sequential control-flow
alignments between the first process-trace (Case 1) in Fig. 1.2a and the process model in
Fig. 1.1 are shown in Fig. 1.4.

The quality of a control-flow alignment is measured based on a provided cost function.
This cost function assigns a cost to each control-flow alignment and is defined for sequential
control-flow alignments as Ks : (E� × E�\{(�,�)})∗ → R+

0 . Typically, the cost of a
control-flow alignment is defined as the sum of the costs of the individual process moves
in the control-flow alignment. An optimal control-flow alignment of a process-trace and
a process-run is one of the control-flow alignments with the lowest cost according to the
provided cost function.

2.3.2 Computing Control-flow Alignments

The problem of computing optimal control-flow alignments can be translated into a shortest
path problem [13]. To solve this problem efficiently, the A∗ algorithm [57] can be employed.
This algorithm aims to find a path in a graph V from a given source node v0 to any node
v ∈ V in a target set. Every node v of graph V is associated with a cost determined by an
evaluation function f(v) = g(v) + h(v), where

• g : V → R+
0 is a function returning the cost of the smallest path from v0 to v;

• h : V → R+
0 is a heuristic function estimating the cost of the path from v to its

preferred target node.
Function h is said to be admissible if it returns a value that underestimates the distance of
a path from a node v′ to its preferred target node v′′, i.e., g(v′) + h(v′) ≤ g(v′′). If h is
admissible, A∗ finds a path that is guaranteed to have the overall lowest cost.

The A∗ algorithm keeps a priority queue of nodes to be visited: higher priority is given
to nodes with lower costs. The algorithm works iteratively: at each step, the node v with the
lowest cost is taken from the priority queue. If v belongs to the target set, the algorithm ends
returning node v. Otherwise, v is expanded: every successor v′ is added to the priority queue
with a cost f(v′).

The A∗ algorithm can be employed to find any of the sequential control-flow alignments
between a sequential process-trace σs ∈ L(p,s) and a Petri net N . This approach has been
extended to support the construction of partially ordered control-flow alignments between a
partially ordered process-trace and a Petri net [101].

In order to be able to apply the A∗ algorithm, an opportune search space needs to be de-
fined. Every node γs of the search space V is associated to a different sequential control-flow
alignment that is a prefix of some complete sequential control-flow alignment of σs and N .
Since a different sequential control-flow alignment is also associated to every search-space
node and vice versa, we use the sequential control-flow alignment to refer to the associated
state. The source node is an empty sequential control-flow alignment γ0

s = 〈〉 and the set of
target nodes includes every complete sequential control-flow alignment of σs and N .

Given a node/sequential control-flow alignment γs ∈ V , the search-space successors of
γs include all sequential control-flow alignments γ′s ∈ V obtained from γs by concatenating



24 2.3. ALIGNMENT-BASED CONFORMANCE CHECKING

f = 0
#0

(r,�)

vv

(r,r)

��
(�,r)

((
f = 1

#6

(v,�)

~~

(�,r)

��

f = 0
#1

(v,�)

~~

(v,v)

��
(�,v)

  

f = 1
#7

(r,�)

��
(�,v)

  
f = 2 f = 2 f = 1

#8

(o,�)

tt

(�,v)

vv

f = 0
#2

(o,�)

vv

(�,i1)

~~

(�,a)

��
(�,s)

  

f = 1
#9

(�,a)

  

(�,s)

((

(�,i1)

**

(v,�)

++

f = 2 f = 2

f = 2 f = 2 f = 1 f = 0
#3

(o,�)

tt

(�,c)

vv

f = 1
#10

(�,o)

vv

(�,c)

~~

(o,o)

��
(�,i2)

  

f = 1

(o,o)

  

(o,�)

((

(�,o)

**

(�,i2)

++

f = 2 f = 2 f = 1 f = 2

f = 1
#5

(b,�)

~~

(�,c)

��

f = 1
#4

(o,�)

��
(b,�)

  

f = 2 f = 2 f = 1
#11

(�,t)

~~

(�,i3)

��
(b,b)

  

(�,b)

((

(b,�)

**

f = 1 f = 1 f = 2 f = 2 f = 1

f = 2 f = 2 f = 2 f = 2 f = 2 f = 1 f = 1
#12

(m,�)

}}

(m,m)

��

(�,m)

!!

f = 2 f = 2

. . . . . . . . .

Figure 2.5: Portion of the search space constructed to find an optimal control-flow alignment of the sequential
process-trace in Fig. 2.3a and the process model in Fig. 1.1. Nodes in the search space are represented by circles,
which are labeled with the costs assigned to them by the cost function f . Numbers associated to nodes represent the
order in which they are visited.

exactly one process move. Given a sequential control-flow alignment γs ∈ V , the cost of the
path from the initial node to node γs ∈ V is g(γs) = Ks(γs).

It is easy to check that, given two complete sequential control-flow alignments γ′s and
γ′′s , Ks(γ

′
s) < Ks(γ

′′
s ) iff g(γ′s) < g(γ′′s ) and Ks(γ

′
s) = Ks(γ

′′
s ) iff g(γ′s) = g(γ′′s ). There-

fore, an optimal solution returned by A∗ coincides with an optimal sequential control-flow
alignment with respect to the given cost function.

The performance ofA∗ depends on the heuristic used to explore search-spaces efficiently.
A number of heuristics have been proposed to construct control-flow alignments efficiently
(see [13] for details). For example, we can define a heuristic function estimating the minimum
cost required to reach a target node based on the remaining trace-events in a process-trace
that still need to be replayed. Each trace-event in the process-trace must appear in either a
synchronous process move or a process move on log in an optimal control-flow alignment
associated to a target node. Thus, at each node, the minimum total cost of process moves
containing the remaining trace-events yields a cost that underestimates the cost of a path
from the node to a target node. As an example, consider a cost function that assigns cost
one to synchronous process moves and two to process moves on log. Suppose that there are
five trace-events in a process-trace that still need to be replayed at a certain state. Since the
minimum cost of synchronous process moves/process moves on log is 1, the cost to reach a
target node estimated by this heuristic function is 5.

Fig. 2.5 shows the portion of the search space constructed to find the optimal control-
flow alignment of the sequential process-trace in Fig. 2.3a and the process model in Fig. 1.1
according to the standard cost function. Each node, represented by a circle, indicates the cost
assigned to the node itself. The nodes are also associated with an index, i.e., #0, . . . ,#12,
indicating the order in which they are visited. An edge between two nodes is labeled with the
activities of the process move with which the control-flow alignment has been extended.
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In this thesis, we adopt the A∗ algorithm for various purposes. In Chapter 3, similarly
to [13], we employ the A∗ algorithm to construct probable explanations of nonconformity.
This algorithm is also employed in Chapter 4 to link the data and process perspectives in
order to analyze recorded behavior with respect to both perspectives.





Chapter 3
History-based Construction of
Control-flow Alignments

The actual behavior recorded in process-event-logs and system-event-logs might deviate from
the prescribed behavior. To understand what happened within a system, it is necessary to an-
alyze the recorded behavior and identify possible deviations from the prescribed behavior.
Note that these deviations might occur at different levels (e.g., data and process levels). Af-
ter identifying these deviations, they can be analyzed for different purposes such as misuse
detection or process enhancement. Feeding these analyses with inaccurate diagnostics can
negatively affect the quality of their results. Thus, it is important to obtain accurate diag-
nostic information on what went wrong during process executions. In this chapter, we only
focus on the accurate identification of deviations from the process model and address the first
research question (RQ 1) presented in Chapter 1.

Alignment-based techniques provide a robust approach to conformance checking. These
techniques are able to pinpoint the deviations causing nonconformity based on a cost function
that assigns a cost to every possible deviation. However, such a cost function is often manu-
ally defined on the basis of human judgment and thus error-prone, leading to the construction
of control-flow alignments that do not provide accurate explanations of nonconformity.

To deal with this problem, in this chapter, we propose a control-flow alignment-based
approach to construct probable explanations of nonconformity. In particular, we show how
cost functions can be automatically computed based on historical logging data.

3.1 Introduction
Regulations urge organizations to monitor their internal processes in order to detect opera-
tions that violate the prescribed behavior. Alignment-based techniques provide organizations
with a robust approach to verify whether the observed behavior recorded in a process-event-
log matches the intended behavior represented as a process model. These techniques usually
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expect that business analysts define cost functions based on their background knowledge and
beliefs. In particular, business analysts have to define the cost of every possible deviation that
can occur, and this cost is often specific to the purpose of the intended analysis. The definition
of such a cost function is, thus, fully based on human judgment and prone to imperfections.
These imperfections ultimately lead to control-flow alignments that are optimal according to
the provided cost function, but that may not provide accurate diagnostics.

In this chapter, we propose an alternative way to define a cost function, where the human
judgment is put aside and only objective factors are considered. Our contributions can be
summarized as follows:

• We propose an approach to construct a cost function automatically based on objective
facts, i.e., the historical logging data. The approach first analyses the past history of
process executions and learns from it how the process is typically executed. Then,
based on the insights obtained from this analysis, the approach constructs explanations
of nonconformity. Since these explanations are constructed based on the history of each
specific process, they are likely to represent what actually happened in that specific
context.

• We implemented our approach as a plug-in of the ProM framework. To assess the
practical relevance of our approach, we performed an evaluation using both synthetic
and real-life process-event-logs and process models. The results show that our ap-
proach improves the accuracy in determining probable explanations of nonconformity
compared to existing techniques.

In this chapter, we only focus on analyzing the recorded behavior at the process level. For
the sake of simplicity, in the remaining of this chapter, we use the shorter terms runs, traces,
event-logs and cost function to refer to process-runs, process-traces, process-event-logs and
control-flow cost function respectively.

This chapter is organized as follows. Section 3.2 presents a motivating example of our ap-
proach. Section 3.3 presents our approach for constructing optimal control-flow alignments.
Section 3.4 presents the experiment results. These results as well as the shortcomings of
the approach are discussed in Section 3.5. Finally, Section 3.6 discusses related work and
Section 3.7 draws conclusions and discusses open challenges.

3.2 Motivating Example
Consider the process model in Fig. 3.1. The model describes a normative process for manag-
ing road traffic fines of the local police in Italy [106]. A process execution starts by recording
a traffic fine in the system and sending it to an Italian resident. Traffic fines might be paid
before or after they are sent out by police or received by the offenders. Offenders are allowed
to pay the due amount in partial payments. If the total amount of the fine is not paid in 180
days, a penalty is added. Offenders may appeal against a fine to the prefecture and/or judge.
If an appeal is accepted, the fine management is closed. On the other hand, if the fine is not
paid by the offender (and no appeal has been accepted), the process eventually terminates
by handing over the case for credit collection. Fig. 3.2a shows an example of a sequential
trace (σ1

s ) recorded for this process. This sequential trace does not comply with the behavior
prescribed by the process model in Fig. 3.1.
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Figure 3.1: A process model for managing road traffic fines [106]. The text below the transitions represents the
label, which is shortened with a single letter as indicated inside the transitions.

In general, a large number of control-flow alignments exist between a process model
and a sequential trace. For example, three examples of sequential control-flow alignments
between the sequential trace and the process model are γ1

s in Fig. 3.2b, γ2
s in Fig. 3.2c and γ3

s

in Fig. 3.2d. γ1
s indicates that t should not have been executed, γ2

s indicates that t should not
have been executed and d was skipped and γ3

s indicates that l was skipped.
Note that some of these sequential control-flow alignments might be more likely to rep-

resent what actually happened. For example, suppose that by analyzing historical logging
data, it turns out that most of the offenders tend to pay the fine and then appeal against it. In
addition, assume that most of these appeals are accepted. Considering the aforementioned
observation, it seems that γ3

s is more likely to represent the explanations of nonconformity
than γ1

s and γ2
s .

As discussed in Section 2.3, the quality of a control-flow alignment is determined with
respect to a cost function. An optimal control-flow alignment provides the simplest and most
parsimonious explanation with respect to the used cost function. Therefore, the choice of the
cost function has a significant impact on the computation of optimal control-flow alignments.

Existing alignment-based techniques require process analysts to manually define a cost
function based on their background knowledge and beliefs. If the cost function is not defined
precisely by the analysts, these techniques return unlikely or, even, incorrect diagnostics.

In contrast to these techniques, we present an approach to automatically define the cost
function based on information extracted from the past process executions. The intuition be-
hind is that one should look at the past history of process executions and learn from it what the
probable explanations of nonconformity are. In particular, probable explanations of noncon-
formity for a certain process execution can be obtained by analyzing the behavior observed
for such a process execution in each state and the behavior observed for other confirming
sequential traces when they were in the same state. Our approach gives a potentially different
cost for each process move on model and log (depending on the current state), leading to the
definition of a more sensitive cost function.

It is worth mentioning that, as suggested in [10], two types of cost functions can be
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Figure 3.2: An example of a sequential trace σ1
s and three examples of sequential control-flow alignments con-

structed between the trace and the process model in Fig. 3.1.

defined for the analysis of observed behavior. The first cost function can be used to construct
control-flow alignments between traces in event-logs and a process model. Later, the second
cost function can be used to quantify the severity of the deviations of the computed control-
flow alignments, which is customized according to the purpose of use. For example, the work
in [14,15] uses control-flow alignments to identify nonconforming user behavior and quantify
it with respect to a security perspective. In particular, the cost of deviations is determined in
terms of which activity was executed, which user executed the activity along with its role,
and which data have been accessed. This chapter is concerned with constructing control-flow
alignments; the discussion on the second purpose-dependent cost function is out of the scope
of this chapter.

3.3 Approach
This section presents our approach to construct sequential control-flow alignments that give
probable explanations of deviations based on objective facts, i.e., the historical logging data,
rather than on subjective cost functions manually defined by process analysts. In this section,
first, we discuss how any process execution can be mapped onto a state in Section 3.3.1.
Then, in Section 3.3.2, we discuss how the cost of process moves is computed at any state
and the quality of the constructed sequential control-flow alignments is evaluated.

3.3.1 State Representation
At any point in time, a sequence of execution of activities leads to some state, and this state
depends on which activities have been performed and in which order. Accordingly, any
process execution can be mapped onto a state. As discussed in [150], a state representation
function takes care of this mapping:

Definition 15 (State Representation). Let E be a set of process-events, N a Petri net, A
a set of activity labels and R the set of possible state representations of the sequences in
(A \ InvN )∗. A state representation function abst : E∗ → R produces a state representation
abst(σs) for each sequential trace σs ∈ L(p,s).
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Sequence # Multi-set # Set #
〈c, p〉 25 [c1, p1] 25 {c, p} 25
〈c, s, n, p〉 15 [c1, p1, s1, n1] 15

{c, p, s, n} 45〈c, p, p, s, n〉 5 [c1, p2, s1, n1] 5
〈c, p, p, s, n, p〉 25 [c1, p3, s1, n1] 25
〈c, s, n, a, d〉 10 [c1, s1, n1, a1, d1] 10 {c, s, n, a, d} 10
〈c, s, n, p, a, d〉 10 [c1, s1, n1, p1, a1, d1] 10 {c, s, n, p, a, d} 10
〈c, s, n, p, t, l〉 25

[c1, s1, n1, p1, t1, l1] 30
{c, s, n, p, t, l} 60〈c, s, p, n, t, l〉 5

〈c, p, s, n, p, t, l〉 5
[c1, s1, n1, p2, t1, l1] 30〈c, s, p, n, p, t, l〉 25

〈c, s, n, p, t, l, r, o〉 50 [c1, s1, n1, p1, t1, l1, r1, o1] 50 {c, s, n, p, t, l, r, o} 50

Table 3.1: Examples of state representation using different abstractions.

Several state-representation functions can be defined. Each function leads to a different
abstraction, meaning that multiple sequential traces can be mapped onto the same state, thus
abstracting out certain trace’s characteristics. Next, we provide some examples of state-
representation functions:
Sequence Abstraction. It is a trivial mapping where the abstraction preserves the order of

activities. Each sequential trace is mapped onto a state that is the sequence of executed
activities, i.e., for each σs ∈ E∗, abst(σs) = πact(σs).

Multi-set Abstraction. This abstraction preserves the number of times each activity is exe-
cuted. This means that, for each σs ∈ E∗, abst(σs) = M ∈ B(A \ InvN ) such that,
for each a ∈ A \ InvN , M contains all instances of a in πact(σs).

Set Abstraction. This abstraction preserves information about whether each activity has
been executed or not. This means that, for each σs ∈ E∗, abst(σs) = M ⊆ A \ InvN
such that, for each a ∈ A \ InvN , M contains a if it ever occurs in πact(σs).

Example 1. Table 3.1 shows the state representation of some sequential traces of the net
in Fig. 3.1 using different abstractions. For instance, consider sequential trace σs such
that πact(σs) = 〈c, p, p, s, n〉. This sequential trace can be represented as 〈c, p, p, s, n〉 us-
ing the sequence abstraction, as state [c1, p2, s1, n1] using the multi-set abstraction, and as
{c, p, s, n} using the set abstraction. Sequential traces obtained by executing the sequences
of activities 〈c, p, s, n〉 and 〈c, p, p, s, n, p〉 are also mapped to state {c, p, s, n} using the set
abstraction.

It is worth mentioning that process mining techniques employ abstraction functions for
different purposes. For example, the approach presented in [149] introduces various abstrac-
tion functions that can be selected during process discovery. In this way, the approach enables
analysts to control the balance between overfitting (i.e., the process model that only allows
for the observed behavior) and underfitting (i.e., the process model that allows for unlikely
behavior). As another example, the approach presented in [150] uses abstraction functions
to map a running process execution to a state. Then, it analyzes the behavior of past process
executions reaching that state to predict when the running instance is completed. Similarly
to [150], in this chapter, abstraction functions are used to characterize the state of a process
execution.
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3.3.2 Definition of Cost Functions
The computation of probable control-flow alignments relies on a cost function that accounts
for the probability of an activity to be executed in a certain state. The definition of such a
cost function requires an analysis of the past history as recorded in the sequential event-log
to compute the probability of an activity to immediately occur or to never eventually occur
when the process execution is in a certain state.

As we discussed in Section 2.3.2, the A∗ algorithm finds an optimal path from a source
node to a target node where optimal is defined in terms of minimal cost. In our context,
process moves that are associated to activities whose execution is more probable in a given
state should have a low cost, whereas process moves that are associated to activities whose
execution is unlikely in a given state should have a high cost. Therefore, probabilities cannot
be straightforwardly used as costs of process moves. For this purpose, we need to introduce
a class of functions F ⊆ [0, 1]→ R+ to map probabilities to costs of process moves. Based
on the restriction imposed by the A∗ algorithm on the choice of the cost function, a function
f ∈ F if and only if f(0) = ∞ and f is monotonously decreasing between 0 and 1 (with
f(1) > 0). Hereafter, these functions are called cost profiles. Intuitively, a cost profile
function is used to compute the cost of a process move based on the probability that a given
activity occurs when the process execution is in a given state. Below, we provide some
examples of cost profile function:

f1(p) =

{ 1
p p 6= 0

∞ p = 0
f2(p) =

{ 1√
p p 6= 0

∞ p = 0
f3(p) =

{
1 + log

(
1
p

)
p 6= 0

∞ p = 0
(3.1)

The choice of the cost profile function has a significant impact on the computation of
sequential control-flow alignments (see Section 3.5). For instance, the first cost profile in
Eq. 3.1 favorites sequential control-flow alignments with more frequent sequential traces,
whereas the last cost profile is more sensitive to the number of deviations in the computed
sequentialcontrol-flow alignments. In Section 3.4, we evaluate these sample cost profiles with
different combinations of sequential event-logs and process models. The purpose is to verify
whether a cost profile universally works better than the others.

Similarly to what proposed in [13], the cost of a process move depends on the move type
and the activity involved in the move. However, differently from [13], it also depends on the
position in which the process move is inserted:

Definition 16 (Cost of a Process Move). Let σs be a sequential trace, ϕs be a sequential run
of a process modelN and f ∈ F be a cost profile. Let γs⊕〈(e, a)〉 ∈ (E�×E�\{(�,�)})∗
be a sequence of process moves such that, ignoring all occurrences of�, the projection on
the first element yields a sequence σ′s such that σ′s ∈ prefix(σs) and the projection on the
second element yields a sequence ϕ′s such that ϕ′s ∈ prefix(ϕs). The cost of appending a
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process move (e, a) ∈ E� ×E�\{(�,�)} to γs with state-representation function abst is:

κabst((e, a), γs) =
0 πact(e) = πact(a)
0 e =� and πact(a) ∈ InvN
f
(
Pabst(πact(a) occurs after πact(γs |P ))

)
e =� and πact(a) 6∈ InvN

f
(
Pabst(πact(e) never eventually a =�

occurs after πact(γs |P ))
)

(3.2)

Readers can observe that the cost of a process move on log (e,�) is not simply based
on the probability of not executing activity πact(e) immediately after πact(γ |P ); rather, it
is based on the probability of never having activity πact(e) at the any moment in the future
for that execution. This is motivated by the fact that a move on log (e,�) indicates that
πact(e) is not expected to ever occur in the future. Conversely, if it was expected to occur, a
number of moves in model would be introduced until the process model, modeled as a Petri
net, reaches a marking that allows πact(e) to occur (and, thus, a process move in both can be
appended).

For a reliable computation of probabilities, we only use the subset of sequential traces
Lfit

(p,s) of the original sequential event-log L(p,s) that fit the process model. We believe that,
in many process analyses, it is not unrealistic to assume that several sequential traces are
compliant. For instance, this is the case for the real-life process about road-traffic fine man-
agement discussed in Section 3.4.2.

One may argue that some paths in the process model can be more prone to compliance
errors compared to other paths. Thus, eliminating all non-fitting traces from the log would
lead to underestimate the probability of executing activities in such paths. We argue that
the reasons for nonconformity should be carefully investigated. For instance, frequent cases
of nonconformity on a certain path may indicate that the process model does not reflect the
reality [67, 126]. Ideally, an analyst should revise the process model and then use the new
model to identify the set of fitting traces. This problem, however, is orthogonal to the current
work and can be addressed using techniques proposed for repairing process models [66]. In
this chapter, we assume that the process model is complete and accurately defines the business
process. On the other hand, if the process model correctly reflects the reality, it is reasonable
that non-fitting traces are not used to compute the cost function. Indeed, by using them, the
resulting cost function would be biased by behavior that should not be permitted. Based on
these considerations, we only use fitting traces as historical logging data.

The following two definitions describe how to compute the probabilities required by Def-
inition 16.

Definition 17 (Probability That an Activity Occurs). Let L(p,s) be a sequential event-log
and Lfit(p,s) ⊆ L(p,s) the subset of sequential traces that comply with a given process model
represented by a Petri net N = (P, T, F,A, `,mi,mf ). The probability that an activity
a ∈ A \ InvN occurs after executing σs with state-representation function abst is the ra-
tio between number of traces in Lfit(p,s) in which activity a is executed after reaching state
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abst(σs) and the total number of traces in Lfit(p,s) that reach state abst(σs):

Pabst(a occurs after σs) =

|{σ′
s∈L

fit
(p,s)

: ∃σ′′
s ∈prefix(σ′

s). abst(σ′′
s )=abst(σs) ∧ πact(σ

′′
s )⊕〈a〉∈prefix(πact(σ

′
s))}|

|{σ′
s∈L

fit
(p,s)

: ∃σ′′
s ∈prefix(σ′

s). abst(σ′′
s )=abst(σs)}|

(3.3)

Definition 18 (Probability That an Activity Never Eventually Occurs). Let L(p,s) be a se-
quential event-log and Lfit(p,s) ⊆ L(p,s) the subset of sequential traces that comply with a
given process model represented by a Petri net N = (P, T, F,A, `,mi,mf ). The probability
that an activity a ∈ A \ InvN will never eventually occur after σs with state-representation
function abst is the ratio between the number of traces in Lfit(p,s) in which a is never eventu-

ally executed after reaching state abst(σs) and the total number of traces in Lfit(p,s) that reach
state abst(σs):

Pabst(a never eventually occurs after σs) =

|{σ′
s∈L

fit
(p,s)

: ∃σ′′
s ∈prefix(σ′

s). abst(σ′′
s )=abst(σs) ∧ ∃σ′′′

s . σ′′
s⊕σ

′′′
s =σs ∧ a6∈πact(σ

′′′
s )}|

|{σ′
s∈L

fit
(p,s)

: ∃σ′′
s ∈prefix(σ′

s). abst(σ′′
s )=abst(σs)}|

(3.4)

Intuitively, Pabst(a occurs after σs) andPabst(a never eventually occurs after σs) are con-
ditional probabilities. Given two events A and B, the conditional probability of A given B
is defined as the quotient of the probability of the conjunction of events A and B, and the
probability of B:

P (A|B) =
P (A ∩B)

P (B)
(3.5)

It is easy to verify that Eq. 3.3 coincides with Eq. 3.5 where A represents that activity a is
executed,B that the sequence of activities πact(σs) is executed, andA∩B that πact(σs)⊕〈a〉
is executed. Similar observations hold for Eq. 3.4.

The cost of a sequential control-flow alignment is the sum of the costs of all process moves
in the sequential control-flow alignment, which are computed as described in Definition 16:

Definition 19 (Cost of a Control-flow Alignment). Let σs be a sequential trace, ϕs be a
sequential run of a process model N and κabst be a function that assigns a cost of a process
move (see Definition 16). Let γs = 〈(e1, a1), . . . (en, an)〉 ∈ (E� × E�\{(�,�)})∗ be
a sequence of process moves such that, ignoring all occurrences of �, the projection on
the first element yields a sequence σ′s such that σ′s ∈ prefix(σs) and the projection on the
second element yields a sequence ϕ′s such that ϕ′s ∈ prefix(ϕs). The cost of γs with state-
representation function abst is computed as follows:

Kabst

(
γs = γ′s ⊕ 〈(en, an)〉

)
={

0 γs = 〈〉
κabst((en, an), γ′s) +Kabst(γ

′
s) otherwise

(3.6)

In the remaining of this chapter, the term probable control-flow alignment is used to
denote any of the optimal control-flow alignments (i.e., control-flow alignments with the
lowest cost) according to the cost function given in Definition 19.
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Figure 3.3: Construction of the sequential control-flow alignment of sequential trace σ2
s obtained by executing the

sequence of activities 〈c, s, n, l, o〉 and the net in Fig. 3.1. The costs of process moves are computed using the
sequence state-representation function, cost profile f3(p) in Eq. 3.1, and Lfit

(p,s)
in Table 3.1.

It is worth mentioning that given a sequential trace and a process model, there can be more
than one probable control-flow alignment between them according to a cost function. The
approach presented in [10] can be adapted to compute all probable control-flow alignments.
Computing all probable control-flow alignments and considering them in the analysis are left
as future works.

To find probable control-flow alignments, we employ the A∗ algorithm as discussed in
Section 2.3.2. For example, consider a sequential trace σ2

s obtained by executing the sequence
of activities 〈c, s, n, l, o〉 and the net N in Fig. 3.1. An analyst wants to determine probable
explanations of nonconformity by constructing probable control-flow alignments of σ2

s and
N , based on historical logging data. In particular, Lfit(p,s) consists of the sequential traces
in Table 3.1 (the first column shows the activities executed in the sequential traces, and the
second one the number of occurrences of a sequential trace in the history). Assume that the
A∗ algorithm has constructed an optimal control-flow alignment γ′s of sequential trace σ′2s ∈
prefix(σ2

s) such that π(σ′2s ) = 〈c, s, n〉 and N (left part of Fig. 3.3). The next trace-event
in the sequential trace with label l cannot be replayed in the net. Therefore, the algorithm
should determine which process move is the most likely to have occurred. Different process
moves are possible; for instance, a process move on log for l, a process move on model for
p, a process move on model for t, etc. The algorithm computes the cost of these process
moves using Eq. 16 (right part of Fig. 3.3). As process move on model (�, p) is the process
move with the least cost (and no other sequential control-flow alignments have lower cost),
sequential control-flow alignment γs = γ′s ⊕ (�, p) is selected for the next iteration. It is
worth noting that activity d never occurs after 〈c, s, n〉 in Lfit(p,s); consequently, the cost of
move (�, d) is equal to∞.

3.4 Evaluation
We have implemented our approach for history-based construction of sequential control-flow
alignments as a plug-in of the nightly-build version of the ProM framework.1 The plug-in
takes as inputs a process model and two sequential event-logs. The first sequential event-
log contains sequential traces that should be compared with a process model and the sec-
ond sequential event-log contains fitting traces used as historical logging data. The plug-in

1The plug-in is available in package History-Based Conformance Checking.
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Figure 3.4: Screenshot of the implemented approach in ProM, showing the probable control-flow alignment con-
structed between sequential traces and the process model in Fig. 3.1.

computes a cost function based on the analysis of the historical logging data. Then, the
constructed cost function is used to compute probable control-flow alignments between the
sequential traces in the first sequential event-log and the process model. The output of the
plug-in is a set of sequential control-flow alignments and can be used by other plug-ins for
further analysis. A screenshot of the plugin is shown in Fig. 3.4. In particular, the figure
shows the result of aligning a few sample sequential traces with the net in Fig. 3.1.

To assess the accuracy of the approach to detect actual deviations from the prescribed
behavior specified in a process model, we performed a number of experiments using both
synthetic and real-life logs. In the experiments with synthetic logs, we assumed that the
execution of an activity depends on the activities that were performed in the past. In the
experiments with real-life logs, we tested if this assumption holds in real applications. Ac-
cordingly, the real-life logs were used as historical logging data. To evaluate the approach,
we artificially added noise to the sequential traces used for the experiments. This was nec-
essary to assess the ability of the approach to reconstruct the original sequential traces. The
experiments were performed using a machine with 3.4 GHz Intel Core i7 processor and 16
GB of memory.

3.4.1 Synthetic Datasets
For the experiments with synthetic data, we used the process for handling credit requests
in [106]. Based on this model, we generated 10,000 sequential traces consisting of 69,504
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f1 f2 f3 Existing
Seq Multi-set Set Seq Multi-set Set Seq Multi-set Set approach

Noise CA LD CA LD CA LD CA LD CA LD CA LD CA LD CA LD CA LD CA LD
10% 93 259 93 258 87 514 95 164 95 164 88 430 95 153 95 154 88 409 92 233
20% 85 569 85 561 78 968 87 426 87 431 79 852 87 410 87 415 79 823 83 534
30% 74 1084 74 1077 65 1653 76 950 75 963 66 1509 76 944 75 958 67 1474 71 1110
40% 63 1658 62 1659 55 2285 64 1519 64 1537 56 2148 64 1512 64 1535 56 2118 60 1685

Table 3.2: Results of experiments on synthetic data. CA indicates the percentage of correct sequential control-
flow alignments, and LD indicates the overall Levenshtein distance between the original sequential traces and the
projection of the sequential control-flow alignments over the process. For comparison with existing approaches, the
standard cost function as defined in [13] was used. The best results for each amount of noise are highlighted in bold.

trace-events using the CPN Tools (http://cpntools.org). To assess the accuracy of the ap-
proach, we manipulated 20% of these sequential traces by introducing different percentages
of noise. In particular, given a sequential trace, we added and removed a number of activities
to/from the sequential trace equal to the same percentage of the sequential trace length. The
other sequential traces were used as historical logging data. We computed probable control-
flow alignments of the manipulated sequential traces and the process model, and evaluated
the ability of the approach to reconstruct the original sequential traces. To this end, we mea-
sured the percentage of correct sequential control-flow alignments (i.e., the cases where the
projection of the sequential control-flow alignment over the process coincides with the origi-
nal sequential trace) and compute the overall Levenshtein distance [98] between the original
sequential traces and the projection of the computed sequential control-flow alignments over
the process. The Levenshtein distance is a string metric that measures the distance between
two sequences, i.e., the minimal number of changes required to transform one sequence into
the other. In our setting, it provides an indication of how much the projection of the computed
sequential control-flow alignments over the process is close to the original sequential traces.

We tested our approach with different amounts of noise (i.e., 10%, 20%, 30% and 40%
of the sequential trace length), with different cost profiles (i.e., f1, f2, and f3 defined in
Eq. 3.1), and with different state-representation functions (i.e., sequence, multi-set, and set).
Moreover, we compared our approach with existing alignment-based conformance checking
techniques. In particular, we used the standard cost function introduced in [13]. We repeated
each experiment five times. Table 3.2 shows the results where every entry reports the average
over the five runs.

The results show that cost profiles f2 and f3 in combination with sequence and multi-set
abstractions are able to better identify what really happened, i.e., they align the manipulated
sequential traces to obtain the corresponding original sequential traces in more cases (CA). In
all cases, cost profile f3 with sequence state-representation function provides more accurate
diagnostics (LD): even if sequential traces are not aligned to the original sequential traces,
the projection over the process of sequential control-flow alignments constructed using this
cost profile and abstraction are closer to the original sequential traces. Compared to the cost
function used in [13], our approach computed the correct sequential control-flow alignment
for 4.4% more sequential traces when cost profile f3 and sequence state-representation func-
tion are used. In particular, our approach correctly reconstructed the original sequential trace
for 18.4% of the sequential traces that were not correctly reconstructed using the cost func-
tion used in [13]. Moreover, an analysis of LD shows that, on average, the sequential traces

http://cpntools.org
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f1 f2 f3 Existing
Seq Multi-set Set Seq Multi-set Set Seq Multi-set Set approach

Noise CA LD CA LD CA LD CA LD CA LD CA LD CA LD CA LD CA LD CA LD
10% 99 397 99 397 99 415 99 384 99 389 99 408 99 366 99 371 99 389 98 1274
20% 99 585 99 585 99 602 99 570 99 575 99 592 99 554 99 559 99 576 97 1448
30% 89 3349 89 3349 89 3371 89 3300 89 3341 89 3362 89 3281 89 3322 89 3344 87 4284
40% 76 9160 76 9160 75 9238 76 9091 76 9152 75 9230 76 9103 75 9165 75 9243 74 9861

Table 3.3: Results of experiments on real-life data. Notation analogous to Table 3.2.

reconstructed using our approach have 0.37 deviations (compared to the original sequential
traces), while the sequential traces reconstructed using the cost function used in [13] have
0.45 deviation. This corresponds to an improvement of LD of about 15.2%.

3.4.2 Real-life Dataset
To evaluate the applicability of our approach to real-life scenarios, we used a sequential
event-log obtained from a fine management system of the Italian police [106].2 The process
model in form of Petri net is presented in Fig. 3.1. We extracted a log consisting of 142,408
sequential traces and 527,549 trace-events, where all sequential traces are conforming to the
net. To these sequential traces, we applied the same methodology used for the experiments
reported in Section 3.4.1. We repeated the experiments five times. Table 3.3 shows the results
where every entry reports the average over the five runs.

The results confirm that cost profiles f2 and f3 in combination with sequence and multi-
set state-representation functions provide the more accurate diagnostics (both CA and LD).
Moreover, the results show that our approach (regardless of the used cost profile and state-
representation function) performs better than the cost function in [13] on real-life logs. In
particular, using the sequence state-representation function and cost profile f3, our approach
computed the correct sequential control-flow alignment for 1.8% more sequential traces than
the approach using the cost function in [13]. Although this may not be seen as a significant
improvement, it is worth noting that the cost function in [13] already reconstructs most of the
sequential traces (98% and 97% of the sequential traces for 10% and 20% noise respectively).
Nonetheless, our approach correctly reconstructed the original sequential trace for 19.3%
of the sequential traces that were not correctly reconstructed using the cost function used
in [13]. Moreover, our approach improves LD by 21.1% compared to the cost function used in
[13]. Such an improvement shows that when the original sequential trace is not reconstructed
correctly, our approach returns an explanation that is significantly closer to what actually
happened.

3.4.3 Complexity Analysis
In the previous sections, we have analyzed the accuracy of our approach for the computation
of probable control-flow alignments. In this section, we aim to perform a complexity analysis.
In the worst case, the problem is clearly exponential in the length of the sequential traces and
the number of process activities. However, in this chapter, we advocate the use of the A∗

2The event log is also available for download: http://dx.doi.org/10.4121/uuid:270fd440-1057-

4fb9-89a9-b699b47990f5

http://dx.doi.org/10.4121/uuid:270fd440-1057-4fb9-89a9-b699b47990f5
http://dx.doi.org/10.4121/uuid:270fd440-1057-4fb9-89a9-b699b47990f5
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(a) Loan process

(b) Fine management process

Figure 3.5: Distribution of the computation time required to construct probable alignments for different amounts of
noise. The computation time is grouped into 1 ms intervals in Fig. 3.5a and 0.3 ms intervals in Fig. 3.5b. The y-axis
values are shown in a logarithmic scale.

algorithm since it can reduce the execution time in the average case. To illustrate this, we
report on the computation time required to construct probable alignments.

Fig. 3.5 shows the distribution of the computation time for the sequential traces used in
the experiments. In particular, Fig. 3.5a shows that, in the experiments of Section 3.4.1 (loan
process), the construction of sequential control-flow alignments required less than 1 ms for
most of the sequential traces. On the other hand, the construction of probable control-flow
alignments for the fine management process required less than 0.3 ms for most of the sequen-
tial traces (Fig. 3.5b). Table 3.4 reports the mean and standard deviation of the computation
time required to construct the probable control-flow alignments for different levels of noise.
The results show that, in both experiments, the time needed to construct the probable control-
flow alignments increases with increasing amounts of noise, since the number of explored
states to costruct these probable control-flow alignments increases.

Based on the results presented in this section, we can conclude that, for simple synthetic
and real-life processes, our approach can construct probable control-flow alignments for a
sequential trace in the order of magnitude of milliseconds. However, if process models are
complex, computing sequential control-flow alignments can be computationally challenging
and require huge amounts of memory [13]. To deal with these challenges, it is required to
adapt techniques such as marking equation [13] to explore the search spaces more efficiently.
Adopting these techniques and improving the computational efficiency of the approach are
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Noise Mean Standard Deviation
10% 0.255 0.635
20% 0.421 0.935
30% 0.999 3.280
40% 3.014 14.146

(a) Loan process

Noise Mean Standard Deviation
10% 0.102 0.042
20% 0.111 0.047
30% 0.110 0.091
40% 0.139 0.232

(b) Fine management process

Table 3.4: Mean and standard deviation of computation time required to construct probable control-flow alignments
for different amounts of noise.

left as future work.

3.5 Discussion
This section, first, discusses how the selection of cost profiles and state-representation func-
tions can affect the results. Then, it discusses the shortcomings of the approach.

3.5.1 Impact of Configurations
The A∗ algorithm requires a cost function to penalize nonconformity. In our experiments, we
have considered a number of cost profiles to compute the cost of process moves on log/model
based on the probability of a given activity to occur in historical logging data. The selection of
the cost profile has a significant impact on the results as they penalize deviations differently.
For instance, cost profile f1 penalizes less probable process moves much more than f3. To
illustrate this, consider a sequential trace σ3

s in Fig. 3.6b and the process model in Fig. 3.6a.
Two examples of possible sequential control-flow alignments are γ1

s in Fig. 3.6c and γ2
s in

Fig. 3.6d. γ1
s contains a large number of deviations compared to γ2

s (50 process moves on
model vs. 1 process move on model). The use of cost profile f1 yields γ1

s as the optimal
control-flow alignment, while the use of cost profile f3 yields γ2

s as the optimal control-
flow alignment. Tables 3.2 and 3.3 show that cost profile f3 usually provides more accurate
results. Cost profile f1 penalizes less probable process moves excessively, and thus tends
to construct sequential control-flow alignments with more frequent sequential traces in the
historical logging data even if those sequential control-flow alignments contain a significantly
larger number of deviations. Our experiments suggest that the construction of the probable
control-flow alignments requires a trade-off between the frequency of the sequential traces in
historical logging data and the number of deviations in the sequential control-flow alignments,
which is better captured by cost profile f3.

Different state-representation functions can be used to characterize the state of a process
execution. In this chapter, we have considered three state-representation functions: sequence,
multi-set, and set. The experiments show that in general the sequence abstraction produces
more accurate results compared to the other abstractions. The set abstraction provides the
least accurate results, especially when applied to the process for handling credit requests
(Table 3.2). The main reason is that this abstraction is not able to accurately characterize
the state of the process, especially in the presence of loops: after each loop iteration the
process execution yields the same state. Therefore, the cost function constructed using the set
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Figure 3.6: Process model including two paths formed by a (sub)sequence of 50 activities and 1 activity respectively.
The first path is executed in 99% of the cases; the second in 1% of the cases. γ1

s and γ2
s are two possible sequential

control-flow alignments of sequential trace σ3
s and the process model.

abstraction is not able to account for the fact that the probability of executing certain activities
can increase after every loop iteration, thus leading to sequential control-flow alignments in
which loops are not captured properly.

It is worth mentioning that the choice between different state-representation functions
also depends on the amount of available data recorded in the historical logging data. Note
that this data might be limited and thus the sequential traces recorded in the log might not
properly represent whole the behavior specified by a process model. In these situations, the
set and multi-set abstractions might better characterize the state of a process execution than
the sequence abstraction, since they can potentially map more sequential traces onto the same
state than the sequential abstraction. In general, it is expected that the more the log contains
data representing the behavior of process instances, the better the sequence abstraction per-
forms. Further research is needed to investigate how an appropriate abstraction function
should be selected based on the characteristics of the historical logging data.

The experiments show that our technique tends to build sequential control-flow align-
ments that provide better explanations of deviations. It is easy to see that, when nonconfor-
mity is injected in fitting sequential traces and sequential control-flow alignments are sub-
sequently built, the resulting sequential control-flow alignments yield perfect explanations if
their process projections coincide with the respective fitting sequential traces before the in-
jections of nonconformity. Tables 3.2 and 3.3 show that, basing the construction of the cost
function on the analysis of historical logging data, our technique tends to build sequential
control-flow alignments whose process projection is closer to the original fitting sequential
traces and, hence, the explanations of deviations are closer to what actually happened.

3.5.2 Shortcomings
By analyzing the behavior of past process executions, our approach automatically computes a
cost function. This cost function assigns potentially different costs to process moves depend-
ing on the current state of a process execution and the behavior of past process executions
when they were in the same state. The approach, however, assumes that the cost of process
moves in a certain state does not depend on the remaining activities in the sequential trace that
are not replayed yet. This assumption can lead to the construction of sequential control-flow
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Figure 3.7: Process model including two paths. The first path is executed in 80% of the cases; the second in 20%
of the cases. γ3

s and γ4
s are two possible sequential control-flow alignments of sequential trace σ4

s and the process
model.

alignments that may not provide the actual explanations of nonconformity. Next, we provide
an example to clarify the problem.

Consider the process model in Fig. 3.7a and the sequential trace σ4
s in Fig. 3.7b. This

sequential trace does not conform to the behavior specified in the process model, since the
process model defines a choice between c and d but in the actual process executions both
activities were performed. Two examples of possible sequential control-flow alignments be-
tween the sequential trace and the process model are γ3

s in Fig. 3.7c and γ4
s in Fig. 3.7d.

γ3
s indicates that c should not have been executed, while γ4

s indicates that d should not have
been executed. Suppose that in 80% of cases recorded in the historical logging data the se-
quence of activities 〈a, b, c〉 was executed and in 20% of the cases the sequence of activities
〈a, b, d〉 was executed. Since our approach assigns cost zero to synchronous process moves,
the cost of the sequential control-flow alignments in Fig. 3.7 is equal to the cost assigned to
their process moves on log. To compute these costs using the sequence state-representation
function, first, the approach needs to compute the probability that c never eventually occurs
after reaching the state 〈a, b, d〉, which is equal to 1, and then the probability that d never
eventually occurs after reaching the state 〈a, b〉, which is equal to 0.8. According to the cost
profiles introduced in Section 3.3.2, the cost assigned to process moves on log has an inverse
relation with the computed probability. Thus, using these cost functions, our approach re-
turns γ3

s as the probable control-flow alignment, even though γ4
s is more likely to represent

what actually happened. This problem could be solved if the approach was able to take into
account that after reaching the state 〈a, b〉 both activities d and c were executed but they were
not supposed to be executed together according to the behavior specified by the model. In
this way, it could assign a lower cost to process move on log on activity d than to process
move on log on activity c. Addressing this issue is left as future work.

3.6 Related Work
Many approaches have been proposed to check the conformance of observed behaviors against
predefined process nets from the control-flow perspective. Rozinat et al. [126] propose a
token-based approach for checking conformance of an event-log and a Petri net. The num-
ber of missing and added tokens after replaying traces are used to measure the conformance
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between the log and the net. Banescu et al. [29] extend the work in [126] to identify and clas-
sify deviations by analyzing the configuration of missing and added tokens using deviation
patterns. The genetic mining algorithm in [56] uses similar replay technique to measure the
quality of process models with respect to given executions. Token-based replay techniques,
however, may allow behavior that is not allowed by the model due to the used heuristic and
thus may provide misleading diagnostic information. Moreover, they are not able to deal with
invisible and duplicate transitions.

As discussed in Section 2.3.2, the notion of alignments [13] provides a robust approach
for checking the conformance of the observed behavior with a given process model. The
computation of optimal control-flow alignments requires a cost function to penalize devia-
tions. The use of these cost functions leads to control-flow alignments which are optimal
in the sense that they are the control-flow alignments with the least expensive deviations.
For instance, Adriansyah et al. [12] show that the fitness measurement improves when the
cost of process moves on models is higher than the cost of process moves on log. However,
these approaches use cost functions that are defined based on human judgment and, thus, do
not provide probable explanations for nonconformity. In contrast, our approach constructs
control-flow alignments based on a cost function built on historical logging data, thus provid-
ing the most probable explanations of deviations based on objective facts.

To the best of our knowledge, the only other work that aims to compute probable expla-
nations of nonconformity is the one of Koorneef et al. [91]. This work, which was published
after our work, proposes an alternative approach for computing probable control-flow align-
ments based on information extracted from past process executions. The main goal of this
work was to address the shortcomings of our approach and improve the accuracy of provided
explanations of nonconformity. This approach assigns a probability to each process move and
employs theA∗ algorithm to find a path with maximum probability in the search space. Next,
we discuss how the approach calculates the probability of process moves and its drawbacks.

The probability of a process move on log for a certain activity is calculated only based
on the frequency of its occurrence in an event-log, without considering the state in which the
activity was executed. This can negatively affect the accuracy of the results. For instance,
suppose that an activity that is only allowed to be executed at the beginning of process exe-
cutions was executed at the end of a process execution. In addition, assume that this activity
occurred more frequently that other activities in the event-log. In this case, we expect to
assign a high probability to process moves on log involving this activity. However, since the
approach does not consider the state of process executions when it computes the probability
of process moves on log, it assigns the lowest probability to the corresponding process move
on log involving this activity in comparison to other possible process moves on log involving
other activities, which is not realistic. Moreover, the approach calculates the probability of
process moves on model based on the probability that a certain activity is executed when
process executions reach a certain marking in the reachability graph of the process model.
To map sequential traces onto the model for computing this probability, the approach em-
ploys control-flow alignments using a predefined cost function. In this way, in contrast to
our approach, non-fitting traces are also considered when probabilities are calculated. As
the relation between non-fitting sequential traces and the process model is not known, us-
ing a predefined cost function to find this relation and then considering them in computing
the probabilities can negatively affect the accuracy of the approach. The probability of syn-
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chronous process moves is computed with respect to the probability of process moves on log
and model. More precisely, the maximum value between the probability of process moves on
log and model is considered as the probability of synchronous process moves. This assump-
tion can lead to marking a conforming trace as nonconforming, which is undesirable. For
example, consider the process model in Fig. 3.1 and the following sequence of executed ac-
tivities: 〈c, p〉. Suppose that the same probability is assigned to the process move on log and
synchronous move on activity p. In this case, the approach may return the control-flow align-
ment containing the process move on log on activity p as the probable control-flow alignment,
since there is no other control-flow alignment with lower costs. However, the original trace is
compliant with the behavior specified in the process model. In comparison to our approach,
in some cases, it is shown that this approach is able to provide more accurate explanations of
nonconformity. For example, consider the process model in Fig. 3.7a and the sequential trace
σ4
s in Fig. 3.7b. As we discussed in Section 3.5.2, our approach returns γ3

s in Fig. 3.7c as
the probable explanation of nonconformity. Instead, this approach returns γ4

s in Fig. 3.7d as
the probable control-flow alignment, which is more realistic. It is worth mentioning that the
approach was not implemented and no experiments were performed to rigorously evaluate
the accuracy of the approach in providing the probable explanations of nonconformity. Thus,
it is not clear to what extent this approach is able to capture what actually happened.

A number of techniques recently have been proposed to represent the problem of finding
optimal control-flow alignments as a planning problem in PDDL (Planning Domain Defini-
tion Language), which can be solved by existing planers [49–52]. De Giacomo et al. [50]
show how planning techniques can be employed for checking the conformance of process
executions with respect to a predefined declarative process model. This technique has been
extended in [49] to support declarative process specifications expressed in LTLf (Linear
Temporal Logic on finite traces). De Leoni et al. [52] show how process executions and
prescriptive process models can be aligned using existing planning techniques. Several ex-
periments have been performed to show that the technique is highly scalable. Since this
technique relies on a total ordering of trace-events, it is not suitable to be employed when
the timestamps of trace-events are coarse or incorrect. To deal with this problem and sup-
port partially-ordered process executions, the work in [52] has been proposed to extend the
work in [52]. Similarly to existing alignment-based techniques [13], these techniques rely on
background knowledge of analysts to define a cost function, which can lead to misleading
diagnostics.

Chatain and Carmona [45] introduce the notion of anti-alignment and propose an ap-
proach to capture process deviations with respect to observed behavior. In contrast to alignment-
based techniques that aim to minimize the total cost of deviations between a trace and a model
with respect to a give cost function, the anti-alignment technique aims to find a run of the
model that mostly deviates from any of the traces in an event-log. Note that the main focus of
this approach is to assess the quality of a process model (e.g., its precision), which is different
than our goal in this chapter.
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3.7 Chapter Summary
Recently, the construction of control-flow alignments has been proposed as a robust approach
for checking the conformance of event-logs with a given process model [13]. To our knowl-
edge, the main problem of existing techniques for constructing optimal control-flow align-
ments is related to the fact that process analysts need to provide a function which associates
a cost to every possible deviation. These cost functions are only based on human judgment
and, hence, prone to imperfections. If alignment-based techniques are fed with imprecise cost
functions, they create imperfect control-flow alignments, which ultimately leads to unlikely
or, even, incorrect diagnostics.

In this chapter, we have proposed a different approach where the cost function is auto-
matically computed based on real facts: historical logging data recorded in event-logs. In
particular, the cost function is computed based on the probability of activities to be executed
or not in a certain state (representing which activities have been executed and their order).
Experiments have shown that, indeed, our approach can provide more accurate explanations
of nonconformity of process executions, if compared to existing techniques.

Next, we discuss some of the limitations of the proposed approach:
• In this chapter, we only focused on the analysis of recorded behavior at the process

level and we did not take into account user actions at the data level in the analysis.
In order to identify deviations more accurately and provide more thorough insights on
user behavior, it is interesting to analyze recorded behavior at both the data and process
levels. Chapter 4 further discusses this challenge and explains how it can be addressed.

• The sequential control-flow alignments constructed by our approach only show low
level deviations, i.e., process moves on model and log. While these deviations indicate
where the process deviates, assessing the criticality of deviations requires understand-
ing the actual high level deviations such as swapping or replacement of activities which
occurred. It is interesting to investigate how low level deviations can be correlated and
combined into higher level deviations. Chapter 5 discusses how this challenge can be
addressed.

• The approach presented in this chapter can be used to identify deviations from a process
model. To support analysts in the analysis of the identified deviations, our approach
should be complemented with methods and metrics for the analysis and possibly the
quantification of the identified deviations with respect to the application domain of
interest and purpose of the analysis.

• The construction of probable control-flow alignments can be computationally expen-
sive, especially when a process model and an event-log are large and complex. It is
interesting to investigate how we can lower the computation time and decrease the
memory usage of the techniques proposed in this chapter.





Chapter 4
Linking Data and Process
Perspectives for Conformance
Analysis

In Chapter 3, we presented an approach that analyzes information in historical longing data in
order to construct probable control-flow alignments. The proposed approach only focuses on
the identification of deviations from a process model describing the control-flow of a business
process (process perspective). Although this is an important perspective, other perspectives
as checking data accesses against security policies (data perspective) are very important as
well for security. Moreover, these perspectives should be considered together when analyzing
user behavior to expose security incidents, otherwise some of them might remain undetected
or diagnosed incorrectly.

In this chapter, we propose a novel auditing approach that reconciles the data and process
perspectives, thus enabling the identification of a large range of deviations. In particular, we
analyze and classify deviations with respect to the intended usage of data and the context in
which data are used, and provide an algorithm to identify nonconforming user behavior.

4.1 Introduction
The continuous monitoring of processes has enabled the collection of event data that show,
for example, which activities users performed, when users accessed certain data and which
operations they executed on the data. Alongside process monitoring, several auditing solu-
tions have been proposed to assist organizations in the analysis of user behavior with respect
to security policies and regulations. These solutions assess the compliance of user behavior
either (i) with respect to the access and usage of sensitive data (data perspective) or (ii) with
respect to the activities performed by users (process perspective). Auditing techniques that
operate at the data level [27, 43, 58, 124] analyze whether a user had the right to perform
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Figure 4.1: An overview of the proposed approach, showing how the data and process perspectives are reconciled.

certain operations on the data. However, data operations are typically verified individually.
This does not allow for the verification of data protection policies, such as purpose control,
that require analyzing the observed behavior as a whole [116]. On the other hand, tech-
niques that operate at the process level [13, 14, 29, 116, 126] usually analyze whether a user
has performed the right activity as prescribed by the organization’s processes. In particular,
these techniques focus on the process control-flow and they do not analyze how data are used
within the execution of the process.

Analyzing the observed behavior with respect to the data perspective or the process per-
spective alone has therefore two main drawbacks: (i) deviations can remain undetected and
(ii) diagnostics may not provide an understanding of the deviations that occurred, thus mak-
ing it difficult for a security analyst to take the measures necessary to respond to security
infringements. These issues are even more critical when considering insider threats (i.e., se-
curity threats originating from the inside of the organization being attacked or targeted). In
fact, without knowing the context in which data are accessed and used, it is difficult, if not
impossible, to discriminate between legitimate and illegitimate behaviors.

In this chapter, we present an auditing approach to address the aforementioned drawbacks.
Our contributions can be summarized as follows:

• We propose an auditing approach that reconciles the data and process perspectives,
thus enabling the identification of deviations that otherwise would remain undetected,
and providing accurate diagnostics of those deviations. In particular, the usage of data
is analyzed within both the context (defined with respect to the process control-flow)
and the purpose (defined in terms of process activities) for which data were used.

• We describe insider threats relating to the process and data levels. In addition, for these
threats, we provide examples of threat scenarios within the healthcare domain.

• We implemented our approach as a plug-in of the open source process-mining frame-
work ProM and evaluated using both synthetic and real-life datasets.

Fig. 4.1 shows an overview of our approach together with its inputs and outputs. As
shown in the figure, for the analysis of the process perspective, we rely on the notion of
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control-flow alignments (º) and, in particular, partially ordered control-flow alignments (see
Section 2.3), which provide a robust way to pinpoint the causes of nonconformity between
a process execution recorded in a process log (·) and a process model (¶). The diagnostics
provided by control-flow alignments show the validity of the context in which operations on
data are executed. Moreover, by linking data operations, recorded in a system log (¹), to
control-flow alignments (º), we can check whether the purpose (i.e., the activity) of a data
operation is valid according to the intended usage of data (modeled using a CRUD matrix
(¸) [39]).

By leveraging this reconciled view of the two perspectives, we introduce the notion of
composite moves, representing pairwise matching between activities recorded in a log and
activities in a process model along with the required operations on the data, and define a tax-
onomy of the different sorts of composite moves (¼). This taxonomy provides the basis for
an analysis of the causes of nonconformity. Moreover, we propose an algorithm to construct
inter-level alignments (»), i.e., alignments consisting of composite moves, by linking the
operations on data recorded in a system log to activities in the control-flow alignment. Such
inter-level alignments enable the analysis of operations on the data with respect to the context
in which those operations are executed. This way we can provide more accurate diagnostic
information about nonconformity taking into account the purpose of data operations. To the
best of our knowledge, this is the first work that proposes an auditing technique reconciling
both the data and process perspectives.

It is worth noting that in this chapter we assume that the observed behavior is recorded
at both the data and process level. We argue that this assumption is realistic as demonstrated
by BPM platforms like FLOWer (now called Lexmark Case Management) [154] and Activiti
(http://activiti.org/), which provide such functionality. Also in many other information
systems both database updates and activity executions are recorded (see the change logs in
ERP systems and the redo logs in database systems).

The remainder of the chapter is organized as follows. The next section discusses the nota-
tions used in this chapter. Section 4.3 investigates data breaches and identifies types of insider
threats relating to the data and process perspectives. Section 4.4 introduces a motivating ex-
ample. Section 4.5 presents a taxonomy of composite moves and discuss how the identified
threats can be captured in terms of composite moves. Section 4.6 formally defines inter-level
alignments and presents our approach to construct such alignments. Experimental results
are presented in Section 4.7. Finally, Section 4.8 discusses related work, and Section 4.9
concludes the chapter and discusses open challenges.

4.2 Notation
In Chapter 2, we have introduced the notations of trace-event and activity and we have as-
sumed that one trace-event is recorded when an activity is executed. However, since ac-
tivities may take time and have some life-cycle, multiple trace-events might be recorded
for them (e.g., start and complete trace-events) [144]. For example, consider the process
model in Fig. 4.2a. This process model explicitly specifies a transition indicating the start
of an activity and a transition indicating the completion of it. These transitions are labeled
by the corresponding activity name and the transaction type (i.e., start or complete). Simi-

http://activiti.org/
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Figure 4.2: An example of a Petri net and its partially ordered process-trace. The name of the trace-events and
the label of the transitions are a combination of the activity name and the life-cycle transaction types (i.e., start or
complete).

larly, the trace-events might be recorded with respect to the life-cycle of activity instances.
Fig. 4.2b shows an example of a fitting partially ordered process-trace with the process model
in Fig. 4.2a.

For the sake of simplicity, in the remainder of this chapter, we consider the following
assumptions:

• We assume that the trace-events indicating the start and completion of an activity in-
stance exist in the logs and are already paired into a single trace-event. It is worth
mentioning that the information needed to pair these trace-events can be provided by
the information system. If this information is not available in logs, various heuristics
can be employed to determine which trace-events belong to the execution of an activity
instance [10, 144].

• We assume that these trace-events have a “start” attribute denoting the start of an ac-
tivity instance and a “complete” attribute denoting the completion time of an activity
instance. Note that the value of these attributes can be derived from the value of time
attribute associated with the original trace-events. For example, consider the trace-
events e1 and e2 in Fig. 4.2b. These two trace-events can be merged into a trace-event
e′1, where the value of start attribute is derived from the timestamp of e1 and the value
of complete attribute is derived from the timestamp of e2, i.e., πstart(e′1) = πtime(e1)
and πcomplete(e′1) = πtime(e2).

• Given a partially ordered process-trace σp = (Eσp
, <σp

), we assume that the <σp

relation respects the timestamps of trace-events in Eσp
, i.e., for any ei, ej ∈ Eσp

s.t.
ei <σp ej , πcomplete(ei) ≤ πstart(ej). In addition, we assume that for all e ∈ Eσp ,
πstart(e) ≤ πcomplete(e).
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4.3 Threat Model
In the security research community and industry, there is consensus that a large percentage of
data breaches that occur in organizations is caused by insider threats. An insider is typically
defined as an individual who has some privileged access to an organization’s IT system [32,
90,117]. Accordingly, an insider can be a current employee or officer of the organization but
can also be a discharged employee whose system credentials have not yet been revoked, a
masquerader who finds a computer logged in, or a business partner with access to the system.
Malicious, negligent and accidental behaviors of these users are referred to as insider threats.
By misusing their privileges, insiders can pose serious security threats to an organization
driven by various motivations, e.g., for profit, revenge or curiosity. Insider threats are often
considered more critical than external attacks because insiders have more knowledge about
the IT system than external attackers and have direct access to the organization’s sensitive
information through the information systems they use daily. This makes insider threats more
difficult to detect and prevent.

Several taxonomies have been proposed for insiders and insider threats [31,92,118,121].
Bishop et al. [31] categorize insiders based on their access privileges and their ability to
damage an organization. Predd et al. [121] propose four dimensions, namely the organiza-
tion (expressed policy), the environment (laws, economics, ethics), the individual (perceived
policy and intent), and the system (embedded policy) to understand and categorize the risk
of insider threats. Phyo and Furnell [118] classify insider threats based on the system level
(i.e., network, operating system, application, and data) these threats may be detected and/or
monitored.

Based on a literature review and notable security incidents from the past, we have iden-
tified different types of insider threats relating to the process and data levels that can put an
organization at risk:

1. Unauthorized Data Access: Insiders abuse their privileges and access data for curiosity
or malicious purposes [26, 132]. A typical example of this type of threat is insider
snooping into patient records.

2. Unauthorized Data Modification: Insiders replace or alter existing valid data, or intro-
duce false data into a file or a database for personal or financial gain. An example of
this type of threat is medical fraud, which involves the payment of treatments never
rendered [88].

3. Data Update Omission: Insiders accidentally or intentionally do not update the data
as required. This type of threat results in outdated data, which has an impact on the
quality of data and, consequently, on the decisions taken based on these data.

4. Security and Privacy Control Bypass: Insiders circumvent the security and privacy
policies and controls currently in place to access sensitive information or to perform
critical activities. These controls can be required to complete an activity or be a pre-
requisite for performing other activities; skipping such steps may indicate that the op-
portunity for a fraud or a privacy violation (e.g., processing personal data without the
informed consent of the data subject involved) exists.

5. Secondary Usage of Data (also called Data Re-purposing): Insiders process data for
purposes other than those for which the data were originally collected without data
subject consent [77,116]. Note that this threat differs from an unauthorized data access
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Figure 4.3: An example of a healthcare treatment process.

(insider threat type 1) because the user is authorized to access the data but uses these
data in a way that is not allowed.

In the next section, we provide examples of threat scenarios within the healthcare domain
for the threats described in this section.

4.4 Motivating Example
The normative behavior of a system is often described using process models. Fig. 4.3 shows
a process model describing a healthcare process of a hospital for handling patients. The
process starts with the identification of a patient (ip). Then, the patient is admitted to the
hospital (ad ). Next, the patient is visited by its treating doctor (vi ). The doctor can request
basic lab tests (bt) and advanced tests such as MRI scans (at), for which the patient has to
make an appointment (la). The results of the lab tests are evaluated by a specialist (ev). Based
on this evaluation, the patient’s treating doctor may request inter-colleague consultation (co
followed by in), request more lab tests, or prescribe a treatment plan (tr). Finally, the patient
is discharged, and a bill is created and sent to the patient’s insurance company (di). An
example of CRUD matrix for the process model in Fig. 4.3 is shown in Table. 4.1.

In order to handle a patient, the healthcare workers involved in the treatment process
should execute the prescribed activities and, in order to complete these activities, they must or
may need to perform certain data operations as defined in the CRUD matrix. The processing
of data should be performed according to security policies and controls in place. Insiders,
however, can circumvent these policies and controls by misusing their privileges.

For example, consider the partially ordered process-trace and the corresponding system-
trace in Fig. 4.4. An example of a partially ordered control-flow alignment constructed be-
tween the partially ordered process-trace and the process model is shown in Fig. 4.5. As the
recorded behavior does not comply with the process model and the CRUD matrix, it can pose
threats to the hospital and/or patients’ privacy as illustrated by the representative scenarios
below:

Scenario 1a. A curious receptionist accesses the medical information of a high-profile pa-
tient such as a celebrity or a politician while the patient is being admitted to the hospital
(insider threat type 1) [6]. This information might then be transmitted to the media, thus,
violating the patient’s privacy. This unauthorized access to data (typically called ‘insider



CHAPTER 4. MULTI-PERSPECTIVE CONFORMANCE ANALYSIS 53

Data object
Activity Demographics Lab Test Medical Treatment Invoice Identity

(D) Results (T) History (M) Plan (P) (V) (I)
Identify patient(ip) – – – – – R
Admission (ad) crud – – – – –
Visit (vi) – r r – – –
Lab appointment (la) – – – – – –
Basic lab test (bt) – Cru – – – –
Advanced tests (at) – Cru – – – –
Evaluate (ev) – ru r – – –
Consult request (co) – – – – – –
Inter-colleague consultation (in) – r r – – –
Treatment prescription (tr) – r ru Cru – –
Discharge and billing (di) – – – – Cru –
Clinical trial (ct) – – – – – –

Table 4.1: CRUD matrix showing the interaction between the activities of the net in Fig. 4.3 and data objects with
respect to operations create (c), read (r), update (u) and delete (d). Capital letters indicate mandatory operations and
small letters optional operations.

snooping’) can be observed in Fig. 4.4 by noting that the reading of the patient’s medical his-
tory (M ), recorded by system-event s3, is not allowed for patient admission (ad) according
to the CRUD matrix.

Scenario 1b. A doctor is persuaded by a marketing or pharmaceutical company to sell medi-
cal information of patients. To this end, the doctor retrieves a massive amount of patient med-
ical records (insider threat type 1) [7,8]. To cover her actual intent and thus avoid detection,
she accesses the data (M ) for consultation purposes (in), which is allowed by the CRUD ma-
trix in Tab. 4.1 and therefore does not raise any alarm from a data perspective. Nevertheless,
this unauthorized access to data can be detected in Fig. 4.4 by observing that a consulta-
tion happened (e8) without being requested (i.e., a process-event recording the execution of
activity ‘in’ can only occur after a process-event recording the execution of activity ‘co’).

Scenario 2. A nurse intending to harm a patient or obtain reimbursements alters the patient’s
medical record (insider threat type 2) [4]. For example, the nurse may change blood type and
drug allergies or add medical services that were never received by the patient to the medical
records. Such erroneous information could impact care quality or cause some problems to
obtain medical, life or disability insurance. This unauthorized modification of data can be
observed in Fig. 4.4 by noting that the nurse updates the medical history (M ) of the patient
(s14) without an apparent reason (i.e., no process activities are executed concurrently).

Scenario 3. Hospitals usually require doctors to create a new treatment plan after visiting
a patient, which is stored in the patient’s medical record. A doctor negligently forgets to
update a patient’s medical record with the prescribed treatment (insider threat type 3) [132].
The missing information may cause other doctors to prescribe conflicting medications to the
patient. This omission can be detected in Fig. 4.4 by observing that the treatment plan (P )
has not been created when the treatment is prescribed (e7) as required by the CRUD matrix
of Table 4.1.
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Figure 4.4: An example of a process-trace and system-trace recorded for a patient that undergoes the healthcare
process in Fig. 4.3; the events of the two traces are ordered based on their time of execution.
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Figure 4.5: An example of a partially ordered control-flow alignment between the process-trace in Fig. 4.4 and the
process model in Fig. 4.3.

Scenario 4. A patient without medical insurance intending to get expensive medical care
such as complicated surgeries or organ transplants impersonates a well-insured individual.
A receptionist admits the patient to the hospital without verifying her identity (insider threat
type 4) [3, 5]. The hospital provides full-service care and charges the victim for all the
services obtained by the patient. Beyond financial losses, this can cause other personal con-
sequences for the victim. In particular, the modification of its medical record with another
patient’s lab test results and prescribed treatments can be life threatening and difficult to
erase, which resembles an insider threat of type 2. This threat can be detected in Fig. 4.4
by observing that the patient is admitted (ad) to the hospital (e1) without being previously
identified (ip) as required by the process model (Fig. 4.3).

Scenario 5. A doctor accesses patient information for providing medical treatment, but later
uses this information to conduct a clinical trial (ct) without patients’ consent and approval
of the ethical medical committee of the hospital (insider threat type 5) [116]. This case of
secondary usage of data can be detected in Fig. 4.4 by observing that, after some unjustified
access to the patient medical history (M ), recorded by system-event s7, the doctor performs
a clinical trial (e5), which does not contribute to the fulfillment of the treatment process as
defined in Fig. 4.3.

It is worth noting that the detection and diagnosis of the insider threats described in the
scenarios above require to take into consideration both control-flow and data perspectives
together; one perspective alone is not sufficient. For instance, the threat in Scenario 1b can
only be detected by relating the access to data (recorded by system-events s11 and s12) to
activity in (recorded by trace-event e8). As shown in the next section, looking at control-flow
and data together allows establishing a larger context for deviations, making it possible to
identify richer patterns than when considering each perspective in isolation.
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4.5 Taxonomy of Composite Moves
In order to detect deviations more accurately and provide contextual information for diag-
nosis, we relate trace-events, run-events, system-events and CRUD-entries to each other. In
particular, we introduce the notion of composite move, which connects these elements thus
reconciling the process and data perspectives. A trace-event e and a run-event a constitute
a control-flow alignment move (also called process move) that provides the context for a
system-event s, while a CRUD-entry q associates a system-event to a process-event thus pro-
viding the purpose for data operations. Note that different system-events could be associated
with the same context (process move). We define composite moves ((s, q), (e, a)) as follows:

Definition 20 (Composite Move). Let Aϕp
be the set of run-events in a given partially or-

dered process-run ϕp, Eσp
the set of trace-events in a given partially ordered trace σp,

Sβ the set of system-events in a given system-trace β and Θ a CRUD matrix. Let γp =
(Mγp , <γp) be a control-flow alignment defined over Eσp and Aϕp . A composite move is a
tuple ((s, q), (e, a)) ∈ (S�β ×Θ�)×M (�,�)

γp (withM (�,�)
γp = Mγp∪{(�,�)}) such that:

1. if (e, a) = (�,�), then (s, q) = (x,�) with x ∈ Sβ .
2. if q 6=�, then either (a 6=� and πact(q) = πact(a)) or (e 6=� and πact(q) = πact(e)).
3. if s =� and q 6=�, then πmode(q) = mandatory.

Note that the first if-statement denotes system-events s that may be unrelated to any pro-
cess move, for which we use (�,�) (hereafter called no process move) in the definition of
composite moves; thus, the composite move in this case has the form ((s,�), (�,�)).

Given a composite move ((s, q), (e, a)), we refer to process move (e, a) as the context
in which s is executed. Moreover, we call the activity associated to the process move (i.e.,
πact(a) or πact(e)) the purpose of the system-event s. Intuitively, the purpose denotes the
activity for which the data operation is executed [116].

The purpose and context of an operation on data are used to assess its conformity with
the specification. The (non)conformity at the process level provides contextual information
for system-events. In particular, the context determines whether an operation on the data oc-
curred in accordance with the expected control-flow as defined by the process model. On the
other hand, the (non)conformity of a system-event with respect to the CRUD matrix is used
to determine the validity of the purpose associated to an operation on the data, i.e., whether
an operation is performed for the intended purpose.

Based on the definition of composite moves above, we can distinguish 13 types of com-
posite moves. Fig. 4.6 shows a graphical representation of these moves. Hereafter, we use
the row and column number to refer to move types (e.g., (1,2) refers to the move type located
in row one and column two). It is worth noting that move types (1,4), (2,4), and (4,4) do not
correspond to any legal composite moves, as is indicated by the dashes. Note that for the
sake of simplicity we do not show process moves on model for invisible transitions in this
figure. In the rest of this section, we treat them like synchronous process moves, since their
occurrences can not be observed by information systems. Composite moves can be grouped
in three categories with respect to data operations:

Legitimate Operations. This group of move types (denoted by a green full line rectangle
in Fig. 4.6) indicates fully compliant behavior, i.e., an operation on the data was executed for
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Figure 4.6: Taxonomy of composite moves. Yellow diamonds represent system-events (s), green diamonds CRUD-
entries (q), yellow squares trace-events (e), and blue squares run-events (a). The full line linking a process move to a
CRUD-entry indicates that the operation is allowed by the CRUD matrix; the dashed line linking a process move to a
system-event indicates that the operation is not allowed by the CRUD matrix. Composite moves enclosed in a green
full line rectangle represent legitimate operations; composite moves enclosed in a blue dashed line rectangle repre-
sent missing operations; composite moves enclosed in a red dotted line rectangle represent illegitimate operations;
composite moves enclosed in a gray rectangle represent composite moves not involving data.

a valid purpose under a valid context. This group comprises moves of type (1,1).

Missing Operations. Move types in this group (denoted by a blue dashed line rectangle
in Fig. 4.6) capture the cases where a mandatory operation on data expected to accomplish
a certain purpose (activity) was not executed (i.e., a system-event is missing). The missing
operation may correspond to a data update or a security check, indicating that an insider threat
of type 3 or 4 (Section 4.3) occurred respectively. In particular, skipping a security control
can signal that the opportunity for a fraud exists, whereas skipping a data update indicates
that data may not be reliable.

A move of type (2,1) indicates that the context, in which the missing operation should
have been executed, is valid, i.e., the expected activity was performed. However, as the
required operation was not executed, the corresponding activity has not been successfully ac-
complished. For example, consider the normative behavior defined in the net of Fig. 4.3 and
the CRUD matrix of Table 4.1. As specified, whenever activity discharge and billing (di) is
executed, an invoice (V) must be created. Skipping this operation may indicate that the pro-
vided treatment has not been paid. Moreover, move type (2,1) captures the threat described
in Scenario 3. Here, the doctor executed activity treatment prescription (tr) as required by
the net in Fig. 4.3 (represented by synchronous process move (e7, a9) in Fig. 4.5). However,
at the data level, the treatment plan (P) is not created as demanded by the CRUD matrix in
Table 4.1, resulting in a data move on model.

Move types (2,2) and (2,3) show that the context, in which the missing operation should
have been executed, is also invalid. In particular, a move of type (2,2) indicates that the
expected activity was not executed. This move type can be used to capture the threat described
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in Scenario 4. In this scenario, a receptionist may have skipped activity patient identification
(ip) along with the required data operation (i.e., read Identity (I)). This behavior is captured
as a move on log at both process and data level, which is encoded by move type (2,2). On
the other hand, a move of type (2,3) indicates that the performed activity should not have
been performed. In this case, even if we assume that the operation on data should have been
executed to deal with an exceptional situation, the executed activity would not have been
successfully accomplished, thus raising suspicion about the execution of that activity.

Illegitimate Operations. This group of move types (denoted by a red dotted line rectangle
in Fig. 4.6) captures illegitimate data operations. A data operation is illegitimate if it is
executed to accomplish an activity for which the operation is not allowed or it is executed
within an invalid context (or a combination of the two). Move types in this group can be used
to capture unauthorized data accesses (insider threat type 1), unauthorized data modifications
(insider threat type 2) and secondary usage of data (insider threat type 5).

A move of type (3,1) indicates that an activity was executed as prescribed by the process
model (i.e., the context is valid), but the executed operation on data is not allowed for that
activity according to the CRUD matrix. This corresponds, for instance, to the situation de-
scribed in Scenario 1a. The recorded behavior in Fig. 4.4 shows that the receptionist read
the patient’s medical history (M), as indicated by system-event s3, when admitting the pa-
tient to the hospital (trace-event e1). While admission was performed as expected (denoted
by synchronous process move (e1, a2) in Fig. 4.5), the data operation recorded by s3 is not
allowed for patient admission according to the CRUD matrix in Table 4.1. Thus, this move
type can reveal cases of insider snooping, in which a user performs an unauthorized access to
data within the execution of its duties.

Move types (1,2) and (1,3) indicate that the context is invalid and, thus, the operation on
data is illegitimate. For example, move type (1,3) can be used to capture the situation de-
scribed in Scenario 1b. As shown in Fig. 4.4, the doctor accessed the medical history (M) and
lab test results (T) of several patients (recorded by system-events s11 and s12 respectively)
for inter-colleague consultation (in). These data operations are allowed for inter-colleague
consultation (in) according to the CRUD matrix. However, activity in, recorded by trace-
event e8, was executed illegally as shown by log move (e8,�) in the control-flow alignment
in Fig. 4.5. Therefore, the context of system-events s11 and s12 is invalid. The doctor may
have faked (a portion of) the process execution, in this case inter-colleague consultation (in),
to justify the data access.

Move type (3,3) captures the cases in which both the context and the purpose of an op-
eration on the data are invalid. Move type (3,2) is similar to move type (3,3), but in this case
the expected activity has not been executed. In contrast, a move of type (3,4) indicates that
the purpose of the executed operation on the data does not match any control-flow alignment
move. Therefore, this operation was performed out of context. Move type (3,4) can be used,
for instance, to capture what happened in Scenario 2. As shown in Fig. 4.4, a patient’s med-
ical history (M) was updated by a nurse (system-event s14) after the patient was discharged
(trace-event e9). This operation cannot be linked to any process move and, thus, its execution
cannot be justified. Move type (3,4) can also provide evidence of other threats like unautho-
rized data access and secondary usage of data. For instance, in Scenario 5 a doctor accessed a
patient’s medical history (M) without an apparent reason (i.e., out of context) while providing
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medical treatment, denoted by system-event s7, and at a later time conducted a medical trial
using those data (trace-event e5).

It is worth noting that move types (4,1), (4,2) and (4,3) correspond to situations in which
no operation on data is required to be executed according to the CRUD matrix. For these
composite moves, the observed behavior at the data level coincides with the specification.
At the process level, they correspond to control-flow alignment moves (see Section 2.3).
Specifically, move type (4,1) is a synchronous move not involving data. Move types (4,2)
and (4,3) represent the standard process moves on model and process moves on log (without
any data access) respectively.

One can easily observe that some types of deviations identified in Fig. 4.6 may remain
undetected if the data and process perspectives are not reconciled. Consider, for instance,
moves of type (2,1). This type of moves encompasses a synchronous process move and,
thus, complies with the specifications from the process perspective. On the other hand, au-
diting techniques operating at the data level only assess the compliance of operations on data
that have been executed and are not able to detect that a certain operation was not executed.
Therefore, moves of type (2,1) would remain undetected by considering the data and process
perspectives independently. For similar reasons, the other types of missing operations (i.e.,
move types (2,2) and (2,3)) cannot be diagnosed properly and, in particular, cannot be distin-
guished from other deviation types (e.g., from move types (1,2) and (1,3) respectively). More
in general, it is easy to observe that auditing techniques operating at the data level are not
able to detect missing operations and some cases of illegitimate operations, namely moves of
types (1,2) and (1,3). On the other hand, using auditing techniques operating at the process
level moves of type (2,1), (3,1) and (3,4) may be considered as a legitimate behavior. We
argue that, only through identifying the context and purpose in which operations on data are
executed, one can gain a clear understanding of the infringements that occurred.

It is worth noting that there is not a one-to-one relation between the insider threats iden-
tified in Section 4.3 and the composite moves in Fig. 4.6. Different threat types might be
captured by the same composite move, and a threat of a certain type might be captured by
different composite moves. Moreover, threats can manifest as a combination of composite
moves (e.g., Scenario 5). Actually, composite moves pinpoint where the observed behav-
ior differs from the specification and provide richer diagnostic information about deviations.
The interpretation of nonconforming behavior and, thus, the identification of the type of threat
that occurred, however, requires knowledge of the application domain and, in particular, of
the activities and data operations involved in the composite moves. For instance, data update
omission (insider threat type 3) involves the skipping of update operations, whereas security
and privacy control bypass (insider threat type 4) requires the skipping of security and pri-
vacy controls. In essence, our approach does not aim to replace the role of the auditors in the
auditing process. Rather, it aims to assist auditors in the analysis of nonconforming behavior
by providing a better understanding of deviations and thus in choosing appropriate mitigation
actions.
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4.6 Inter-Level Alignments
Composite moves reconcile the process and data perspectives, thus enabling the identification
of deviations that otherwise would remain undetected, and providing accurate diagnostics
of those deviations. As discussed in the previous section, diagnostic information provided
by composite moves provides a valuable support to analysts in the identification of several
insider threats as the ones described in Section 4.3. However, determining which composite
moves should be used to capture the actual usage of data requires knowledge of the process
model and of the process execution at hand. To this end, as illustrated in Fig. 4.1, we assume
that diagnostic information at the process level (in the form of partially ordered control-flow
alignments) is available and that it correctly captures the deviations from the specifications.
Similarly to the technique presented in Chapter 3, we can use different heuristics to compute
reliable control-flow alignments. Intuitively, this information is used to drive the analysis
of system logs. This design choice is motivated by the fact that the context (represented
by partially ordered control-flow alignment moves) can help establish which data operations
are expected to be executed in order to successfully complete the execution of the business
process.

To check the compliance of system-traces with respect to partially ordered control-flow
alignments (thus verifying their contexts) and a CRUD matrix (thus verifying their purposes),
we introduce the notion of inter-level alignments and then discuss an approach for computing
them.

4.6.1 Defining Inter-Level Alignments
An inter-level alignment is a sequence of composite moves, associating the system-events
in a system-trace to the moves of a partially ordered control-flow alignment and entries in a
CRUD matrix.

Definition 21 (Inter-level Alignment). Let β be a system-trace, Sβ a set of system-events
in β, Θ a CRUD matrix and γp = (Mγp , <γp) a partially ordered control-flow alignment
between a partially ordered trace σp and a Petri net N . An inter-level alignment ψ is a se-
quence of composite moves 〈(w1,m1), ..., (wi,mj), ..., (wn,mk)〉, with (wi,mj) = ((si, qi),

(ej , aj)) ∈ (S�β ×Θ�)×M (�,�)
γp , such that

1) for each system-event s ∈ Sβ , there is one and only one composite move ((si, qi),
(ej , aj)) ∈ ψ such that si = s;

2) for each process move m ∈ Mγp , there is at least one composite move ((si, qi),
(ej , aj)) ∈ ψ such that (ej , aj) = m;

3) for each mandatory CRUD-entry x ∈ Θ, if there is a move (e, a) ∈ Mγp such that
πact(x) = πact(e) or πact(x) = πact(a), then there is ((s, q), (e, a)) ∈ ψ with q = x;

4) composite moves respect the ordering of system-events in β;
5) composite moves respect the ordering <γp of Mγp , i.e., for 1 ≤ x < y ≤ k, my 6<γp

mx.

To properly link the data and process perspectives, we introduce a set of criterion func-
tions Λ and a cost function κi: criterion functions are used to assess the legality of composite
moves, whereas the cost function is used to assess their quality.
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(e, a) (�, a) (e,�) (�,�)
(s, q) 0 2 2 –
(�, q) 1 2 2 –
(s,�) 3 4 4 5
(�,�) 0 1 1 –

Table 4.2: An example of a cost function that assigns a cost to each composite move according to the move types in
Fig 4.6.

Definition 22 (Legal Inter-level Alignment). A criterion function λ is a Boolean function of
arity at least 1 where the first parameter is a composite move and the other parameters are
additional inputs needed to verify the validity of the composite move against a given criterion.
Let λ be a criterion function of arity m + 1 (with m ≥ 0); λ((w,m), x1, . . . , xm) returns
true if composite move (w,m) is legal according to the criterion defined by λ and false
otherwise. Let Λ = {λ1, · · · , λn} denote a set of criterion functions. An inter-level alignment
〈(w1,m1), · · · , (wn,mk)〉 is legal if and only if each of its composite moves (wi,mj) is legal
according to every criterion function in Λ, i.e., for all λk ∈ Λ, λk((wi,mj), x1, . . . , xm) =
true (with m+ 1 the arity of λk).

In essence, we use criterion functions to assess the legality of linked system-events and
process moves. Note that, besides a composite move, a criterion function can rely on other
artifacts (e.g., partially ordered control-flow alignments) depending on the criterion used to
determine the legality of composite moves. For example, if events have timestamps, we
can define a criterion function λtime to assess whether system-events are associated with
trace-events that happened concurrently. This function takes two parameters: a compos-
ite move and a partially ordered control-flow alignment. Let w = (s, q) and m = (e, a);
λtime((w,m), γp) = true if πstart(e) ≤ πtime(s) ≤ πcomplete(e), otherwise false . Here,
the partially ordered control-flow alignment γp is needed to estimate the time attributes of
process moves on model. As no trace-event is associated to these moves, their start and com-
pletion time cannot be derived from any process-event directly. However, we can assume that
these missing activities should have been executed after the previous trace-event and before
the next trace-event. Using this assumption, criterion function λtime determines the valid-
ity of potential links between system-events and these moves. Moreover, if system-events
have attribute pur indicating the purpose (activity) for which a certain operation on data
was executed, we can define a unary criterion function λpur where λpur ((w,m)) = true if
πpur (s) = πact(e) ∨ πpur (s) = πact(a), otherwise false . Criterion functions will help us
select legal composite moves while leveraging event attributes. The cost function is then used
to define optimal inter-level alignments.

Definition 23 (Optimal Inter-level Alignment). Let Ψ denote the set of all possible legal
inter-level alignments between a system-trace β, a partially ordered control-flow alignment
γp and a CRUD matrix Θ. A cost function κi assigns a predefined cost to each type of
composite move. An inter-level alignment ψ ∈ Ψ is optimal if and only if for all ψ′ ∈ Ψ,
κi(ψ) ≤ κi(ψ′).

Table 4.2 exemplifies the standard cost function used in this work. The number in each
cell represents the cost assigned to the composite move in the same cell in Fig. 4.6. Note that
we assume that this cost function treats process moves on model for invisible transitions like
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Figure 4.7: Construction of two inter-level alignments, each as a sequence of composite moves between the net in
Fig. 4.3 and the recorded events in Fig. 4.4; the differences between the two are highlighted using red rectangles.

synchronous process moves. Let us consider the partially ordered control-flow alignment in
Fig. 4.5, the system-traces in Fig. 4.4 and the CRUD matrix in Table 4.1. Fig. 4.7 shows two
inter-level alignments ψ1 and ψ2, proposing a sequence of composite moves.1 For example,
for ψ1, system-event s6 can be linked to synchronous process move (e4, a5) based on the
timestamps and then associated with CRUD-entry q6 = (bt, T, u, optional), which results in
((s6, q6), (e4, a5)), a synchronous composite move on both perspectives with cost 0 accord-
ing to the cost function in Table 4.2. However, it is also legal to associate s6 to model move
(�, a6), resulting in composite move ((s6, q6), (�, a6)). The total cost of ψ1 and ψ2 is 25
and 27 respectively. Let us assume πpur (s6) = bt, then criterion function λpur would make
ψ2 illegal.

Such inter-level alignments provide for each system-event its purpose and context, allow-
ing for more accurate diagnosis. Consider, for example, composite move ((s3,�), (e1, a2))
∈ ψ1. This move shows that, although the read operation on M has a valid context, it is
not allowed by the CRUD matrix and, thus was executed without a legitimate purpose. A
possibly more severe deviation is composite move ((s13,�), (e8,�)), which not only is
performed for an illegitimate purpose, but also in an invalid context (process move on log).
The fact that the activity of e8 (in) was not allowed during that phase of the process makes
s13 more suspicious. In addition to more accurate diagnosis, leveraging the context, our ap-
proach can detect deviations that otherwise would remain undetected. For example, if we
consider composite move ((s12, q14), (e8,�)), the read operation on T was allowed by the
CRUD matrix; without considering the context (e8,�), one may consider such an operation
to be legitimate. However, the process move on log (e8,�) shows that the context, in which
s12 was executed, is actually invalid as the activity should not have been performed.

1The number of the CRUD-entries in Fig. 4.5 reflects their order of appearance in the alignment and is not
related to their appearance in the CRUD matrix of Table 4.1.
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4.6.2 Computing Inter-Level Alignments
This section presents our approach to construct an optimal inter-level alignment of a system-
trace and a partially ordered control-flow alignment with respect to a given cost function, a
set of criterion functions and a CRUD matrix. Similarly to [13], we translate the problem of
finding an optimal inter-level alignment into a shortest path problem and employ theA∗ algo-
rithm (see Section 2.3.2) to find the path with minimum cost. A∗ aims to efficiently compute
the shortest path using a heuristic function, which underestimates the path from a node to its
target nodes.

The algorithm requires the number of paths with zero cost between nodes in the graph to
be finite. To solve this problem, we use a pragmatic approach to ensure that each edge in the
graph has cost greater than zero along the lines suggested in [13]. Given a cost function κi1 ,
a new cost function κi2 is generated by adding a negligibly small constant ε > 0 to every cost
as defined in κi1 . Then, the algorithm uses κi2 to find the path with minimum cost. Note that
ε should be significantly lower than all non-zero costs in the original cost function, otherwise
the obtained path may not be the one with minimal cost. Once the path ν with minimal cost
is found, its cost with respect to κi1 can be simply obtained by subtracting the additional cost
introduced by κi2 , i.e., |ν| × ε, from the obtained cost. For the sake of clarity, hereafter, we
omit ε and use the cost function in Table 4.2 in the example. However, our implementation of
the approach automatically transforms this cost function as described above to find optimal
inter-level alignments.

Employing A∗ to find the optimal inter-level alignment between a system-trace and a
partially ordered control-flow alignment requires defining an appropriate search space:

Definition 24 (Search Space). Let β be a system-trace, γp = (Mγp , <γp) the partially or-
dered control-flow alignment between a process-trace σp and a Petri net N , Θ a CRUD ma-
trix and Ψ be the set of all possible legal inter-level alignments between β and γp. The search
space is a graph G = (V,D) where V is the set of all prefixes of inter-level alignments:

V = {µ | ψ ∈ Ψ ∧ µ ∈ prefix (ψ)}.

and D is the set of edges (µ′, µ′′) ∈ V × V , where µ′′ is obtained by adding one composite
move to µ′ such that µ′′ is a prefix of an inter-level alignment:

D = {(µ′, µ′′) | ∃(w,m) ∈ ((S�β ×Θ�)×M (�,�)
γp ) s.t.

µ′′ = µ′ ⊕ 〈(w,m)〉 ∧ ψ ∈ Ψ ∧ µ′′ ∈ prefix (ψ)}.

In this search space, the source node is the empty sequence v0 = 〈〉 and the target nodes
are all possible legal inter-level alignments, i.e., TN = Ψ. As each node in the graph is
associated with a prefix of an inter-level alignment and vice versa, we use this prefix to refer
to that node. The cost associated to a path leading from the source node to µ ∈ V is defined
as follows:

g(µ) =
∑

(w,m)∈µ
κi((w,m)).

where κi denotes the cost of each composite move according to the given cost function (see
Table 4.2).
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Algorithm 1: Compute an optimal inter-level alignment
Input : partially ordered control-flow alignment γp, system-trace β, CRUD matrix Θ, set of

criterion functions Λ, cost function κi
Output: inter-level alignment with the lowest total cost

1 priorityQueue.enqueue(〈〉, 0);
2 while priorityQueue.size 6= 0 do
3 µ← priorityQueue.dequeue();
4 if µ ∈ Ψ then
5 return µ;
6 foreach µ′ ∈ successorγp,β,Θ,Λ(µ) do
7 f(µ′)← g(µ′) + h(µ′);
8 priorityQueue.enqueue(µ′, f(µ′));
9 end

10 end

To guide the state space exploration of the A∗ algorithm, a heuristic function needs to
be defined. We can observe that each system-event in a system-trace must appear in some
composite move associated to a target node. Thus, the number of steps required to reach an
inter-level alignment from a certain state is lower bounded by the number of system-events
that have not been considered in the sequence of composite moves associated to that state.
These remaining system-events may appear in various move types, i.e., the move types shown
in the first and third rows of Fig. 4.6. The heuristic function employed in this chapter esti-
mates the cost of reaching a target node by multiplying the minimum cost associated to these
moves (according to a given cost function) by the number of system-events that still need to
be replayed. (Recall that a heuristic function is only admissible if it underestimates the cost
of a path from a node to a target node.)

Algorithm 1 represents how the A∗ algorithm computes an optimal inter-level alignment.
The algorithm keeps a priority queue of nodes to be visited: higher priority is given to nodes
with lower costs. First, the queue is initialized with the source node (line 1). Then, in each
iteration, the node µ with the lowest cost is taken from the priority queue (line 3). If µ
belongs to the target set, the algorithm ends returning node µ (lines 4-5). Otherwise, its
direct successors are explored. We use function successorγp,β,Θ,Λ(µ) to identify the set of
all successors of node µ = 〈((s1, q1), (e1, a1)), . . . , ((sm, qm), (em, am))〉. This set consists
of all nodes µ′ that can be obtained by adding one composite move ((sn, qn), (en, an)) ∈
(S�β ×Θ�)×M (�,�)

γ to µ such that:
1) the sequence 〈s1, . . . , sm, sn〉, ignoring all occurrences of�, is a prefix of β;
2) (en, an) = (�,�) or, for each ((s, q), (e, a)) ∈ µ, (en, an) 6<γp (e, a) and for all

(e, a) ∈Mγp , if (e, a) <γp (en, an) then (e, a) ∈ {(e1, a1), . . . , (em, am)};
3) (en, an) = (�,�) or, for each ((s, q), (e, a)) ∈ µ such that (e, a) <γp (en, an) and

for each mandatory CRUD-entry q ∈ Θ such that πact(q) = πact(e) or πact(q) =
πact(a), there exists at least one ((si, qi), (e, a)) ∈ µ with qi = q;

4) for each λ ∈ Λ, λ(((sn, qn), (en, an)), x1, . . . , xk) = true.
Intuitively, the direct successors of a node is the set of all nodes µ′ that can be obtained

by adding one (legal) composite move to µ according to a given set of criterion functions.



64 4.6. INTER-LEVEL ALIGNMENTS

f = 0
#0

((�,q1),(�,a1))

��
f = 2

#1

((s1,�),(�,�))

vv

((s1,q2),(e1,a2))

��
f = 7 f = 2

#2

((s2,�),(�,�))

vv

((s2,q3),(e1,a2))

��
f = 7 f = 2

#3

((s3,�),(�,�))

vv

((s3,�),(e1,a2))

��
f = 7 f = 5

#4

((s4,�),(�,�))

vv

((s4,q4),(e2,a3))

��
f = 7 f = 5

#5

((�,�),(e3,a4))

��
f = 5

#6

#9

((�,q5),(e4,a5))

tt

((�,q7),(�,a6))

}} #7

((s5,q5),(e4,a5))

!!((s5,q7),(�,a6))��

((s5,�),(�,�))

**
f = 6

((�,q7),(�,a6))

��

((s5,�),(�,�))

!!

f = 7 f = 7 f = 5

#10
((s6,q6),(�,a6))

  #11

((�,q7),(�,a6))

}} #8

((s6,q6),(e4,a5))

��

((s6,�),(�,�))

((

f = 10

f = 8 f = 11 f = 7

((s6,q6),(e4,a5))

vv

((s6,q6),(�,a6))

}} ((s6,�),(�,�))��

f = 5

#12

((�,q7),(�,a6))

��

f = 6

((�,q7),(�,a6))

��

f = 10

f = 7 f = 8 f = 12 f = 7

((s7,q8),(�,a7))

��
((s7,�),(�,�))

!!

f = 8

. . . . . .

Figure 4.8: Portion of the search space constructed to find an optimal inter-level alignment of the system-trace in
Fig. 4.4 and the partially ordered control-flow alignment in Fig. 4.5 based on the cost function in Table 4.2. Nodes
in the search space are represented by circles, which are labeled with the cost assigned to them by the evaluation
function f . Numbers associated to nodes represent the order in which they are visited. Gray circles represent pruned
nodes.

After associating a cost to each of these nodes, they are inserted into the priority queue (lines
7-8) and the search continues until a target node is reached.

Fig. 4.8 shows the portion of the search space that Algorithm 1 constructs to find the
optimal inter-level alignment of the system-trace in Fig. 4.4 and the alignment in Fig. 4.5
according to the cost function in Table 4.2. Each node, represented by a circle, speci-
fies the cost assigned to the node itself. The nodes are also associated with an index, i.e.,
#0, . . . ,#12, indicating the order in which they are visited. An edge between two nodes
µ′ and µ′′ is labeled with the move ((s, q), (e, a)) with which µ′ has been extended, i.e.,
µ′′ = µ′ ⊕ 〈((s, q), (e, a))〉.

To speed up the computation, we prune the search space. This optimization follows from
the observation that the same composite moves but with different ordering may appear in
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Figure 4.9: Screenshot of the implemented approach in ProM, showing the inter-level alignment constructed between
the partially ordered control-flow alignment in Fig. 4.5 and the system-trace in Fig. 4.4.

different constructed inter-level alignments. In particular, this happens when the sequence
contains composite moves corresponding to missing operations. In fact, composite moves in-
dicating missing operations can be observed before, between or after other composite moves
with the same alignment moves. This re-ordering does not change the cost of the inter-level
alignments. Hence, it is not necessary to consider all these cases when we search for the
shortest path. Thus, we only consider one of these possibilities, i.e., the case where the com-
posite moves corresponding to missing operations appear after other composite moves in a
certain order. For instance, consider the search space in Fig. 4.8. According to our opti-
mization, as the node associated with #11 contains ((�, q7), (�, a6)), it is not allowed to
be extended with ((s6, q6), (�, a6)). A node with these composite moves is explored if and
only if ((s6, q6), (�, a6)) appeared before ((�, q7), (�, a6)) in the sequence. This way, we
avoid exploring the paths consisting of permutations of composite moves that have already
been considered, speeding up the search for the shortest path.

4.7 Evaluation
We implemented the approach illustrated in Fig. 4.1 as a plug-in named Inter-Level Replayer
in the Security package within the ProM framework. The plug-in takes as inputs partially
ordered control-flow alignments, a system-event-log and a CRUD matrix, and computes an
inter-level alignment for each system-trace and its corresponding partially ordered control-
flow alignment. The output of the plug-in consists of the computed inter-level alignments and
can be used by other plug-ins for visualization or further analysis. Fig. 4.9 shows a screenshot
of the ProM plug-in.

We evaluated the proposed approach using both synthetic and real-life logs. The aim
of the evaluation with the synthetic data is to perform controlled experiments with a known
ground truth and assess the accuracy of the obtained diagnostics. We also applied our ap-
proach to a real-life dataset to show that the approach provides useful insights into deviations
and is robust to logs and models with real-life complexity. The experiments were performed
using a machine with 3.4 GHz Intel Core i7 processor and 16 GB of memory.
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Case 1 Case 7
P: 0% P: 10%
R: 0% R: 0%

Case 8
P: 10%
R: 5%

Case 2 Case 3 Case 4 Case 5 Case 6
P: 0% P: 5% P: 10% P: 15% P: 20%
R: 10% R: 10% R: 10% P: 10% R: 10%

Case 9
P: 10%
R: 15%
Case 10
P: 10%
R: 20%

Figure 4.10: Experimental Settings. P indicates the percentage of attack patterns and R the percentage of random
noise.

4.7.1 Synthetic Datasets
For the experiments with synthetic data, we designed the process model in Fig. 4.3 using CPN
tools and generated 10000 process-traces and 10000 system-traces consisting of 96994 trace-
events and 140999 system-events respectively (available on the website in [1]). Trace- and
system-events both carry timestamps (according to the same global clock in the simulation).
Moreover, for system-events, we also recorded the activity of the generating trace-event (i.e.,
the pur attribute of Section 4.6.1). In order to assess the capability of detecting deviations
and the accuracy of the obtained diagnostics, we manipulated the generated process-traces
and system-traces. In particular, we inserted attack patterns corresponding to the threat sce-
narios 1a, 1b, 2,. . . , 5 described in Section 4.3 along with random noise (i.e., adding or re-
moving some events). In a series of experiments, we varied the percentage of attack patterns
in the traces (denoted by P: 0%, 5%, 10%, 15%, 20%) while leaving the random noise con-
stant (denoted by R: 10%). In a second series of experiments, we increased the percentage of
random noise (R: 0%, 5%, 10%, 15%, 20%) while leaving the percentage of attack patterns
unchanged (P: 10%). We also considered the case where no attack patterns and random noise
were introduced in the log, which will serve as the reference case. In total, we analyzed ten
cases, which are illustrated in Fig. 4.10.

Partially ordered control-flow alignments reflecting the noise introduced in the process-
traces were constructed. We computed the inter-level alignments for every constructed par-
tially ordered control-flow alignment and its corresponding system-trace. To determine the
legality of composite moves, we considered the two criterion functions described in Sec-
tion 4.6.1. The first criterion function (λtime ) links system-events to alignment moves us-
ing the time attribute of system-events ensuring that they fall between the start and comple-
tion time of process moves. The second criterion function (λpur ) uses the pur attribute of
system-events to ensure that the purpose of system-events coincides with the activity asso-
ciated to the process move. For the experiments, we used two sets of criterion functions:
CF 1 = {λtime , λpur} and CF 2 = {λtime}. In addition, we used the cost function described
by Table 4.2.

To assess the approach’s capability of detecting deviations and the accuracy of the ob-
tained diagnostics, we computed precision, recall and F1-measure. Following the standard
practice [115], precision is computed as the fraction of the detected deviations that are ac-
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CF 1 (time and pur ) CF 2 (time)

Noise (P,R) Precision Recall F1-Measure Detected Computation Precision Recall F1-Measure Detected Computation
Patterns (%) Time (ms) Patterns (%) Time (ms)

Case 1 (0%, 0%) 1.00 1.00 1.00 - 0.28 0.97 0.97 0.97 - 0.80
Case 2 (0%, 10%) 0.99 0.99 0.99 - 0.58 0.95 0.95 0.95 - 1.97
Case 3 (5%, 10%) 0.99 0.99 0.99 99 0.36 0.95 0.95 0.95 95 3.08
Case 4 (10%, 10%) 0.99 0.99 0.99 99 0.45 0.94 0.95 0.94 94 4.24
Case 5 (15%, 10%) 0.99 0.99 0.99 99 0.40 0.94 0.95 0.94 94 9.01
Case 6 (20%, 10%) 0.99 0.99 0.99 99 0.46 0.94 0.94 0.94 94 15.12
Case 7 (10%, 0%) 0.99 0.99 0.99 99 0.25 0.97 0.97 0.97 97 1.41
Case 8 (10%, 5%) 0.99 0.99 0.99 99 0.31 0.95 0.96 0.95 96 2.35
Case 9 (10%, 15%) 0.98 0.98 0.98 99 0.42 0.94 0.94 0.94 94 9.80
Case 10 (10%, 20%) 0.98 0.98 0.98 99 0.54 0.93 0.94 0.93 93 16.47

Table 4.3: Results of experiments on synthetic data.

tual deviations, whereas recall is computed as the fraction of the inserted deviations (which
is known since deviations were introduced artificially) that are detected. The F1-measure is
the harmonic mean of precision and recall. For each case, the percentage of the detected
attack patterns was calculated. We also measured the time needed to construct an inter-level
alignment (after the partially ordered control-flow alignment had been computed).

Table 4.3 reports the results of the experiments for different levels of noise. Overall, the
results show a high precision and recall, varying between 0.98 and 0.99 for CF 1 and be-
tween 0.93 and 0.95 for CF 2. We can observe that using both the time and pur attributes
(CF 1) provides more accurate results compared to using only the time attribute (CF 2). The
main reason is that, in the presence of concurrent process moves, the time of system-events
can fall between the start and completion time of more than one process move. Without
the pur attribute, it is easy to establish incorrect links between system-events and process
moves. For example, consider the partially ordered control-flow alignment and process-trace
in Fig. 4.11a. We can observe that s6 occurred between the start and completion time of m6

and m7. Thus, this system-event can be linked to either of these process moves according
to CF 2 (Fig. 4.11b and Fig. 4.11c). On the other hand, as the pur attribute of s6 matches
with the activity associated to m7, this system-event can only be linked to m7 using CF 1

(Fig. 4.11b). It is worth mentioning that, even if CF 1 is used, a system-event can be linked to
different concurrent process moves with the same activity name. For instance, in Fig. 4.11a,
CF 1 allows linking s2 to either m2 or m3. In addition to concurrent process moves, the pres-
ence of process moves on model may also increase the complexity of finding actual links be-
tween system-events and process moves. As discussed in Section 4.6.1, the start and comple-
tion time of process moves on model cannot be derived from any process-event directly. Cri-
terion function λtime finds potential links between system-events and these moves using the
partially ordered control-flow alignment. For instance, in Fig. 4.11a, suppose that we want to
identify the purpose of s8 using CF 2. In this case, as s8 occurs after the completion ofm8 and
before the start of m11, either m9 or m10 can be chosen as the purpose of this system-event.
This uncertainty plays an important role when identifying the purpose of system-events and is
the reason that in some cases the approach was not able to identify all the deviations correctly.

Table 4.4 shows an in-depth analysis of the results for Case 3 (P:5%,R:10%) with respect
to attack patterns representing the threat scenarios presented in Section 4.3. We can observe
in the table that the threat described in Scenario 1a may not be detected when CF 2 is used.
This is due to the fact that, if a data operation falls between the start and completion time
of two process moves, the system-event may be linked to either of these process moves. A
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(a) An example of a partially ordered control-flow alignment and a system-trace.

(b) Inter-level alignment that can be obtained us-
ing CF 1 and CF 2

(c) Inter-level alignment that can be obtained us-
ing CF2

Figure 4.11: An example of the constructed inter-level alignments using two different criterion functions.

CF 1 (time and pur ) CF 2 (time)
Pattern # Recall Precision F1-Measure Recall Precision F1-Measure

1a 1.00 1.00 1.00 0.99 0.99 0.99
1b 0.98 1.00 0.99 0.89 0.99 0.94
2 1.00 1.00 1.00 0.98 1.00 0.99
3 1.00 1.00 1.00 1.00 1.00 1.00
4 1.00 1.00 1.00 1.00 1.00 1.00
5 1.00 1.00 1.00 0.98 1.00 0.99

Table 4.4: Analysis of detected attack patterns corresponding to the threat scenarios 1a, 1b, 2,. . . , 5 in Section 4.3
for Case 3 (P:5%,R:10%).

similar observation applies to the attack pattern corresponding to the threat of Scenario 1b.
We can observe in Table 4.4 that the recall for Pattern 1b is lower than for Pattern 1a. This is
because moves on log are penalized more than synchronous moves (i.e., the cost assigned to
a move on log is higher than the one assigned to synchronous moves). Therefore, if another
activity expected according to the process model is executed concurrently (thus resulting in a
synchronous process move) and the CRUD matrix allows the execution of the data operation
for that activity, the system-event is linked to the synchronous move, thus not detecting the vi-
olating move type (1,3) described in Section 4.5 which reveals Pattern 1b. Moreover, threats
involving operations executed out of context may not be detected when the pur attribute is
not used as a criterion function. According to the cost function in Table 4.2, operations
executed out of context have the highest cost. Therefore, system-events are linked to pro-
cess moves whenever it is possible, i.e., if the employed criterion functions allow linking the
system-events to a process move. In particular, if a system-event falls between the start and
completion time of a process move, the system-event is linked to that move. Finally, we can
observe that missing operations, which characterize the threats described in Scenarios 3 and 4
are always detected correctly.
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Synchronous
Process Move

(e, a)

Process Move
on Model
(�, a)

Process Move
on Log
(e,�)

No Process
Move

(�,�)
Synchronous
Data Move

(s, q)
125507 8087 8512 —

Data Move
on Model

(�, q)
5714 1925 105 —

Data Move
on Log
(s,�)

5166 509 232 3078

No Data
Move

(�,�)
19587 1129 3073 —

Table 4.5: Overview of the identified composite moves data for Case 3 (P:5%,R:10%) and CF1 as the criterion
functions.

Table 4.5 presents an overview of the composite moves identified in Case 3 (P:5%,
R:10%) when the criterion functions in CF 1 were used. It is worth noting that several devia-
tions would not have been detected or accurate diagnostics obtained using control-flow align-
ment techniques (e.g., the technique presented in Chapter 3). For instance, these techniques
are not able to distinguish move types (2,1) and (3,1) from (1,1) and (4,1), and would mark
all of them as legal moves. As a consequence, 5714 missing operations and 5166 illegitimate
operations would remain undetected. Moreover, partially ordered control-flow alignments
are not able to capture moves of type (4,4),2 leaving additional 3078 illegal operations unde-
tected. The deviations corresponding to the remaining six move types can also be identified
by only observing the process perspective. However, this perspective alone provides limited
diagnostics on these deviations. For instance, let us consider deviations involving process
moves on model (second column in Table 4.5). In this case, we cannot distinguish whether
an operation on data was illegitimate (8596 cases), missing (1929 cases) or not required (1129
cases). Similarly for deviations involving process moves on log (third column in Table 4.5),
looking only at the process perspective, we are not able to distinguish whether an opera-
tion on data was illegitimate (8744 cases), missing (105 cases) or not required (3073 cases).
Overall, 23579 cases would have incomplete diagnostics using partially ordered control-flow
alignments.

The diagnostic information obtained using our plug-in can assist a security analyst in the
analysis and understanding of deviations. Table 4.6 presents an example of such diagnostic
information indicating the number and type of different operations executed on Lab Test Re-
sults (T) in Case 3 (5%, 10%) when the two criterion functions in CF 1 were used. The results
indicate that 1636 expected operations were skipped and 6061 illegitimate operations were
executed on this data object. Recall that an operation is considered illegitimate if it is exe-
cuted to accomplish an activity for which the operation is not allowed or it is executed within
an invalid context (or a combination of the two). That is why we still observe illegitimate
operations, even though they are allowed by the CRUD matrix (e.g., 753 Lab Test Results (T)
were created with purpose Basic lab test (bt) within an invalid context). Among these ille-

2As discussed in Section 2.3, “no process moves” (�,�) cannot occur in partially ordered control-flow align-
ments.
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Lab Test Results (T)
Activity Create Read Update Delete

LO IO MO LO IO MO LO IO MO LO IO MO
Identify patient (ip) 0 25 0 0 29 0 0 30 0 0 17 0
Admission (ad) 0 22 0 0 21 0 0 17 0 0 19 0
Visit (vi) 0 41 0 7752 753 0 0 37 0 0 43 0
Lab appointment (la) 0 27 0 0 12 0 0 20 0 0 13 0
Basic lab test (bt) 5688 753 840 3142 411 0 3173 417 0 0 20 0
Advanced tests (at) 5743 745 796 3172 372 0 3200 401 0 0 18 0
Evaluate (ev) 0 18 0 3145 399 0 0 19 0 0 21 0
Consult request (co) 0 12 0 0 8 0 0 10 0 0 15 0
Inter-colleague consultation (in) 0 20 0 3030 416 0 0 13 0 0 21 0
Treatment prescription (tr) 0 31 0 4587 580 0 0 22 0 0 35 0
Discharge and billing (di) 0 28 0 0 24 0 0 32 0 0 22 0
Clinical trial (ct) 0 3 0 0 5 0 0 2 0 0 5 0
No activity (out of context) 0 9 0 0 9 0 0 14 0 0 5 0

Total 11431 1734 1636 24828 3039 0 6373 1034 0 0 254 0

Table 4.6: Analysis of the operations executed on Lab Test Results (T) for Case 3 (5%, 10%) and CF1 as the
criterion functions. LO indicates legitimate operations; IO indicates illegitimate operations; and MO indicates
missing operations.

gitimate operations, 37 of them were executed out of context or for accomplishing a purpose
for which they are not allowed to be executed. For example, 24 times Lab Test Results (T)
were read for the purpose of discharge and billing (di), which is not allowed according to the
CRUD matrix in Table 4.1. It is worth noting that missing operations and operations with in-
valid or no context (4473 operations in this case) may remain undetected if system-events are
analyzed without considering their contexts. This again demonstrates that the combination of
both levels helps revealing problems that would otherwise remain undetected.

On average, the construction of optimal inter-level alignments required 0.36 ms per case
(i.e., a system-trace and the corresponding partially ordered control-flow alignment) when
CF 1 is used, so in total 3.6 s. When CF 2 is used, the construction of optimal inter-level
alignments required on average 3.32 ms per case, so in total 33.2 s. As CF 2 allows more
linking between system-events and process moves in comparison to CF 1, its search space is
typically much larger. This explains why finding optimal inter-level alignments using CF 2

required more time than using CF 1. We, thus, conclude observing that both the accuracy
and performance of the approach depend on the information used to link the process and data
perspective together.

4.7.2 Real-life Datasets
For the experiments with real-life logs, we used a dataset taken from a road traffic fine man-
agement system of the Italian police (available on the website in [2]). Fig. 3.1 shows the pro-
cess model describing how road traffic fines should be handled (see Section 3.2 for a detailed
explanation of this process model). As we aim to analyze only cases that are complete, we
used the heuristic proposed in [106] to filter out incomplete cases. Then, by splitting activities
and data operations from the original dataset, we obtained a process-event-log and a system-
event-log. The resulting process-event-log and system-event-log contain 550021 trace-events
and 917693 system-events respectively. These log data were recorded for managing 145800
road traffic offense cases. In this process, the execution of activities may require performing
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Activity Data object
Points Amount Expenses Payment Amount Total Payment Amount Dismissal

Create Fine U C – – C C
Send Fine – – C – – –
Notification – – – – – –
Payment – – – U U –
Add Penalty – U – – – –
Appeal to Judge – – – – – U
Send for Credit Collection – – – – – –
Appeal to Prefecture – – – – – –
Send Appeal – – – – – U
Receive Result – – – – – –
Notify Offender – – – – – –

Table 4.7: CRUD matrix showing the interaction between the activities of the road traffic fine management process
and data objects.

certain operations on data objects. The relationship between activities and operations on data
was obtained from the insights reported in [106] and is shown in Table 4.7.

To construct the partially ordered control-flow alignments between process-traces and
the process model, we used the work presented in [101], which is implemented as a plug-in
named Partial-Order Aware Replayer in the ProM framework. Then, we applied our ap-
proach to compute inter-level alignments of the constructed partially ordered control-flow
alignments and the system-event-log using the CRUD matrix in Table 4.7, the cost function
in Table 4.2 and the set of criterion functions CF 1. On average, the construction of the
optimal inter-level alignments from the system logs and the partially ordered control-flow
alignments required 1.17 ms per case.

Table 4.8 reports the number of different composite moves identified in the analysis of the
log. In total, we identified 139 missing operations and 3306 illegitimate operations. All miss-
ing operations correspond to potential cases of data update omission (insider threat type 3).
In 33 cases, we observed that the amount value of the fine was not recorded when activity
create fine was executed. In 21 cases, after applying the penalty, the amount of the fine was
not updated. Among the others, this is in conflict with the Italian law that requires the total
payment amount to be increased in these cases [106]. Moreover, the value of total payment
amount and payment amount were not updated in 32 and 3 cases respectively when activity
payment was performed. This data update omission should be investigated to determine why
it happened. In particular, it is not plausible that, when the fine was paid by the offender,
the total payment amount was not updated. The results also show that 50 times activity send
appeal and its required operation (dismissal update) were skipped (i.e., a composite move of
type (2,2)). This suggests that process participants do not always adhere to the prescribed
behavior when the appeals are processed.

Illegitimate operations are mainly related to the illegal execution (i.e., a process move on
log) of activity add penalty and the corresponding data update (3115 times). In particular,
the amount value of the fine was increased as required by the activity, but the activity should
not be executed (i.e., a composite move of type (1,3)), providing evidence that unauthorized
data modifications (insider threat type 2) could have happened. Moreover, 4 system-events
recording an update operation on the amount of the fine were executed out of context, i.e.,
they were not linked to any process moves (composite move of type (3,4)). These operations
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(e, a)

Process Move
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Data Move
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Move

(�,�)
143883 87347 170 —

Table 4.8: Results of experiments on real-life data.

were executed for the purpose of adding a penalty (i.e., their pur attribute is equal to add
penalty) but the order in which they were recorded in the system-event-log does not make
it possible to link them to any alignment move. This could indicate some synchronization
issues in the recording of events at different levels, but it could also indicate an unauthorized
modification of data (insider threat type 2). Note that in this thesis, we assumed that system-
traces are sequential. Similarly to process-traces, we can analyze sequential system-traces
and convert them to partially ordered system-traces. In this way, we can better deal with
cases where the ordering of events are not reliable.

Our work is not the first one that analyzes the traffic fine management dataset. This
dataset has been analyzed using control-flow alignment techniques [19]. However, as dis-
cussed in Section 4.7.1, these techniques only consider the process perspective. Thus, they
are unable to capture moves of type (2,1), (3,1), and (3,4) and cannot provide accurate diag-
nostics for moves of types (1,2), (2,2), (3,2), (4,2), (1,3), (2,3), (3,3) and (4,3). Specifically,
if partially ordered control-flow alignments are used for the analysis, in total, 89 illegitimate
operations would remain undetected and the diagnostics obtained for 90869 deviations would
not provide additional information on the use of data.

Another work that analyzes the traffic fine management dataset is the one by Mannhardt
et al. [106], which uses data-aware alignments. Similarly to our work, they consider the data
perspective in the analysis by treating system-events as data attributes of trace-events. How-
ever, although some of the conclusions obtained using our approach are similar to the ones
that can be obtained using data-aware alignments, these two approaches have different goals
and underlying assumptions. In particular, data-aware alignments assume that the link be-
tween the process and data perspectives is available and detect deviations in the control-flow
based on the modification of attribute values of trace-events. In contrast, our approach aims
to discover such a link and exploits this information to diagnose the usage of data and provide
insights into the detected deviations. In addition, the inability of analyzing data operations
independently from process activities makes data-aware alignments unable to capture a num-
ber of move types identified in Figure 4.6, namely (1,2), (3,2), and (3,4). One may observe in
Table 4.8 that only few composite moves of these types were identified in our experiments.
The main reason lies in the way the dataset used for the experiments was constructed. In
the original log [2], data operations are attributes of trace-events, which were then extracted
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to create a system-event-log. By doing so, all operations on data can be potentially linked
to trace-events, which was, for instance, not ensured for the synthetic log of Section 4.7.1.
The results in Table 4.8 show that our approach is capable to reconstruct the links between
system-events and trace-events.

4.8 Related Work
Existing auditing techniques can be classified in three categories based on the layer(s) in
which they operate: data layer, process layer or both.

Data Layer. Several auditing approaches have been proposed to detect illegitimate data ac-
cess and usage (see [123] for a survey). Agrawal et al. [17] propose an auditing framework
to verify whether a database system complies with privacy policies. Differently from the
work presented in this chapter, the focus of this framework is on minimizing the information
to be disclosed and identifying suspicious queries rather than verifying data usage. Other re-
searchers have proposed methods for a-posteriori policy compliance [27,30,43]. For instance,
Cederquist et al. [43] present a framework that allows users to construct justification proofs
for their actions. Azkia et al. [27] propose an auditing framework to check the compliance of
recorded actions with respect to security policies that may depend on contextual conditions.
However, these frameworks can only deal with a limited range of policies and do not con-
sider the purpose for which a data operation is executed. Moreover, these frameworks usually
analyze each data operation individually and do not take into account the order in which data
operations are executed to determine their context. Kveler et al. [95] consider the purpose
for which a data operation is executed in order to detect policy infringements. However, in
this work the purpose is treated as a label and, consequently, it does not make it possible to
analyze the context in which a data operation is executed. Petković et al. [116] address this
issue by linking the intended purpose of data to the business processes of an organization
and detect privacy infringements by determining whether the data have been processed for
their intended purposes. However, this technique is only able to detect whether a deviation
from the specifications occurred and does not explicitly identify which deviation occurred.
In contrast, our work uses the purpose and context of data operations to provide fine-grained
diagnostic information capable of pinpointing the deviations that occurred.

Process Layer. From a process perspective, several researchers developed techniques to
check compliance between the normative behavior of a process and the recorded behavior in
a process-event-log [13, 14, 21, 101, 106, 126]. However, all the aforementioned techniques
only focus on the process perspective. Our work extends and complements those techniques
by taking into account other perspectives, thus, providing richer diagnostics. As discussed
in Section 4.7, only considering the process perspective does not allow distinguishing move
types (2,1), (3,1) from legitimate operations (i.e., move type (1,1)) and identifying illegitimate
operations of type (3,4). Moreover, it does not make it possible to discriminate and provide
detailed diagnostics for a number of move types such as (1,2), (2,2), (3,2) and (4,2) (and
similarly for (1,3), (2,3), (3,3) and (4,3)).

Similarly to our work, de Leoni et al. [54] extend the alignment approach to handle
the data perspective in which control-flow is aligned first and then data are considered.
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Mannhardt et al. [106] propose a more balanced approach in which data-aware Petri nets
and process logs are aligned to find violations with respect to data-related business rules and
guards. Specifically, these approaches analyze the executed activities and the data values
written by these activities to determine whether case variables are set correctly and activities
are executed as prescribed by the model. This allows the verification of routing decisions
during process executions, time related constraints and user restrictions on the execution of
activities. However, data-aware alignments require that the link between the process and data
perspective is already established. In contrast, our approach aims to discover such a link and
exploits this information to diagnose the usage of data and provide insights into the detected
deviations. Even if the link between the process and data perspectives is provided, the tech-
niques in [54,106] are not able to identify all the composite moves presented in Fig. 4.6. The
main problem lies in the fact that these approaches analyze violations only from a process per-
spective where system-events are treated as data attributes of process events. As a result, data-
aware alignments are unable to consider the data perspective separately and diagnose system-
events independently from trace-events. For example, these techniques fail to identify move
types (1,2), (3,2) and (3, 4) as they neglect data accesses executed outside of trace-events.

Procedural specifications such as Petri nets [59] and BPMN [157] that describe end-to-
end processes are suitable for describing stable processes. In dynamic scenarios where pro-
cesses may undergo a frequent redefinition through time, declarative specifications that define
some process constraints are preferred [147]. Several techniques have been proposed to check
the compliance of observed behavior with declarative process models [41,55,111]. Similarly
to the techniques in [54,106], these techniques also assume that the link between the process
and data perspectives is provided. Thus, they have similar limitations as discussed before. In
addition, in contract to these approaches, our work focuses on comparing procedural process
models and their executions.

Inter-Data-Process Layer. A large body of research has focused on modeling interactions
between processes and data to align IT implementations and business strategies. One popular
approach is the use of a CRUD matrix to relate process activities to data accesses [102, 109,
114]. However, to the best of our knowledge, no approaches have been proposed to check
compliance between recorded and modeled behavior from both process and data perspectives
in a reconciled way. The work presented in this chapter leverages the CRUD artifact and
proposes a novel way to reconcile the process and data perspectives to obtain more compre-
hensive diagnostics of data misuse.

4.9 Chapter Summary
In recent years, many auditing techniques have been proposed to analyze the observed behav-
ior recorded by information systems. These techniques typically focus on either the process
or data perspective. Focusing on a single perspective, however, may not be sufficient to detect
threats posed by insiders who have knowledge of the information system and security con-
trols in place and can misuse their privileges and this knowledge for malicious purposes. In
addition, diagnostics obtained using these techniques may not provide fine-grained insights
required to understand the detected deviations. This makes it difficult to identify and take
appropriate mitigation actions.
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In this chapter, we have proposed a novel auditing approach that analyzes the observed
behavior with respect to both the data and process perspectives. We have illustrated how
the obtained diagnostics can assist auditors in the detection and identification of common
insider threats that can only be revealed by analyzing deviations in-between both perspectives.
Experiments have shown that our approach can detect such deviations accurately and is able
to provide valuable insights into deviations.

Although the framework proposed in this chapter has made a step forward in designing
an effective auditing mechanism, a number of challenges still remain open:

• As we discussed in Section 2.3, a (possibly infinite) number of control-flow alignments
may exist between a process-trace and a process model. In this chapter, we used the
control-flow alignment that is preferable from the process perspective for the analysis
of data operations. However, by considering other control-flow alignments, we may
be able to find inter-level alignments with lower total cost than the one we constructed
using the selected control-flow alignment [106]. Further research is needed to develop
techniques that efficiently consider all possible control-flow alignments in the analysis
and provide diagnostics with respect to them.

• Similar to the existence of multiple control-flow alignments, several inter-level align-
ments may exist between a system-trace and a control-flow alignment. These inter-
level alignments provide different explanations for nonconformity. Following a com-
mon practice in control-flow alignment techniques [13, 14, 21, 101, 106], among all
possible explanations of nonconformity, we have considered the explanation that is op-
timal with respect to the given cost function. However, as we discussed in Chapter 3, an
optimal explanation may not necessarily represent what actually happened in the sys-
tem. It is interesting to investigate how various heuristics similar to the one presented
in Chapter 3 can be employed to construct inter-level alignments. In addition, further
research is needed to study how methods similar to the one presented in [24] can be
employed to take into account non-optimal inter-level alignments in the analysis. In
particular, when the severity of these non-optimal inter-level alignments is high, it is
interesting to investigate them to ensure that they do not correspond to a serious threat.

• In this chapter, we showed that reconciling the data and process perspectives allows
for a more fine grained analysis of the observed behavior. Considering other process
perspectives in the auditing process can enhance detection capabilities even further
and provide even more accurate diagnostics of deviations. For instance, accounting for
the user perspective (i.e., which user/role performed a certain activity and data opera-
tion) can enable the verification of separation of duty and binding of duty constraints.
Therefore, an interesting challenge is to extend the proposed approach by incorporat-
ing other perspectives (especially, the user perspective) to provide auditors with more
comprehensive diagnostics for the investigation of security incidents.

• The approach presented in this chapter can be employed to identify deviations from
specifications. Investigating these deviations can be a challenging task, especially if
there exists a large number of deviations from specifications. To support security an-
alysts in performing this task, further analysis has to be performed on the detected
deviations. For example, by reporting frequent and correlated anomalous behavior to
analysts, they can obtain high level perspective on deviant behaviors. In Chapter 5, we
present an approach to address this challenge.



Chapter 5
Discovering Frequent Anomalous
Patterns

In the previous two chapters, we discussed how recorded behavior can be analyzed in order to
identify deviations from the specifications. However, these approaches are only able to pin-
point where individual process executions deviate from specifications, without considering
neither possible correlations among occurred deviations nor their frequency.

In this chapter, we present an approach to extract frequent anomalous patterns from his-
torical logging data. The extracted patterns can exhibit parallel behaviors and correlate devi-
ations that have occurred in possibly different portions of the process, thus providing analysts
with a valuable aid for investigating nonconforming behaviors.

5.1 Introduction
Process executions may deviate from the prescribed behavior. These deviations should be
investigated by analysts to determine why they happened. Although a large body of research
has addressed issues related to the building of control-flow alignments (e.g., [12, 14, 101]),
supporting the analysis of the detected deviations has received little attention so far. Control-
flow alignments enable a punctual and detailed analysis of single process executions or, at
most, of groups of identical executions. However, manual analysis of single executions can
likely become challenging, or even unfeasible, when an analyst has to explore a large num-
ber of process executions (e.g., executions of the last six months, the last year...), involving
hundreds or thousands of executions. This is especially true when the process under exam-
ination involves many possible variants and/or concurrent activities, since single executions
will likely differ significantly among each other. We argue that to effectively support pro-
cess diagnostics further elaboration has to be performed on the detected deviations to provide
the analyst with a sort of “deviations dashboard”, reporting analytics and interesting trends
regarding the occurred deviations. Indeed, this type of output offers a more high-level per-
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spective on deviant behaviors, from which it is possible to grasp meaningful insights on the
deviations that would be otherwise scattered among a multitude of control-flow alignments.
However, most of the well-known conformance checking techniques typically only provide
some basic statistics, like the number of different discrepancies, or the average degree of
compliance of process-traces to the model.

First, instead of determining the discrepancies for each process execution, one should
determine which deviations occurred most frequently. This is motivated by the fact that we
could reasonably expect that, in most cases, an analyst would like to ignore very rare devi-
ations and rather focus on those that occur repeatedly and, hence, are more likely envisaged
to occur in the future. Moreover, one should infer portions of process executions involving
one or more deviant behaviors, instead of single discrepancies, to provide the most common
context(s) of execution within the process in which a given deviations occurred. Finally, one
should explore possible correlations among deviations. It is often the case that a set of low-
level deviations are a manifestation of a single high-level deviation [14], like the swapping of
(sequences of) activities. These higher-level deviant behaviors typically turn out to be much
more meaningful for diagnosis than individual low-level deviations.

This chapter propose an approach for discovering anomalous frequent patterns showing
recurrent and correlated deviations modeling both sequential and concurrent behaviors. In
particular, we propose to extract frequent anomalous patterns from partially ordered process-
traces.

The main contributions of the work presented in this chapter can be summarized as fol-
lows:

• We propose a conformance checking algorithm tailored to check the conformance of
partially ordered sub-traces exhibiting concurrent behavior.

• We investigate and formalize ordering relations between subgraphs exhibiting concur-
rent behavior with respect to a process model. Based on the identified relations, we
devise an approach to infer partially ordered subgraphs that show correlations among
recurrent anomalous behaviors.

• We propose guidelines to transform partially ordered subgraphs into anomalous pat-
terns expressed as Petri nets.

• We present an implementation of the proposed approach as a software plug-in of the
Esub tool [61].

• We evaluate the proposed approach using one synthetic log and two real-life logs and
compare the obtained results with the ones obtained using totally ordered traces (i.e.,
the approach in [71]).

In this chapter, we only focus on the analysis of recorded behavior at the process level.
For the sake of simplicity, hereafter, we simply refer to process-traces and process-event-logs
as traces and event-logs, respectively.

The remainder of the chapter is organized as follows. Section 5.2 provides a motivating
example. Section 5.3 presents an overview of the proposed approach to discover frequent
anomalous patterns. Section 5.4 presents experimental results. Finally, Section 5.5 discusses
related work and Section 5.6 draws conclusions and discusses open challenges.
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Figure 5.1: Money transfer process. The boxes represent the transitions that are associated with process activities;
gray boxes represent invisible transitions. The text in the boxes represents activity labels.

5.2 Motivating Example
In this section, we discuss the motivations for our work through a running example within the
banking domain. In particular, we discuss the advantages of extracting anomalous behaviors
from partially ordered traces rather than sequential traces.

Banks typically have internal processes that establish how activities and controls should
be performed. Fig. 5.1 shows a process model representing the checking of the profile of
a receiver of a money transfer1, represented as a Petri net. The process starts with the
activity Start Receiver Processing (SRP ). Then, a pre-profiling phase is executed, start-
ing with activity Start Receiver Pre Profiling (SRPP ). This phase involves a set of con-
trols on the receiver’s bank, inter-bank and external profiling (RBPC , RIBPC and REPC
respectively). The pre-profiling phase ends with activity Finish Receiver Pre Processing
(FRPP ). If further checking is required, activity Request Extra Pre Profiling (REPP ) is
performed. The obtained profile is then evaluated (EPP ); on the basis of this evaluation,
the process continues either with the management of “high risk” profiles, or with the man-
agement of “low risk” profiles. The management of high risk profiles starts with activity
Start High Risk Receiver Processing (SHRRP ) and involves the execution of three parallel
subprocesses. The first subprocess, starting with activity Start High Risk Receiver Profile
Check (SHRRPC ), involves either an automatic or a manual profile check (AHRRPC and
MHRRPC ) and ends with activity Finish High Risk Receiver Profile Check (FHRRPC ).
After that, an additional check can be required, represented by activity Request High Risk
Receiver Profile Check (RHRRPC ). The other two subprocesses involve an analysis of the
receiver’s history (HRHA) and a notification to an external authority about the profile that
has been processed (HRRAN ). At the end of these three subprocesses, the receiver’s request
is registered (HRRR) and the high risk profile checking is marked as completed (FHRRP ).

1The complete money transfer process can be found in [139].
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The processing of low risk profiles starts with activity Start Low Risk Receiver Processing
(SLRRP ) and involves just an internal and external profile verification (LRIV and LREV ,
respectively) before registering the receiver (LRRR) and marking the checking phase as com-
pleted (FLRRP ). The process ends with the execution of activity Finish Receiver Processing
(FRP ).

Although a process model defines the activities and workflows to be performed, i.e., how
processes should be executed, reality may deviate from such a model. Consider, for instance,
the case where pre-profiling checking is not performed properly. More precisely, activity
FRPP is performed immediately after SRP (i.e., the execution of the activities FRPP and
SRPP is swapped), which means that the pre-profiling step has been marked as completed
before executing the prescribed controls. This might occur for many reasons. For instance,
there might be an implicit work practice of skipping pre-profiling checking when the receiver
is an important and trusted customer of the bank; or, it might represent malpractices, leading
to a wrong evaluation of the risks associated with the receiver’s profile.

A number of conformance checking techniques have been proposed to assist organiza-
tions in the analysis of the observed user behavior against the normative behavior and in the
detection of deviations from the specifications. However, these techniques typically focus on
the analysis of single process instances. Therefore, these approaches often provide limited
insights about deviations and their occurrence, which makes it difficult for an organization
to understand and manage them. For instance, if a certain deviation occurs very rarely, it
likely corresponds to exceptional circumstances that should be investigated and addressed
individually. On the other hand, if it occurs repeatedly, investigating every occurrence of the
deviation individually can be time consuming and costly. In these cases, it would be desirable
to identify anomalous patterns representing recurrent anomalous behaviors (i.e., deviations
from the specification). Anomalous patterns, thus, can provide a baseline for the investigation
of deviations requiring systematic and persistent corrective actions that address the source of
the problem and, thus, are able to cope with all the occurrences of the identified deviations.

Moreover, to assess the compliance of the observed behavior with the normative behav-
ior, existing conformance checking techniques compare process instances against the process
model. However, most of these techniques are only able to deal with sequential traces. Ex-
tracting anomalous behaviors from sequential traces presents a number of drawbacks. In
particular, the flat representation of sequential traces does not make it possible to represent
the control-flow of the process and, thus, possible parallelisms between process activities
remain hidden. This can have a negative impact both in terms of information loss and in
terms of comprehensibility of the outcome by a human analyst. The higher the degree of
concurrency in the model is, the more significant these issues are.

As an example, consider the swapping of activities FRPP and SRPP discussed above.
Fig. 5.2a shows the corresponding partially ordered trace and Fig. 5.2b shows (a subset of)
the sequential traces obtained by flattening the partially ordered trace. If we match each
sequential trace against the process model, we obtain different possible instantiations of the
anomalous behavior, which are highlighted by a dashed rectangle in the traces of Fig. 5.2b.
Intuitively, these traces differ for the order in which activities RBPC , RIBPC and REPC
have been executed. It is up to the analyst to recognize that all of them are related to the same
parallel behavior, which can be time-consuming and challenging, especially when the level
of concurrency is high. Moreover, sequential instances have an overall support (intended as
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Figure 5.2: Instance of the process model in Fig. 5.1 where activities FRPP , SRPP have been swapped, repre-
sented by means of a partially ordered trace (a) and by means of some sequential traces (b).

the fraction of process instances involving the behavior at least once) much lower than the
support of the real behavior. As a consequence, when we look for recurrent behaviors, we
might miss some (or, in the worst case, all) sequential instances of a parallel behavior.

To address these issues, concurrency has to be taken into account when deriving anoma-
lous behaviors. In our example, considering concurrency (i.e., comparing a partially ordered
trace, instead of its corresponding sequential traces, against the model) would make it possi-
ble to derive the pattern wrapped by the dashed rectangle in Fig. 5.2a. It is straightforward to
observe that this pattern provides a more accurate and compact description of the anomalous
behaviors, thus providing diagnostics that are more meaningful and easy to understand for a
human analyst. Moreover, adopting this representation allows us to compute the support of
a certain behavior without any information loss, thus providing a more accurate detection of
recurrent behaviors.

5.3 Approach
In this section, we propose an approach to mine recurrent anomalous behavioral patterns from
historical logging data, explicitly taking into account the process control-flow structure. An
overview of the approach is given in Fig. 5.3. It consists of four main phases: (i) relevant
subgraph mining, (ii) anomalous subgraph extraction, (iii) subgraph ordering discovery and
(iv) pattern design.

Given a partially ordered event-log comprising partially ordered traces, we first apply a
frequent subgraph mining technique [86] to extract relevant subgraphs (Section 5.3.1). The
mined subgraphs can exhibit concurrent executions of activities and are structured in a hier-
archy with respect to the inclusion relation occurring among subgraphs. In the anomalous
subgraph extraction phase (Section 5.3.2), a conformance checking algorithm is employed to
extract anomalous subgraphs (i.e., subgraphs that do not fit the prescribed behavior defined in
the process model) from the subgraph hierarchy by comparing the mined subgraphs against
the process model. In the last two phases (Section 5.3.3), we present a novel approach to
discover ordering relations between anomalous subgraphs with respect to their occurrence in
the partially ordered traces and exploit these relations to design anomalous patterns repre-
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Figure 5.3: Overview of the approach.

senting frequent anomalous behaviors. In particular, partially ordered anomalous subgraphs
are derived by detecting ordering relations among correlated anomalous subgraphs. We fi-
nally provide an approach to construct anomalous patterns from partially ordered anomalous
subgraphs through transformation rules.

The patterns obtained using the proposed approach can be exploited in various ways.
First, they highlight frequent and correlated anomalous behaviors in historical logging data,
thus providing a valuable support to diagnostics. They can be used to enhance classic confor-
mance checking techniques to detect high-level deviations, as proposed in [14]. Depending
on the context and activities forming the patterns, they can be exploited for supporting the re-
design of the process and/or for implementing additional control mechanisms. For instance,
a pattern might point out that the process model is outdated. In this case, one may repair
the process model to better represent the real processes, as done for example in the work of
Fahland et al. [66]. In other cases, a pattern might represent exceptional behaviors, which
should be properly examined. Based on the analysis, these exceptions may also be explicitly
modeled in the process model and preconditions can be defined to regulate their execution.
When these exceptions represent undesired behaviors, an analysis of the captured patterns can
also lead to the definition of control measures or a revision of the process model to prevent
the occurrence of errors or frauds in the future. Beside their exploitation at design time, the
patterns inferred using our approach can be exploited at run-time by providing a baseline for
the definition of monitoring solutions tailored to run-time detection of anomalous behavior
in process executions, relieving the analyst from the burden of reevaluating situations already
analyzed.

5.3.1 Relevant Subgraph Mining
The first phase of the approach aims to identify relevant subgraphs occurring in the partially
ordered traces recorded in the log. A subgraph ζ of a partially ordered trace is a directed
acyclic graph formed by a subset of the nodes and a subset of the edges of the partially or-
dered trace. To determine the set of relevant subgraphs, we apply a Frequent Subgraph Min-
ing (FSM) algorithm [86] to the set of partially ordered traces in the log. The choice of the
FSM algorithm depends on the notion of “subgraph relevance” to be used. Existing FSM al-
gorithms often adopt the subgraph support as the underlying notion of relevance. The support
of a subgraph is related to its occurrence frequency, which can refer either to all occurrences
of the subgraph in a graph set or to the percentage of graphs involving the subgraph at least
once (thus ignoring multiple occurrences of the subgraph in the same graph). In this chapter,
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Figure 5.4: An example of subgraph hierarchy obtained using SUBDUE.

we relate the relevance of a subgraph both to its frequency and size. More specifically, we
evaluate the relevance of a subgraph in terms of its Description Length (DL), i.e., the number
of bits needed to encode its representation, computed as the sum of the number of bits needed
to encode its nodes and the number of bits needed to encode its edges (further details on DL
are provided in [80]). Subgraphs with the highest score in terms of DL represent the largest
subgraphs that can be obtained at a given frequency. Intuitively, these subgraphs represent
core pieces of executions of the process. Extending these subgraphs results in larger, but less
frequent, subgraphs representing different possible extensions of the process execution path
described by the core subgraphs. It is worth mentioning that the minimum description length
principle has also been used by pattern mining approaches to select the best pattern set and
process mining approaches to evaluate the quality of process models [42, 46, 133, 156].

To the best of our knowledge, the only FSM algorithm that explicitly considers DL is
SUBDUE [89]. Given a graph set G and a subgraph ζ, SUBDUE uses an index based on DL,
hereafter denoted by ν(ζ,G), which is computed as follows:

ν(ζ,G) =
DL(G)

DL(ζ) +DL(G|ζ)

where DL(G) is the DL of G, DL(ζ) is the DL of ζ and DL(G|ζ) is the DL of G com-
pressed using ζ, i.e., the graph set in which each occurrence of ζ is replaced with a single
node. Intuitively, the relevance of a subgraph is associated with its compression capability:
the higher the value of ν is, the lower the DL value of the graph dataset compressed by ζ is.

SUBDUE works iteratively. At each step, it extracts the subgraph with the highest com-
pression capability, i.e., the subgraph corresponding to the maximum value of the ν index.
This subgraph is then used to compress the graph set. The compressed graphs are presented
to SUBDUE again. These steps are repeated until no more compression is possible. The
outcome of SUBDUE is a hierarchical structure, where mined subgraphs are ordered accord-
ing to their relevance, showing the existing inclusion relationships among them. Top-level
subgraphs are defined only through elements belonging to input graphs (i.e., nodes and arcs),
while lower level subgraphs contains also upper level subgraphs as nodes. Descending the
hierarchy, we pass from subgraphs that are very common in the input graph set to subgraphs
occurring in a few input graphs.

An example of a SUBDUE hierarchy is shown in Fig. 5.4. Here, we have two top-level
subgraphs, ζ20 and ζ28, and two lower-level subgraphs, ζ24 and ζ29. The hierarchy shows
inclusion relationships between subgraphs. Specifically, ζ24 is a child of ζ20 because it in-
volves ζ20 in its definition. Similarly, ζ29 is a child of both ζ20 and ζ28. In other words, ζ24
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and ζ29 are possible “specializations” of ζ20 and of ζ20 and ζ28 respectively, since they ex-
tend the higher level subgraphs with other elements. The hierarchical structure of subgraphs
discovered by SUBDUE becomes the input of the next phase of the approach.

5.3.2 Anomalous Subgraph Extraction
The second step of our approach aims to determine among the subgraphs identified in the
previous step those that do not fit the given process model. In contrast to most of the existing
conformance checking algorithms, the algorithm proposed in this section is tailored to check
the conformance of subgraphs corresponding to portions of process executions. The core idea
of this algorithm is to replay a subgraph against the given process model represented by its
reachability graph.

Given a subgraph ζ and the reachability graph RG(N) of a Petri net N , Algorithm 2
determines whether ζ is “compliant” or “noncompliant” with RG(N). First, the algorithm
generates all sequences that can be obtained by flattening the subgraph (line 1). Then, each of
these sequences is analyzed against RG(N) (lines 2-23). The algorithm uses a stack to store
the portion of the reachability graph to be visited. In particular, it stores triples of the form
(qi, Qi, seq i) where qi is a visited state in RG(N), Qi is the set of states from which qi can
be reached through a sequence of invisible transitions and seq i is the sequence of activities
that still need to be compared with RG(N). Note that the set of states Qi is needed to deal
with loops formed by invisible transitions, as discussed below.

Given a sequence b, the stack is initialized by inserting a triple (q, {}, 〈b2, . . . , bn〉) for
each state in RG(N) with an incoming edge whose transition is labeled with the first activity
of b (lines 4-6). Then, at each iteration, Algorithm 2 retrieves a triple from the stack. If
no activity remains to be checked, it means that there exists a firing sequence in RG(N)
whose labels match with the sequence of activities in b. Thus, the algorithm sets the value of
seqFound to true (line 10) and starts comparing the next sequence with RG(N). Otherwise,
the algorithm compares the label of the transition associated with outgoing arcs from the
current state with the next activity in the sequence (lines 12-18). If they match, the algorithm
adds a new triple to the stack for the tail of such an outgoing edge, and the search continues.

Note that the algorithm is robust with respect to the presence of invisible transitions.
Edges labeled with invisible transitions are taken into account while exploring the search
space, but are not used while matching the paths with the obtained sequences from a sub-
graph (lines 15-16). To detect loops containing only invisible transitions and avoid exploring
them again, the algorithm keeps track of the states from which the current state can be reached
through a sequence of invisible transitions. If the next state belongs to the set of states al-
ready visited, the algorithm does not explore it again; otherwise, it is explored. If for all the
sequences obtained by flattening a subgraph, the algorithm finds a firing sequence in RG(N)
whose labels match with the sequence, the subgraph is marked as “compliant” (line 24);
otherwise, it is marked as “noncompliant” (line 22).

Fig. 5.5 shows an example of application of Algorithm 2. Consider subgraph ζ13 in
Fig. 5.5a and (a portion of) the reachability graph corresponding to the Petri net of Fig. 5.1
in Fig. 5.5c. Note that for the sake of simplicity, in the examples presented in this chapter,
we show the label of transitions instead of transitions in a reachability graph. The sequences
obtained by flattening the subgraph are shown in Fig. 5.5b. Starting from the first sequence,
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Algorithm 2: subgraphConformanceChecking
Input : Subgraph ζ, Petri net N = (P, T, F,A, `,mi,mf ), Reachability graph

RG(N) = (Q, J,R, qi, qf )
Output: Result of comparison between the subgraph ζ and reachability graph RG(N)

1 Let B be the set of all sequences obtained by flattening subgraph ζ;
2 foreach b = 〈b1, . . . , bn〉 ∈ B do // Check compliance of sequences

3 seqFound ← false;
4 foreach q ∈ Q with an incoming arc at labeled with b1 (`(at) = b1) do

// Initialize the stack

5 add (q, {}, 〈b2, . . . , bn〉) to stack ;
6 end
7 while stack 6= empty ∧ seqFound = false do
8 extract (qk, {qj , . . . , ql}, 〈bi, . . . , bn〉) from stack ;
9 if 〈bi, . . . , bn〉 = 〈〉 then

10 seqFound ← true;
11 else
12 foreach (qk, at, qt) ∈ R do
13 if `(at) = bi then
14 add (qt, {}, 〈bi+1, . . . , bn〉) to stack;
15 else if `(at) ∈ InvN ∧ qt 6∈ 〈qj , . . . , ql〉 then
16 add (qt, {qj , . . . , ql, qk}, 〈bi, . . . bn〉) to stack;
17 end
18 end
19 end
20 end
21 if seqFound = false then
22 return noncompliant; // Subgraph ζ is noncompliant with RG(N)

23 end
24 return compliant; // Subgraph ζ is compliant with RG(N)

i.e., seq1, the algorithm looks for the states with an incoming edge whose label matches with
the label of the first node in the sequence, i.e., RBPC . There are four states with an incoming
edge labeled RBPC , i.e., q2, q5, q6 and q8. Starting from these states, Algorithm 2 checks
if there exists a sequence of edges in the reachability graph whose labels matches with the
sequence obtained from the subgraph. Suppose, for instance, that Algorithm 2 selects q2.
The states reached by the algorithm from this state are denoted in gray in Fig. 5.5c. We can
observe that there is a sequence of edges whose labels match the labels of the second and
third nodes in seq1, i.e., 〈(q2,RIBPC , q5), (q5,REPC , q8)〉. Then, q9 can be reached from
q8 because (q8, Inv2, q9) is a transition of the reachability graph and Inv2 is a label repre-
senting an invisible transition. However, q9 does not have any outgoing edge labeled with
SRPP , i.e., the label of the fourth node in seq1. Therefore, the algorithm explores the other
initial states (i.e., q5, q6 and q8) to find such a sequence in the reachability graph. As such a
sequence does not exist, the subgraph is marked as noncompliant.
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(c) Portion of the reachability graph of the Petri net in Fig. 5.1. The states denoted in gray are the
explored states in the reachability graph for seq1 starting from (q2, 〈RIBPC , . . . ,EPP〉).

Figure 5.5: Example of application of Algorithm 2.

It is worth noting that usually inclusion relations exist among the subgraphs returned by
subgraph mining techniques. Namely, it is likely to have one or more subgraphs involved
in larger subgraphs. These inclusion relations affect the extraction of correlations among
deviations (Section 5.3.3) and, consequently, the definition of anomalous patterns. Specifi-
cally, subgraphs related by an inclusion relation are highly correlated, thus yielding redundant
information. A possible way to avoid the presence of inclusion relations among mined sub-
graphs consists in exploiting special constraints when mining the subgraphs, returning, for
instance, only the maximal ones (as done by, e.g., SPIN [81] and MARGIN [136]). However,
setting constraints based on the subgraph structure might lead to miss subgraphs describing
interesting deviations. A more accurate approach to deal with this issue consists in analyzing
the inclusion relations among the mined subgraphs to determine which of them have to be
taken into account and which have to be excluded when deriving partially ordered subgraphs
to avoid the generation of redundant information.

In this chapter, we are interested in deriving noncompliant subgraphs that are repre-
sentative of relevant anomalous behaviors. Hereafter, we call those subgraphs anomalous
subgraphs. To identify anomalous subgraphs, inclusion relations among noncompliant sub-
graphs obtained using Algorithm 2 have to be analyzed. To this end, we exploit the hierar-
chical structure returned by SUBDUE, since it makes inclusion relations explicit. Indeed, by
definition every node in the hierarchy is included in all its descendants.

In [71], authors presented an approach to assess the compliance of sequential subgraphs,
i.e., subgraphs formed by a sequence of activities, and extract anomalous subgraphs. In this
setting, anomalous subgraphs correspond to the minimal noncompliant subgraphs. Indeed,
if a subgraph does not comply with the model, its descendants also do not comply with the
model, since they also contain the noncompliant sequence of activities represented in the
subgraph. Therefore, when a noncompliant subgraph is identified, the algorithm presented
in [71] marks it as anomalous and prunes all the sub-hierarchies rooted in the subgraph.
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Figure 5.6: Uncompressed subgraphs ζ9, ζ10, and ζ11 and their relations in the hierarchy.

When considering concurrency, however, this property does not hold. In particular, a
subgraph may be marked as noncompliant because it does not exhibit concurrent behavior
as defined in the model. However, these subgraphs may be extended by descendants with
the required activities. Thus, in presence of concurrency, the descendants of a noncompliant
subgraphs can comply with the model. As a consequence, anomalous subgraphs might not
correspond to minimal noncompliant subgraphs.

For example, consider the process model in Fig. 5.1. According to this model, either
MHRRPC or AHRRPC should be executed before the execution of FHRRPC . Suppose
that, due to the choice construct that involves place p14, trace-events recording the execu-
tion of these activities occur less frequently than others and, thus, subgraph ζ9 in Fig. 5.6
is obtained. This subgraph is marked as noncompliant by Algorithm 2 as it it cannot be re-
played by the process model. However, the direct descendants of this subgraph, ζ10 and ζ11,
contain an extra node with label MHRRPC and AHRRPC respectively, which makes them
compliant with the model.

To deal with these situations, we have extended and revised the approach presented in [71]
to also analyze the descendants of noncompliant subgraphs. If a noncompliant subgraph has
some compliant descendants, it means that the subgraph does not capture a concurrent behav-
ior as specified in the model. This subgraph is not marked as anomalous but its direct descen-
dants are iteratively analyzed to determine whether they should be marked as anomalous. For
example, subgraph ζ9 in Fig. 5.6 is not considered anomalous because all its descendants are
compliant. On the other hand, if all the descendants of the subgraph are noncompliant, only
the upper-level subgraph is marked as anomalous, since it represents the most representative
anomalous behavior compared to its descendants.

This idea is captured by algorithm findAnomalousSubgraphs (Algorithm 3). Given a
subgraph hierarchy H , a Petri net N , and the reachability graph RG(N) of Petri net N ,
Algorithm 3 returns the anomalous subgraphs to be considered for the design of anomalous
patterns. The algorithm starts by identifying the top-level subgraphs in H (line 1). For each
top-level subgraph ts, checkDescendants (Algorithm 4) is used to explore the subgraph hi-
erarchy rooted in ts and identify anomalous subgraphs in the hierarchy (line 4). The union of
the identified anomalous subgraphs is stored in AS and is returned.

Algorithm 4 takes a subgraph hierarchy H , a subgraph ζ, a Petri net N and the reach-
ability graph RG(N) of Petri net N as inputs and returns the set of anomalous subgraphs
with respect to the sub-hierarchy of H rooted in ζ and RG(N). First, the algorithm checks
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Algorithm 3: findAnomalousSubgraphs
Input : Subgraph hierarchy H , Petri net N , Reachability graph RG(N)
Output: Anomalous subgraphs AS

1 Let TS be top-level subgraphs in H;
2 AS ← ∅;
3 foreach ts ∈ TS do
4 AS ← AS ∪ checkDescendants(H, ts,N,RG(N));
5 end
6 return AS;

Algorithm 4: checkDescendants
Input : Subgraph hierarchy H , Subgraph ζ, Petri net N , Reachability graph RG(N)
Output: Identified anomalous subgraphs after exploring ζ and its descendants in H

1 result← subgraphConformanceChecking(ζ,N,RG(N));
2 Let D be the set of direct descendants of ζ in H;
3 if D = ∅ then
4 if result = compliant then
5 return ∅; // Subgraph ζ is compliant and has no descendant

6 else
7 return {ζ}; // Subgraph ζ is noncompliant and has no descendant

8 else
9 ASd ← ∅;

10 foreach d ∈ D do
11 ASd ← ASd ∪ checkDescendants(H, d,N,RG(N));
12 end
13 if result = compliant then
14 return ASd; // Subgraph ζ is compliant

15 else
16 if D ⊆ ASd then
17 return {ζ}; // All descendants of subgraph ζ are noncompliant

18 else
19 return ASd; // Only some descendants of subgraph ζ are noncompliant

20 end
21 end
22 end

whether ζ is compliant with RG(N) using Algorithm 2 (line 1). Then, the direct descen-
dants of the subgraph are identified (line 2). If the subgraph has no descendants, depending
on whether it is compliant or noncompliant, an empty set (line 5) or the set containing the
subgraph is returned (line 7). If the subgraph has some descendants, the algorithm explores
the sub-hierarchy rooted in each descendant recursively (line 11) and identifies anomalous
subgraphs in each sub-hierarchy. The set of the identified anomalous subgraphs is stored
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in ASd. If the subgraph is compliant, all descendants marked as anomalous are returned
(line 14). Otherwise, the algorithm checks whether all the direct descendants of the subgraph
are in ASd (line 16). If this is the case, it means that the subgraph and all of its descendants
are noncompliant. Thus, only the subgraph ζ, which involves the most representative deviant
behavior, is marked as anomalous and, thus, returned to the parent subgraph (line 17). If
some descendants of the subgraph are compliant and some are noncompliant, the algorithm
returns the noncompliant subgraphs identified by exploring the descendants of the subgraph
(line 19).

Fig. 5.7 shows an example of subgraph hierarchy that can be obtained using SUBDUE.
In the figure, compliant subgraphs are denoted by a green dash-dotted line rectangle, anoma-
lous subgraphs are denoted by a red full line rectangle, noncompliant subgraphs with some
compliant descendants are denoted by a blue dotted line rectangle, and noncompliant sub-
graphs for which all siblings (with respect to one parent subgraph) and their descendant are
noncompliant are denoted by an orange dashed line rectangle. The numbers on the top left of
rectangles represent the order in which the algorithm explores subgraphs, the set on the top
right of rectangles shows the anomalous subgraphs identified after exploring the subgraph
and its descendants, the label on the bottom left of rectangles represents whether the sub-
graph is compliant (C) or noncompliant (NC ) with the reachability graph of the Petri net.
Subgraphs ζ1, ζ3 and ζ9 are not marked as anomalous subgraphs because some of their de-
scendants are compliant. In this case, their noncompliant descendants, namely ζ2, ζ5 and ζ6,
are marked as anomalous subgraphs. As subgraph ζ12 and all of its descendants are non-
compliant, Algorithm 4 only marks ζ12 as an anomalous subgraph in this sub-hierarchy. For
the same reason, subgraph ζ8 is also marked as an anomalous subgraph. Note that some
subgraphs may be reachable from multiple root subgraphs in the subgraph hierarchy. The
compliance of these subgraphs is determined with respect to each root subgraph individually.
Thus, they are marked as anomalous if they are anomalous with respect to at least one of
these root subgraphs. For example, subgraph ζ2 is reachable from both subgraphs ζ1 and ζ8.
Algorithm 4 marks ζ2 as anomalous because it is anomalous with respect to the hierarchy
rooted in subgraph ζ1.

5.3.3 Subgraph Ordering Discovery and Pattern Design
Anomalous behaviors may comprise deviations that manifest in different (and possibly not
connected) portions of a process execution. Consider, for instance, the case where an activity
a1 that should be executed at the beginning of the process has been swapped with an activity
a2 that should be executed at the end of the process. This anomalous behavior will be likely
captured as two distinct anomalous subgraphs, one involving a1 and one involving a2. The
last two steps of the approach address those situations. In particular, these steps aim to derive
ordering relations among anomalous subgraphs describing how apparently different anoma-
lous behaviors are usually correlated, and show how to build anomalous patterns from the
discovered partially ordered subgraphs by means of classical process control-flow constructs.
In the remainder of this section, we discuss these steps in detail.
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Figure 5.7: An example of an application of Algorithm 3. The numbers on the top left of rectangles represent
the order in which the algorithm explores them, the set on the top right of rectangles shows subgraphs marked as
anomalous after exploring the subgraph and its descendants, the label on the bottom left of rectangles represents
whether the subgraph is compliant (C) or noncompliant (NC) with the reachability graph of the Petri net.

Deriving Ordering Relations Among Subgraphs

To infer ordering relations among anomalous subgraphs, we first need to determine which
ones tend to occur together. To this end, we generate an occurrence matrix C of the anoma-
lous subgraphs obtained in the previous step of the approach. The occurrence matrix C is an
n×m matrix where n is the number of extracted anomalous subgraphs, m is the number of
partially ordered traces in the log and each cell cij ∈ C represents the number of occurrence
of the j-th subgraph in the i-th partially ordered trace.

Determining whether a subgraph occurs in a partially ordered trace corresponds to re-
solving a subgraph isomorphism problem [86]. Formally, given two graphs g = (V,W )
and g′ = (V ′,W ′), the goal of subgraph isomorphism is to check if there exists a graph
g′′ = (V ′′,W ′′) such that V ′′ ⊆ V , W ′′ ⊆W and g′′, g′ are isomorphic, namely if it is pos-
sible to map all the nodes and edges of g′ on g′′ (involving the corresponding labels).Subgraph
g′′ is usually referred as an embedding of g′ in g. Several algorithms have been proposed in
the literature to efficiently compute subgraph isomorphism (see, e.g., [110,130,137]). In this
work, we exploit the subgraph isomorphism technique implemented within the SUBDUE al-
gorithm [89]. Given a subgraph ζ and a partially ordered trace σp, such an algorithm returns
all the embeddings of ζ in σp, thus allowing us to build the occurrence matrix of anomalous
subgraphs.

We apply the well-known frequent itemset algorithms [78] to the obtained occurrence
matrix in order to derive the sets of subgraphs that co-occur with a support above a given
threshold. These sets (hereafter referred to as frequent itemsets) represent the sets of sub-
graphs that frequently occur together in the partially ordered traces. Note that frequent item-
sets can consist of a single subgraph. These itemsets represent deviant behaviors that occur
frequently but for which it is not possible to infer any relation with other deviant behaviors.
In particular, they might represent atomic deviant behaviors (i.e., involving a single deviant
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behavior) or they might actually involve a set of deviant behaviors that tend to occur close
to each other during process executions (i.e., few other activities occur in between), with the
result that the whole deviant behavior is captured by a single subgraph.

To determine how the subgraphs in a frequent itemset are related to each other, we infer
ordering relations between the subgraphs of the itemset in a pairwise fashion. Before defining
these relations, we introduce some notation. We first observe that a partially ordered trace
can be transformed into a Petri net through graph transformation rules (see [65, 112] for ex-
amples of transformations from various graph notations into Petri nets). The transformation
of a partially ordered trace into the corresponding Petri net is straightforward. Intuitively, the
transitions in the Petri net correspond to the nodes (i.e., trace-events) of the partially ordered
trace and places correspond to edges. An algorithm for transforming a partially ordered trace
into the corresponding Petri net is given in Appendix A. Hereafter, σp denotes the represen-
tation of a partially ordered trace σp as a Petri net. Fig. 5.8 shows the Petri net obtained
by converting the partially ordered trace of Fig. 5.2a. For the sake of readability, we some-
times abuse the notation and denote transitions using the activity label of the corresponding
trace-events (as done in Fig. 5.8).

Transforming a partially ordered trace into a Petri net allows us to exploit the reachability
graph encoding the behavior of the partially ordered trace to reason on the states (represented
as markings) of the subgraphs within the partially ordered trace and, thus, correctly determine
ordering relations between the subgraphs occurring in the partially ordered trace.

Definition 25 (Initial Markings for Subgraph of Partially Ordered Trace). Let σp = (Eσp
,Wσp

)
be a partially ordered trace and g = (E′σp

,W ′σp
) a subgraph of σp (with E′σp

⊆ Eσp
and

W ′σp
⊆ Wσp

). The initial markings of g in σp, denoted by Mσp

ini(g), are the set of markings

in R(σp) that enable the firing of an event in g, i.e., Mσp

ini(g) = {m | ∃ρ ∈ E∗σp
: mi

ρ−→σp

m ∧ @e ∈ E′σp
: e ∈ ρ ∧ ∃m′ ∈ R(σp) : m

ei−→σp
m′ ∧ ei ∈ E′σp

}.

Intuitively, Mσp

ini(g) is the set of markings reachable through a firing sequence from the
initial marking mi of σp such that it does not include any event of g and the next event that
can be fired belongs to g.

Definition 26 (Final Markings of Subgraph in Partially Ordered Trace). Let σp = (Eσp
,Wσp

)
be a partially ordered trace and g = (E′σp

,W ′σp
) a subgraph of σp (with E′σp

⊆ Eσp and
W ′σp

⊆Wσp ). The final markings of g in σp, denoted by Mσp

end(g), are the set of markings in
R(σp) reached by firing all events in g, i.e., Mσp

end(g) = {m | ∃ρ = 〈e1, . . . , en〉 ∈ E∗σp
:

mi
ρ−→σp m ∧ ∀e ∈ E′σp

: e ∈ ρ ∧ en ∈ E′σp
}.

Intuitively, Mσp

end(g) is the set of markings reachable through a firing sequence ρ from the
initial marking mi of σp that includes all the events of g with the additional constraint that
the last event of ρ belongs to g.

We now have the machinery necessary to define ordering relations between subgraphs
with respect to their embeddings in a partially ordered trace. Given an ordered pair of sub-
graphs (ζi, ζj) and their embeddings (gi, gj) in a partially ordered trace σp2, we can derive

2The term “ordered pair” should not be confused with ordering relation. Here, ordered pair indicates that we
assess the ordering relation between the first element and the second element of the ordered pair.
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Figure 5.8: Partially ordered trace of Fig. 5.2a converted into a Petri net.

four different ordering relations for (ζi, ζj) in σp, namely strictly sequential, sequential, even-
tually and interleaving relations. Next, we formally define these ordering relations.

Definition 27 (Strictly Sequential Relation). Let σp be a partially ordered trace and ζi, ζj
two subgraphs. ζj is strictly sequential to ζi with respect to σp, denoted by ζi →sseq ζj , iff
there exist in σp an embedding gi of ζi and an embedding gj of ζj such that:

1. Mσp

end(gi) = M
σp

ini(gj) and
2. |Mσp

end(gi)| = |M
σp

ini(gj)| = 1.

Intuitively, two subgraphs ζi, ζj are connected by a strictly sequential relation with respect
to a partially ordered trace if in the partially ordered trace there exist an embedding of the
two subgraphs (gi and gj respectively) such that the events of gj occur immediately after all
the events of gi have occurred. Specifically, condition 1 imposes that events in gj are enabled
by the firing of all events in gi, thus guaranteeing that the events in gj can occur only after all
the events in gi have occurred; condition 2 guarantees that the next event that can be observed
after firing of all events in gi belongs to gj .

Definition 28 (Sequential Relation). Let σp be a partially ordered trace and ζi, ζj two sub-
graphs. ζj is sequential to ζi with respect to σp, denoted by ζi →seq ζj , iff there exist in σp
an embedding gi of ζi and an embedding gj of ζj such that:

1. for every marking m′ ∈ Mσp

ini(gj) there exists a marking m ∈ Mσp

end(gi) such that m′

is reachable from m (note that a marking is reachable by itself with a firing sequence
of length 0.),

2. for every marking m ∈ Mσp

end(gi) there exists a marking m′ ∈ Mσp

ini(gj) such that m′

is reachable from m,
3. Mσp

end(gi) ∩M
σp

ini(gj) 6= ∅ and
4. |Mσp

ini(gj)| > 1 or |Mσp

end(gi)| > 1.

The sequential relation is similar to the strictly sequential relation. Intuitively, condi-
tions 1 and 2 guarantee that events in gj can only occur after all events in gi have occurred;
condition 3 guarantees that there exists some state reached by firing all events in gi in which
events in gj are enabled. It is worth noting that condition 1 of the strictly sequential relation
implies these three conditions. However, differently from the strictly sequential relation, the
sequential relation allows some events (not belonging to any of the two subgraphs) to occur
between the events in gi and the events in gj . This is captured by condition 4.

Definition 29 (Eventually Relation). Let σp be a partially ordered trace and ζi, ζj two sub-
graphs. ζj eventually occurs after ζi with respect to σp, denoted by ζi →ev ζj , iff there exist
in σp an embedding gi of ζi and an embedding gj of ζj such that:
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1. Mσp

end(gi) ∩M
σp

ini(gj) = ∅ and
2. there exists a markingm′ ∈Mσp

ini(gj) that is reachable from a markingm ∈Mσp

end(gi).

Intuitively, two subgraphs ζi, ζj are connected by an eventually relation with respect to
a partially ordered trace if in the partially ordered trace there exist an embedding of the two
subgraphs (gi and gj respectively) such that the events in gj only occur after all events in
gi have occurred and an arbitrary number of events (at least one) occur between the two
embeddings. Specifically, conditions 1 and 2 guarantee that an event in gj can only occur
after all events in gi have occurred, i.e., for every marking m′ ∈ M

σp

ini(gj) there exists a
marking m ∈ M

σp

end(gi) such that m′ is reachable from m and for every marking m ∈
M

σp

end(gi) there exists a markingm′ ∈Mσp

ini(gj) such thatm′ is reachable fromm. (Note that
these conditions corresponds to condition 1 and 2 of the sequential relation.) Moreover, the
disjointness of Mσp

end(gi) and Mσp

ini(gj) guarantees that every firing sequence from a marking
m ∈ Mσp

end(gi) to a marking m′ ∈ Mσp

ini(gj) has at least length 1, i.e., at least one event has
to occur after all events in gi have occurred in order to enable any event in gj .

Definition 30 (Interleaving Relation). Let σp be a partially ordered trace and ζi, ζj two
subgraphs. ζi and ζj are interleaving with respect to σp, denoted by ζi →int ζj , iff there
exist in σp an embedding gi of ζi and an embedding gj of ζj such that there exist a marking
m ∈Mσp

ini(gj) \M
σp

end(gi) and a marking m′ ∈Mσp

end(gi) such that m′ is reachable from m.

An interleaving relation between two subgraphs ζi, ζj with respect to a partially ordered
trace captures the cases where in the partially ordered trace an event in the embedding of
ζj occurs before some event in the embedding ζi has occurred. For instance, interleaving
relations capture cases where the (embeddings of the) two subgraphs contain events that can
occur concurrently and cases where the (embeddings of the) two subgraphs share some nodes
(i.e., the embeddings of the two subgraphs are overlapping [71]).

To derive the relations between the subgraphs in a frequent itemset, we assess the ordering
relations between their embeddings pairwise. Specifically, for each ordered pair of embed-
dings (gi, gj) of two subgraphs (ζi, ζj) occurring in an itemset, we analyze the reachability
from the set of markings resulting from the execution of gi (i.e.,Mend(gi)) to the set of mark-
ings enabling the execution of gj (i.e., Mini(gj)) in the reachability graph corresponding to
(the Petri net representation of) the partially ordered traces in which the itemset occurs. Note
that a different type of relation can hold for (ζi, ζj) and (ζj , ζi). In particular, it is easy to
observe that, if the relation for pair (ζi, ζj) is strictly sequential, sequential or eventually, the
relation for (ζj , ζi) is interleaving. In such cases, we discard pair (ζj , ζi) and, thus, the inter-
leaving relation from the analysis as it is not representative of the ordering relations between
the two subgraphs. Moreover, it is worth noting that, in the presence of noisy event-logs (and
of multiple embeddings of the same subgraph), we can detect unreliable relations. To deal
with this issue, we evaluate the occurrence frequency of ordering relations within the partially
ordered traces in which the itemset occurs and only consider those ordering relations whose
occurrence frequency is above a given threshold.

As an example, consider the partially ordered trace represented as a Petri net in Fig. 5.8
and frequent itemset {ζ12, ζ18, ζ21}. The embeddings of each subgraph are delimited by a
dotted (ζ12), a dot-dashed (ζ18) and a dashed (ζ21) line in the figure (as there is only one
embedding for each subgraph in the itemset, hereafter we do not distinguish a subgraph from
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Figure 5.9: Portion of the reachability graph for the Petri net in Fig. 5.8.

its embedding). To define the ordering relations among these subgraphs in the partially or-
dered trace, we need to analyze the reachability graph of the partially ordered trace. Fig. 5.9
shows a portion of the reachability graph corresponding to the Petri net in Fig. 5.8. For the
sake of space, we only consider the relevant cases. Let us start with the ordered pair of sub-
graphs (ζ12, ζ18). To determine the ordering relation between these two subgraphs, we have
to compare the set of marking reached after g12 is executed (i.e., Mσp

end(g12)) with the set of
markings enabling the execution of activities in g18 (i.e., Mσp

ini(g18)). From Fig. 5.9 we can
observe that Mσp

end(g12) = {[p8]} and Mσp

ini(g18) = {[p8]}. Hence, we have ζ12 →sseq ζ18.
Intuitively, this relation states that the events in g18 are enabled when all events in g12 have
occurred. This is also immediate by observing the Petri net in Fig. 5.8. Note that, since we
have identified a strictly sequential relation for the ordered pair (ζ12, ζ18), we do not need to
check the ordered pair (ζ18, ζ12).

Consider now the ordered pair of subgraphs (ζ12, ζ21). To determine the ordering relation
between these two subgraphs, we have to compare the set of marking reached after g12 is
executed (i.e., Mσp

end(g12)) with the set of markings enabling the execution of the activities in
g21 (i.e.,Mσp

ini(g21)). From Fig. 5.9, we can observe thatMσp

ini(g21) = {[p10, p11], [p11, p12]}.
Since there exists a firing sequence from marking [p8] to every marking in Mσp

ini(g21) and the
length of such paths is greater than 1, we derive ζ12 →ev ζ21. Note that Mσp

ini(g21) includes
marking [p10, p11] besides marking [p11, p12]. Although this may appear counterintuitive
by looking at the Petri net in Fig. 5.8, in presence of concurrency, it should be taken into
account that activities outside a subgraph can be executed in parallel to the activities of the
subgraph. Specifically, we can observe in Fig. 5.9 that marking [p10, p11] enables the firing of
an activity in g21, i.e., [p10, p11]

LRERV−−−−−→ [p10, p13] is allowed by the model. We stress that
ignoring marking [p10, p11] results in discarding behaviors involving subgraph ζ21, which can
lead to identify the wrong relation between subgraphs.

Finally, let us consider the ordered pair (ζ18, ζ21). To determine the relation between
these two subgraphs, we have to consider the relation between the markings in Mσp

end(g18)
and Mσp

ini(g21). As discussed above, Mσp

ini(g21) = {[p10, p11], [p11, p12]}; moreover, we can
observe in Fig. 5.9 that Mσp

end(g18) = {[p11, p12], [p12, p13]}. From Fig. 5.9, it is easy to
observe that there exists a firing sequence from a marking in Mσp

ini(g21) \ Mσp

end(g18) to a
marking in Mσp

end(g18). Specifically, firing sequence ρ = 〈LRERV ,LRIRV 〉 leads from
marking [p10, p11] to marking [p12, p13], i.e., [p10, p11]

ρ−→ [p12, p13]. Therefore, ζ18 →int

ζ21. Once again, we remark that ordering relations between subgraphs in an itemset should
be inferred based on their markings within the partially ordered trace (Fig. 5.9) rather than on
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Figure 5.10: Partially ordered anomalous subgraph.

the basis of the configuration of places in the Petri net representing the partially ordered trace
(Fig. 5.8). In fact, by looking at Fig. 5.8, one may infer a sequential relation for the ordered
pair (ζ18, ζ21). This, however, captures only a particular behavior of the subgraphs within the
partially ordered trace. On the other hand, it is evident from the reachability graph in Fig. 5.9
(which explicitly represents the behavior of the partially ordered trace) that, in general, some
activities in g18 and g21 can be executed concurrently and, therefore, the two subgraphs are
interleaving.

The identified ordering relations between subgraphs of a frequent itemset can be com-
bined to define the partially ordered subgraph for the itemset:

Definition 31 (Partially Ordered Subgraph). Let S be a set of anomalous subgraphs and
R = {sseq, seq, ev, int} be the set of possible relations between two subgraphs. A partially
ordered subgraph is a tuple (V,W,L, τ) where V = S is the set of nodes, W ⊆ V ×V is the
set of edges, L = R is the set of labels and τ : W → L is a labeling function that assigns to
each edge w ∈W a label τ(w) ∈ L.

Fig. 5.10 represents the partially ordered anomalous subgraph obtained by combining
the ordering relations found for frequent itemset {ζ12, ζ18, ζ21}. Note that the support of
a partially ordered subgraph is always smaller than or equal to the support of the frequent
itemset from which it is derived. Moreover, it depends on the support of the ordering relations
among these subgraphs. In particular, the support of a set of partially ordered subgraphs is
at most equal to the percentage of traces in which the less frequent of its ordering relations
holds.

Pattern Design

Partially ordered subgraphs represent how anomalous subgraphs that frequently occur to-
gether are correlated. However, in order to exploit them for improving the process model
and/or for conformance checking, partially ordered subgraphs have to be transformed into a
more suitable representation. In this section, we present a number of transformation rules to
construct anomalous patterns from partially ordered subgraphs.

To provide a formal representation of anomalous patterns, we model them as Petri nets.
Moreover, we use a notion of Ω-transition similar to the one introduced in [122] to ensure
the applicability and reuse of anomalous patterns. Intuitively, in this work Ω-transitions are
used to mimic the occurrence of any other transition than the ones expected by the pattern in
a given state. This makes it possible to abstract the patterns from events whose occurrence is
not representative of the corresponding anomalous behavior.
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p1 ζi p2 ζj p3

(a) Strictly sequential: ζi →sseq ζj

p1 ζi p2

Ω

ζj p3

(b) Sequential: ζi →seq ζj

p1 ζi p2 Ω p3

Ω

ζj p4

(c) Eventually: ζi →ev ζj

Figure 5.11: Anomalous patterns encoding strictly sequential, sequential and eventually relations.

Fig. 5.11 represents the anomalous patterns obtained by two anomalous subgraphs, ζi and
ζj , connected through a strictly sequential, a sequential and an eventually relation where ζi
and ζj denote the Petri net representation of ζi and ζj respectively.3 The pattern encoding the
strictly sequential relation (Fig. 5.11a) shows that the activities in ζj should occur immedi-
ately after the activities in ζi have been executed in order for the pattern to be successfully
executed. Similarly, the pattern encoding the sequential relation (Fig. 5.11b) is successfully
executed if the activities in ζj occur after the activities in ζi; however, in this case, other ac-
tivities may be executed between the activities in ζi and the activities in ζj as represented by
the Ω-transition connected to place p2. On the other hand, in order for the pattern encoding
the eventually relation (Fig. 5.11c) to be successfully executed it is required that at least one
activity is executed between the activities in ζi and the activities in ζj . This is modeled in
Fig. 5.11c by the Ω-transition between places p2 and p3 and the Ω-transition connected to
place p3.

The construction of anomalous patterns involving interleaving relations requires more
attention. The interleaving relation can represent different situations, e.g., it can indicate that
two subgraphs are (partially) concurrent or that they overlap on one or more activities. We
abstract from the specific situation at hand by merging the two subgraphs involved in the
relation into a new subgraph that encompasses the behaviors represented by both subgraphs
and their interconnections. Let ζi = (Ei,Wi) and ζj = (Ej ,Wj) be two subgraphs in an
interleaving relation and S = {σp1 . . . σpn} a set of partially ordered traces, each involving
at least one embedding for each subgraph. The subgraph obtained by merging ζi and ζj
is ζk = (Ei ∪ Ej ,Wi ∪Wj ∪ {(e, e′) | ((e ∈ W1 ∧ e′ ∈ W2) ∨ (e′ ∈ W1 ∧ e ∈ W2)) ∧
∀σpm=(Em,Wm)∈S((e, e′) ∈ Em)}).Intuitively, the set of nodes of ζk is obtained by the union
of the sets of nodes of ζi and ζj . Similarly, the set of edges of ζk is obtained by the union
of the sets of edges of ζi and ζj . In addition, the set of edges of ζk includes the edges that
connect nodes of ζi to nodes of ζj and vice versa (if any). The existence of these edges can be
determined by observing how the embeddings of ζi and ζj are related in the partially ordered
traces in S.

3The Petri net representation of a subgraph can be obtained similarly to the one of a partially ordered trace
using Algorithm 6. For the sake of convenience, in Fig. 5.11 we represent the initial and final place of (the Petri net
representation of) a subgraph externally to the rectangle representing the subgraph. For instance, in Fig. 5.11a, p1 is
the initial place of ζi, p2 is the final place of ζi and the initial place of ζj , and p3 is the final place of ζj .
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p1 ζk p2

(a) Interleaving with no other activities in par-
allel

p1 Inv1

p2 Inv2

p3 ζk

p4

Ω

p5

Inv3 p5

(b) Interleaving with other activities in parallel

Figure 5.12: Anomalous patterns encoding interleaving relations.

An interleaving relation, however, does not indicate whether other activities/subgraphs
can be executed between the subgraphs involved in the relation or not. To distinguish these
cases, we propose two anomalous patterns for interleaving relations. Fig. 5.12 shows these
patterns. The first pattern (Fig. 5.12a) aims to model situations in which no other activi-
ties occur in parallel to ζk; the second pattern (Fig. 5.12b) captures the cases where other
activities/subgraphs can be executed concurrently. In the figures, ζk denotes the Petri net
representation of ζk. Note that the pattern in Fig. 5.12a indicates that once an activity in ζk
has been fired, nothing else can be executed until the pattern is completely executed. On
the other hand, the pattern in Fig. 5.12b allows for the concurrent execution of an arbitrary
number of other activities before, during and after the execution of ζk. This is modeled by
the Ω-transition in parallel to ζk. One might argue that the pattern in Fig. 5.12b includes
the pattern of Fig. 5.12a. Although this is indeed the case, the pattern in Fig. 5.12a is more
precise and should be preferred when it is known that nothing can occur in parallel with ζk,
for instance, to prevent false positives when the pattern is used for conformance checking.
Note that it is possible to automatically select the most suitable choice for the pattern at hand
by checking the presence of activities executed in parallel to the activities of the partially
ordered subgraphs in the traces in which these subgraphs occur.

The transformation rules presented in Figs. 5.11 and 5.12 show how two subgraphs con-
nected by an ordering relation can be combined. However, partially ordered subgraphs can
encompass more than two anomalous subgraphs. In this case, the ordering relations between
the subgraphs forming a partially ordered subgraph can “interfere” with each other and, thus,
user intervention may be required to design the corresponding anomalous pattern. In par-
ticular, user intervention may be required to determine in which order the subgraphs should
be combined in order to construct the pattern that better fits the process. This is especially
true in the presence of interleaving relations, where subgraphs are merged. As an example,
consider the partially ordered subgraph in Fig. 5.10. We can observe in the figure that sub-
graphs ζ12 and ζ21 are connected by the eventually relation, suggesting that the pattern in
Fig. 5.11c could be used. However, subgraph ζ12 is connected to subgraph ζ18 through a
strictly sequential relation, and subgraphs ζ18 and ζ21 are interleaving. This may indicate
that the Ω-transition between places p2 and p3 in Fig. 5.11c can be replaced by some events
in ζ18, depending on the process model. Fig. 5.13 shows the pattern that can be obtained from
the partially ordered subgraph in Fig. 5.10.4

The proposed approach supports an analyst in the exploration of the different patterns ob-

4In the anomalous pattern of Fig. 5.13, invisible transition Inv1 is introduced by Algorithm 6 when transforming
subgraph ζ12 into a Petri net to capture the concurrency between activities RBPC , RIBPC and REPC .
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Figure 5.13: Anomalous pattern corresponding to the partially ordered subgraph in Fig. 5.10.

tained by selecting and merging different pairs of subgraphs. In particular, by automatically
generating possible alternatives to combine pairs of subgraphs, it is possible to provide a valu-
able aid to the analyst in selecting the best way of combining the entire set of subgraphs. The
definition of a systematic approach for the (semi)automated generation of anomalous patterns
from partially ordered subgraphs involving more than two subgraphs, however, requires more
investigation. The design of such an approach is left for future work.

5.4 Evaluation
We have implemented our approach as two modules of the Esub tool [61], namely Anoma-
lous Subgraphs Checking and Partial Order Discovery. The tool can be found at http:

//kdmg.dii.univpm.it/?q=content/esub and a demonstration of the tool in [69]. The first
module implements steps 1 and 2 of the approach. It takes as inputs (i) a set of partially
ordered traces and (ii) the reachability graph of a Petri net, and uses SUBDUE to generate the
subgraph hierarchy. Then, the module applies Algorithm 3 to extract anomalous subgraphs.
Fig. 5.14a shows a screenshot of the module displaying a portion of the hierarchical structure
derived by SUBDUE, indicating which subgraphs are anomalous (see Section 5.3.2 for an
explanation of the meaning of the colors). The second module implements the third step of
the approach; it takes as input the set of frequent itemsets and derives the partially ordered
anomalous subgraphs. A screenshot of this module is shown in Fig. 5.14b. Each edge is
labeled with the type of relation it represents. Solid lines are used for sequential and strictly
sequential relations, dashed lines for eventually relations and dotted double-arrowed lines for
interleaving relations.

To evaluate the approach, we performed a number of experiments on synthetic datasets
and two real-world event-logs. The aim of the experiments on synthetic data is to perform
controlled experiments and assess the accuracy of the approach. We used real-life datasets to
show that the approach provides useful insights and is robust to logs and models with real-life
complexity. Both studies are reported in the following subsections.

5.4.1 Synthetic Datasets
Settings. For the experiments with synthetic data, we designed the Petri net modeling the
bank transaction process in Fig. 5.1 using CPN tools and generated two event-logs, used in
two set of experiments. Each event-log consists of 2000 partially ordered traces but involves
a different number of trace-events, i.e., 39014 trace-events and 39035 trace-events. This
difference is due to the different kind of deviations we inserted in each event-log to assess the

http://kdmg.dii.univpm.it/?q=content/esub
http://kdmg.dii.univpm.it/?q=content/esub
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(a) Anomalous Subgraphs Checking

(b) Partial Order Discovery

Figure 5.14: ESub Modules for Anomalous Pattern Extraction.

capability of the approach in detecting recurrent anomalous behaviors, as explained below.
In a first set of experiments, we have manipulated the generated partially ordered traces

by inserting a number of deviations, namely swaps, repetitions and replacements. A swap oc-
curs when two or more activities are executed in the opposite order compared to the order de-
fined by the model; we swapped the execution of activity 〈SRPP〉 with the one of 〈FRPP〉,
and the execution of 〈LRRR〉 with the execution of 〈FLRRP〉. A repetition means that a
given (sequence of) activity(ies) is repeated multiple times (without belonging to a loop);
we added two repetitions, namely the repetition of REPP and of LRERV . Finally, a re-
placement indicates that a given (sequence of) activity(ies) is executed instead of another
one; in our experiments, activity SHRRP was replaced with sequence 〈SRP ,FRP〉, and
〈HRRR,FHRRP ,FRP〉 with 〈EPP , SLRRP〉. For each deviation, we set a probability
of occurrence of 30%. By doing so, we obtained an event-log involving several anomalous
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Experiment Non-fitting Trace-events Avg. trace-events Min trace-events Max trace-events
traces per trace per trace per trace

No random noise 1500 30238 20 13 41
With random noise 1995 38963 20 12 41

Table 5.1: Event-logs used for the synthetic experiments.

behaviors, where it is however possible to recognize some regularities.
To test the robustness of the approach in the presence of noise, in a second experiment

we randomly added/removed process activities in portions of the process not involved in the
occurrence of the deviations introduced for the previous experiments. The amount of noise
added to a trace is equal to 10% of the length of the trace. By doing so, we obtained an event-
log significantly affected by random noise. This can be considered an extreme situation as
this amount of noise is much higher than what is typically expected in a real-world context.

For the experiments, we filtered out fitting traces as we are interested in the detection of
recurrent anomalous behavior. Table 5.1 summarizes the event-logs used for the experiments.
The table reports the number of non-fitting traces, the total number of trace-events and the
average/minimum/maximum number of trace-events per trace.

To extract the relevant subgraphs from the logs we used the traditional SUBDUE im-
plementation available at http://ailab.wsu.edu/subdue/, in its default configuration.5 To
derive partially ordered subgraphs, we first used FP-Growth [78] to mine all co-occurring
subgraphs with a minimum support threshold of 5%. We point out that this can be considered
a good support value in our experiments. In fact, the frequency assigned to the deviations,
together with the complex structure of the process model involving choice constructs, implies
that we cannot expect to detect patterns with a very high support value. This reflects what we
expected to find in a real-world context, where it is unlikely to detect very frequent anomalies
(unless the process model is outdated). Ordering relations were inferred using a threshold of
50%.

It is worth noting that partially ordered subgraphs may have a support smaller than the
5% threshold set for the frequent itemsets. Indeed, the support of a partially ordered subgraph
depends both on the support of its itemset (that represents its upper bound) and on the support
of the ordering relations connecting the subgraphs in the itemset. For instance, consider an
event-log consisting of 100 traces and an itemset involving two anomalous subgraphs ζi, ζj ,
whose support is 10%. Let us assume that an analysis of traces in which the itemset occurs
shows a sequential relation between the two subgraphs in 90% of the cases and a strictly
sequential relation in the remaining ones. By setting a threshold for ordering relations equals
to 50%, only the sequential relation is considered in the partially ordered subgraph. However,
it is easy to observe that the support of the resulting partially ordered subgraph is 9%.

To show the advantages of considering concurrency in the discovery of recurrent anoma-
lous behavior, we compared the results obtained by the proposed approach with the results
obtained using the approach in [71], that relies on sequential traces for the discovery of re-
current anomalous behavior. For the comparison, we considered the following criteria:

• Number of mined subgraphs (Subgraphs);
5Note that the traditional SUBDUE implementation takes a single graph as input. Therefore, we generated a

graph consisting of several disjoint (sub)graphs, each corresponding to a partially ordered trace of the event-log. The
resulting graph was given as input to SUBDUE.

http://ailab.wsu.edu/subdue/
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Experiment Type of trace Subgraphs Anomalous
subgraphs P.O.

Average Average Average
support subgraphs activities

P.O. per P.O. per P. O.

No random noise partially ordered 628 329 25 13.22% 1.48 8.24
sequential 1945 22 13 11.87% 1 4.76

With random noise partially ordered 1117 485 657 4.85% 3.49 14.02
sequential 5130 618 30 10.93% 1.46 3.43

Table 5.2: Results for synthetic datasets.

• Number of anomalous subgraphs (Anomalous Subgraphs);
• Number and average support of partially ordered subgraphs (P.O., Average support

P.O. respectively);
• Average number of anomalous subgraphs per partially ordered subgraph (Average

subgraphs per P.O.);
• Average number of activities per partially ordered subgraph (Average activities per

P.O.).
These criteria provide an indication of the quality of diagnostic information that can be ob-
tained using both approaches. For instance, the average number of anomalous subgraphs
forming a partially ordered subgraph indicates the ability of the approach to correlate anoma-
lous behaviors occurring in (possibly) different portions of a process instance. On the other
hand, the average number of activities in a partially ordered subgraph provides an indication
of the complexity of the anomalous behaviors that can be captured by the approach.

Results. Table 5.2 shows the results of our experiments with synthetic data. For the first set
of experiments (no random noise), we obtained 329 anomalous subgraphs and 25 partially
ordered subgraphs (P.O.) using partially ordered traces. Partially ordered subgraphs have an
average support of 13.22%. It is worth noting that although the total number of subgraphs
mined from partially ordered traces was significantly lower than the number of subgraphs
mined from sequential traces (628 versus 1945), we found much more anomalous subgraphs
in the first case (i.e., 329 versus 22). This can be explained by recalling that when consid-
ering sequential traces, children of anomalous subgraphs are always anomalous; thus, they
are pruned during the conformance checking phase. On the other hand, when concurrency
is involved, children of anomalous subgraphs should be analyzed as well, as explained in
Section 5.3.

It is worth noting that we found significantly more complex (and, hence, potentially more
interesting) patterns when using partially ordered traces, as shown by the average number
of subgraphs and activities per partially ordered subgraph. In particular, in the noise-free
setting we found partially ordered subgraphs involving on average 1.48 subgraphs and 8.24
activities when using partially ordered traces; while all partially ordered subgraphs mined
from sequential traces consist of only one subgraph and involve, on average, 4.76 activities.
This is due to the presence of parallel behaviors in the process. In the experiment with the
sequential traces, we have multiple sequential instantiations of parallel behaviors, each of
them with a support corresponding to a fraction of the support of the behavior they belong
to. It is straightforward to see that this affects the detection of correlations between different
deviations.
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The results obtained from the experiments with random noise confirm the insights we
gained from the noise-free ones. We can observe that the insertion of random noise led to
the generation of a much larger number of subgraphs. Since noise can be seen as a form of
nonconformance, a significantly larger amount of anomalous subgraphs and of partially or-
dered subgraphs were obtained in these experiments, as shown in Table 5.2. In particular, the
presence of noise led to generate subgraphs that are smaller on average than the ones obtained
in the previous experiments. This can be easily observed in Table 5.2 by computing the ratio
of the average number of activities in partially ordered subgraphs over the average number
of subgraphs in partially ordered subgraphs. Obtaining smaller subgraphs may indicate that,
while in the previous experiments we could mine subgraphs representing entire deviations, in
the experiments with random noise the inserted deviations can be scattered among different
subgraphs. Therefore, the ability of correlating anomalous behaviors is crucial to reconstruct
deviations.

An analysis of the results of the experiments with random noise shows that all the inserted
deviations can be detected using both partially ordered traces and sequential traces. However,
we obtained more complex and meaningful patterns when using partially ordered traces, both
in terms of average number of subgraphs (3.49 versus 1.46) and in terms of average number
of activities (14.02 versus 3.43). This difference, as well as the gap between the number of
partially ordered subgraphs mined from partially ordered traces and from sequential traces
(657 versus 30), is mainly due to the presence of concurrent behaviors, as for the previous
experiments. Indeed, 17 of the partially ordered subgraphs mined from sequential traces in-
volve just one subgraph, while the remaining ones involve at most two subgraphs, with the
exception of a single partially ordered subgraph that involves three subgraphs. This provides
a clear evidence of the difficulties encountered in deriving correlations among deviations
when process control-flow is not taken into account. It is worth noting that the higher com-
plexity of patterns mined from partially ordered trace also explains the gap arisen between
the average support of partially ordered subgraphs mined from partially ordered traces and
sequential traces (4.85% versus 10.93%). Indeed, the larger a partially ordered subgraph is,
the less likely is that a high number of its embeddings occur, especially in the noisy setting
of our experiments. Indeed, it is reasonable to expect large subgraphs to have lower support
than small subgraphs. Recall that in our experiments we introduced random noise in the log
by randomly adding/removing process activities in some portions of the process. Therefore,
the larger a subgraph is, the more likely is that the subgraph involves those activities. This
decreases the possibilities of finding a high number of embeddings of these subgraphs and,
thus, their support is generally low.

A qualitative analysis of the partially ordered subgraphs obtained in the experiments
shows that all inserted deviations have been captured using both partially ordered traces and
sequential traces (with and without noise). To provide some insights on the output returned by
our approach, we discuss some of the partially ordered subgraphs obtained in the experiments
without random noise along with the corresponding subgraphs. Note that edges in the sub-
graphs are associated with a label of the form headActivity tailActivity , where headActvity
represents the source node of the edge and tailActivity represents its target node.

Fig. 5.15 shows two partially ordered subgraphs obtained using partially ordered traces,
namely PO17 and PO24. Partially ordered subgraph PO17 (Fig. 5.15a) represents one of the
deviations that were inserted in the manipulated log, namely the swap of activities SRPP
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(a) PO17 (b) PO24

(c) SUB2 (d) SUB63 (e) SUB105

(f) SUB17

Figure 5.15: Partially ordered subgraphs PO17 and PO24 obtained from the experiment on synthetic data along
with their subgraphs.

and FRPP . It consists of three anomalous subgraphs, i.e., SUB2 (Fig. 5.15c), SUB63

(Fig. 5.15d) and SUB105 (Fig. 5.15e). The ordering relations shown in the partially ordered
subgraph can be easily justified taking into account the process model and the inserted devi-
ations. In particular, SUB2 and SUB105 share one node, i.e., FRPP , which motivates the
interleaving relation; SUB63 starts immediately after SUB2, therefore they are in a strictly
sequential relation; finally, between SUB105 and SUB63 there is an eventually relation, since
SUB63 occurs after SUB105 but not immediately after. Partially ordered subgraph PO24

(Fig. 5.15b) captures the replacement of activity SHRPP with the sequence of activities
〈SRP ,FRP〉. It consists of two anomalous subgraphs, i.e., SUB2 (discussed above) and
SUB17 (Fig. 5.15f), connected by a strictly sequential relation. These partially ordered sub-
graphs provide two significant examples of the capability of our approach in deriving anoma-
lous subgraphs and in correlating them, thus providing a valuable support for the investigation
of recurrent anomalous behaviors.

Although we were able to detect all the inserted deviations also using sequential traces,
an analysis of the partially ordered subgraphs shows that, as expected, several partially or-
dered subgraphs correspond to different sequential instantiations of the same parallel behav-
ior. This significantly affects the usefulness of the obtained diagnostic information. First, it
poses some challenges for the analyst in interpreting the results. Consider, for instance, the
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Figure 5.16: Subgraphs SUB13, SUB15, SUB16, SUB17, SUB18, SUB33, corresponding to partially ordered
subgraphs PO4, PO6, PO5, PO7, PO8, PO9 obtained from the experiments with sequential traces along with
its subgraphs.

partially ordered subgraphs in Fig. 5.16. These partially ordered subgraphs consist of only
one anomalous subgraph representing a possible sequential instantiation of the swapping of
activities SRPP and FRPP . It is straightforward to observe that this outcome is much less
expressive and intuitive than the one obtained using partially ordered traces and does not
provide any insight regarding the actual control-flow. Indeed, the analyst has to manually
explore and compare the subgraphs to derive that they actually represent the same behavior.
This is far from trivial even in this simple setting and when dealing with complex, real-life
processes can easily become a time-consuming, error prone task.

Another relevant drawback of neglecting concurrency is that it can easily lead to loose
relevant information. The support of each sequential instantiation corresponds to a fraction
of the support of the concurrent behavior. For instance, the support of the behavior showing
the swapping of activities SRPP and FRPP is 56.4%; while the support of the subgraphs
in Fig. 5.16 ranges from 9.5% to 12%. This can lead to miss some or all the instantiations
of a parallel behavior, especially when its support is close to the threshold set for mining the
itemsets. Furthermore, it makes it more challenging to detect correlated anomalous behav-
iors. A clear example of this issue is provided by the experiments without random noise on
sequential traces; as shown in Table 5.2, all the partially ordered subgraphs mined in these
experiments involve just one subgraph. Therefore, no correlation among deviations was de-
tected; while in the experiment without random noise using partially ordered traces, we were
able to find several interesting correlations.

Finally, we would like to point out that, although the number of patterns obtained using se-
quential traces in the presence of random noise is lower than the number of patterns obtained
using partially ordered traces (see column P.O. in Table 5.2), a deeper look to the obtained re-
sults highlighted the same drawbacks we discussed for the previous set of experiments, which
are made even worse by the presence of random noise. In fact, although we were able to ob-
tain some correlations, these correlations involve subgraphs representing portions of the same



104 5.4. EVALUATION

Figure 5.17: The process model mined from the BPI challenge 2012 event-log using inductive miner.

deviation, which explains why they frequently occur together. It is straightforward to see that
these correlations are trivial and, thus, do not provide useful insights. Moreover, it is worth
noting that in this experiment we also miss some of the sequential instantiation of parallel
behaviors, which prevents the correct reconstruction of these behaviors. Although the pres-
ence of noise also affected partially ordered subgraphs mined from partially ordered traces,
leading to deviations spread over several subgraphs, we were anyway able to detect correla-
tions involving different deviations; moreover, the partially ordered subgraphs obtained from
partially ordered traces properly reconstructed concurrent behaviors.

5.4.2 Real-life Dataset: BPI 2012 Challenge
Settings. To evaluate the applicability of our approach to real-life settings, we used the
event-log recording the loan management process of a Dutch Financial Institute, which was
made available for the 2012 BPI challenge [37]. The event-log contains the events recorded
for three intertwined subprocesses: subprocess A specifies how loan applications should be
handled, subprocess O describes how loan offers should be handled, and subprocess W spec-
ifies how work items are processed.

To reduce the overall complexity of the event-log and improve the results of process dis-
covery, we preprocessed the event-log based on the findings of other researchers [11, 36]. In
particular, artificial start and end events were added to process instances, only events repre-
senting the completion of an activity were considered in the analysis, and potential redundant
events were removed from the event-log [36]. To ensure that process loans are completed,
we filtered out all process instances staring in 2012 [11]. After preprocessing, the event-log
contains 85,426 trace-events in 7,455 traces. We used the inductive miner [97] to discover a
process model for this event-log, shown in Fig. 5.17.

The log provided for the BPI challenge 2012 consists of traces. We used the Building
Instance Graphs (BIG) algorithm [62] to construct partially ordered traces from the traces
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Experiment
Experiment setting

Subgraphs Anomalous
subgraphs P.O.

Average Average Average
(Ordering relation threshold, support subgraphs activities
Frequent itemset threshold) P.O. per P.O. per P. O.

BPI2012-Exp1 (50%, 5%) 292 96 36 6.15% 1.13 5.52
BPI2012-Exp2 (50%, 3%) 81 3.49% 1.56 7.5

Table 5.3: Results of experiments on the BPI Challenge 2012 event-log.

recorded in the event-log. The BIG algorithm exploits information encoded in a process
model (i.e., causal relations between process activities) to construct partially ordered traces.
We applied our approach to the obtained process model and partially ordered traces. Two dif-
ferent support thresholds were used to find frequent itemsets (i.e., 5% and 3%) and a threshold
of 50% was used to derive ordering relations between subgraphs in a frequent itemset.

Results. Table 5.3 shows the results of our experiments. In total, 292 subgraphs and 96
anomalous subgraphs were obtained. Using a threshold of 5% for frequent itemsets, 36 par-
tially ordered subgraphs with average support of 6.15% were obtained. By decreasing this
threshold to 3%, 81 partially ordered subgraphs with average support of 3.49% were ob-
tained. To provide a concrete example of the outcome of the approach, next we discuss in
detail one of the discovered partially ordered subgraphs of each experiment, namely PO1

obtained from Exp1 and PO2 obtained from Exp2.
Fig. 5.18 shows PO1 along with its subgraphs. As shown in the figure, PO1 consists of

two anomalous subgraphs, SUB28 and SUB174, connected through an interleaving relation.
This relation is due to the fact that these two subgraphs share the same instance of activ-
ity O-Sent and, thus, they overlap. Subgraph SUB174 shows that, after the offer was sent
(O-Sent), activity A-Canceled was skipped. In addition, subgraph SUB174 shows that, after
filling in information for the application (W-Completerenaanvraag), another offer was sent to
the client, which is not allowed by the process model in Fig. 5.17. Subgraph SUB28 shows
that, after sending the offer, the client was contacted for obtaining more information. How-
ever, according to the process model in Fig. 5.17, activity W-Completerenaanvraag should
be executed before contacting the client. Looking at the behavior represented by PO1 as a
whole, we can observe that the offer (or a new offer) has been resent to the client after the
information has been filled in for the application (W-Completerenaanvraag) and, then the
client is contacted as prescribed by the model. We argue that further investigation should be
performed to understand why multiple offers were sent to clients as well as why activity A-
Canceled was skipped. It worth noting that some of the obtained partially ordered subgraphs
(not reported here) also show that activity A-Canceled was often swapped with activity W-
Completerenaanvraag.

It is worth mentioning that we did not discover any partially ordered subgraph exhibiting
parallel behavior with the setting of Exp1 (i.e., a threshold of 5% for frequent itemset and a
threshold of 50% for ordering relations). This is due to the fact that concurrent behaviors have
a very low support in the BPI 2012 challenge event-log. By decreasing the threshold used for
frequent itemset to 3%, we were able to obtain partially ordered subgraphs containing these
subgraphs. Fig. 5.19a shows one example of such partially ordered subgraphs. In particu-
lar, PO2 consists of one anomalous subgraph, namely SUB30 (Fig. 5.19b). This subgraph
shows that the activities for assessing (W-Validerenaanvraag) and approving (A-Approved)
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Figure 5.18: Partially ordered subgraph PO1 obtained from the experiment on real-life data.
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end
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Figure 5.19: Partially ordered subgraph PO2 obtained from the experiment on real-life data.

the application were executed immediately after calling the client (W-Nabellenoffertes). In
addition, it shows that, during the assessment phase (W-Validerenaanvraag) for approving
the request (A-Approved), the client was not contacted for obtaining missing information (W-
Nabellenincompletedossiers). These cases should be investigated and, if they are recognized
as normal behavior, the process model should be repaired to reflect this behavior.

The results confirm that the patterns obtained from the proposed approach can highlight
frequent and correlated anomalous behaviors. By analyzing the obtained patterns, the process
model might be repaired to represent the actual expected behavior. For example, the process
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Experiment
Experiment setting

Subgraphs Anomalous
subgraphs P.O.

Average Average Average
(Ordering relation threshold, support subgraphs activities
Frequent itemset threshold) P.O. per P.O. per P. O.

BPI2017-Exp1 (50%, 5%) 670 39 324 7.98% 3.40 21.48
BPI2017-Exp2 (50%, 3%) 651 6.23% 3.47 22.70

Table 5.4: Results of experiments on the BPI Challenge 2017 event-log.

model can be extended in order to allow skipping activity A-Canceled or swapping it with
activity W-Completerenaanvraag. The analyst may also decide to investigate anomalous be-
haviors to ensure that they conform to the defined guidelines. For example, sending multiple
offers (O-Sent) to a client should be investigated to ensure that it is a justified exception. If
this behavior corresponds to errors, actions should be taken to prevent future occurrences of
them.

5.4.3 Real-life Dataset: BPI 2017 Challenge
Settings. We also evaluated our approach using the event-log that was made available for
the 2017 BPI challenge [38]. This log records the executions of a process for handling credit
requests within a financial company. The event-log contains detailed information about ap-
plications submitted by clients, loan offers sent by the company, and work items processed
by employees or by the system. At the end of the process, the submitted applications can be
approved or declined by the company, or be canceled by the client.

To obtain a reliable process model, we preprocessed the event-log. In particular, artifi-
cial start and end trace-events were added to process instances. As it appears that process
instances started after October 2016 are not likely to be completed, we filtered them out. To
avoid obtaining a spaghetti-like process model, we partition the event-log into homogeneous
subsets of process instances. In the experiments, we only focus on the analysis of applications
that were denied. After preprocessing, the event-log contains 124,866 trace-events in 3,093
traces. We used the inductive miner [97] to discover a process model for this event-log; the
discovered process is reported in Fig. 5.20.

The log provided for the BPI challenge 2017 consists of traces. As we did for the 2012
BPI challenge log, we used the BIG algorithm to construct partially ordered traces from the
sequential traces recorded in the event-log. We applied our approach to the obtained process
model and partially ordered traces using the same settings as described in Section 5.4.2.

Results. Table 5.4 shows the results of our experiments. In total, 670 subgraphs and 39
anomalous subgraphs were obtained. Using a threshold of 5% for frequent itemsets, 324 par-
tially ordered subgraphs with average support of 7.98% were obtained. We also performed
an experiment in which the threshold for frequent itemsets was set to 3%. In this case, we
obtained 651 partially ordered subgraphs with average support of 6.23%. In these experi-
ments, the constructed anomalous subgraphs are highly correlated. Thus, in comparison to
the results presented in Section 5.4.2, the obtained partially ordered subgraphs on average
contain a larger number of anomalous subgraphs.

Differently from the experiments on the BPI 2012 challenge log, we discovered a num-
ber of partially ordered subgraphs exhibiting concurrency when the threshold for frequent
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Figure 5.20: The process model mined from the BPI challenge 2017 event-log using the inductive miner.

itemsets was set to 5%. Next, we discuss in detail two of these partially ordered subgraphs,
namely PO32 and PO140, to provide a concrete example of the outcome of the approach.

Fig. 5.21 shows PO32 along with its subgraphs, namely SUB3, SUB65 and SUB92.
SUB3 is connected to SUB65 and SUB92 through eventually relations and SUB92 is con-
nected to SUB65 through a sequential relation. SUB3 shows that W-Complete-application-
suspend was skipped, which is not allowed by the process model. In general, when an activity
is started, it might be suspended (temporarily halted) and resumed again but these steps in the
life-cycle of activities are not always necessary. SUB92 shows that W-Validate-application-
schedule and O-Returned can be executed together and offers might be returned by clients
while applications are being validated. However, according to the model, either W-Validate-
application-schedule or O-Returned should be executed and the application should be vali-
dated only after an offer is returned. According to the transactional life-cycle model [144],
an activity should be scheduled before it can start. Thus, W-Validate-application-schedule
should always be executed before the execution of W-Validate-application-start. Moreover,
we observed that in 2789 cases O-Returned was executed immediately after the execution of
activities W-Validate-application-start and A-Validating. This means that the preliminary val-
idation of an application (e.g., checking the submitted documents) started before an offer is
returned, indicating a swapping between these two activities. SUB65 shows that some appli-
cations were denied (A-Denied) and offers were refused (O-Refused) immediately after the
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Figure 5.21: Partially ordered subgraph PO32 obtained from the experiment on the BPI Challenge 2017 event log.

validation of applications was resumed (W-Validate-application-resume) or suspended (W-
validate-application-suspended), which is not allowed by the process model. An application
can be denied at different states of a process execution if it does not fit acceptance crite-
ria. For example, along with an offer other documents such as payslips and bank statements
might be required to be provided by a client. If the income is not sufficient, the application
is denied even though the client returned the offer. This indicates that applications could be
potentially denied also during the validation phase. Partially ordered subgraph PO32 shows
that these behaviors can frequently occur together. This larger view of the deviant behavior
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Figure 5.22: Partially ordered subgraph PO140 obtained from the experiment on the BPI Challenge 2017 event-log.

shows that after an offer is returned the validation process can be suspended and resumed, and
the application denied and the corresponding offer refused. As shown in the process model
of Fig. 5.20, these activities belong to different branches of a choice construct. This suggests
that the validation process and refusal of offers can be reiterated as represented by the (red)
loop in Fig. 5.20.

Fig. 5.22 shows PO140 along with two of its subgraphs, namely SUB4 and SUB15.
SUB92 is connected to SUB4 through a sequential relation and SUB92 and SUB4 are con-
nected to SUB15 through eventually relations. As discussed before, SUB92 (see Fig. 5.21c)
indicates that offers might be returned by clients while applications are being validated.
SUB4 shows that the validation phase can be suspended and resumed again, while the pro-
cess model does not allow it. According to the standard transactional life-cycle model [144],
this behavior should be allowed. Thus, the process model should be revised to reflect this
finding. SUB15 shows that O-Refused was performed multiple times, while according to the
process model it must be performed once. During the handling of a credit request, multiple
offers might be sent to the client. In case the application is denied, all active offers should be
refused.

The results confirm that the patterns obtained from the proposed approach can highlight
frequent and correlated anomalous behaviors. In particular, patterns provide more accurate
diagnostics and a better understanding of deviant behaviors. Based on the findings obtained
from the analysis of the mined patterns, the process model might be repaired to better reflect
the reality. For example, the process model can be extended in order to allow repetition of
O-Refused, swapping of O-Returned with W-Validate-application-start and A-Validating, and
the execution of A-Denied and O-Refused during the validation phase.

5.5 Related Work
This chapter embraces two main research areas, namely subgraph extraction and anomaly
detection in processes/graphs. In this section, we discuss recent developments in these areas.
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Subgraph Extraction. Several approaches for subgraph extraction have been proposed in
the area of business processes. Bose and van der Aalst [35] adopt various pattern definitions
such as tandem arrays, maximal repeats and its variants to capture commonly used process
model constructs such as loops in traces and present an approach to form abstractions based
on these patterns. In addition, they discuss how subprocesses representing commonalities
across traces can be identified. Hwang et al. [82] exploit a sequence pattern mining algorithm
to derive frequent sequences of clinical activities from clinical logs; Leemans et al. [96] in-
troduce an approach to derive “episodes”, i.e., directed graphs where nodes correspond to
activities and edges to eventually-follow precedence relations, which, given a pair of activi-
ties, state which one occurs later. Several approaches have been proposed to discover local
process models describing portions of process behaviors in a process modeling notation such
as Petri nets [134, 135]. These models can describe complex relations such as sequential
behaviors, concurrency, loops and choice construct between activities. To evaluate the qual-
ity of these models, five quality criteria are used, namely support, confidence, language fit,
determinism and coverage. Integrating these techniques in our tool and performing more
comparative evaluations are left as future works.

Other approaches aim to convert traces into directed graphs representing execution flows
and, then, apply frequent subgraph mining techniques to derive the most relevant subgraphs.
For instance, Hwang et al. [83] generate “temporal graphs”, where two nodes are linked only
if the corresponding activities have to be executed sequentially. The applicability of this
approach, however, is limited to event-logs storing starting and completion time of trace-
events. Greco et al. [74] propose an FSM algorithm that exploits knowledge about relation-
ships among activities (e.g., AND/OR split) to drive subgraphs mining. Graphs are generated
by replaying traces over the process model; however, this algorithm requires a model prop-
erly representing the event-log, which may not be available for many real-world processes. In
contrast, our approach for subprocess extraction does not require neither the presence of spe-
cial attributes in the event-log nor a-priori models of the process or other domain knowledge.
Moreover, Greco and colleagues exploit the relations shown in the process model to speed up
the candidate generation step in the subgraph mining algorithm. However, this strategy is not
suited for our purposes and might actually hinder the extraction of subgraphs involving devia-
tions, since these subgraphs are not shown in the model. Greco and colleagues have extended
their approach in [75] to mine both connected and unconnected subgraphs from workflow
executions. They implement an a-priori algorithm to determine, among the set of frequent
connected subgraphs mined with the approach proposed in [74], the ones that co-occur with
a frequency above a given threshold. However, the authors do not explore ordering relations
among the set of co-occurring subgraphs. Moreover, also in this case, they exploit knowl-
edge from the model to speed up the search, which, as mentioned before, is not an effective
strategy when dealing with anomalous subgraphs.

It is worth noting that once traces have been converted into directed graphs, one can apply
any frequent subgraph mining technique to derive the subgraphs of interest. Subgraph min-
ing is an active research area; a plethora of FSM approaches have been proposed in literature
during the last years (see [86] for a survey). Most of well-known techniques are complete
approaches (e.g., the AGM [84] and FSG [93] algorithms), namely they aim at deriving the
entire set of subgraphs that fit user-defined requirements (typically, a minimum support).
Nevertheless, some heuristic techniques have been developed as well, like the SUBDUE al-
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gorithm, used in this work, or the GREW algorithm [94]. Heuristic techniques sacrifice com-
pleteness for efficiency. Namely, they do not aim to return the complete set of subgraphs, but
only of those considered the most relevant according to a given metric. It is worth noting that
to the best of our knowledge, only SUBDUE exploits the description length metric to infer
the most relevant subgraphs. Moreover, SUBDUE also supports the exploration of inclusion
relationships between subgraphs by returning a hierarchy in which subgraphs are arranged
according to these relationships. The use of taxonomies for the analysis of process behaviors
has also been proposed by other process discovery techniques that aim to extract from a set
of process executions a process model able to represent the underlying process [152]. In this
context, taxonomies are used to enable an exploration of the process at different levels of
abstractions. For instance, Bose and van der Aalst [34] propose to replace the subprocesses
inferred with the technique proposed in [35] with single activities and, then, to mine a process
model in which most frequent subprocesses are represented by a single node. This procedure
can be repeated until the desired level of abstraction is reached. At the end, a taxonomy of
process models is obtained, where the model at each level represents the process with a de-
gree of abstraction higher than the models at lower levels. Mannhardt and Tax [107] adopt
a similar idea, using local process models discovered by the technique proposed in [135] to
determine the set of activities to replace. A different approach is proposed in [76], which it-
eratively refines the models at the current level of the taxonomy by properly clustering traces
that fit such models and, then, derives from the clusters new models representing a portion
of the behavior of the parent model with a higher level of detail than the latter. The tax-
onomies obtained using the aforementioned approaches differ from the one obtained using
SUBDUE, which have been exploited in our work, both in terms of construction and purpose.
Indeed, our approach exploits the SUBDUE hierarchy simply as a means to derive subgraphs
inclusion relations, rather than to provide users with a multi-level process exploration tool.

Anomaly Detection in Processes/Graphs. A number of graph-based approaches for anom-
aly detection have been proposed to deal with concurrency in process executions (see [18]
for a survey). For instance, Eberle et al. [63] present the graph-based anomaly detection
(GBAD). GBAD comprises three anomaly detection algorithms, each of them tailored to dis-
cover a certain type of anomaly, namely insertions, modifications and deletions. Similarly
to our work, GBAD relies on SUBDUE to discover frequent subgraphs in a given graph;
however, in GBAD the identified subgraphs are treated as normative patterns and are used
as the baseline for the detection of anomalies. In contrast, our approach uses the subgraphs
mined using SUBDUE as a representation of the frequent behaviors observed by the system
whose compliance is assessed against a process model. Lu et al. [100] propose an approach
to detect deviations in a event-log by identifying frequent common behaviors and uncommon
behaviors. In particular, this work computes mappings between trace-events, thus highlight-
ing similar and dissimilar behavior between process instances. Similarly to the graph-based
approaches, the work in [100] assumes that deviations are uncommon behavior; however, it is
limited to deviations corresponding to insertion, i.e., activities that have been executed but are
not allowed in the normative process. Process instances are fused in a representative execu-
tion graph based on the similarity of trace-events. This graph, however, can provide mislead-
ing diagnostics about deviations as it is not able to properly represent correlated anomalous
behaviors. In contrast, our approach builds anomalous patterns that account for behaviors
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that frequently happen together.
The work presented in this chapter is inspired by the work in [71]. Specifically, they have

proposed a framework designed to infer anomalous patterns representing recurrent devia-
tions, together with their correlations. Similarly, to the work presented in this chapter, given
a process-event-log and a process model, they apply a frequent subgraph mining technique
to extract relevant subgraphs and introduce a conformance checking algorithm to identify
the anomalous ones. They correlate anomalous subgraphs by exploiting frequent itemset
algorithms to detect the subgraphs that frequently occurred together and inferring temporal
ordering relations among them. However, this framework is devised to derive anomalous pat-
terns from totally ordered process-traces, with the result that the actual control-flow remains
hidden. As shown in Section 5.4, extracting anomalous behaviors from sequential process-
traces presents a number of drawbacks. In particular, concurrent behaviors can be recorded
differently in different process-traces, making it difficult for an analyst to determine whether
such behaviors correspond to the same deviant behavior. This situation might lead to im-
precise diagnoses and even to miss relevant deviant behaviors. Furthermore, it can have a
negative impact in terms of both information loss and comprehensibility of the outcome.

In general, conformance checking techniques, including graph-based approaches for ano-
maly detection, differ from our approach in that they usually aim to detect particular instances
of anomalous behavior whereas our approach aim to discover and analyze recurrent anoma-
lous behaviors of arbitrary complexity. To the best of our knowledge, this is the first work
that provides a systematic solution for the discovery and analysis of recurrent anomalous
behaviors in the context of business process compliance.

It is worth noting that, recently, decomposition approaches have been introduced to re-
duce the computational complexity of conformance checking techniques [53, 142]. These
techniques propose to split a process model (typically represented as a Petri net) in a set
of subprocesses from which it is possible to reconstruct the original model. The event-log
is then split in a set of sublogs, each of them obtained by projecting the original log on
the set of activities related to one of the subprocesses. Conformance checking is applied to
pairs of sublogs and subprocesses, which allows a significant reduction of the computational
complexity. Although in principle this approach might be applied in combination with our
approach to speed up the extraction of subgraphs and the conformance checking step, it likely
leads to some information loss. In fact, if subgraphs are extracted from sublogs, subgraphs
involving activities belonging to different subprocesses cannot be captured.

5.6 Chapter Summary
In this chapter, we proposed an approach for the discovery of anomalous patterns from histor-
ical logging data. In particular, the obtained patterns represent recurrent deviant behaviors in
process executions, which can be spanned across different (and not connected) portions of the
process. The main novelty of our approach consists in the capability of dealing with concur-
rency, thus providing patterns that better reflect the control-flow of processes. In particular,
taking into account possible parallelisms enables a more accurate diagnosis of anomalous
behaviors and provides analysts with a more comprehensive and compact representation of
deviations.
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The approach presented in this chapter extracts relevant subgraphs from partially ordered
traces, explicitly modeling possible parallelisms, rather than from totally ordered traces that
are typically used by classic conformance checking techniques. To identify anomalous sub-
graphs, we have proposed a novel conformance checking algorithm tailored to check the
conformance of partially ordered subtraces exhibiting concurrent behavior. Moreover, we
have investigated and formalized ordering relations between subgraphs exhibiting concurrent
behavior with respect to a process model. Based on the identified relations, we have shown
how to infer partially ordered subgraphs exhibiting correlations among recurrent anomalous
behaviors. Finally, we have developed a set of guidelines to transform partially ordered sub-
graphs into anomalous patterns expressed as Petri nets.

The approach has been implemented as a plug-in of the Esub tool and has been validated
using both synthetic and real-life logs. The experiments demonstrated the capability of the
approach to return meaningful patterns capturing high-level deviations that, on the other hand,
would have been difficult to identify without accounting for concurrency.

Next, we discuss some open challenges of the approach presented in this chapter:
• The application examples of the proposed approach in this chapter are restricted to of-

fline analysis. An interesting challenge is to explore the application of the approach
for online monitoring. This would allow for early detection of occurrences of recurring
anomalous behaviors, for which accurate diagnostics are already available. Moreover,
it is interesting to investigate how anomalous patterns can be exploited to guide the
definition of measures for preventing and/or responding to anomalous behaviors, espe-
cially in the security context.

• In this chapter, we have provided an approach for the design of anomalous patterns
from partially ordered subgraphs. However, additional support should be provided to
analysts for the design of anomalous patterns. A (semi)automated approach for the
generation of anomalous patterns from partially ordered subgraphs is an interesting
direction for further research.

• In general, existing pattern mining techniques return a large number of patterns. The
analysis of these anomalous patterns can be difficult and time-consuming. It is interest-
ing to investigate how analysts can be supported in the analysis of these patterns. For
example, based on some metrics such as frequency and severity of anomalous patterns,
it might be possible to rank them and/or filter out uninteresting patterns.

• Various heuristics can be used to increase the efficiency of discovering frequent anoma-
lous patterns. For example, it is interesting to investigate how divide-and-conquer tech-
niques [53,142] can be used in combination with our approach to decompose large pro-
cess models and event-log into smaller fragments that can be analyzed more efficiently.
By using these techniques, we may able to reduce the computation time but they may
also affect the quality of results. Thus, more investigation is required to understand to
what extent these techniques affect the mining of anomalous patterns and the trade-off
between information loss and efficiency gain.





Chapter 6
Histogram-based Analysis of User
Behavior

In the previous three chapters, we introduced techniques that can be employed to analyze ob-
served behavior. In order to perform this analysis, these techniques require that the normative
behavior (i.e., process models and/or security policies) is available. If a normative behavior
is not available, various techniques such as process discovery techniques must be employed
to describe it. However, discovering a good process model can be a very challenging task
and may require using various preprocessing techniques. In addition, it is not a trivial task to
take into account all security risks to which an organization is exposed when the normative
behavior is defined. If the normative behavior is not defined carefully, some attacks might
remain undetected, especially the ones that are sophisticated, span over multiple actions and
are unknown.

To deal with these challenges, in this chapter, we propose a behavior analysis technique
that is not dependent on the availability of process models or security policies. We apply
the proposed approach to a system-event-log collected from the Academic Medical Center
(AMC), a large Dutch hospital, to study the use of the Break-The-Glass (BTG) procedure
at the hospital. To analyze user behavior, first, we partition users into different subgroups
and build self-explanatory histogram-based profiles for users and subgroups. By comparing
profiles, we measure to what extent users behave differently from their peers. We will show
that this information along with histograms can be used to investigate suspicious behaviors.

6.1 Introduction
Nowadays, many organizations log users’ interaction with their IT systems. These logs can
be analyzed for understanding user behavior and the obtained insights can serve several pur-
poses. For example, they can be used to identify users misusing the system or to enhance the
employed policies. In this chapter, we apply behavior analysis to study the use of the Break-
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The-Glass (BTG) procedure at the Academic Medical Center (AMC). AMC is one of the
largest hospitals in the Netherlands and, similar to other healthcare organizations, collects
large amounts of patient information, including demographics, medical history, laboratory
test results and billing information. Given the high sensitivity of medical information, its
protection against data breaches and other threats is a main concern for AMC.

To protect patient privacy, AMC employs access control mechanisms to determine which
data a user can access. Traditional access control mechanisms, when correctly deployed, can
provide theoretical guarantees that unauthorized accesses are prevented. However, they are
too inflexible to be used in dynamic environments like AMC.

Thus, alongside access control mechanisms, AMC employs mechanisms like the BTG
procedure that allows users to bypass preventive enforcement mechanisms. This flexibility,
however, introduces a weak point in the system that can be misused by users. For example,
a user may use the BTG procedure to collect patient information and disclose it to outsiders
for profit or revenge [26]. To this end, user actions are recorded in logs and later analyzed by
the privacy and security officers at the hospital to detect possible data misuses.

In the AMC’s current practices, logs are analyzed manually based on textual reports. This
analysis, however, is time consuming, inefficient and costly, making it impossible to react in a
timely manner to reduce the risk of malicious user actions. In fact, thousands of data accesses
and invocations of the BTG procedure are recorded every day, resulting in a large amount of
logs to be analyzed. Thus, a (semi)automatic approach is needed to support analysts in the
investigation of logs.

In this chapter, we present an approach for analyzing behavior of users. We apply the
proposed approach on a system-event-log collected from AMC to analyze the use of the
BTG procedure and identify possible misuses of the procedure. Our contributions can be
summarized as follows:

• We propose an approach to assist analysts in the analysis of user behavior and in the
detection of attacks spanned over multiple actions. We partition users into groups based
on their role and build histogram-based profiles representing user and group behavior.
By comparing profiles, we measure to what extent a user behaves differently from users
having the same job functions.

• Our approach uses one of the off-the-shelf clustering algorithms to refine group profiles.
Specifically, these algorithms make it possible to group together users that exhibit sim-
ilar behavior. This leads to the construction of more accurate profiles, thus enhancing
deviance detection capabilities.

• Our approach makes use of histograms to represent profiles. A discussion of our find-
ings with experts at AMC has shown that this representation is easy to understand and
facilitates the analysis of suspicious behavior.

• We demonstrate how data analysis techniques can be employed to better understand logs
and derive the actual policies implemented within the hospital. This analysis can also help
selecting the features to be used for clustering and behavior analysis.

• We implemented our approach as a plug-in of RapidMiner, a software platform for data
science, and evaluated its applicability to real-life scenarios using a log collected from
AMC.
The remainder of the chapter is organized as follows. The next section introduces our case

study. Section 6.3 presents our approach for analyzing user behavior. Section 6.4 presents an
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ID Timestamp UserID PatientID Access Type Explanation IP InventoryID
Com-
puter
Type

Last
Active Wall outlet Division Role

1 2015-05-01
08:17:11 50009433 3933061 Trial & Research NULL 145.117. 68.134 09-020-1073 desktop Jul 8 2015

12:50AM PA0-188-D2 divDF Administratie
(AZP)

2 2015-05-01
08:41:29 10001042 4881659 Access without using

BTG procedure NULL 145.117. 230.77 09-020-4130 desktop Jul 8 2015
12:50AM H8 -198-A4 divCE Lab+Brieven

3 2015-05-01
08:41:43 40005997 3895137 Other reasons Behandelrelatie

volgens X/Care 145.117. 138.182 09-020-3136 desktop Jul 8 2015
12:49AM G4 -176-A6 divG BA-behandelend

arts

4 2015-05-01
08:41:43 40005997 3895137 Access without using

BTG procedure NULL 145.117. 138.182 09-020-3136 desktop Jul 8 2015
12:49AM G4 -176-A6 divG BA-behandelend

arts

5 2015-05-01
08:41:45 10003356 1859858 Access without using

BTG procedure NULL 145.117. 127.254 11-036-0287 desktop Jul 8 2015
12:49AM F8 -129-A6 divCE Verpleging (VPK)

Figure 6.1: An excerpt of the log collected from Academic Medical Center (AMC).

analysis of the dataset. Experimental results are presented in Section 6.5. Finally, Section 6.6
discusses related work, and Section 6.7 concludes the chapter.

6.2 Case Study: AMC
The Academic Medical Center (AMC) is the hospital affiliated with the University of Ams-
terdam. It provides healthcare services, it hosts research activities, and it educates and assists
medical students. AMC is organized in divisions, consisting of various departments offering
specialized healthcare services. For example, the division responsible for child healthcare
comprises the pediatrics and surgery departments. Hospital personnel are assigned a role
based on their job function (e.g., doctor, nurse, receptionist). Personnel can be affiliated with
multiple divisions/departments.

When admitted at the hospital, patients are registered at one of the departments and their
information (e.g., medical history, prescriptions) is stored in the medical records. These
records contain sensitive information about patients and, thus, need to be protected. Like
other hospitals, AMC has in place policies and practices to protect patient privacy. In our
study, we interviewed various stakeholders at AMC to elicit the policies and practices being
implemented. Next, we report the policies that were initially elicited based on these inter-
views. Then, in Section 6.4 we discuss how an analysis of the recorded data accesses allowed
us to refine these policies.

• Policy1: To protect the privacy of VIP patients such as celebrities and politicians,
AMC registers those patients under a fake name.

• Policy2: Access decisions are made based on the department in which a user works
and the department in which a patient is registered. Users can access information of
patients registered in their department.

• Policy3: To access information of patients registered in other departments, users have
to use the BTG procedure, where they have to choose one of the predefined reasons
(trial & research, new patient, emergency admission, or inter-colleague consultation)
or fill in a reason before accessing patient information.

The adoption of the BTG procedure provides hospital staff with the flexibility necessary to
access information as needed. However, this flexibility can be misused. To mitigate this risk,
AMC records users’ access to patient data in a system-event-log. Fig. 6.1 shows an excerpt of
this system-event-log. The system-event-log consists of the following attributes: timestamp
of the event, userID of the user who accessed data, patientID of the patient whose data was
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accessed, access type indicating whether the access was denied or granted and if the BTG
procedure was used, explanation stating the reason for access as filled by users, IP address
of the computer from which the access was performed, inventoryID of the computer from
which the access was performed, computer Type that can be desktop or laptop, last active
indicating the last time logged in the network, wall outlet indicating the network connection
used by the computer (for instance, G6-267-A2 means G (building), 6 (floor number), 267
(room number), A2 connection ID), division from which the access request was performed,
and the role of the user.

The analysis of such logs, however, is not trivial. As shown in the system-event-log pro-
vided by AMC (see Section 6.4 for detail), there can be thousands of invocations of the BTG
procedure every day. Therefore, AMC is seeking a means to support security analysts in the
investigation of user behavior. Consider, for instance, role Administratie (AZP). This role is
assigned to users that are responsible for the admission of patients to the hospital. Based
on a system-event-log provided by AMC, there are 14 users with such a role. Despite hav-
ing the same role, these users exhibit different behaviors. For example, users 50009433 and
30009868 executed many more actions than other users. In total, these two users together ex-
ecuted 3,210 actions (76.9% of all actions); while other users on average executed 80 actions.
These two users often selected trial & research as the reason to access patient information
(2,273 times); while other users never selected this reason when invoking the BTG procedure.

Behavior analysis has the potential to identify users acting differently from their peers.
However, comparing users with heterogeneous behavior, as in the case of role Adminis-
tratie (AZP), can provide misleading diagnostics. Moreover, the presence of users perform-
ing a significantly larger number of accesses can bias the overall group behavior, making it
difficult to identify common behaviors within the group. To enhance deviance detection capa-
bilities, similar users within a group should be identified and used as the baseline to analyze
user behavior. Based on this analysis, security officers should be able to investigate how and
why users behave differently from their peers. To facilitate this investigation, they should be
supported in understanding the differences between user behaviors and in the analysis of root
causes. In the next section, we present an approach for behavior analysis that addresses these
issues.

6.3 Approach
The idea underlying our approach is to investigate user behavior by constructing behavioral
profiles and comparing them with the expected behavior represented by the profile of the
(sub)group to which each user belongs. Based on this analysis, a security analyst can take
proper actions to mitigate the impact of possible misuses. Fig. 6.2 presents an overview of
our approach. The first phase of the approach encompasses the preprocessing of system-
event-log (¶). In this phase, the relevant features for the analysis are extracted and, based on
them, the system-event-log is preprocessed. The second phase aims to group users supposed
to behave similarly (·). After dividing users in groups, user and group profiles are built. In
the third phase, each group is analyzed to ensure that the users in the group actually behave
similarly (¸). If users have remarkably different behaviors, the group is further refined into
subgroups, and subgroup profiles are constructed. In the fourth phase, subgroup profiles are
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Figure 6.2: Overview of the approach.

analyzed and marked as normal or anomalous (¹). Finally, we compute an anomaly score
indicating to what extent users behave differently from their peers (º). Next, we describe
each phase of the approach.

6.3.1 Preprocessing
Operations on data objects are typically recorded by the IT system. A system-event can be
endowed with attributes that provide information about it. Examples of these attributes can
be the user that performed the action, the time when the action was performed, accessed data,
etc. (see also Fig. 6.1).

The first step of our approach requires selecting features relevant to the analysis. A fea-
ture can be an attribute recorded in the system-event-log or can be extracted from the system-
event-log to characterize relevant aspects of user behavior. In a general form, a feature can
be defined as follows:

Definition 32 (Feature). A feature f ∈ S → Vf is a function associating a value vf from the
codomain Vf to each system-event s ∈ S. A feature value vf is the result of applying function
f to a system-event s ∈ S , i.e., vf = f(s). A feature space F = 〈f1, . . . , fn〉 is an ordered
sequence of features.

After selecting the features, the system-events in the system-event-log should be analyzed
to extract the corresponding feature values. Based on these values, we construct an event
vector.

Definition 33 (Event Vector). Given a feature space F = 〈f1, . . . , fn〉 and a system-event s ∈
S, an event vector ξ = 〈vf1 , . . . , vfn〉 is a sequence of feature values vfi , where vfi = fi(s).
We use Ξ to denote the universe of all possible event vectors.

Let us consider feature space F1 = 〈access type, time, division, date〉. The event vector
corresponding to the first system-event in the system-event-log of Fig. 6.1 is 〈trial & research,
08:17:11, divdf, 2015-05-01〉.
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6.3.2 Building User and Group Profiles
In this phase, we partition users into groups and build user and group profiles. Before building
these profiles, we need to partition the codomain of each feature in the feature space into a
sequence of bins. We also define the concept of bin frequency to represent the frequency of
the feature values that fall in a specific bin for the given event vectors. We formalize these
concepts as follows:

Definition 34 (Bin). Given a feature f with the corresponding codomain Vf, a bin b ⊆ Vf
is a subset of Vf. A bin sequence Bf = 〈b1, . . . , bn〉 partitions Vf into disjoint bins s.t.⋃‖Bf‖
i=1 bi = Vf and ∀i 6= j, bi ∩ bj = ∅.

Definition 35 (Bin Frequency, Histogram). Given a multi-set of event vectors Z ∈ B(Ξ),
a feature f and the corresponding bin sequence Bf = 〈b1, . . . , bn〉, the bin frequency for a
bin bi ∈ Bf, denoted by freq f,bi(Z), is the number of event vectors in Z s.t. feature value
vf ∈ bi falls in bi. A histogram µf(Z,Bf) for a feature f w.r.t. Z and Bf is the sequence of
bin frequencies, i.e., µf(Z,Bf) = 〈freq f,b1(Z), . . . , freq f,bn(Z)〉.

Note that features can have different data types. Here, we consider three data types,
i.e., nominal, numeric and time. The partitioning of a feature value Vf may depend on its
data type. For example, the feature access type in the system-event-log in Fig. 6.1 can be
partitioned into its possible values, i.e., {new patient , trial & research, . . . }. However, the
same approach cannot be used to partition features with numeric and time data types. To
partition these features, bins should be defined as ranges of values. For example, the time
feature in the system-event-log in Fig. 6.1 can be partitioned into 12 bins with equal width
(i.e., 2 hours) or working ([8:00-18:00]) vs. non-working ([18:00-8:00]) hours. Note that bin
width should be defined carefully as it can affect the accuracy of the analysis. In fact, defining
many narrow bins with low bin frequency may lead to considering many normal behaviors
as abnormal behaviors whereas defining few wide bins with high bin frequency may lead to
missing some abnormal behaviors. We discuss the features used in our analysis and binning
in Section 6.4.

Our approach analyzes the behavior of users with respect to their peers using user and
group profiles. Within AMC, users are assigned to roles that specify their job functions. We
expect that users with the same role behave similarly and, thus, we use this feature to partition
users in groups. To build behavior profiles for each user and group, first we need to select the
event vectors that belong to a certain profile. In this respect, we define the concept of profile
constraint. A profile is defined as a sequence of histograms.

Definition 36 (Profile Constraint). Let Z be a multi-set of event vectors. A profile constraint
is a function c : Z → {true, false}. We define Z |c as the submulti-set of Z containing all
event vectors in Z for which c returns true.

Definition 37 (Profile). Given a multi-set of event vectors Z ∈ B(Ξ), a profile constraint
c, a feature space F = 〈f1, . . . , fn〉 and the corresponding sequence of bin sequences B =
〈Bf1 , . . . , Bfn〉. The profile of c w.r.t. Z is a sequence of histograms, i.e., Pc(Z |c,F, B) =
〈µf1(Z |c,Bf1), . . . , µfn(Z |c,Bfn)〉.
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Figure 6.3: Profiles of user 50009433 and group Administratie.

For example, by defining constraints c1 :UserID =50009433 and c2 :Role=Administ-
ratie (AZP ) we can select event vectors belonging to user 50009433 and group Adminis-
tratie (AZP) respectively. To make it easier for security officers to compare two profiles, we
use bin fractions to graphically represent profiles.

Definition 38 (Bin Fraction). Given a multi-set of event vectors Z ∈ B(Ξ), a feature f and
the corresponding bin sequence Bf = 〈b1, . . . , bn〉, the bin fraction for a bin bi ∈ Bf is

defined as fracf,bi =
freqf,bi

(Z)∑‖Bf‖
j=1 freqf,bj

(Z)
.

Fig. 6.3 represents the profiles corresponding to c1 (red) and c2 (blue) built over the AMC
system-event-log w.r.t. feature space F1 = 〈access type, time, division, date〉. Feature time
is partitioned into working ([8:00-18:00]) and non-working ([18:00-8:00]) hours and feature
date is partitioned into working vs. non-working days.

6.3.3 Clustering and Subgroup Profiling
While users with a certain role are expected to act similarly, the experimental evidence shows
that a predefined partitioning does not guarantee that users within a group actually behave
similarly. For example, doctors in different departments might have different behaviors due
to the different topology of patients they treat and to the different treatments they provide.
Comparing users with heterogeneous behavior can provide misleading diagnostics. To limit
this problem, we partition users with the same role into subgroups.

Definition 39 (Group, Subgroup). Let U be the set of all users. A group G ⊆ U is a subset
of these users. A group sequence GS = 〈G1, . . . , Gn〉 partitions U into disjoint groups s.t.⋃‖GS‖
i=1 Gi = U and ∀i 6= j,Gi ∩Gj = ∅. Given a group G, a subgroup SGG is a subset of
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users in G, i.e., SGG ⊆ G. A subgroup sequence SGSG = 〈SG1
G, . . . , SG

n
G〉 partitions G

into disjoint subgroups s.t.
⋃‖SGSG‖
i=1 SGiG = G and ∀i 6= j, SGiG ∩ SG

j
G = ∅.

To partition users into subgroups, we use clustering. The problem of clustering has been
widely studied and several clustering algorithms have been proposed (see [16] for a survey).
Choosing an appropriate clustering algorithm and its parameters depends on the dataset and
the purpose of the analysis. Typically, several rounds of analysis are performed until the
results with the desired properties are obtained.

In this work, we use X-means clustering [113] to find subgroups. This clustering method
is based on k-means clustering [103], a popular clustering method that divides a group into k
clusters. Every data point is assigned to a cluster if its distance from the mean of that cluster
is the smallest, for a given distance metric. X-means clustering is different in the sense that
parameter k does not need to be explicitly specified. It takes an upper and a lower bound for
k as inputs and automatically determines the optimal number of clusters.

A problem we encountered in clustering is that of users with only few log entries. For
example, some users work only few days in a month yielding a much lower number of log
entries than users working at the hospital every day. The limited information available about
these users can affect the quality of the subgroups constructed using clustering. To consider
these users in the analysis while preserving the quality of clustering, we create a subgroup
(hereafter called Subgroup s) containing users with few system-events. The threshold used
to determine the users to be assigned to Subgroup s depends on the dataset and should be set
by the analyst. For example, an analyst might set this threshold by taking into account the
average number of actions performed by all users.

In the AMC log, six users with role Administratie (AZP) executed less than 50 actions.
We assigned these users to Subgroup s and applied X-means clustering to partition the other
users in the group. By doing so, we obtain two other subgroups, in addition to Subgroup s.
Fig. 6.4 shows the profiles of these subgroups. It is easy to observe that the profiles of these
subgroups differ significantly from each other. Users in Subgroup 1 mostly accessed data
from division divp and did not use the BTG procedure often, while users in Subgroup 2
mostly accessed data from division divdf and often used the BTG procedure to access data
for trial & research. Users in Subgroup s only accessed data from division divjk and half of
these accesses were due to consultation. The similarity among users in these subgroups is
that all of them accessed data during working hours and days. We can observe in Fig. 6.4
that the behavior of users in Subgroup 2 is similar to the overall group behavior. This is due
to the fact that users in Subgroup 2 have a large number of accesses compared to users in the
other groups. Thus, the group profile is biased towards the behavior of these users while the
behavior of other users with role Administratie (AZP) remain ‘hidden’ in the group profile.

6.3.4 Subgroup Profile Assessment
After building subgroup profiles, these profiles are analyzed to determine whether they match
the behavior expected by users with the corresponding role. Ideally, this assessment is per-
formed by domain experts. In this respect, histograms provide an easy way to graphically
visualize and compare subgroup profiles.
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Figure 6.4: Subgroup profiles for users with role Administratie.

Definition 40 (Assessment Function). Let U be the set of all users. Given a multi-set of
event vectors Z ∈ B(Ξ), a group sequence GS ⊆ P(U)∗, and a subgroup SGG ∈ GS, an
assessment function δ maps SGG into normal or anomalous, i.e., δ : B(Ξ) × P(U)∗ ×
P(U)→ {normal, anomalous}.

For example, consider the subgroup profiles in Fig. 6.4. Users with role Administratie (A-
ZP) are not expected to provide consultations to other colleagues or perform research. In
this case, an expert would mark the profile of Subgroup 1 as normal and the profiles of
Subgroup 2 and Subgroup s as anomalous.

However, analyzing the profiles manually is time consuming and requires domain knowl-
edge, which may not always be available. An alternative approach is to mark anomalous and
normal profiles based on their structures. Following existing approaches [79, 119, 131], we
assume that large subgroups are normal, while small subgroups are anomalous. Note that
the number of users may vary from group to group; thus, the size of subgroups defined for
them may also vary. To identify small subgroups, we have considered the relative size of
subgroups, along the lines suggested in [79]. Given a group G, let Z |c be the multi-set of
its event vectors and SGSG = {SG1

G, SG
2
G, . . . , SG

k
G} its subgroup sequence sorted by

subgroup size, i.e., |SG1
G| ≥ |SG2

G| ≥ · · · ≥ |SGkG|. Given two parameters α and β, the
boundary between large and small subgroups is b if one of the following formulae holds:

(|SG1
G|+ |SG2

G|+ ...+ |SGbG|) ≥ α× |Z |c | (6.1a)

|SGbG|/|SGb+1
G | ≥ β (6.1b)

where α determines the portion of users that should be taken as large clusters and β imposes
the difference in size between large and small clusters. Then, the set of large subgroups is de-
fined as {SG1

G, . . . , SG
b
G} and the set of small subgroups is defined as {SGb+1

G , . . . , SGkG}.
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It is worth mentioning that we always mark Subgroup s as anomalous, since its users
execute relatively few actions. Note that this subgroup, in contrast to other subgroups, is not
identified through clustering. After assessing the subgroups automatically, an expert can use
histograms to review the results of the automated subgroup assessment.

6.3.5 Anomaly Score Calculation
After having assessed the subgroups, we compute the anomaly score of each user by compar-
ing her profile with the profile of her subgroup. Intuitively, the anomaly score measures to
what extent the behavior of a user differs from the one of her peers. This measure can be used
to rank users for further investigation. In particular, an analyst with limited time can focus on
the investigation of the most abnormal cases.

Definition 41 (Distance Function). Let Z ∈ B(Ξ) be a multi-set of event vectors, c1 and c2
two profile constraints, F = 〈f1, . . . , fn〉 a feature space and B its corresponding sequence
of bin sequences. A weight sequence W = 〈wf1 , . . . , wfn〉 is a sequence of real values s.t.
wfi ∈ [0, 1]. Given two profiles Pc1(Z |c1 ,F, B) and Pc2(Z |c2 ,F, B) and a weight sequence,
a distance function returns an anomaly score indicating the similarity between two profiles.
We use κd to denote a distance function.

The anomaly score for a user is determined by comparing her profile with the profiles of
the subgroup the user belongs to. If the user acts in accordance with the subgroup profile,
its anomaly score is low. Conversely, a user who acts radically differently from the overall
subgroup will have a high anomaly score. Algorithm 5 represents how the anomaly score
is computed. The algorithm keeps a list of users sorted with respect to their anomaly score.
First, the algorithm initializes the list (line 1). Then, it iterates over all groups and assigns an
anomaly score to each user (lines 2-25). In particular, for each group, the algorithm assesses
subgroup profiles and checks whether all of them are anomalous or not (lines 4-6). If at least
one subgroup is not anomalous, the algorithm sets the value of allAnomalousFlag to false
(line 5). Then, the algorithm iterates over the subgroups and compares user and subgroup
profiles (lines 7-24). The subgroup that is being used for the comparison varies depending
on the results of the subgroup assessment. If a subgroup is marked as anomalous, its users
are compared to the profiles of all normal subgroups (lines 9-17). The user’s anomaly score
is the lowest anomaly score obtained from these comparisons. Otherwise, if the subgroup is
normal, the profile of the user is compared with the subgroup which she belongs to (lines 19-
22). Note that it is possible that all subgroups within a group are marked as anomalous. In
this situation, similar to normal subgroups, the algorithm compares the users with their own
subgroups. After assigning an anomaly score to each user, the algorithm returns the list of all
users along with their anomaly scores (line 26). Note that, if a (sub)group has only one user,
the analyst is required to determine whether the (sub)group and, thus, the user are anomalous.
In this case, the user and (sub)group profiles coincide and the approach would return an
anomaly score equal to 0. For these special cases, it is required that the analyst investigates
the user behavior herself, since there are no other users in the group to compare with her.

It is worth mentioning that the features used for clustering can be different from the
features used to compute the anomaly scores. The former features are selected to partition
users with similar behavior into subgroups. On the other hand, the latter features determine
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Algorithm 5: Compute anomaly score
Input : Multi-set of event vectors Z, Feature space F, Bin sequences B, Group

sequence GS, Weight sequence W
Output: Anomaly list

1 list ← ∅;
2 foreach G ∈ GS do
3 allAnomalousFlag ← true;
4 foreach SG ∈ G do
5 if δ(Z,GS, SG) = normal then allAnomalousFlag ← false ;
6 end
7 foreach SG ∈ G do
8 if δ(Z,GS, SG) = anomalous and allAnomalousFlag = false then
9 foreach u ∈ SG do

10 score ←∞;
11 foreach SG′ ∈ G do
12 if δ(Z,GS, SG′) = normal then
13 score ′ ← κd(Puser=u(Z |user=u,F, B),

Psubgroup=SG′(Z |subgroup=SG′ ,F, B),W );
14 if score ′ ≤ score then score ← score ′ ;
15 end
16 list .add(u, score);
17 end
18 else
19 foreach u ∈ SG do
20 score ← κd(Puser=u(Z |user=u,F, B),

Psubgroup=SG(Z |subgroup=SG,F, B),W );
21 list .add(u, score);
22 end
23 end
24 end
25 end
26 return list ;

the aspects relevant for the behavioral analysis. Different distance functions can be defined
to compare two profiles. Next, we present two distance functions.
∆F: Given a multi-set of event vectors Z ∈ B(Ξ), a feature f and its corresponding bin
sequence Bfi = 〈b1, . . . , bn〉, ∆F distance between the user profile obtained using profile
constraint c1 and the subgroup profile obtained using profile constraint c2 with respect to
feature fi is computed as follows:

∆Ffi,c1,c2 =

‖Bfi
‖∑

i=1

fracfi,bi(Z |c1)− fracfi,bi(Z |c2) (6.2)



CHAPTER 6. HISTOGRAM-BASED ANALYSIS OF USER BEHAVIOR 127

After computing the distances between two profiles with respect to each feature, we need
to combine them. To combine these values, we can weight features based on their impor-
tance. We define the ∆F distance between these two profiles with respect to feature space
F = 〈f1, . . . , fn〉 and its corresponding weight sequence 〈wf1 , . . . , wfn〉 as the weighted sum
of ∆F computed for the defined features:

∆FF,c1,c2 =

‖F‖∑
i=1

wfi ×∆Ffi,c1,c2 (6.3)

As an example, consider the profiles of Subgroup 1 in Fig. 6.4 and user 50009433 in
Fig. 6.3. If we use ∆F to compare these two profiles w.r.t. features access type, time, division
and date, we obtain 1.39, 0, 2 and 0 respectively. If the weights assigned to features are set
to 1, then the value of ∆F for these profiles is equal to 3.39.

This distance function is straightforward, but has the problem that it only considers the
fraction of bins and neglects their frequencies when it compares two profiles. For example,
consider the profile of user 50009433 in Fig. 6.3 and the profile of Subgroup 1 in Fig. 6.4.
Suppose that a hypothetical user, hereafter called user 100, has the same behavior of user
50009433 in terms of distribution but has twice as many accesses as user 50009433. If
we compare the profiles of these users with Subgroup 1 using distance function ∆F , the
outcome is the same. One may argue that since user 100 retrieved more information for trial
& research than user 50009433 (while Subgroup 1 never accessed data for this purpose), her
behavior may be more interesting to investigate; thus, the distance function should assign a
higher value to it. Next, we introduce another distance function that takes into account the
frequency of bins.
χ2 Score: A distance function that takes into account the number of actions performed by
users is the χ2 test statistic [48], henceforth the χ2 score. Given a multi-set of event vectors
Z ∈ B(Ξ), a feature fi and its corresponding bin sequence Bfi = 〈b1, . . . , bn〉, the χ2 score
between a user’s profile obtained using profile constraint c1 and a subgroup profile obtained
using profile constraint c2 w.r.t. feature fi is computed as follows:

χ2
fi,c1,c2 =

‖Bfi
‖∑

i=1

(freq fi,bi(Z |c1)−fracfi,bi(Z |c2)×|Z |c1 |)2

fracfi,bi(Z |c2)×|Z |c1 |+ ε
(6.4)

Note that the frequency of a bin might be zero in a histogram. To avoid division by zero,
we add a small number ε ∈ R+ to the denominator. This number, however, may significantly
affect the computed χ2 scores. The choice for the value of ε depends on to what extent a
non-zero bin in a user profile should be penalized when the corresponding bin in a subgroup
profile is zero. For example, if the chosen ε is too small, the χ2 scores computed for this type
of user profiles become much higher than the one computed for the other user profiles.

The χ2 scores between two profiles w.r.t. feature space F = 〈f1, . . . , fn〉 and its corre-
sponding weight sequence W = 〈wf1 , . . . , wfn〉 is the weighted sum of the χ2 scores w.r.t.
all features, i.e., χ2

F,c1,c2
=
∑‖F‖
i=1 wfi × χ2

fi,c1,c2
.

As an example, consider the profiles of Subgroup 1 in Fig. 6.4, user 50009433 in Fig. 6.3
and user 100 (recall that user 100 has the same behavior of user 50009433 in terms of distri-
bution but performed twice her actions). By setting ε = 0.1 and W = 〈1, 1, 1, 1〉, we obtain



128 6.4. UNDERSTANDING THE LOG

the χ2 score 50055732.34 for user 50009433 and 200217425.2 for user 100. Thus, the χ2

score meets our desideratum of discriminating user behavior with respect to the number of
actions performed.

6.4 Understanding the Log
This section first discusses how various data analysis techniques such as process mining tech-
niques can be employed to better understand logs. Then, it discusses how this understanding
can assist analysts in selecting the features to be used for behavior analysis and also derive
the actual policies implemented by an organization.

Our analysis of the use of the BTG procedure at AMC relies on a system-event-log
recorded over one month (May 2015). The system-event-log comprises 1,059,404 system-
events recording the accesses of 4,603 users to the medical records of 87,666 patients. Ac-
cording to the system-event-log, there are 50 roles and 21 divisions within the hospital. In
total, users invoked the BTG procedure 53,567 times (5.2% of all accesses). Information of
23% of the patients were accessed using this procedure and 38% of the users invoked it at
least once to access patient information. This section discusses how various data analysis
techniques such as process mining techniques can be employed to better understand logs.
This type of analysis has a number of benefits. In particular, it can assist auditors in selecting
the features to be used for clustering and behavior analysis. In addition, the insights obtained
from this analysis can be used to derive the actual policies implemented by an organization.

To understand how the BTG procedure is used at AMC, we applied various data analysis
techniques to the system-event-log. Fig. 6.5 visualizes the use of the BTG procedure over
time using a dotted chart. In this chart, the horizontal axis shows the time and the vertical axis
shows the patients. A dot in the chart indicates that patient information was accessed using
the BTG procedure. The colors of the dots represent the reasons provided by users at request
time. We can observe that many more data were accessed during working days compared
to non-working days (a similar observation is obtained for normal accesses). It is worth
mentioning that May 14th and 25th are national holidays in the Netherlands. That is why
few system-events were recorded on those days. During non-working days, the data of new
arrival patients were mostly accessed whereas very few accesses were performed on the data
of patients that were already admitted to the hospital. A similar pattern can also be observed
by comparing accesses executed during working and non-working hours of working days.
This observation suggests that users exhibit a different behavior based on the days and hours
that they work at the hospital. Moreover, by performing a similar analysis on users with the
same role working in different divisions, we observed that their behavior differs significantly.

These findings were used in our experiments (Section 6.5) for feature selection and bin-
ning. In particular, in addition to access type, we also consider date, time, and division as
features. Our analysis shows that, there is a clear difference between the pattern of accesses
performed during working and non-working hours/days. Thus, we binned the feature values
of the time and date features accordingly.

To analyze how a user accesses patient data, we extract the sequences of data accesses that
each user performed. Hereafter, these sequences are called traces. We used Disco (https:
//fluxicon.com/disco/) to discover a model for these traces. Disco is a process mining tool

https://fluxicon.com/disco/
https://fluxicon.com/disco/
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Figure 6.5: Invocations of the BTG procedure over time.

that can mine a fuzzy model from a given log. Fig. 6.6 shows a simplified model mined by
Disco. The thickness of paths shows the time interval between the execution of two activities.
Note that every time a user invokes the BTG procedure, two system-events are recorded. The
access type of the first system-event is set to request for using BTG procedure and the one
of the second system-event is set to the selected access reason. The model shows that BTG
accesses can be followed by normal accesses. Fig. 6.6a represents an example of these traces,
where first the user chose inter-colleague consultation as a reason to access data and later she
accessed data normally. After analyzing the time intervals between accesses and discussing
our findings with experts at AMC, we realized that, after users invoke the BTG procedure to
access data, they can access the data again without reusing this procedure within 24 hours.

Moreover, the model in Fig. 6.6 shows that a user might use the BTG procedure multiple
times to access information of the same patient. Fig. 6.6b represents an example of these
accesses. Three explanations were provided about this finding to us. First, users may access
patient information for different reasons (e.g., research or providing treatment). Although
users can potentially access data normally, they are supposed to request the data using the
BTG procedure and specify a new reason for the access if they want to use the data for
other purposes. The second explanation is that the time interval between two accesses is
more than 24 hours. The third explanation is that patient records consist of different parts
with different sensitivities. Users have to reuse the BTG procedure to access a different
portion of a patient record. For example, a user may first use the BTG procedure to view
demographic information of a patient. Then, the BTG procedure should be used again by the
user to access the patient’s medical history. Note that highly sensitive information such as
psychiatric information cannot be accessed using the BTG procedure.
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(c) First access denied and later granted(a) Normal data access after using the BTG procedure

(b) Reusing the BTG procedure

Figure 6.6: Fuzzy model mined by Disco with high abstraction level in paths. Each system-trace contains all the
system-events related to a patient and a user. The label of arcs represents the average time between occurrence of
system-events.

Another behavior that can be observed in the model of Fig. 6.6 is that some accesses were
first denied but later granted. Fig. 6.6c represents an example of these traces. By discussing
this with AMC, it turned out that users can access the record of only one patient at a time.
In these cases, the access was denied because the user tried to access the information of a
patient while having the window showing information of another patient open.

Based on the analysis of the system-event-log and a discussion of our findings with AMC,
we were able to refine Policy3 and expand the policies initially elicited (Section 6.2). Med-
ical records are divided into different parts. In order to access each part of a medical record
of a patient registered at a different department, a user has to use the BTG procedure. This
is independent of whether the user used this procedure to access other parts of the medical
record (Policy′3). After using the BTG procedure to access a certain part of a patient record,
the user can access it again without invoking the BTG procedure within 24 hours after the first
access (Policy4). Highly sensitive patient data cannot be accessed using the BTG procedure
(Policy5). Users can only view information of one patient at a time (Policy6).

6.5 Evaluation
We implemented the approach illustrated in Fig. 6.2 as a plug-in of the RapidMiner frame-
work (https://rapidminer.com/). The plug-in takes as input a system-event-log and com-
putes the anomaly score for each user. The output of the plug-in consists of user, subgroup
and group profiles, which can be used by other tools for further analysis. A screenshot of
our tool is shown in Fig. 6.7. In the figure, the top left table shows the list of users ranked
according to their anomaly score. Security analysts can focus on the analysis of a certain
group, a certain subgroup, or all users. The details of the subgroups of the selected group are
shown in the top right table. The charts in the second and third rows show the profiles of the
user alongside the one of its group and subgroup. The chart at the bottom shows the number
of data accesses on different days. We applied our approach to the AMC system-event-log

https://rapidminer.com/
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Figure 6.7: Screenshot of the tool.

and discussed our findings with domain experts at the hospital.
Based on the insights obtained from the data analysis in Section 6.4, we defined feature

space F = 〈access type, time, division, date〉. We removed from the system-event-log all
system-events in which access type is set to access denied or request for using BTG proce-
dure. The bin sequence for feature time is defined as 〈working hours, non-working hours〉
and the bin sequence for feature date is defined as 〈working days, non-working days〉. We
grouped users based on their roles and partitioned them into subgroups using the X-means
clustering. For clustering, the minimum and maximum number of clusters were set to 2 and
10, respectively. For each group, users with less than 50 actions were assigned to Subgroup s.
This subgroup was always marked as anomalous. To assess other subgroups, we used the ap-
proach presented in Section 6.3.4 (see Eqs. 6.1a and 6.1b). We set parameter α to 0.9 under
the assumption that most users behave normally; β was set to 3 to ensure that the size of any
large subgroup is at least three times the size of small subgroups. The two distance functions
presented in Section 6.3.5 were used to compute anomaly scores. To compute the χ2 score,
we set ε = 0.1. We considered two weight sequences and performed two experiments. In the
first experiment, all weights were set to 1. In the second, we adjusted the weights based on
the importance of features.

6.5.1 Quantitative Analysis
In this section, we present our results. For both experiments, we partitioned users with
the same role into subgroups. In total, we found 116 subgroups. Out of these subgroups,
82 subgroups were found by the X-means algorithm (69 normal subgroups and 13 anoma-
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lous subgroups) and 34 subgroups are subgroups containing users with less than 50 actions
(Subgroup s). Thus, in total, our approach marked 69 subgroups as normal and 47 sub-
groups as anomalous. It is worth noting that, while the settings of the X-means algorithm
allowed from 2 to 10 subgroups, every group was partitioned in at most 4 subgroups (ignor-
ing Subgroup s). From these results we conclude that the choice of clustering parameters is
appropriate.

In the first experiment, we assigned the same weight to all features, i.e., W = 〈1, 1, 1, 1〉.
Fig. 6.8 shows ∆F computed for the users. Note that since we use four features in this
experiment, the maximum score that this distance function assigns to a user is 8. The results
show that most of the users with the highest ∆F executed few actions. Recall that this
distance function considers the bin fractions when comparing two histograms. If few system-
events are recorded for a user, the corresponding feature values for these system-events may
fall only in few bins. Thus, the fraction of few bins can be very high and the rest 0, which
might be very different from the fractions computed for the matching subgroup. Fig. 6.9
shows the χ2 score assigned to users. In contrast to ∆F , the χ2 score considers the bin
frequencies when comparing two histograms. That is why most of the users with the highest
χ2 score are not members of Subgroup s.

Recall that the χ2 score is the weighted sum of the χ2 scores w.r.t. each feature. Dif-
ferent features can have different degrees of influence on the total χ2 score. Given a feature
fi ∈ F, we use rf to denote the ratio of the χ2 score of a feature (χ2

fi,c1,c2
) to the total χ2

score (χ2
F,c1,c2

), i.e., rf =
χ2
fi,c1,c2

χ2
F,c1,c2

. An analysis of the results obtained in the first experiment

shows that this ratio for features access type, time, division and date is 0.273, 0.002, 0.723
and 0.002, respectively. These ratios indicate that the computed χ2 scores primarily depend
on the division. This can be explained by the nature of this feature. Most users only executed
actions from one or two divisions, while there are many divisions in the hospital. For a large
group, such as BA-Behandelend Arts or Verpleging (VPK), these accesses were executed from
different divisions. Moreover, due to the large amount of possible outcomes, some of the bin
fractions of this feature are likely to be zero. As this number is used in the denominator of
Eq. 6.4, this can lead to very high χ2 scores.

As experts suggested, we balanced the effect of feature division on the total χ2 score. In
particular, we set the ratio of the χ2 score for this feature over the total χ2 score to 0.1. To
this end, we used weight sequence W = 〈1, 1, 0.04, 1〉 and performed the experiment again.
Fig. 6.9 shows the new χ2 score assigned to users (bottom line). The average χ2 score is
6,511, which is almost half of the average χ2 score obtained from the previous experiment.

6.5.2 Qualitative Analysis
We discussed our findings with six domain experts with security backgrounds at AMC and
evaluated our results based on their feedback. Here, we report some of these findings.
Administratie (AZP) and GAZP-Gedel. Adm. Zorgproces: Users with these roles are
responsible for the admission of patients to the hospital. These users are not supposed to ac-
cess data for purposes such as consultation or research. Nonetheless, among users with role
Administratie (AZP), two users accessed data for research several times. These users also ac-
cessed data from division divdf, while other users with this role never accessed data from this
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Figure 6.9: χ2 score assigned to users.

division. Similarly, a user with role GAZP-Gedel. Adm. Zorgproces accessed data 299 times
for research, which is 53% of the total accesses, whereas most users in this group never used
the BTG procedure. According to the experts at AMC, one reason for which research could
have often been selected by these users is that this is the default option. Thus, some users
might choose that option instead of selecting the actual reason for which they use the BTG
procedure. Another explanation provided by the experts is that the wrong role might have
been assigned to those users. This can explain why they behave very differently from other
users with the same role. In any case, our analysis was deemed useful to correct procedural
mistakes.
CO-co Assistent: This group comprises medical students. These users are typically assigned
to various projects in different divisions as part of their training. We observed that some users
in this group often used the BTG procedure to access patient data. For example, a user ac-
cessed data 634 times (43% of the accesses) by selecting new patient as the access reason and
another user accessed data 269 times (81% of the accesses) for research. These accesses were
concentrated in a few days. By discussing this observation with domain experts at AMC, it
turned out that, at the beginning of a new research project, users may collect a large amount of
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patient information and store it locally.1 This local copy of data can then be accessed without
invoking the BTG procedure. Moreover, when assigned to another division, medical students
might still need to access patient data from the previous division to perform more analysis and
complete their previous project. That is why some of them used the BTG procedure to access
patient data, although this behavior should not be allowed according to the experts at AMC.
BA-behandelend Arts: These users are doctors. The system-event-log shows that one of
these users performed many more data accesses compared to other doctors. Specifically, this
user accessed patient data 15,798 times, while other users on average accessed patient data
304 times. These accesses were performed every day and at any time. After discussing this
finding with the experts at AMC, it turned out that software applications are used to check
patient data periodically.
Lab1: Users with this role are responsible for performing lab tests. Among these users, a
user accessed data from four different divisions. No other user in this group accessed data
from three of these divisions. According to experts at AMC, a possible explanation for this
finding is that this user has shared her credentials with others working in different divisions.

All six experts found it easy to understand and compare histograms representing users,
subgroups and groups’ profiles. They also acknowledged that our findings can be useful for
the hospital for several reasons. First, they can assist in the identification of data misuses.
Moreover, they can help fixing possible errors in the system configuration. For example, our
approach allows identifying possible mistakes in assigning roles to users. Finally, they can
help to correct the behavior of users who do not use the system as expected. For example,
the results of our analysis showed that some users select the default option when they use the
BTG procedure.

6.6 Related Work
Current practices have shown the importance of flexible security mechanisms in hospitals
and this need has attracted significant attention in the research community. A research stream
aims to extend existing access control models with the BTG procedure [25, 40, 68, 129].
Ferreira et al. [68] integrate BTG features within Role-Based Access Control. Brucker et
al. [40] extend SecureUML to support the BTG procedure and propose a security architecture
supporting this procedure. Rissanen et al. [25] present a discretionary overriding mechanism
in XACML. Marinovic et al. [108] propose a BTG policy language called Rumpole to specify
how override requests should be handled. Schefer-Wenzl and Strembeck [129] present a BTG
extension for business process models. These approaches, however, only focus on how to
incorporate the BTG procedure into an IT system and do not study how this procedure is
actually used.

Another research stream has focused on methods to analyze and control the use of the
BTG procedure [14, 28]. For instance, Azkia et al. [28] show how events recorded in the
IHE-ATNA log format can be analyzed to identify possible violations of Organization-Based
Access Control policies. Adriansyah et al. [14] propose a framework based on the notion

1Note that, in this case, the collected patient records should be anonymized. However, it is not possible to verify
whether this was actually the case using the available system-event-log.
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of alignments to control and limit what users can do when the BTG procedure is used. The
framework allows users to deviate from the specification only if the severity of deviations can
be tolerated. Compared to our work, these approaches require predefined policies or process
models to analyze user behavior.

Our work has similarities with proposals in the field of anomaly detection. This field
has been widely studied in the literature and applied to different domains such as credit
card fraud detection, network intrusion detection and critical system fault detection [44, 99].
Anomaly detection techniques can be divided into supervised, semi-supervised and unsu-
pervised [44]. Supervised and semi-supervised approaches assume that training data con-
tains labeled events. In contrast, in unsupervised approaches, no labels are needed. As it
is very difficult to obtain labeled events for data accesses in hospitals, supervised and semi-
supervised approaches cannot be applied in our context. Two unsupervised techniques closely
related to our work are clustering and histogram-based methods. Clustering methods [79,87]
group similar instances according to a distance function and mark small or sparse clusters
as anomalous. These techniques, similarly to other anomaly detection techniques [44, 99],
can have a high false positive rate. Thus, when an alert is raised, it has to be investigated
to determine whether it corresponds to an actual attack. In addition, these techniques often
provide very little or no support for alert handling, resulting in high operational costs. This
issue is addressed by histogram-based approaches. For instance, Costante et al. [47] propose
a white-box anomaly detection approach based on histograms. This approach learns profiles
representing normal behavior from past transactions based on predefined features and com-
pares new transactions against these profiles to identify anomalies. However, as discussed in
Section 6.3, the construction of profiles based on predefined features can provide misleading
diagnostics. In this work, we have combined the use of clustering and histograms. In partic-
ular, clustering is used to group users exhibiting similar behavior, leading to the construction
of more accurate profiles and thus, enhancing deviance detection capabilities. On the other
hand, histograms are used to facilitate the understanding and analysis of suspicious behav-
ior. Moreover, differently from anomaly detection techniques that analyze each transaction
independently, our approach supports the analysis of the overall behavior of a user and, thus,
allows the detection of attacks that otherwise can remain undetected.

6.7 Chapter Summary
In this chapter, we have presented an approach for behavior analysis and applied it to study
the use of the Break-The-Glass (BTG) procedure in a large Dutch hospital. Our approach
constructs behavioral profiles of users and compares these profiles with users’ expected be-
havior represented by the profile of users with the same job function. We use one of the
off-the-shelf clustering algorithms to group users that exhibit similar behavior, leading to the
construction of more accurate profiles and, thus, enhancing detection capabilities. To vali-
date the applicability of our approach in real-life settings, we analyzed a log collected from
AMC. A discussion of our findings with experts at AMC showed that our approach provides
meaningful insights on user behavior. Experts also found histogram-based profiles easy to
understand and useful for the analysis of abnormal behavior.

Although the proposed techniques have been shown to be suitable for behavioral analysis
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in real settings, a number of challenges remain open:
• The proposed approach is tailored to offline user behavior analysis. In order to detect

and respond to suspicious behavior earlier, the approach is required to be adapted for
real-time user behavior analysis.

• The proposed approach only measures to what extent users behave differently from
their peers and ignores the severity of their actions. However, user actions may have
different impacts on an organization. In order to assist analysts to focus on the most
critical incidents, the approach is required to be extended in a way that it also considers
the severity of user actions.





Chapter 7
Conclusion

The goal of this thesis is to design and develop techniques for security analysis of user be-
havior. These techniques aim to analyze recorded behaviors and provide comprehensive di-
agnostics concerning discrepancies between the observed and prescribed behavior. These
techniques can be employed by organizations to monitor their internal systems, as required
by regulations. For example, Article 5 (1.b) of GDPR states that “personal data shall be col-
lected for specified, explicit and legitimate purposes and not further processed in a manner
that is incompatible with those purposes”. To ensure the security of processing, Article 58 (b)
of GDPR requires organizations “to carry out investigations in the form of data protection au-
dits”. Similar requirements are also defined in Section 164.308 of HIPAA, which states that
organizations must “implement policies and procedures to prevent, detect, contain and cor-
rect security violations”. Since the techniques presented in this thesis can pinpoint deviations
from specifications and perform user behavior analysis, they might assist security analysts in
the detection and investigation of data breaches. Next, we recall the research question that
the techniques proposed in this thesis aim to address and discuss how it has been addressed:

How can we support security analysts in the identification, analysis
and understanding of deviations from specifications?

To answer this question, we have devised four different techniques. First, we have ex-
ploited information recorded about past process executions to provide probable explanations
of nonconformity. We have shown that our approach can provide more accurate diagnostics
on deviations, if compared with existing techniques. Second, we have shown that by linking
the data and process perspectives, we can unveil incidents more accurately and we can pro-
vide more detailed diagnostics to analysts, which can facilitate the investigation of deviations.
Third, we have presented an approach to discover frequent anomalous patterns. These pat-
terns are constructed by considering the correlations between deviations and their frequency.
This type of output represents a more high-level perspective on deviant behaviors, which can
assist analysts in the investigation of nonconforming behaviors. Fourth, we have proposed an
approach to measure to what extent users behave differently from their peers. This approach
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allows the analysis of user behavior as a whole; thus, it can identify sophisticated attacks
that may span over multiple actions. We have shown that employing histograms to visual-
ize the results is useful for the analysis of abnormal behavior. In comparison with existing
techniques, the techniques presented in this thesis can identify deviations more accurately.
In addition, they provide analysts with a valuable aid for investigating and understanding
deviations.

The remainder of this chapter is organized as follows. Section 7.1 discusses our answers
to the research questions presented in Chapter 1. In Section 7.2, we discuss the challenges
and open issues of the proposed approaches. Finally, Section 7.3 sketches some directions
for future work.

7.1 Contributions
We recall the research questions formulated in Chapter 1 and discuss how they have been
addressed in this thesis.

RQ 1. How can we provide probable explanations of nonconformity when a process execu-
tion deviates from a process model?

In Chapter 3, we answered this question by providing a novel approach to automatically
define a cost function, leading to the construction of probable explanations of nonconformity.
To define this cost function, instead of relying on the domain knowledge of process analysts,
the approach exploits information recorded about past process executions. The approach
analyzes the past history of process executions and learns from it how the process is typically
executed when it reaches a certain process state. Based on this analysis, the approach assigns
a potentially different cost for each deviation depending on the current state, which can lead to
the definition of a more fine-grained cost function. The results of experiments with synthetic
and real-life datasets showed that in comparison to existing techniques, our approach is able
to provide more accurate diagnostics.

RQ 2. How can we analyze user behavior with respect to both the data and process perspec-
tives and provide fine-grained insights on the identified deviations?

Our answer to this question has been provided in Chapter 4, where we have proposed a
novel approach that is able to analyze the observed behavior with respect to both the data
and process perspectives. In particular, the usage of data is analyzed within both the context
(defined with respect to the process control-flow) and the purpose (defined in terms of process
activities) for which data were used. Linking the data and process perspectives and analyzing
the observed behavior from both perspectives has two main advantages: (i) it can lead to
the detection of threats that might remain undetected if the observed behavior is analyzed
from these perspectives independently; (ii) it can provide fine-grained insights required to
understand the detected deviations. To illustrate how our approach can assist auditors in the
analysis of logs, we have identified different types of insider threats relating to the process
and data levels. The controlled experiments with a synthetic dataset showed that our solution
can identify these insider threats and provide accurate diagnostics. We also evaluated our
approach using a real-life dataset. The experiments showed that our approach is robust to
logs and models with real-life complexity and provides useful insights into deviations.
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RQ 3. How can we discover anomalous frequent patterns from historical logging data to
support analysts in understanding deviant behaviors?

To answer this question, in Chapter 5, we have proposed a novel approach to discover
complex anomalous patterns from historical logging data, showing high-level deviations in
process executions. The approach first discovers relevant subgraphs from the log and com-
pares them against a process model. Then, anomalous subgraphs occurring frequently to-
gether are identified and their ordering relations are discovered with respect to their occur-
rence in the process-traces. Finally, these anomalous subgraphs and their relations are ex-
ploited to design anomalous patterns representing frequent anomalous behaviors. This type
of output offers a more high-level perspective on deviant behaviors, which might be more
insightful and helpful for auditors. For example, the discovered patterns might indicate that
some activities are often swapped instead of obtaining low-level deviations in terms of moves
on log and model. The proposed approach is capable of dealing with concurrency and the
extracted patterns can exhibit parallel behaviors. This enables a more accurate diagnosis of
anomalous behaviors and provides analysts with a more comprehensive and compact repre-
sentation of deviations. We evaluated the approach with a number of experiments on synthetic
datasets and two real-life process-event-logs. The experiments demonstrated the capability
of the approach to identify meaningful patterns capturing high-level deviations. The insights
obtained from these patterns can have a number of applications. For example, based on the
obtained results, auditors may decide to extend an outdated model and/or implement addi-
tional control mechanisms.

RQ 4. How can we compare behavior of users with their peers, detect sophisticated attacks
that might be spanned over multiple actions and facilitate the understanding and analysis of
suspicious behavior?

In Chapter 6, we answered this question by proposing a histogram-based approach for
behavior analysis. Our approach builds the behavioral profiles of users and compares these
profiles with users’ expected behavior represented by the profile of users with the same job
function. Based on this comparison, an anomaly score representing to what extent a user be-
haves differently from her peers are assigned to the user. The proposed approach comprises
the following steps: (i) it analyzes user behavior as a whole, which makes it possible to
detect attacks spanned over multiple actions; (ii) it uses one of the existing clustering algo-
rithms to refine group profiles, leading to the construction of more accurate profiles and, thus,
enhancing deviance detection capabilities; (iii) it employs histograms to represent profiles,
which makes it easier to understand the identified the abnormal behaviors and facilitates their
inspections. In addition, in Chapter 6, we demonstrated how data analysis techniques such as
process mining techniques can be employed to better understand logs. This type of analysis
has a number of benefits. In particular, it can be used to derive the actual policies implemented
by an organization. In addition, it can assist auditors in selecting the features to be used for
clustering and behavior analysis. To evaluate the applicability of the approach in real-life set-
tings, we applied the proposed approach to a log collected from AMC, a large Dutch hospital.
We discussed our findings with six domain experts with security backgrounds at the hospi-
tal. They acknowledged that our approach provides meaningful insights on user behavior.
In particular, they found our findings useful for the hospital for several reasons. First, they
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can assist the hospital to correct possible errors in the system configuration. Second, they
can help the hospital to identify possible data misuses. Third, they can help correcting user
behavior if users do not use the system as expected.

As discussed in this section, the approaches proposed in this thesis provide answers to the
defined research questions. In the next section, we discuss the limitations of these approaches.

7.2 Challenges and Open Issues
In this thesis, we have proposed approaches to identify and investigate deviations from spec-
ifications. Next, we list some challenges and open issues related to these approaches:

Constructing Probable Explanations of Nonconformity. The construction of proba-
ble control-flow alignments is computationally expensive. In Chapter 3, we showed that our
approach can construct probable control-flow alignments for simple datasets in few millisec-
onds. However, process models and process-event-logs can be very large and/or complex in
real settings, Therefore, to construct probable control-flow alignments for these models and
logs, a large state space has to be explored. This increases the computation time and con-
sumes a large amount of memory. To decrease the number of states to be explored by the A?

algorithm, more sophisticated heuristics should be employed. For example, similarly to [13],
one may able to exploit the so-called marking equation to prune the exploration graph and
provide a better estimation for a cost required to reach the final state. An alternative way
to improve the performance of the approach is to employ other scalable techniques such as
planning techniques [51, 52]. Another challenge is to consider various process perspectives
to compute a cost function for the construction of probable explanations of nonconformity. In
Chapter 3, we only considered the control-flow to construct the cost function and, hence, to
compute probable control-flow alignments. However, the choices in a process execution are
often driven by other aspects. For instance, when instances are running late, the execution of
fast procedures is more probable; or, if a certain process attribute takes a certain value, some
activities are more likely to be executed. Therefore, how other business process perspectives
(e.g. data, time and resources) can be taken into account to improve the proposed approach
should be investigated.

Linking Data and Process Perspectives for Conformance Analysis. Whereas the main
focus of this approach is to analyze recorded behaviors from the data and control-flow per-
spectives, logs main contain information on other perspectives (e.g., the user and time per-
spectives) as well. With respect to these perspectives, some constraints might also be defined
in a system that are required to be verified. For example, in a company responsible for han-
dling credit requests, only a selected group of users with a certain role might be allowed to
approve applications. In addition, the company may place user-related internal controls such
as separation of duty and/or binding of duty to prevent fraud. In order to detect deviations
more accurately, these process perspectives should be considered in the analysis.

Discovering Frequent Anomalous Patterns. There are two main challenges that should
be addressed to improve the applicability of this approach. The first challenge is to (semi)aut-
omatically generate anomalous patterns from partially ordered subgraphs. In practice, there
might exist multiple options to combine pairs of subgraphs. Our approach is able to generate
possible patterns involving two subgraphs, which can assist analysts to select the best option
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for combining subgraphs. The generation of patterns involving more than two subgraphs
is not supported yet and requires more investigations. The second challenge is related to
the performance and scalability of the approach. Existing heuristics such as decomposition
techniques [53,140–143] can be used in combination to our approach to decrease the compu-
tation time and make our approach scalable. However, these heuristics may negatively affect
the quality of extracted anomalous patterns. It should be investigated to what extent these
techniques affect the mining of anomalous patterns and the trade-off between information
loss and efficiency gain.

Comparing User Behavior. The application of the proposed technique to the analysis
of the use of BTG at AMC has revealed two main challenges. The first challenge is related
to the definition of metrics for ranking users based on the criticality of their behaviors for
further investigations. In this thesis, we have proposed an anomaly score to assess to what
extent users behave differently from their peers and to rank them accordingly. This metric
does not account for the severity of their actions. However, instead of analyzing the most
anomalous users, analysts are often interested to focus on the most critical behaviors. Thus,
the metric used in the approach should be adapted accordingly. The second challenge is
to make the investigation of findings even easier and more cost-effective by improving the
actionability [64] of the proposed approaches. For example, when an alert is raised, analysts
need to act upon it. By providing detailed information about attacks such as the type of attack
and referring to the appropriate mitigation strategy, we can assist analysts to react to possible
attacks.

7.3 Directions for Future Work
This section discusses possible extensions of the proposed approaches, through which some
of the challenges discussed in the previous section could be addressed. In particular, we have
identified the following open questions:

OQ 1. How can we perform efficient and scalable security log analysis?

Considerable amount of data might be collected by organizations. For example, in the
healthcare domain, ERP systems may log user actions and medical devices such as X-Ray
may record a large amount of data. To analyze these logs, efficient and scalable approaches
are required. A number of techniques have been proposed to speed up existing process min-
ing approaches [53, 140–143]. For example, case-based decomposition techniques partition
events into sub-logs based on the case they belong to and activity-based decomposition tech-
niques distribute events based on their activities [141]. It is worth noting that using these
heuristics do not always guarantee that the optimal results are obtained. In fact, in some
cases, the obtained results might be misleading. One interesting future research work is to
investigate how these techniques can be used in combination to the approaches proposed in
this thesis and measure to what extent they affect the obtained results.

OQ 2. How can we consider various process perspectives in the analysis?

Recorded events can be analyzed from various process perspectives (e.g., control-flow,
data, time and users). In this thesis, we mostly focus on the control-flow and data perspec-
tives. Considering other process perspectives in the auditing process can enhance detection
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capabilities even further and provide even more accurate diagnostics of deviations. For in-
stance, accounting for the user perspective (i.e., which user/role performed a certain activity
and data operation) can enable the verification of separation of duty and binding of duty
constraints. We believe that extending the approaches proposed in this thesis to support the
analysis of recorded behavior with respect to various process perspectives could provide more
accurate diagnostics and, thus, assist analysts in a deeper analysis and understanding of de-
viant behavior.

OQ 3. How can we automatically classify deviations with respect to attacks and provide
measures to respond to them?

A particular deviation or a collection of them may correspond to a certain attack. To
facilitate the analysis of deviations, we should identify deviations posing security threats to
businesses and map them to specific attacks. For example, in a loan management process of
a financial company, deviations caused by an approval of a credit request by unauthorized
users while other authorized users are available might be tagged as a financial fraud attempt.
As another example, deviations caused by a collection of a large amount of demographic
information without having a permission for such accesses might be tagged as a data theft
attempt. These attacks can be associated with threat descriptions and guidelines for classify-
ing them. Note that these attacks and guidelines might depend on the application domain and
context information. Several approaches have been proposed to classify alerts with respect
to attacks and elicit the features characterizing these attacks [33,72,73,155]. However, these
approaches mainly focus on network and database domains. An interesting research direc-
tion for future work is to investigate how deviations can be mapped to attacks and how they
should be mitigated to limit their impact.

OQ 4. How can we rank nonconforming behaviors with respect to their criticality?

Deviations from the prescribed behavior can correspond to security infringements and
have severe consequences for an organization. Therefore, organizations should be able to
detect and analyze these deviations as early as possible and take proper actions to mitigate
their impact. In practice, a large number of deviations from the prescribed behavior may be
identified [125]. As organizations typically have limited resources, they cannot deal with all
the risks to which they are exposed. Thus, it is interesting to detect nonconforming behaviors
and rank them with respect to their criticality.

We can measure the criticality of nonconforming behaviors using the combination of the
likelihood that an explanation of nonconformity corresponds to the reality and its severity.
Instead of considering only one explanation of nonconformity, we can account for the uncer-
tainty in an explanation of nonconformity by computing the likelihood of the corresponding
control-flow alignment. To measure the likelihood of a control-flow alignment, we can use
the cost of the alignment obtained using the approach presented in Chapter 3. The severity
of deviations typically depends on the application domain and should be measured by con-
sidering various business process perspectives. For instance, the impact of a deviation might
depend on the tasks diverging from the prescribed behavior, the user causing the deviation
and the data accessed [29]. In [24], we made a first proposal for this approach. However,
further research is needed to investigate the applicability and usability of this framework in
real-life settings.
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OQ 5. How can we identify and analyze deviations at run-time?

All the approaches presented in this thesis are tailored to off-line analysis. Off-line anal-
ysis approaches only consider completed cases that are fully handled in the past. In contrast,
online analysis approaches focus on the analysis of incomplete cases that are still running.
Thus, online approaches can still influence next events that might be generated for these run-
ning cases. By analyzing the events recorded for a running case and historical logging data,
different operational supports such as detection [104, 105, 147], prediction and recommen-
dation [60, 148, 150] can be provided. Early detection of deviations makes it possible for
analysts to promptly react to security incidents and, thus, limit the impact of possible attacks.
It is an interesting research direction to investigate how the proposed approaches in this thesis
can be adapted and extended for online monitoring.
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Appendix A
Converting a p-trace into a Petri net

Algorithm 6 describes the conversion from a partially ordered trace to a Petri net. The set of
places is initialized by creating an initial place pini and an ending place pend (line 1). The
set of transitions in the Petri net consists of the nodes in the partially ordered trace (line 2).
We also create two invisible transitions, inv ini and invend, which are connected to pini and
pend respectively (line 3). Invisible transition inv ini is needed to capture the fact that events
in Eini, i.e., the set of transitions for which the corresponding node in the partially ordered
trace does not have an incoming edge, can occur concurrently. Similarly, invend is needed
to capture the fact that events in Eend, i.e., the set of transitions for which the corresponding
node in the partially ordered trace does not have an outgoing edge, can occur concurrently.
Note that inv ini (invend respectively) can be omitted if Eini (Eend respectively) consists of
only one transition. Then, a place p is added for each edge in the partially ordered trace.
Transitions and places are connected in such a way that for every (e, e′) ∈ Wσp

we have
(e, p), (p, e′) ∈ F . Each transition ei for which the corresponding node in the partially
ordered trace does not have an incoming edge (i.e., ei ∈ Eini) is connected to invisible
transition inv ini through a newly created place pi (lines 10-13). Similarly, each transition
ej for which the corresponding node in the partially ordered trace does not have an outgoing
edge (i.e., ej ∈ Eend) is connected to invisible transition invend through a newly created
place pj (lines 14-17). The initial marking mi and final marking mf of the Petri net consist
of pini and pend respectively, i.e., mi = [pini] and mf = [pend].
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Algorithm 6: Partially ordered trace to Petri net conversion
Input : partially ordered trace σp = (Eσp ,Wσp), set of activities A, labeling function

` : Eσp → A
Output: Petri net N = (P, T, F,A, `,mi,mf )

1 P ← {pini, pend};
2 T ← Eσp

∪ {inv ini, invend} ;
3 F ← {(pini, inv ini), (invend, pend)};
4 foreach (e, e′) ∈Wσp do
5 P ← P ∪ {p} ; // add a new place p

6 F ← F ∪ {(e, p), (p, e′)};
7 end
8 Let Eini = {e ∈ Eσp |6 ∃e′ ∈ Eσp : (e′, e) ∈Wσp};
9 Let Eend = {e ∈ Eσp |6 ∃e′ ∈ Eσp : (e, e′) ∈Wσp};

10 foreach ei ∈ Eini do
11 P ← P ∪ {pi} ; // add a new place pi

12 F ← F ∪ {(inv ini, pi), (pi, ei)};
13 end
14 foreach ej ∈ Eend do
15 P ← P ∪ {pj} ; // add a new place pj

16 F ← F ∪ {(ej , pj), (pj , invend)};
17 end
18 mi ← [pini];
19 mf ← [pend];
20 return N = (P, T, F,A, `,mi,mf )
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List of Symbols

General Symbols

N

A labeled Petri net is a tuple (P, T, F,A, `,mi,mf ), where P is a set
of places, T is a set of transitions, F is the flow relations, A is the set
of activities, ` is a labeled function, mi is the initial marking and mf is
the final marking, Definition 1

InvN A set of invisible transitions of Petri net N

m A marking of a Petri net

m
t−→N m′

The firing of an enabled transition t from marking m that leads to a
new marking m′ in Petri net N

B(X) The set of all multi-sets over X

P(X) The power set of a set X

|A| The size of set A

‖σ‖ The size of a sequence σ

R(N) The set of reachable markings of Petri net N , Definition 2

RG(N) A reachability graph of Petri net N , Definition 4

E The universe of all identifiable process-events

U The universe of attribute names

D(attr) The domain of attribute attr

D The union of all attribute domains

πattr
A partial function that returns the value of attr for a process-event
from its domain

a A run-event

ϕs A sequential process-run, Definition 6
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Γs(N)
A set of all possible sequential process-runs of Petri net N ,
Definition 6

ϕp
A partially ordered process-run, consisting of run-events Aϕp and their
dependencies <ϕp , Definition 8

Γp(N)
A set of all possible partially ordered process-runs of Petri net N ,
Definition 8

e A trace-event

σs A sequential process-trace, Definition 7

L(p,s) A sequential process-event-log, Definition 7

σp A partially ordered process-trace, Definition 9

(Eσp ,Wσp)
A directed acyclic graph that is obtained by only considering the
minimal set of arcs whose transitive closure defined σp, Definition 9

L(p,p) A partially ordered process-event-log, Definition 9

Θ A CRUD matrix, consisting of CRUD-entries, Definition 10

q
A CRUD-entry is a tuple (t, obj, op,mode), where t is a transition, obj
is the object on which the operation was executed, op is an operation
type and mode is the mode for the CRUD-entry, Definition 10

S The set of all possible system-events

s A system-event

β
A system-trace, consisting of a sequence of system-events,
Definition 12

Sβ A system-event-log, consisting of a set of system-traces, Definition 12

(e, a) A process move, where e ∈ E and a ∈ E

(e,�) A process move, where e ∈ E

(�, a) A process move, where a ∈ E

γs
A sequentially control-flow alignment, consisting of a sequence of
process moves, Definition 13

γs |L
The projection of a sequentially control-flow alignment over the
process-trace

γs |P
The projection of a sequentially control-flow alignment over the
process-run

γp

A partially ordered control-flow alignment is a pair (Mγp , <γp),
where Mγp is a set of process moves and <γp is their dependencies,
Definition 14

Ks
A control-flow cost function defined for sequential control-flow
alignments



g
A function returning the cost of the smallest path from a node in a
graph to any node in a target set of the graph

h
A heuristic function estimating the cost of the path from a node in a
graph to its preferred target node

Probable Control-flow Alignments

Lfit
(p,s)

The subset of sequential process-traces of the original sequential
process-event-logs L(p,s) that fit the process model

abst
A state representation function mapping a sequential process-trace
onto a state, Definition 15

F A class of functions mapping probabilities to costs of process moves

κabst((e, a), γs)
The cost of appending a process move (e, a) to γs with
state-representation function abst, Definition 16

Kabst
The cost of a probable control-flow alignment with state-representation
function abst, Definition 19



Inter-level Alignments

((s, q), (e, a))
A composite move is a tuple, consisting of system-event s, a
CRUD-entry q, trace-event e and run-event a, Definition 20

λ
A criterion function verifying the validity of the composite move
against a given criterion, Definition 20

Λ A set of criterion functions, Definition 22

ψ
An inter-level alignment, which is a sequence of composite moves,
Definition 21

Ψ A set of all possible legal inter-level alignments

κi A cost function defined for inter-level alignments

Frequent Anomalous Pattern

ζ A subgraph

ζi →sseq ζj Subgraph ζj is strictly sequential to subgraph ζi

ζi →seq ζj Subgraph ζj is sequential to subgraph ζi

ζi →ev ζj Subgraph ζj eventually occurs after subgraph ζi

ζi →int ζj Subgraphs ζi and ζj are interleaving

H A subgraph hierarchy

σp A Petri net corresponding to partially ordered process-trace σp

Behavior Analysis

f A feature, Definition 32

F A feature space, Definition 32

vf A feature value obtained from applying function f on a system-event

Vf A codomain from which feature f assigns a value to system-events

ξ
An event vector, consisting of a sequence of feature values obtained
from applying a feature space on a system-event, Definition 33

Ξ The universe of all possible event vectors

b A bin, Definition 34

Bf A bin sequence for feature f, Definition 34

B A sequence of bin sequences

Z A multi-set of event vectors



freq f,b(Z)
The frequency of the feature values vf that fall in a bin b for the given
multi-set of event vectors Z, Definition 35

ηf(Z,Bf) A histogram, Definition 35

Z |c
A profile constraint that returns the submulti-set of Z for which c
returns true, Definition 36

Pc(Z |c,F, B) A profile, Definition 37

fracf,b The bin fraction, Definition 38

U A set of all users

G A group, Definition 39

GS A group sequence, Definition 39

SGG A subgroup of group G, Definition 39

SGSG
A subgroup sequence obtained from partitioning of group G,
Definition 39

δ
An assessment function mapping each subgroup into normal or
anomalous, Definition 40

W
A weight sequence W = 〈wf1 , . . . , wfn〉 is a sequence of real values
s.t. wfi ∈ [0, 1], Definition 41

κd
A distance function that returns an anomaly score indicating the
similarity between two profiles, Definition 41



Summary

Auditing of User Behavior
Identification, Analysis and Understanding of Deviations

The protection of personal data which are increasingly collected and used in our society (e.g.,
electronic health records, financial data and demographic data used in E-government) is a
serious and urgent issue nowadays. Traditional security mechanisms are preventive and very
rigid and thus they cannot be used to fulfill all the requirements of modern information sys-
tems. In fact, to deal with unprecedented circumstances and perform tasks more efficiently,
organizations often employ flexible protection mechanisms, allowing their users to deviate
from specifications. For instance, most healthcare systems support the “break-the-glass” pro-
cedure that allow users to bypass access control rules in emergency situations. However, this
flexibility in the systems might be misused by users. Data misuse can have serious conse-
quences for organizations, including financial and reputation loss. Thus, organizations should
have mechanisms in place to monitor user behavior and identify possible data misuses.

Current auditing mechanisms typically neglect the existence of end-to-end process mod-
els. In contrast to these mechanisms, process mining analyzes observed behavior by linking
them to process models, which can lead to more comprehensive results. However, these tech-
niques are not tailored to the security analysis of user behavior. To address this problem, this
thesis proposes solutions for identifying and analyzing deviations from specifications.

In particular, we address the following challenges. First, to accurately identify what went
wrong during process executions, we propose a solution to construct probable control-flow
alignments. This approach analyses past process executions and learns how process exe-
cutions behave when reaching a certain process state. Based on the insights obtained from
this analysis, we provide probable explanations of nonconformity. The second challenge is
related to the analysis of observed behavior with respect to both the data and process perspec-
tives. For this purpose, we propose a solution for linking the data and process perspectives
for conformance checking. Considering both perspectives in the analysis can lead to more
accurate identification of deviations and more comprehensive diagnostics. The third chal-
lenge is to provide high-level diagnostics on frequent deviations to analysts. To address this
challenge, we propose a solution to discover frequent anomalous patterns representing re-
current correlated deviations. This type of output can provide the opportunity to analysts to
focus on deviations at a higher level of abstraction, instead of analyzing each process instance
individually. The fourth challenge is to analyze user behavior and identify users behaving ab-
normally. For this purpose, we propose a solution to compare a user behavior with her peers.
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This solution analyzes user actions together rather than independently, which can make it
possible to identify attacks that span over multiple actions.

We evaluated the proposed approaches with synthetic and real-life datasets. The results
of experiments showed that our approaches can identify deviations accurately and provide
insightful and helpful diagnostics on user behavior. The insights obtained from these ap-
proaches can be used for different purposes. For example, it can be used to mitigate the risks
of possible attacks, correct the behavior of users that do not follow the expected specifica-
tions, and/or redesign a process model to better reflect the reality.
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