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Abstract

This thesis develops a new social learning model to predict the diffusion of information about
the value of investments in renewable energy. Firstly, we address the irreversible investment
decision under uncertainty. Secondly, we analyze the aggregate diffusion patterns that result
from the individuals’ decisions based on local information. Thirdly, we consider government
policies that influence the return process of the investment.

We develop a behavioral model that provides a detailed explanation of the decision to invest
based on information from related decision makers. A deterministic or random network
represents the interaction between decision makers. The mathematical model underlying
the decision, Bayesian inference, combines the objective return on investment with the prior
belief of decision makers, reflecting how eager they are to invest in renewables. We are able
to approximate the timing of investments under a Markovian assumption. We use Monte
Carlo simulations to analyze the decision process on networks ranging from simple graphs
like cliques and cycles to a complex real-world network. We use simulations to analyze
government policies by assuming a stochastic return process that is directly affected by
policies.

Our computational results show that the diffusion curve often progresses in three stages:
the diffusion starts off slowly, then accelerates and finally slows down. The model is flexible
so that the diffusion curve can have a different shape, depending on the network. The
Monte Carlo simulations of policies indicate that the uncertainty in the return leads to
postponement or even withdrawal of investments. The mathematical model provides a
thorough explanation of the aggregate process of investments. Our results demonstrate
that the newly developed social learning model provides a good alternative for innovation
diffusion models if uncertainty is an essential cause of the time lags of investments.
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1In Dutch: Duurzaam, Integraal, Dynamisch, Ontwikkelingsmodel

iii



Contents

Abstract ii

Preface iii

Nomenclature 1

2 Introduction 3

2.1 Literature review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2.2 Contribution of the thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.3 Structure of the thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

3 Social learning model 9

3.1 Framework . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

3.2 Bayesian inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

3.2.1 Examples with informative priors . . . . . . . . . . . . . . . . . . . . 12

3.2.2 Numerical methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3.3 Binary decisions with externalities . . . . . . . . . . . . . . . . . . . . . . . 19

3.4 Local decision dynamics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

3.4.1 Convergence and update rules . . . . . . . . . . . . . . . . . . . . . . 23

3.4.2 Critical number of investing agents . . . . . . . . . . . . . . . . . . . 25

4 Spreadings on networks 29

4.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

4.2 Homogeneous agents . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

4.2.1 Analytical calculations . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.2.2 Diffusion curve . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

4.2.3 Benchmark models . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

4.3 Heterogeneous agents . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

4.3.1 Single interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

4.3.2 Consensus time . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.4 Real-world networks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

iv



v Contents

4.4.1 Network properties . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

4.4.2 Single interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

4.4.3 Social circles . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

4.4.4 Consensus time . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

5 Time dependent return 55

5.1 Return scenarios . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

5.2 Results of the scenarios . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

6 Conclusion 62

Bibliography 64

Appendix 68

A Reasoned action . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

B Derivation of posteriors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

B.1 Gamma-poisson . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

B.2 Normal with unknown mean . . . . . . . . . . . . . . . . . . . . . . 69

C Exponential utility . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

D Derivation condition to invest . . . . . . . . . . . . . . . . . . . . . . . . . . 71

E Martingale argument for stopping time . . . . . . . . . . . . . . . . . . . . . 71

F On the exponential assumption . . . . . . . . . . . . . . . . . . . . . . . . . 73

G Configuration model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

H Expected local CC in ERRG . . . . . . . . . . . . . . . . . . . . . . . . . . 73

I Time for information to spread . . . . . . . . . . . . . . . . . . . . . . . . . 74

J Statistical tests circles . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75



Nomenclature

All the variables of the social learning model are included in the nomenclature. Let f(·)
denote non-negative probability densities in general. A subscript to the density
emphasizes the random variable(s) of interest. The parameters corresponding to the prior
are denoted with subscript 0, because there is no data involved. The parameters of the
posterior predictive after i observations are denoted with subscript i and hats. A subscript
t instead of i corresponds to the variable at time t ≥ 0 unless stated otherwise. We omit
subscripts when possible. Bold notation is used to denote vectors. For convenience, the
conditional probability P[Y ≤ y|X = x] is abbreviated as P[Y ≤ y|x] throughout the
thesis. Denote O the Landau’s symbol, i.e., big-O notation, that is defined as follows in
[28].

Definition (Landau’s symbol). Suppose that n is an integral variable which tends to
infinitely, and x a continuous variable which tends to infinitely or to zero or to some other
limiting value; that φ(n) or φ(x) is a positive function of n or x; and that f(n) or f(x) is
any other function of n of x. Then

f = O(φ) means that |f | < Aφ,

where A is independent of n or x, for all values of n or x in question.

E Edges of the graph

Ft Cumulative fraction of investing agents at time t

Gn(V,E) Graph on n

Pt Price of the investment at time t

Rt Predictive posterior return of the investment at time t ≥ 0

Sa Sum of the contributions of the observations

T Consensus time (i.e. time at which no agents desires to change its decision)

Uj Utility of agent j

V Vertices of the graph

Wt Wealth at time t

1



Nomenclature 2

Xt Return of the investment at time t

β Contribution of alternative utility

δ Contribution of alternative utility and uncertainty

ηj Risk-aversion of agent j

ft Fraction of investing agents at time t

h Utility of the alternative with return rf

i∗ The minimal number of observations that an agent needs to invest

n Total number of vertices

rf Risk-free rate of return

t Non-negative time

τ Lifetime of the innovation (i.e. number of returns that the asset generates)

θ Unknown parameter(s)

x̄i Sample mean of i observations of random variables X

xt Observed return of the investment at time t

y0 Threshold for investing

yj(t) Decision of agent j at time t



Chapter 2

Introduction

In response to the effect of climate change, governments aim to support and facilitate new
low-carbon technologies. An efficient and fast transition towards Renewable Energy (RE)
depends on the acceptance of new technologies [24, 58]. A few companies can not realize this
transition; it depends on many investment decisions of households and companies. Investors
can consist of one, or multiple individuals with the role of consumer, producer, or both,
called prosumer. Each of the decisions regarding investments in new eco-technologies is
indissolubly linked to uncertainty about the return on investment and about government
policies. Beliefs about the return on investment as well as on technical and social aspects
of the innovation influence the decision. The major influence of uncertainty and various
investment criteria contribute to making decision analysis on an aggregate level a difficult
problem.

The following example stresses the need for accurate prediction models for investments in
renewable energy. The Dutch government declared in 2003 a subsidy called Energie
Premie Regeling for domestic energy-saving attributes such a photovoltaic (PV) system
(i.e., solar power system). More than twice the available budget was requested, and the
subsidy was, therefore, terminated only a year later. Investments in PV systems decreased
dramatically when the policy halted. An analysis of this phenomenon concluded that
awareness, financial cost as well as the social network are important factors for investment
[30]. In this application, the decision makers are households that own a suitable house for
PV system micro-generation.

This thesis presents a new model that aims to predict the spreading rate at which non-
investors start investing in RE. We develop a flexible and realistic model that is based on a
probabilistic approach. The parameter eagerness to invest in renewable energy, also known
as ‘greenness’, and the emphasis on uncertainty make the model suitable for the application
of RE. Based on the decision model, the thesis provides an analysis of the aggregated
decisions for various network structures. The phenomenon that investments affect the
decision of other, related decision makers is known as the externalities of the investment.
On a local scale is it relatively easy to predict the decision. However, if we assume that
the flow of information between decision makers only occurs at a local scale, then it is
not obvious how individual-level network decisions aggregate to population dynamics. The

3



2.1. Literature review 4

network of interactions can accelerate or slow down the diffusion process [25]. The effect of
slowing down the diffusion is known as ‘excess inertia’.

2.1 Literature review

Modeling the spreading of innovations in a population, called innovation diffusion, has been
an important topic in marketing, economics, and sociology. Starting in the 1970’s, a wide
range of dynamic models are proposed to explain the time lag between the appearance of
an innovation and general acceptance. The investments over time induce the cumulative
diffusion curve that is often S-shaped as shown in Figure 2.1. We distinguish three stages of
the diffusion: (i) the early stage where early adopters that are closely related to the initiators
invest, (ii) the growth stage where new investments arrive with high velocity and (iii) the
final stage where the laggards invest. A deeper explanation of the difference in stages is
provided in [49]. The action of changing the decision is called adoption or activation in many
diffusion models. Individuals or groups such as households, producers, and prosumers that
are faced with the decision to invest in new technologies are called agents in the literature.

Time

N
u
m
b
er

o
f
in
v
es
to
rs

Early

stage

Growth Final

stage

Figure 2.1: An example of a cumulative diffusion curve.

Many models focus on developing, improving or applying forecast models to predict the
innovation. Often less emphasis is on the explanatory factors that are relevant for
policymakers. Traditional models do not account for uncertainties and cannot
straightforward be applied to the field of renewable energy. A recent survey distinguishes
three main conceptual categories of diffusion models: contagion, social influence, and
social learning [55]. The categories differ in the underlying explanation why agents invest.
All categories assume that agents adopt as a consequence of communication with other
agents, opposed to diffusion models that rely on external factors such as a change a price
change if the market is transparent (i.e., all agents are directly informed by the seller in
case of an announced price change). In order to give some context of our model, we
provide a short, general introduction of the three categories. Note that there is no
agreement on categorizations in general, for example, [57] split social influence into two
categories.

The contagion model assumes that the innovation spreads via imitation, i.e., the word-of-
mouth effect. The most simplistic pure-contagion model, the epidemic model, does not



5 Chapter 2. Introduction

incorporate a network structure. The epidemic model that relies on a differential equation
is the susceptible-infected (SI) model. Its network analog, first-passage percolation (FPP),
is originally applied to model a fluid flow through a random medium. The rather simple
nature of the model allows for rigorous mathematical analysis. An overview of FPP models
is presented in [4]. FPP is defined on a graph Gn(V,E) with a non-negative random weight
we i.i.d. on each edge e ∈ E. The weight can be interpreted as the time or cost to traverse
the edge. Then for any finite path π, i.e., finite sequence of edges with distinct vertices, the
passage time of π is defined as

T (π) =
∑
e∈π

we.

The first-passage time between vertices v and w then equals T (v, w) = infπ:v,w∈π T (π). It
has the interpretation of the first time that a fluid with source v reaches w. If we follows an
exponential distribution, then the spreading process simplifies due to the Markovian (i.e.,
memoryless) property. Memorizing the currently reached vertices by the fluid at a certain
time is sufficient to predict the vertices that will be reached at a future time. Originally
FPP is defined on a lattice, but recently the process is frequently defined on graphs with
properties that resemble real-world networks. The mathematical analysis concerns, for
example, the number of edges and the total weight of the shortest-weight path [13, 12].

The most widely-used Bass model describes the evolution of adoptions ex-ante. The
resulting spreading rate, called hazard rate in the context of the Bass model, is linear [55],
indicating that the Bass model is too restrictive for RE prediction. The intuitive
two-parameter model originates from 1969 and consists of a coefficient of imitation and
innovation [10]. Although the standard Bass differential equation describes a homogeneous
system, lately heterogeneous Bass models are proposed [27] and network structures [11]
are taken into consideration. The Bass model is also applied to a PV system. The
imitation and innovation coefficients are estimated as a function of other relevant factors
such as government policy changes [29]. However, less attention is paid to forecast the
diffusion with little available data such as with eco-innovations [42]. The cascade model
generalized the imitation parameter p to pv,w. This model describes step-by-step the
process of vertices that can become active. A newly active vertex v has a single change to
convince each of currently non-active neighbor w with probability pv,w independently of
all other probabilities [33]. In contrast to the Bass model, not all vertices need to be
active at the end of the process.

Social influence models assume that agents conform with the majority and adopt when
enough other agents have adopted. A widely used social influence model is the threshold
model, where the threshold represents the willingness-to-pay. Where the contagion models
converge to a situation where the whole population adopts, the equilibrium of a social
influence model is less straightforward. A direct link with the contagion model is provided
in [54]: the innovation can only spread if the subnetwork of agents that are vulnerable to
adoption percolates. The impact of subsidies on the final size of the innovation is analyzed
with a non-linear threshold function [17]. Social influence models are a special case of
game-theoretic models. Opposed to epidemic models, agents with many connections (called
hubs) tend to slow down the diffusion in games [43]. Although the effect of the decisions
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of neighbors is essential for the spreading of an eco-innovation, it does not give a full
explanation of investments,

Opposed to the assumption that adoption is a direct consequence of the decision of others,
social learning assumes that agents adopt when the innovation has proven to be desirable.
An implication is that the process halts after some time when it is not profitable for agents
to adopt. From an economic perspective, social learning is most plausible as it reasons
that agents behave rational and maximize payoff [55]. The resulting spreading rate is very
flexible. In a particular case where agents have information about the investments of all
other agents in the population, the decisions are a weighted sum of others and their own
previous decision. In this case, the relation between social learning and social influence is
comprehensible.

Since the social learning model is, in general, the most complicated of the three categories,
few attempts have been made to apply or analyze the social learning model [27]. Early
research assumes agents that maximize the random utility but replace the decision based on
expected utility with a certain variant [47]. They argue that this approximation is exact for
an exponential utility function and a normal distributed random variable. However, there
is no guarantee that the approximation performs reasonably well for other distributions. A
stochastic model that assumes that information is processed via Bayesian inference is also
applied to a normal distributed random variable. This model has the advantage that it
can easily be adapted to other distributions [18]. The underlying assumption of Bayesian
inference is that agents hesitate to invest, because (i) the innovation has not proven to be
desirable and (ii) their initial bias towards or away from the investment. Let xt denote
the observed return at time t ≥ 0 that provides insight into the desirability and let α
denote some initial belief. Then agent compute the conditional distribution of the next
observation, the return that they will receive once they invest, xt+1|x1, x2, . . . , xt, α. This
prediction requires an estimation of the unknown parameter(s) of the return. Not only
the mean of the parameter is of interest, but also its uncertainty. However, except for
some special cases, exact analysis requires calculating intractable integrals and one relies
on numerical methods. A further explanation of Bayesian inference is provided in Section
3.2.

The structure of the graph with vertices that represent the agents and edges that
represent their interactions depends on the context. Up to recently, many diffusion models
rely on homogeneous graphs, such as lattices, complete graphs or regular graphs. The
traditional Bass and SI model do not even assume anything regarding the underlying
network structure but rely on a fixed spreading rate. However, only complex networks can
realistically represent the connectivity patterns between agents [48]. An example of a
feature of a real-world network is that a few agents have many interactions, while the
remaining set of agents have a small number of interactions. Recently, random graphs are
often used for FPP and diffusion models. Random graphs can represent common features
of real-world networks, and one can analyze the graphs via probabilistic methods. An
overview of different types of complex network and processes such as spreadings is given in
[46].
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The information flow among agents concerning RE investments is likely to happen on
different types of networks. Two types of network are usually analyzed. The first type is a
physical network of for example zip codes in a region [15]. As an example, [49, Chapter 8]
can accurately predict the diffusion of PV systems in a neighborhood via the spatial
locations. The flow of information between neighbors is given in an interaction matrix for
this small neighborhood. In general, it is not obvious to what extent households in
different parts of a region are connected. The second type, social networks, become
increasingly relevant [30, 43]. While the connections in social networks are clear, agents
can live far apart and might make investment decisions under different conditions (other
law, different number of sun-hours).

2.2 Contribution of the thesis

This thesis is devoted to formulate and analyze a social learning model to accurately predict
the diffusion of a RE innovation. It builds upon the work of [18]. The framework is
adapted to RE innovations and is extended to multiple probabilistic models. We explicitly
take uncertainty into account and use behavioral theory to formulate a realistic diffusion
model. The model focuses on the progressive setting, where the decision to invest in the
RE is irreversible. We assume that all agents in the graph have the opportunity to invest
in RE. The assumption that initially only a small proportion invests is due to a prior
underestimating of the return or the uncertainty about the return on investment. Agents
receive information over time; they observe the return of investors. These observed returns
can result in a change in the decision if the return is desirable enough. The dynamic agent-
based spreading model enables the study of household level choices on an aggregate regional
level. The framework can for a large extent be applied to any eco-innovations, but we use
a PV system as an example throughout the thesis.

This thesis aims to understand the aggregate effect of social learning on the diffusion of
investments in renewable energy assets in a network of heterogeneous agents. We are
particularly interested in the development and change of the diffusion over time and the
final proportion of agents that invest. To analyze the aggregate effect, the following three
questions are investigated:

1. How much information is necessary until an agent starts investing?
2. Which network structures favor the spread of innovations?
3. How can government policies efficiently trigger and/or accelerate investments?

Bayesian inference is used to explain the necessary information to invest. An agent specific
initial distribution describes the bias of the agent towards the investment. In the specific
conjugate setting with a normal distribution, the time at which agents invest corresponds to
the stopping time of a general random walk. The second question is answered using simple
deterministic and random networks as well as a real-world network. Since the model itself
is already challenging, analytical results only hold for homogeneous agents with multiple
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assumptions. A Monte Carlo simulation is used to analyze the aggregate the decisions for
heterogeneous agents. The diffusion curves are compared with other diffusion models, such
as FPP. In order to answer the third question, the model is generalized to a time-dependent
return distribution. We assume that the effect of the policy on the decision to invest is only
via the observed return.

2.3 Structure of the thesis

The structure of the thesis corresponds to the three research questions. Chapter 3 is mainly
theoretical and formulates the decision model. The framework is based on the Theory
of Reasoned Action (TRA). Thereafter, a section is devoted to Bayesian inference, which
combines a bias the observations of agents. Following the steps of the framework, the
expected utility is derived. The Bayesian inference and expected utility yield update rules
that described the local dynamics. The aggregate decisions in networks are analyzed in
chapter 4. In particular, it focuses on the fraction of investors over time and the convergence
time of the decisions. The chapter starts with the exact analysis of the simplest graphs and
ends with simulations of a real-world network. The model with homogeneous agents is
compared to two benchmark models: the susceptible-infected model and the Bass model.
Chapter 5 generalizes the i.i.d. return to a time-dependent random variables. We analyze
the effect of additional uncertainty due to a possible policy switch and a decrease in the
return sequence due to government policies. We discuss the main results and conclude in
Chapter 6.



Chapter 3

Social learning model

Agents base their decision on their current perceptions of the innovation. This chapter
presents a model to predict the individual dynamics of the perception of an agent over time
in four steps. Firstly, Section 3.1 presents a general framework based on the behavioral
theory of reasoned action. Secondly, we explain the core of the dynamics, Bayesian inference,
in Section 3.2. The value of the innovation is optimally recursively estimated in special
settings, while numerical methods provide a consistent estimation for any setting. Thirdly,
Section 3.3 derives the expected utility of the innovation. Finally, Section 3.4 analyzes the
effect of the change in perception on the decision to invest.

3.1 Framework

TRA gives insight into the logic behind behaviors. The theory suggests that behavioral
intentions drive decisions [23]. It states that we can decompose the intention into the
attitude to act and subjective norms. A fast amount of diffusion models relies on the
underlying assumption that the innovation diffuses as a consequence of social pressure. As
a result, agents tend to conform to others. While many diffusion models take this effect
into account via a parameter called the imitation coefficient, only a little research focuses
on the attitude. We define attitude as agent’s favorability towards a behavior due to its
importance and expected benefits. The importance and expectations of RE investments
differ strongly among the population of agents. Therefore, our framework focuses on the
attitude and explicitly accounts for its two components.

An empirical study investigates factors that drive the attitude for renewable energy [5].
Their research investigates the relation between three variables: consumer concern,
knowledge and belief about the consequences of renewable energy. Their hypotheses state
that the concern with environment affects the knowledge about renewable energy, which
affects the belief about consequences, which finally affects the behavior. Table 1 gives an
overview of their hypotheses and conclusions. The effect of concern, knowledge, and
beliefs on the willingness to pay are significant. Therefore, our framework includes these
effects. Because not all relations proved to be strong, we propose an alternative logic via

9



3.1. Framework 10

the Bayesian context.

We start by specifying consumer concern, knowledge and belief in the context of RE
investments. Define greenness as the environmental concern of agents, a fixed, personal
characteristic that reflects their eagerness to invest in RE due to, e.g., environmental
reasons. The degree to which agents associate with agents with similar characteristics is
known as homophily. Agent behaviors and characteristics often correlate with the
structure of the network [3]. Agents might change their attitude when they receive
knowledge regarding the return on investment. Agents observe the stochastic return when
they interact with investors. The greenness and observations together induce beliefs of the
return.

Greenness

Knowledge of

return

Belief of return

Investment

characteristics

Wealth of

investment

Evaluation of

investment

Alternative

Behavior

Bayesian

inference Future

value

Expected

utility

Maximize

Figure 3.1: Logic behind the decision to invest. Methods are shown above the arrows.

The logic behind the behavior is shown in Figure 3.1. Greenness and the return on
investment of neighbors, the network effect, are input for the Bayesian inference. Together
these inputs induce a belief about the return. We use portfolio theory and the investment
characteristics like the lifetime of the asset to determine the wealth of the agent. The
utility of the wealth depends on the agent’s risk-aversion. Eventually, the agent compares
the expected utility of the innovation with the utility of the risk-free alternative. The
argument of the maximum of two of the expected utilities yields the behavior. The logic is
quite similar to the logic in the framework of [5]. Besides estimating the return via
Bayesian inference, the main difference is that we do not differentiate between the
behavioral intention and the actual behavior. Also, we consider the decision to invest in
RE as a whole instead of a weighted sum of relevant aspects. Since there is a limited
amount of research concerning the logic behind renewable investments, we choose to keep
the framework simple yet explanatory.

Assuming rationality, the n agents would like to invest when their expected utility exceeds a
threshold h = E[Uj(Wt+τ,0)] of the null-alternative. We abbreviate the investment in RE as
an investment and denote agent that have invested as investing agents or simply investors.
We focus on the progressive setting, although we can easily extend the model to include the
non-progressive case. The binary variable of interest, yj(t) ∈ {0, 1}, reflects the decision of
agent j at a fixed time t given that it received observations x. An agent invests, that is
yj(t) = 1, when

E [Uj (Wt+τ ) |x] ≥ h (3.1)

The utility function Uj (Wt+τ ) : [0,∞] → R is a quantitative measure of wealth value



11 Chapter 3. Social learning model

Wt+τ to agent j at future time t + τ . The subscript j indicates that there are personal
characteristics involved in the decision. The wealth of the alternative is denote with Wt+τ,0,
but it suffices to use h as the alternative utility does is independent of time. The non-
linear stochastic problem is to determine the decision yj(t) ∈ {0, 1} that corresponds to
the maximal expected utility max

{
E [Uj (Wt+τ ) |x] , h

}
. Similarly to [7], define the end-of-

horizon wealth Wt+τ given initial wealth Wt as

Wt+τ = Wte
∑τ
i=1Rt+i , (3.2)

where time series (Rt+i)
τ
i=0 is the random sequence of future return given the observations

and greenness. The fixed number of generated observations by an investment, τ , can be
interpreted as the lifetime of the innovation. Assume that rf is deterministic, so that
h = Uj(Wt+τ,0). The return Rt can be further specified as a function of Pt, the value of the
innovation at time t:

Rt = ln

(
Pt
Pt−1

)
. (3.3)

Since Rt is the only random variable in this binary decision problem, the main problem is to
calculate the expected utility for xj(t) = 1. Note that only one variable changes over time:
the return. Samples of return of neighbors are called observations or data in the latter.
Local information denotes the setting where agents can only receive observations from their
neighbors and global information the setting where each agent receives each observation.

3.2 Bayesian inference

The distribution of the return Rt is unknown to the agents beforehand. We assume that
the agents are using the Bayesian statistical approach in their decision making. Bayesian
inference is a mathematical method to update distributions when more information becomes
available over time. The method works on probability distributions and probability calculus.
A detailed introduction into Bayesian statistics is, for example, given in [16]. Opposed to
the frequentist’s approach, assume that the parameters of the return are random variables
and the prior distribution reflects the agent’s expectation. The statistical inference treats
the unknown parameters and returns observations as random processes in a joint probability
space.

The building blocks of Bayesian inference are the prior distribution and likelihood. The prior
belief about the return reflects the greenness of an agent. Agents observe the return of other
investing agents over time. They compute the likelihood of the observations given the prior.
Via Bayes’ rule, one can infer an estimate of the parameters from the observations, the prior
and the likelihood. This distribution of the parameters conditional on the observations is
called the posterior distribution. One can use this posterior to compute the distribution of
a not yet observed value, called the predictive posterior distribution.

Let x = {x1, . . . , xi} denote a sample of i i.i.d. returns of investing agents. The likelihood
function factorizes as the observations are independent: L(x1, . . . , xn|θ) =

∏i
a=1 fX(xa|θ).
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One can interpret the likelihood as the probability of observing x1, . . . , xn under the random
variable(s) θ. Prior to observing any data, we are led to belief that θ is distributed with
parameter(s) α. The Bayesian theorem combines the received information and the prior
belief to make inference about θ:

f(θ|x, α) =
L(x|θ)f(θ|α)∫

θ L(x|θ)f(x|α) dθ
.

where
∫
θ L(x|θ)f(x|α) dθ =

∫
θ f(x, θ) dθ = f(x) is the marginal likelihood of the data.

Bayes’ rule states that the posterior is proportional to the likelihood of the data times the
prior distribution: f(θ|x, α) ∝ L(x|θ)f(θ|α).

The prior expresses the belief about the return before any data is available. An
uninformative prior reveals very little information about the parameter(s). However, one
should be cautious as uninformative priors can be improper when the distribution does
not integrate to 1. Note that an improper prior can still result in an acceptable posterior
distribution [16]. An example of a non-informative prior on the mean and variance that
does not depend on µ is p(µ, σ) ∝ 1/σ2. To avoid the computational difficulties in
computing the denominator of the inference, we use special priors. These priors result in
easy update rules of the posterior for an additional observation. The special priors that we
use are called conjugate priors and are often a member of the exponential family of
distributions. The definition of the conjugate prior is as follows.

Definition 3.1 (Conjugate prior distribution). Let L(x|θ) be a likelihood function of
observation X = x. A class G of distributions is called a conjugate prior with respect to
L(x|θ) if the posterior f(θ|x, α) is in G for all x whenever the prior distribution f(θ|α) is
in G.

We can use the posterior of the unknown parameters to predict the next observation with
θ marginalized out. If the posterior is conditional on i observations, then the predictive
distribution of a random future return R = Xi+1|x, α is given by

f(xi+1|x, α) =

∫
θ
f(xi+1|θ)f(θ|x, α) dθ .

3.2.1 Examples with informative priors

We give four examples of an agent that updates its posterior beliefs of the unknown
parameter(s) according to Bayesian inference. The first example assumes a gamma
likelihood, while the other examples assume a normal likelihood.

Example 3.1 (Gamma-poisson updating). The observations x = {x1, . . . , xi} are i.i.d.
poisson samples, so that xa ∈ [0,∞) for a = 1, . . . , i. Given parameter θ > 0, the likelihood
equals

L(x|θ) =

i∏
a=1

f(xa|θ) =
e−iθθ

∑i
a=1 xa∏i

a=1(xa!)
.
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Assume a conjugate prior on the poisson parameter θ ∼ Gamma(α, β) with a density based
on a shape-rate parameterization. Assume that α > 0 and β > 0. The gamma density
equals

fθ(x;α, β) =
βαxα−1e−βx

Γ(α)
∀x ∈ R+,

with expectation E[θ] = α
β and variance V[θ] = α

β2 . We can combine the prior distribution
on θ and likelihood via Bayes’ theorem, such that the posterior is proportional to
θ
∑n
i=1 xi+α−1e−(n+β)θ. One can recognize that posterior equals

θ|x ∼ Gamma(α+
∑i

a=1 xa, β+ i). The prior parameters have the following interpretation
applied to the PV system. α and β reflect the belief that a PV system produces α times
energy over β small time intervals. Assume that the sun intensity fully defines the amount
of produced energy in an interval. Then this gamma prior assumes equal sun intensity
across the intervals, so that the probability of producing energy is i.i.d. over the intervals.
The predictive posterior R follows a negative binomial distribution with success
probability of producing energy 1

1+β+i = p̂ and α+
∑i

a=1 xa = r̂ trials (see Appendix B.1).

The moment generating function (MGF) of the predictive posterior R is
(

1−p̂
1−p̂et

)r̂
for

t < − log (p̂). The density of the discrete predictive posterior distribution equals

fR(x; p̂, r̂) =

(
x+ r̂ − 1

x

)
(1− p̂)r̂p̂x for x = 0, 1, 2, . . . .

Example 3.2 (Normal-normal updating with known variance). The observations
x = {x1, . . . , xi} are i.i.d. normal (or, equivalently, gaussian) samples generated by the
random variables X1, . . . , Xi ∈ R. Let Xa|µ ∼ N (µ, σ2) for a = 1, . . . , i, so that we can
decompose the random variable in Xa = µ+ εa with εa ∼ N (0, σ2). Note that µ ∈ R, while

the variance is σ2 > 0. The MGF equals E
[
etx
]

= eµt+
1
2
σ2t2 for any real t. With the goal

to make inference about µ, consider the prior θ = µ ∼ N (µ0, σ
2
0). We relax the assumption

that σ0 is known in the next example. The likelihood function can be expressed as

L(x|µ, σ) =
i∏

a=1

fεa
(
xa − µ; 0, σ2

)
=

i∏
a=1

1√
2πσ2

e−
(xa−µ)2

2σ2

=
1(√

2πσ2
)i e− i(µ−x̄)2+is2

2σ2 .

The likelihood depends on x only through the sample mean x̄ = 1
i

∑i
a=1 xa and sample

variance s2 = 1
i

∑i
a=1 (xa − x̄)2. Let the precision be 1

σ2 = ρ with σ the standard deviation,
then the posterior precision ρpost = ρprior + ρdata. The posterior mean that results from
Bayesian inference is a convex combination of the sample mean and prior mean. The
posterior distribution equals (see Appendix B.2)

θ|x ∼ N

(
σ20

σ20 + σ2

i

x̄+
σ2

i

σ20 + σ2

i

µ0,
1

1
σ2

0
+ i

σ2

)
.
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The predictive posterior is related to this posterior, but has a higher variance:

R ∼ N

(
σ20

σ20 + σ2

i

x̄+
σ2

i

σ20 + σ2

i

µ0,
1

1
σ2

0
+ i

σ2

+ σ2

)
=: N

(
µ̂, σ̂2

)
.

Example 3.3 (Normal-normal updating with unknown variance). Consider again the
setting Xa|µ, σ ∼ N (µ, σ2) for a = 1, . . . , i with both the mean and variance unknown.
The prior that we use in the this example depends explicitly on the variance and has the
form f(σ2)f(µ|σ2). We assume the following conjugate normal-gamma prior:

µ|σ2 ∼ N
(
µ0, τ

2σ2
)
,

σ2 ∼ IG (α, β) .

We assume α > 0 and β > 0. With the above parameterization, if X ∼ gamma(α, β), then
Y = 1

X ∼ IG(α, β). This derivation of the inverse gamma (IG) density is a straightforward
application of the transform of random variables:

fY (y) = fX

(
1

y

) ∣∣∣∣ ddyy−1
∣∣∣∣

=
βαy−α−1e

−β 1
y

Γ(α)
∀y > 0

Therefore, the precision follows a gamma distribution. The posterior distribution after i
observations equals

f(µ, σ2|x) ∝ 1

(σ2)i/2
exp

(
−
∑i

a=1(xa − µ0)2

2σ2

)
1

στ
exp

(
−(µ− µ0)2

2σ2τ2

)
1

(σ2)α+1
exp

(
−1

βσ2

)
.

The conditional posteriors are given by

µ|σ2,x ∼ N
(

iτ2

σ2 + iτ2
x̄+

σ2

σ2 + iτ2
µ0,

σ2τ2

σ2 + iτ2

)
=: N

(
µ̂, σ̂2

)
,

σ2|x ∼ IG

(
i

2
+ α,

1

2

i∑
a=1

(xa − µ)2 + β

)
=: IG

(
α̂, β̂

)
.

Integrating the joint distribution of the mean and variance with respect to the variance
yields the marginal distribution of the mean. The marginal distribution of the mean is a
generalized t-distribution with 2α degrees of freedom, location parameter µ and precision
ατ/β [21, p. 170]. Note that in contrast to the normal distribution, the precision of the
t-distribution is not the reciprocal of the variance. The density of the t-distribution with
parameters α > 0 degrees of freedom, location parameter −∞ < µ <∞ and precision τ > 0
equals

f(x|α, µ, τ) =
τ

1
2 Γ
(
(α+ 1)/2

)
(απ)

1
2 Γ(α/2)

(
1 +

τ

α
(x− µ)2

)−(α+1)/2
∀x ∈ R.
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One should be careful with this distribution, as the variance is only finite for α ≥ 2.
After i observations, the posterior marginal distribution of the mean is also a generalized
t-distribution. We can replace the parameters µ, τ, α and β in the marginal distribution
with the parameters

µi =
τµ0 + ix̄

τ + i
,

τi = τ + i,

αi = α+
i

2
,

βi = β +
1

2

i∑
a=1

(xa − x̄)2 +
τi (x̄− µ0)2

2(τ + i)
.

The predictive distribution for one new observation is a t-distribution with 2αi degrees of
freedom, location parameter µi and precision βi(τi+1)

αiτi
[45].

Example 3.4 (Normal-normal updating with known mean and unknown variance). The
case of an known mean and unknown variance is similar to the previous example. Let
Xa|σ ∼ N (µ, σ2) for a = 1, . . . , i and assume the following prior distribution on the variance:

σ2 ∼ IG(α, β),

where α > 0 and β > 0. Then the posterior after i observations equals σ2|x ∼ IG (αi, βi),
where αi = α+ i

2 and βi = β+ 1
2

∑i
a=1 (xa − µ)2. The posterior predictive distribution is a

generalized t-distribution with 2αi degrees of freedom. location parameter µ and precision
βi
αn

[45].

To illustrate how a posterior distribution results from observations and an initial belief,
consider the following numerical values in Example 3.3. Suppose we know that E[σ2] = 2,
V[σ2] = 2 and E[µ] = 2 and V[µ] = 1. We can calculate the parameters α and β via the
mean and variance of the inverse gamma distribution:

E[σ2] =
β

α− 1
, α > 1

V[σ2] =
β2

(α− 1)2(α− 2)
, α > 2

Using these two equations, we find α = 4 and β = 6. The parameter µ0 = 2, since E[µ] = µ0.
The parameter τ = 1 can be calculated from the marginal t-distribution, since

V[µ] =
β

τ(α− 1)
.

Assume now that 10 observations have arrived with sample mean x̄ = 2.304 and
∑10

a=1(xa−
x̄)2 = 9.034. The posterior parameters can now be calculated: µ10 = 2.253, τ10 = 12,
α10 = 9 and β10 = 10.594. Figure 3.2 shows that the variance of the marginal distribution
is reduced and the mean of the posterior is shifted after the observations.
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Figure 3.2: Marginal posterior densities of the generalized t-distribution for µ after 0 and
10 observations.

3.2.2 Numerical methods

The above examples are special cases of Bayesian inference with conjugate priors. In
general, calculating the full posterior might require computing intractable integrals. When
the integrals become cumbersome, one can sample from the posterior distribution via
numerical methods. A well-known family of sampling techniques uses the Markov Chain
Monte Carlo (MCMC) method. This method simulates a chain of samples from the
posterior to approximate the density.

A well-known MCMC method is the Metropolis-Hastings (MH) algorithm. Input for this
algorithm is the likelihood, the prior and a suitable (independent) proposal density.
Algorithm 3.1 outlines the steps of the algorithm. The joint distribution equals the prior
multiplied with the likelihood for Bayesian inference. One might start with a value of the
parameter of interest sampled from the prior distribution, or if the prior distribution is
non-informative, sampled from the proposal distribution. Each iteration proposes a new
candidate and generates an acceptance probability. The accepted candidates form a chain
of values that converge in probability to the posterior density.

There are two kinds of proposal distributions q(·): symmetric and asymmetric. A proposal
distribution is called symmetric if q(yi|yi−1) = q(yi−1|yi), so that the candidate is a
random perturbation around the previous value of the chain. Examples of symmetric
distributions are the normal and uniform distribution. The MH algorithm is called the
random-walk MH algorithm for symmetric proposal distributions. Line 4 consists of two
parts: the fraction f(ycand|x)

f(yi−1|x) ensures that more likely posterior values given the

observations are sampled more often and the fraction q(ycand|yi−1)
q(yi−1|ycand) avoids that the chain

gets stuck. This acceptance probability satisfies the condition of detailed balance, and
therefore the stationary distribution converges in probability to the target posterior
distribution for N →∞.

Given a finite amount of computation time, the empirical distribution of the chain is slightly
different from the target distribution. The gap between the first couple of values of the chain
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and the empirical distribution due to the chosen starting value is called the burn-in effect.
The difference consists of two types of errors: a bias and a sampling variance error. MH is
designed so that the burn-in effect typically decreases quickly in the first couple of samples.
The bias is quite small after the first couple of values. The second effect exists by the
random nature of the sampling technique. A chain with a quick decreasing bias often has
a quite large interval between independent samples. Therefore, the sample variance is not
always low. [34] analyze the bias-variance trade-off and conclude that MCMC methods with
a small bias can reduce the sample variance error.

Algorithm 3.1 Metropolis-Hastings sampling technique

Input: Proposal density q(x), density f(x), observations x, number of iterations N .
Output: Samples y = {y0, y1, . . .}

1: Initialize y0 ∼ q(y)
2: for iteration i = 1, . . . , N do
3: Propose ycand ∼ q(yi|yi−1)
4: Acceptance α(ycand|yi−1) = min

{
1, q(ycand|yi−1)f(ycand|x)

q(yi−1|ycand)f(yi−1|x)

}
5: Sample u ∼ U(0, 1)
6: if u < α(ycand|yi−1) then
7: Accept candidate yi ← ycand
8: else
9: Reject candidate yi ← yi−1

10: end if
11: end for

We sample from the posterior mean distribution as given in the normal-normal model in
example 3.2 with the MH algorithm. These samples give an impression of the performance
of the MCMC algorithm for Bayesian inference. Figure 3.3 shows we start the MH with
only 100 observations. We are interested in the performance of the MH algorithm with
little data, since agents also have limited observations regarding the RE investment. The
prior is a standard normal distribution and the proposal distribution is such that yi|yi−1
is a sample of a normal distribution with mean yi−1 and variance 0.01. The quality of the
samples depends on the variance of the proposal distribution. On the one hand, the variance
should not be too small, as the chain should cover a large variety of likely values. On the
other hand, the variance should not be too large, as it should not jump too often over high
probability values. Figure 3.4 shows that the empirical density is similar to the analytical
posterior. The first candidate is the mean of the prior distribution. The burn-in effect is
visible in Figure 3.5: the chain quickly reaches stationary after the first few samples. The
small burn-in effect is also visible in Figure 3.6.

We stress that the MH algorithm is not the only numerical method to perform Bayesian
inference. As long as the method accurately approximates the true posterior distribution,
the sampling method does not affect the investment decisions. An example of a different
technique is (weighted) importance sampling [38]. Other MCMC methods include the well-
known Gibbs sampler. We briefly explain this method. Gibbs sampler is perhaps the most
frequently used sampling technique, due to its simplicity and efficiency. However, the first



3.2. Bayesian inference 18

−6 −4 −2 0 2 4 6 8 10 12
0

0.02

0.04

0.06

0.08

0.1

0.12

0.14

0.16

0.18

0.2

x

Observations
Normal density

1.4 1.6 1.8 2 2.2 2.4 2.6 2.8 3
0

0.5

1

1.5

2

2.5

µ|x

MC posterior
Analytical posterior

Figure 3.3: Samples from a normal
distribution with parameters µ = 2 and
σ2 = 4. The sample mean and standard
deviation are 2.2462 and 5.405 respectively.
Only 10 bins are used, since there are only
100 samples.

Figure 3.4: Histogram of the accepted
samples y and the analytical posterior. The
first 500 samples of y are removed. The
parameters of the analytical posterior are
µ̂ = 2.160 and σ̂2 = 0.037, while the sample
mean equals 2.160 and sample variance
0.039.
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Figure 3.5: First 500 iterations of the MH
algorithm. The burn-in effect is clearly
visible in the first 100 iterations.

Figure 3.6: All 10,000 iterations of the MH
algorithm. The Markov chain seems quite
stationary after the first few iterations.

step of this technique is to derive conditional posterior densities that are not always known
for Bayesian inference. The second step is to generate posterior samples via iteratively
sampling from the posterior. Algorithm 3.2 gives an overview of a multi-stage Gibbs sampler

that generates a Markov Chain
(
y
(1)
i , . . . , y

(k)
i

)N
i=1

.

We illustrate the two-stage Gibbs sampling technique with Example 3.3. We know the
posteriors µ|σ,x and σ|x in this example, but these posteriors depend on each other. Gibbs
sampler is a straightforward method to approximate marginal probabilities, by considering
the samples associated with the variable of interest. Consider the same 100 observations
as the MH example as shown in Figure 3.3. The prior distributions are µ|σ ∼ N (0, σ2)
and σ2 ∼ IG(2, 1), so that E[σ2] = β

α−1 = 1. Figure 3.7 shows that the empirical marginal
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Algorithm 3.2 Multi-stage Gibbs sampling technique

Input: Initial density q(·), densities fY (i)|Y (1),...,Y (i−1),Y (i+1),...,Y (k)(·) for i = 1, . . . , k,
observations x, number of iterations N .

Output: Samples
(
y
(1)
i , . . . , y

(k)
i

)N
i=1

1: Initialize y0 ∼ q(x)
2: for iteration i = 1, . . . , N do

3: Sample y
(1)
i ∼ f

(
Y1 = y1, Y2 = y

(2)
i−1, Y3 = y

(3)
i−1, . . . , Yk = y

(k)
i−1

∣∣∣x)
4: Sample y

(2)
i ∼ f

(
Y2 = y2, Y1 = y

(1)
i , Y3 = y

(3)
i−1, . . . , Yk = y

(k)
i−1

∣∣∣x)
5:

...
6: Sample y

(k)
i ∼ f

(
Yk = yk, Y1 = y

(1)
i , Y2 = y

(2)
i , . . . , Yk−1y

(k−1)
i−1

∣∣∣x)
7: end for

distribution is quite symmetric around the analytic mean, 2.160. The fit is not optimal,
which might be due to the low number of observations. The empirical marginal distribution
of the variance is not symmetric as shown in Figure 3.8. Note that the variance cannot be
negative. The sample mean 5.328 is quite close to the analytical mean, 5.325.
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Figure 3.7: Histogram of samples from the
marginal posterior of µ|x. The first 500
of the 10,000 samples are removed. The
parameters of the analytical posterior are
µ̂ = 2.160 and σ̂2 = 0.039, while the sample
mean is 2.013 and sample variance 0.050.

Figure 3.8: Histogram of samples from the
marginal posterior of σ2|x. The first 500
samples of the 10,000 samples are removed.
The parameters of the analytical posterior
are α̂ = 52 and β̂ = 271.562, while the
sample parameters are 52.835 and 276.146,
respectively.

3.3 Binary decisions with externalities

Following the steps in Figure 3.1, the expected utility can be calculated given the
predictive posterior of the return. We derive an investment condition given the utility and
the alternative expected utility.
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The utility function translates the wealth of the investment into a personal valuation of the
innovation that takes the agent’s attitude towards risk into account. The input variable
c can be any value of consumption or investment. We use the wealth of the investment
as input. There is a rich set of utility functions, with the basic property of increasing
utility U ′(c) > 0. The marginal utility is often assumed to be decreasing, i.e. U ′′(c) < 0.
This assumption, known as the law of diminishing marginal utility or Gossen’s first law, is
discussed in [32]. For a first impression of the behavior of the expected utility, consider the
Taylor expansion of any smooth real utility function with different arguments c1 < c2:

U(c2) = U(c1) + (c2 − c1)U ′(c1) +
(c2 − c1)

2!
U ′′(c1) +O

(
(c2 − c1)3

)
= C + U ′(c1)

(
c2 −

1

2

(
−U ′′(c1)
U ′(c1)

)
(c2 − c1)2

)
+O

(
(c2 − c1)3

)
,

where C is a constant and −U
′′(c1)

U ′(c1)
is called the absolute risk-aversion. Assuming c1 = E[c2],

the expected utility can approximately be decomposed in an expectation and variance term
of its argument. Hence, we can include both expectation and variance of the return in the
agent’s decision. Taking expectations in the first terms of the Taylor expansion yields

E[U(c2)] ∝ E[c2 −
1

2

(
−U ′′(c1)
U ′(c1)

)
(c2 − c1)2]

≈ E[c2]−
1

2

(
−U ′′(c1)
U ′(c1)

)
V[c2].

The interpretation for this equation is the following. Consider an agent that is very risk-
averse, so −U ′′(c1) is large. If his c1 is small, so that U ′(c1) is large, then he might even be
unwilling to invest with a high risk premium. We restrict the calculations to the frequently
used isoelastic utility to prevent cumbersome expressions. Appendix C shows why we do
not consider the often used exponential utility with constant absolute risk-aversion.

Definition 3.2 (Isoelastic utility). The isoelastic utility function or constant relative risk
aversion is given by

U(c) =

{
c1−η−1
1−η if η 6= 1

ln(c) o/w,
(3.4)

where η is a constant that represents an agent’s attitude towards risk. One can interpret
η > 0 as risk-aversion, η < 0 risk-loving, and η = 0 risk-neutral. Note that U(1) = 0 and

constant absolute risk-aversion (CRRA), because −U
′′(c)

U ′(c) = η.

Example 3.5 (Poisson distributed conditional return). If η 6= 1, then linearity of the
expectation,

E [U(W )] = E

[(
W0e

R
)1−η − 1

1− η

]
=
W 1−η

0 E
[
e(1−η)R

]
− 1

1− η
.
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The expected utility simplifies to

E [U(W )] =


W 1−η

0

(
1−p̂

1−p̂e(1−η)

)r̂
−1

1−η if η 6= 1

ln(W0) + p̂r̂
1−p̂ o/w.

Note that the expected utility for η 6= 1 simplifies to the MGF for η > 1− β̂.

We investigate the isolated effects of the mean and variance for different risk-aversion values.
Figure 3.9a shows that indeed increasing the mean leads to a higher expected utility. As a
result, the agent is more likely to invest in RE. Figure 3.9b shows the expected utility for
different risk-averse attitudes. Indeed, the expected utility of the risk-neutral agent does
not depend on the variance of the return. When η increases, the expected utility decreases,
and agents become more reluctant to invest. Increasing the variance leads to a decrease in
expected utility for risk-averse attitudes.
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Figure 3.9: Expected utility of negative binomial distributed predictive posterior returns.
W0 = 1.

Example 3.6 (Normal distributed conditional return). The expected utility of the wealth
is given by

E [U(W )] =

W 1−η
0 eµ̂(1−η)+ 1

2 σ̂
2(1−η)2−1

1−η if η 6= 1

ln(W0) + µ̂ o/w.
(3.5)

While gamma distributed returns result in positive expected utilities for the mean and
variance in the range [0, 10], normal distributed returns result in negative expected utilities.
Figure 3.10a is quite similar in shape to the gamma distributed returns. Figure 3.10b shows
that the expected utility is convex in the variance as opposed to the expected utility for
gamma distributed returns.

We do not have particular indication that the distribution of future returns in renewable
energy is normal or gamma distributed. However, one needs to assume a return
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Figure 3.10: Expected utility of normal distributed predictive posterior returns. W0 = 1.

distribution to be able to derive tractable formulas that facilitate the estimation
procedure. The normal distribution is symmetric and mesokurtic and might, therefore, be
regarded as non-realistic in some situations. However, it is frequently used as a simple
example of a return distribution. Therefore, we use Assumption 3.1 and continue with
normal-normal Bayesian inference with known variance as described in Assumption 3.2.

Assumption 3.1. Assume that the predictive posterior return R ∼ N (µ̂, σ̂).

Assumption 3.2. Assume that the mean µ of X ∼ N (µ, σ2) is unknown, but the variance
is known.

Plugging Equation 3.1 into Equation 3.5 for τ = 1, W0 = 1 and η > 1, the condition for
investing becomes

µ̂ >
ln (h (1− η) + 1)

1− η
− 1

2
σ̂2(1− η). (3.6)

The condition has an intuitive interpretation: the agent invests as its expectation exceeds
a sum of a null-alternative and a risk term. We assume η > 1 but restrict the domain of h
to avoid taking the logarithm of negative numbers. If η > 1, then increasing the variance
σ̂2 leads to less investments.

Next, we consider τ ≥ 1 and calculate the decision. Let Rt ∼ N
(
µ̂t, σ̂

2
t

)
denotes the return

at times t = 1, . . . , τ . The relation between the price of the current and previous period
according to Equation 3.3 is Pt = Pt−1e

Rt . Therefore, Pt = Pt−2e
RteRt−1 = Pt−2e

Rt+Rt−1 =
. . . = P1e

∑τ
t=1 Rt . This summation over the time steps of interest is indeed included in the

wealth as given in Equation 3.2. Assume that the i.i.d. assumption in Bayesian inference

is still intact, so that R1
d
= R2

d
= . . .

d
= Rτ . Then for η 6= 1

E


(
W0e

∑τ
t=1 Rt

)1−η
− 1

1− η

 = W 1−η
0

E
[∏τ

t=1 e
Rt(1−η)

]
− 1

1− η
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= W 1−η
0

∏τ
t=1 E

[
eRt(1−η)

]
− 1

1− η

=
W 1−η

0 e(1−η)
∑τ
t=1 µ̂t+

1
2
(1−η)2

∑T
t=1 σ̂

2
t − 1

1− η
.

The second step of the derivation assumes independent returns over time. It remains quite
easy to calculate the expected utility if the returns correlate over time. Let ρt−1,t be the
correlation coefficient between Rt−1 and Rt, then

Rt−1 +Rt ∼ N
(
µt + µt−1,

√
σ2t + σ2t−1 + 2ρt,t−1σtσt−1

)
. (3.7)

The above expression of the expected utility still holds if more than two time steps are
involved. The variance is more complicated than the uncorrelated case:

τ∑
t=1

Rt ∼ N

 τ∑
t=1

µt,

τ∑
t=1

σ2t + 2

τ−1∑
i=1

τ∑
j=i+1

ρi,jσiσj

 .

It is very well possible that the returns are correlated. In the case of PV systems, the return
depends on the amount of solar radiation. On a low (e.g., hourly) timescale, the amount of
solar radiation is highly correlated [56].

3.4 Local decision dynamics

The local decision of agents should be clarified to understand the aggregate dynamics of the
network. Therefore, we analyze the decision as a function of the number of observations of
an agents’ neighbors. The subscript i denotes the number of observations instead of time in
this section. Firstly, we explain that the decision of an agent converges over time. Secondly,
we point out that the critical number of investing neighbors corresponds to a stopping time
of a random walk.

3.4.1 Convergence and update rules

Theorem 3.1. The sequence (Ri)i≥1 of random variables that follow the posterior
distribution after i ≥ 1 observations converges in probability to µ. That is, for every ε > 0,
lim
i→∞ P [|Ri − µ| > ε] = 0.

Proof. Firstly, note that the variance of the posterior mean converges to zero as i→∞ and
the posterior mean is unbiased for sufficiently large prior variance:

µ̂i =
σ20

σ20 + σ2

i

x̄i +
σ2

i

σ20 + σ2

i

µ0
i→∞−−−→ µ,
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σ̂2i − σ2 =
1

1
σ2

0
+ i

σ2

i→∞−−−→ 0.

Secondly, we know by Chebychev’s inequality P [|Ri − µ| ≥ ε] ≤
σ̂2
i
ε2

, that tends to 0 as
i→∞.

Figure 3.11 shows that the posterior converges fast towards the true return distribution.
µ > µ0 so that the mean of the return is likely to increase after the first few observations.
If we assume that the true variance σ2 is positive and finite, then there exist an alternative
utility h such that lim

i→∞ E[Uj(Wi+τ )] − h > 0. Hence, we are able to choose the parameters
so that agents invest after some observations. The following recursive relations hold for the
posterior parameters

µ̂i =

µ̂i−1

σ̂2
i−1−σ2 + xi

σ2

1
σ̂2
i−1−σ2 + 1

σ2

=
σ2µ̂i−1 + xi

σ2i−1
,

σ̂i =
1

1
σ̂2
i−1−σ2 + 1

σ2

+ σ2.
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Figure 3.11: Predictive posterior density after 0, 1 or 10 steps of normal-normal updating.
The prior density is normal distributed with parameters µ0 = 0.25, σ20 = 4. The parameters
µ = 2, σ2 = 1 are used to generate the observations. The sample mean and variance of
the first observation is 2.538 and 1.800, while the sample mean and variance of the 10
observations are 2.624 and 1.098.

We briefly explain the close relation of our update rule for the mean with the social learning
model of [22]. That model also assumes that agents perform Bayesian inference with a
normal likelihood and a normal conjugate prior. The spreading process operates in discrete
time. Their setting differs in two aspects. Firstly, they do not assume binary decisions or
include the variance, but assume that the decision equals the posterior mean. Secondly,
they do not differentiate between the decision yj(t) and the communicated value to the
neighbors (which we define as the return). Their weighted average update rule at time t
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equals

yj(t) =
n∑
k=1

qj,kρ
i−1
j,k

ρtj,j
yj(t− 1),

where ρj,k denotes the value that agent j assigns to agent k. qj,k ∈ {0, 1} defines the
neighboring relationships that are fixed over time. The matrix q defines the network
structure: qj,k = 1 if there exists an edge between vertex j and k, and zero otherwise.

This weighted average update rule is certainly different from our social learning model and
heavily depends on the assumption of a normal distribution. However, given that we assume
the weighted average update rules, one can easily forget the underlying normal distribution.
Applying the same update rule can then be seen as a bounded rational heuristic in line with
the psychologic theory of persuasion bias [22]. An example of a (weighted) average based
model that does assume binary decisions is known as the Non-Consensus Opinion (NCO)
model. In this model yj(t) = 1 is the weighted average exceeds a threshold, and zero
otherwise. The simplicity of this model allows for a rigorous mathematical analysis as
in [37]. This model is special since different opinions can coexist when the opinions are
converged.

3.4.2 Critical number of investing agents

We give two equivalent investment conditions. Let us define

yi =

(
ln
(
h(1−η)+1

)
1−η − 1

2 σ̂
2
i (1− η)− µ̂i

)
σ2

σ̂2
i−σ2 and β = ln(h(1−η)+1)

1−η . By definition σ̂2i − σ2

is positive for non-zero variance σ2. Using Equation 3.6, the first investment condition
equals: the agent invests if and only if yi < 0. One needs to compute the posterior
predictive parameters µ̂i and σ̂i to check the decision of an agent. These parameters can
easily be calculated via the update rules. The second investment condition is given by (see
Appendix D)

i∑
a=1

(xa − δ) > y0, (3.8)

where δ = β − 1
2(1 − η)σ2. This condition only requires to calculate the parameter δ and

y0 the first time that the decision of an agent is checked. When a new observation arrives,
the increment xa − δ should be added to the current value of the summation.

The summation in the second condition, together with boundary y0, corresponds to a
gaussian random walk. However, we would like to predict when agents start investing.
Consider the guassian random walk before any observation is received. Denote i∗ the
number of investing neighbors at the time that agent j starts investing. Then, we are
interested in the first passage time i∗ = arg inf{i ≥ 1 :

∑i
a=1(Xa − δ) > y0}, where we put

inf ∅ = ∞. Although we do not know µ, the increments (Xa − δ) ∼ N
(
µ− δ, σ2

)
reveal

information about the true mean. By the additivity property of independent normal
random variables, the sum will also follow a normal distribution. When µ > δ, then the
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agent drifts towards investment as it receives information. The restriction y0 ≥ 0 that
ensures that agents do not invest before they receive information. Because we are
interested in the case that agents drift towards investment over time, we state Assumption
3.3.

Assumption 3.3. Assume that µ > δ and y0 ≥ 0.

The distribution of i∗ (i.e., the hitting time of a gaussian random walk) is hard to compute.
From [18], a theoretic result is known for the continuous-time limit of a discrete information
stream. The distribution i∗|y0, β follows an approximately an inverse gaussian distribution
under the conditions y0 ≥ 0 and δ < µ. The moments of the inverse gaussian distribution

equal E[i∗|y0, δ] = y0

µ−δ , and V[i∗|y0, δ] = y0σ2

(µ−δ)3 and the corresponding density function

f(x|y0, β) =
y0

σ
√

2πx3
e−

(y0−(µ−δ)x)2

2σ2x , x > 0.

Figure 3.12 shows the theoretical and simulated density of the necessary number of
observations to invest. The inverse gaussian approximation is not very accurate: the Root
Mean Squared Error (RMSE) equals 0.072. The tail of the simulation is heavier than the
inverse gaussian approximation. The shapes seem similar, and the difference might be due
to the continuous approximation of the discrete process. The smallest possible realization
of the discrete process is one unit of information.
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Figure 3.12: Normalized histogram of necessary number of observations i∗ to invest for
10,000 simulated agents and the approximately inverse gaussian density. The median and
variance of the simulation are 2.000 and 4.922 respectively, while the median and variance
of the inverse gaussian distribution are 2.000 and 3.556.

If the restriction µ > δ in Assumption 3.3 is violated, then the decision of the agent is still
non-trivial. Define Sa =

∑a
k=1(Xk − δ) and assume S0 = 0. Note that i∗ is a ladder height

of the random walk, therefore, we can equivalently consider the maximum of the random
walk:

P[i∗ < i] = P
[

max
0≤a≤i

Sa ≥ y0
]
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Following the continuous approximation, it is well-known that the probability of ever
investing for µ − δ < 0 is exponential distributed, see for exampl [19] (Lemma 5.5 on p.
102),

lim
i→∞

P
[

max
0≤a≤i

Sa ≥ y0
]

= e(2(µ−δ)/σ
2)y0 , y0 ≥ 0.

The inverse gaussian distribution corresponds to the maximum of a Brownian Motion (BM).
The following definition of the one-dimensional BM states that its increments are normal
distributed, hence it is closely related to the gaussian random walk.

Definition 3.3 (Standard Brownian Motion). A real-valued stochastic process {B(t), t ≥
0} is a Standard Brownian motion, also called Wiener process, if it satisfies

1. B(0) = 0;
2. For all times 0 = t0 ≤ t1 ≤ t2 ≤ t3 ≤ t4 ≤ . . . ≤ tn the increments B(tk)−B(tk−1) for
k = 1, . . . , n are independent random variables;

3. The increments B(t)−B(s) ∼ N (0, t− s) for 0 < s < t <∞;
4. The sample path t→ B(t, ω) is continuous for all ω ∈ Ω.

A Brownian motion sampled at equidistant times follows the same dynamics as a gaussian
random walk. This close relation enables to derive a bound on the expected difference of the
theoretical en simulated densities in Figure 3.12. Consider B(t) BM on unit interval [0, 1]

and the process Bn(t) = n−1/2
∑bntc

i=1 Xi where Xi i.i.d. standard normal random variables.
Then,

E
[

sup
t∈[0,1]

|B(t)−Bn(t)|
]
≤ Cn−1/2

√
log n

for some constant C as derived in [8, Equation 2.26]. Note that the difference between B(t)
and Bn(t) can still large for low n. [31] calculate the expected distance for a Brownian
motion with drift. The BM diffusion approach is not the only approximation of the hitting
time of the random walk. [40] describes three approximations for the level crossing problem.

A simple bound on the expected stopping time is easily derived regardless of the distribution
of the increments xa − δ in Equation 3.8. If we define Wi := Si − i(µ − δ) for i ≥ 0, then
Wi is a martingale w.r.t {Xi}n−1i=1 :

(i) E[Wi+1|x1, . . . , xi] = Si − i(µ− δ) + E[Xi+1|X1, . . . , Xi] = Wi for i ≥ 0,

(ii) E
[
|Wi|

]
≤ E

[
|Si|
]

+ i(µ− δ) <∞ for i ≥ 0.

Next, we check if the Optional Stopping Theorem (OST) can be applied to this martingale.
i∗ is a proper stopping time, because Wi is recurrent so that P[i∗ < ∞] = 1. Therefore,
E[Si∗ − i∗(µ− δ] = 0. By the definition of the random walk, E[Si∗ ] ≥ y0. Hence, we derive
the following bound on the expected stopping time

E[i∗] ≤ y0
µ− δ

.
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The distribution of the stopping time i∗ can be derived in the very special case that xa ∼
Exp(µ) for a ≥ 0. By memoryless property

P
[ i∑
a=1

Xa − δi > y0 + z |
i∑

a=1

Xa − δi > y0

]
= P

[ i∑
a=1

Xa − δi > z
]

for z ≥ 0,

so y0 − δ ∼ Exp(µ). The MGF E[esXk ] = µ
µ−s for s < µ. Appendix E shows that W s

i :=

es
∑i
a=1 Xa

E[esXa ]i is a martingale w.r.t {xa}i−1a=1. Via the OST, the expectation of the martingale at

the stopping time can be derived. As a result, the Laplace Transform (LT) of i∗ equals

E
[
e−τu(s)

]
=
µ− s
µ

e−sy0 ,

where u(s) := −sδ + ln
(

µ
µ−s

)
. In general, ∂u

∂s = δ + 1
µ−s > 0 for s ≥ 0, since δ < E[Xa] =

1
µ . The inverse LT is often computed numerically if it is not easily recognized, see [1].
Although this demonstrates that the distribution of i∗ can be derived, Appendix F shows
the investment condition in Equation 3.8 has little meaning in case that Xa ∼ Exp(µ).
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Spreadings on networks

Two statistics of the aggregated decisions on networks are analyzed in the graphs: the
final proportion of investing agents and the time of convergence in the graph. Section 4.1
describes the implementation of the spreading process briefly. Diffusion on simple graphs
is analyzed in Section 4.2. Section 4.3 continues the analysis with heterogeneous agents.
A real-world Facebook network is discussed in Section 4.4. Although this network is less
straightforward to describe, we point out that the results are quite similar to the star graph
as analyzed in Section 4.3.1.

4.1 Implementation

Since there are many ways in which the process can diffuse, analytic calculations on
complex networks become cumbersome. Therefore, we simulate the spreading over the
graphs. Without loss of generality, consider a connected graph. Analysis of connected
components suffices if the graph is not connected. Algorithm 4.1 gives an overview of the
diffusion process. The spreading starts with an initial set of investors F0 that consists of
at least one vertex. The algorithm is presented for τ = 1 so that each investment
generates one sample return. Newly investing vertices have a single change to convince
their neighbors through the observable return on investment. If a vertex v has multiple
neighbors, then these neighbors observe the return simultaneously. The predictive
posterior distribution of the neighbors is updated, and we check their decision. When a
neighboring vertex is convinced, it invests and generates a return in the next time step.
Otherwise, v cannot make any more attempts to convince its neighbors. As a result, it is
sufficient to check the decisions of vertices connected to a newly investing vertex. The
process halts when no more investments are possible. If one wants to simulate a diffusion
with τ > 1, then each investor in S should generate an observation for each time, and the
neighbors of S reconsider their decision at each time.

Unless otherwise stated, let |F0| = 1. We will denote the total number of investors at time
t with Ft and let ft be the marginal number of investors at time t. The simulation ends at
time T when all vertices adopt or there are no vertices that want to invest the next time.

29
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Algorithm 4.1 Discrete-time preading process

Input: Graph G(V,E), utility function Ui(·) ∀i ∈ V , initiators f0, parameters as described
in Table 4.1.

Output: Investors F
1: Initialize the vertices, time t = 0, and investors F = ∅
2: f ← f0 for set of initiator vertices f0
3: while there are investors: f 6= ∅ do
4: for vertices i in { do
5: F ← F ∪ {i} and f ← f \ {i}
6: Sample return X = x from data distribution
7: for vertices j such that (i, j) ∈ E and j 6∈ F ∩ f do
8: Update posterior of j after observing x
9: if posterior is such that E[Uj(Wt+τ )] ≥ h then

10: f ← f ∪ {j}
11: end if
12: end for
13: end for
14: Update t← t+ 1
15: end while

T is also known as the consensus time in the literature. Note that if τ = 1, then n < ∞
implies T < ∞. 10,000 runs of the simulation for simple graphs of size n = 100 takes
around one minute1. 10, 000 runs is the default for all Monte Carlo simulations, except for
the real-world network and a few specific simulations that require more computation time.

The parameters in Table 4.1 will be used in the simulations unless stated otherwise. The
prior distribution and true return distribution are both assumed to be normal. rf = 0, so

that the utility of the alternative is h = e0T (1−η)−1
1−η = 0. On the one hand, agents will only

invest if the variance of the data is not too high. On the other hand, agents will invest
immediately when the variance of the data is too low.

4.2 Homogeneous agents

We start the network analysis with homogeneous agents and graphs that are easy to
describe. The approach is mainly analytic, while simulations verify the results. The
analysis consists of three parts. Firstly, we calculate the probability that all agents invest
in simple deterministic graphs. Secondly, we analyze the diffusion curve in random graphs.

1The algorithm is implemented in Java, version 1.8. It is executed on an Intel Core i5 processor desktop
with 2.60 GHz processor. The complexity of the algorithm is O(n2). The whole while-loop has at most n
iterations when S contains one vertex each iteration. Together line 3 and 4 have complexity O(n) since each
agent can invest only ones. It takes O(n) time to find all neighbors in the adjacency list (Linked List object
in Java) in line 7. Checking the normal posterior distribution requires O(1) time.
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Parameter Description Value

τ Lifetime 1
rf Risk-free rate 0
η Risk-aversion 3.5
µ0 Mean of prior distribution 0.25
σ20 Variance of prior distribution 2
µ Mean of true return distribution 2
σ2 Variance of true return distribution 1

Table 4.1: Parameters of the model
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Figure 4.3: Cycle

Thirdly, we compare the results with benchmark models.

4.2.1 Analytical calculations

Three simple graphs, a clique, star and cycle, with n = 5 homogeneous agents are shown
in Figure 4.1, 4.2 and 4.3. We assume τ = 1 use these graphs where vertices have different
degrees to give a first illustration of the network effect. We calculate the probability that all
vertices will invest, where xi denotes the observation generated by vertex i. In the clique,
the observations are available to all agents, since there is an edge between every two agents
as shown in Figure 4.1. The degree of each vertex is the same, n − 1, hence this graph is
called homogeneous. Since each investment generates only one observation and agents are
homogeneous, the clique has only two outcomes. Either only the initiator invests, or all the
vertices invest. Following Equation 3.6, all vertices invest if the observation generated by
vertices a is high enough:

P[all vertices invest|a invests] = P
[
xa +

1

2
(1− η)σ2 > y0 + β

]
= Φ

(
−y0 − β + µ+ 1

2(1− η)σ2

σ

)
.

In the star graph, one agent is connected to all other agents, while the other agents have only
one neighbor. Figure 4.2 shows the graph. Therefore, it matters which vertex is the initiator.
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Vertex b has degree 4. The probability that all vertices invest is similar to the clique if vertex
b with degree n−1 is the initiator. If another vertex initiates, then the event that all vertices
invest can only happen if vertex b invests. If all vertices finally invest, then it will happen at
time t = 2. The probability that c invests is by symmetry equal to the probability that d or

e invests. Denote the investment probability Φ
(
−y0−β+µ+ 1

2
(1−η)σ2

σ

)
:= p. The observations

generated by the initiator and vertex b are independent, therefore the probability that c
invests equals

P[c invest|a invests] = P[b invests|a invests]P[c invest|a, b invest] = p2.

In the cycle, the observations are only available to two other agents as shown in Figure
4.3. Let vertex a be the initiator. It can trigger zero or two investments, depending on
the observed return. The remaining vertices can at most trigger one investment, as all
vertices have degree two. If all vertices will finally invest, then it happens at time t = 2
or t = 3. In contrast to the clique and star graph, there are multiple paths in which the
investments can evolve over time. The following paths have non-zero probability that all

agents finally invest: (i) a
t=1−−→ (b, e)

t=2−−→ (d, c), (ii) a
t=1−−→ (b, e)

t=2−−→ d
t=3−−→ c and (iii)

a
t=1−−→ (b, e)

t=2−−→ c
t=3−−→ d. In path (i) vertex a convinces vertex b and e, and then vertex b

convinces c and e convinces d. The spreading follows this path with probability p3. Paths
(ii) and (iii) occur with equal probability due to symmetry. Then for any initiator vertex a,

P[all vertices invest|a invests] = p3 + 2p2
∫ y0

−∞

∫ ∞
y0−xb

fXb,Xc(xb, xc) dxb dxc,

The joint density fXb,Xc(xb, xc) = fXb(xb)fXc(xc) by independence, and fXb(xb) = fXc(xc)
the density of investing corresponding to a normal distribution with mean µ+ 1

2(1−η)σ2−β
and variance σ2.

The probability that all vertices invest in a clique and star is independent of the graph size
n. The same holds for the time when all agents invest. However, the time when all agents
invest in the cycle is at least (n + 1)/2 if n is uneven and n/2 is n is even. Despite the
simplicity of the cycle, computing the probability that all vertices invest is cumbersome as
the amount of non-zero probability paths increases with n. For a similar graph that does
not contain a cycle, the probability is easy to calculate. Consider a graph of uneven size and
remove the edge with the longest distance to a. Then the event that all vertices invest can
only occur if each vertex, except those at the end of the line, generates a high observation.
By independence, the probability that all vertices invest equals pn−2.

4.2.2 Diffusion curve

Calculations become cumbersome as a consequence of the subtle difference from the cycle
to the line. However, we want to analyze graphs in between sparsely connected graphs such
as the line and densely connected graphs such as the clique. A good way to differentiate
between those is via random graphs. We start with the most simple graph: the Erdös Rényi
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random graph (ERRG), where each edge is present i.i.d. with a fixed probability that can
be a function of the graph size. We assume an edge probability of λ/n and λ > 1, such
that we are in the dense regime (i.e., with high probability the investments are able to
spread over a large part of the network). However, note that the graphs might not consist
of one connected component. Next to a large component, there will probably some small
components or isolated vertices.

We continue the analysis with graphs on n = 1000 vertices. These graphs are already large
but note that real-world networks typically consist of way more agents. To ensure that a
reasonable proportion of agents will invest, assume that investors observe their return in
each period. Therefore, we expect that all agents located in the same cluster will eventually
invest if the mean of the true return is high enough while the variance is low enough. We
start with Assumption 4.1 and 4.2. Let Xi,t be the random return of investor i at time t.
Note that 0 < y0 < 1 and Xi,t ∼ Bernoulli(pb) i.i.d. imply a geometric distribution for i∗

as required.

Assumption 4.1. i∗ ∼ Geom (pb).

Assumption 4.2. Sample the ERRG(λ/n) at each time t = 0, 1, 2, . . .

The spreading process is Markovian due to Assumption 4.1. By the memoryless property
of the geometric distribution, only the previous proportion of investors and observations
are relevant. Agents invest after the first success observation Xi = 1. We want to find an
expression for Ft in terms of Ft−1. Ft consists of the fraction of agents that invested at the
previous time step Ft−1 and newly investing vertices, at most 1−Ft−1. Consider a randomly
chosen non-investing vertex v at time t− 1. The number of neighbors of this vertex follows
a binomial distribution with parameters n − 1 and λ/n. Let us denote the probability of
degree k with P (k). There are two possible reasons why the vertex does not invest: either
none of its neighbors invests, or each investing neighbor i generates observation Xi = 0.
For time t− 1 holds that

P[vertex vdoes not invest] =

n−1∑
k=1

P[degree kdoes not invest]P[vertex vhas degree k]

=
n−1∑
k=1

(
1− P [neighbor iinvests and generates Xi,t−1 = 1]

)k
P (k)

=

n−1∑
k=1

(
1− Ft−1pb

)k
P (k)

The last equality holds since pb is independent of Ft−1. One can recognize the last
expression as the probability generating function G(z) =

∑
k P (k)zk of the binomial

degree distribution, (1 − λ/n + λ/nz)n−1 in z = 1 − Ft−1pb. As the probability that a
vertex invests is one minus the probability that a vertex does not invest, the Ft evolves as

Ft = Ft−1 + [1− Ft−1] [1−G(1− Ft−1pb)] . (4.1)
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The difference Ft − Ft−1 is maximal for Ft−1 at the root of

pb(n− 1)
λ

n
(1− Ft−1)

(
1− pb

λ

n
Ft−1

)n−2
+

(
1− pb

λ

n
Ft−1

)n−1
− 1.

However, as t is discrete, the peak will not exactly equal to the root of the equation. One
could exploit the recursive relation to find the location of the peak. Figure 4.5 shows that
the peaks are quite close to the analytic values: 0.376 for both n = 1000 and n = 10, 000.
The peaks of graphs of size n = 100 to n = 1000 are or similar height and the analytic peak
height equals 0.377 for n = 100. It is remarkable that the maximal proportion of investors
is almost constant in the range n = 100 to n = 10, 000. Unfortunately we are not able
to simulate larger spreadings due to the computation time. Although not shown here, we
find that the shape of the different graphs is similar. The only difference due to the graph
size seems the time scale. The peaks occur a bit later for larger graphs: at time t = 4 for
n = 100, at t = 6 for n = 1000 and at t = 8 for n = 10, 000.
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Figure 4.4: Average results of 10,000 simulated spreadings on ERRG(λ/n) with parameters
λ = 10, n = 1000, 0 < y0 < 1, F0 = 1/n, pb = 0.25.
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Figure 4.5: Peaks of the diffusion curves for graphs with n = 1000 to n = 10, 000. Average
peaks of diffusion curves with different number of vertices of 1000 simulated spreadings on
ERRG(λ/n) with parameters λ = 10, 0 < y0 < 1, F0 = 1/n, pb = 0.25.

If we loosen Assumption 4.1 to y0 ≥ 1, the process needs no longer be Markovian. However,
if we relax Assumption 4.2 and simulate the diffusion, then only the degree distribution
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might affect Equation 4.1. Sampling the graph at each time step leads to a higher fraction
of vertices that receive information in at least one of the sampled graphs. Therefore, the
assumption is quite restrictive for an ERRG.

To account for the time-varying degree distribution of non-investing vertices, we take a
degree-based approach. We introduce the following notation. Let ft,k be the fraction of
vertices having degree k and investing at time t. Then P (k) − ft−1,k is the proportion of
vertices of degree k not investing at time t−1. Let gt denote the probability that a randomly
chosen neighbor of a vertex invests at time t. Then,

ft,k = ft−1,k + (P (k)− ft−1,k)
(
1− (1− gt−1pb)k

)
. (4.2)

By conditioning on the degree of a neighbor,

gt =
n∑
k=1

P[neighbor has degree k]P[ neighbor of non-investing vertex invests|neighbor has degree k].

The probability that uniformly at random chosen neighbor of a vertex has degree k is given
by the size biased degree distribution. Thus,

gt =
n∑
k=1

kP (k)∑n
j=1 jP (j)

P[neighbor of non-investing vertex invests| neighbor has degree k].

The probability that a vertex with degree k invests is
ft,k
P (k) . We approximate the probability

that a degree k neighbor invests with the probability that a randomly chosen degree k vertex
invest, i.e. assume that the investors with degree k are randomly spread over the graph.
Then,

gt =

n∑
k=1

kft,k∑n
j=1 jP (j)

Figure 4.6a shows that the vertices invest a little earlier in the approximation. We expected
a difference, since Equation 4.2 is not exact. There are relatively many edges in the subgraph
of investors. Hence, many edges are adjacent to two investors, and the amount of edges on
the boundary of investors and non-investors is relatively small. Therefore, g(t) overestimates
the probability that a neighbor invests. Figure 4.7a shows that the degrees of newly investing
vertices follow the same shape as expected: high-degree vertices are likely to invest earlier
than low-degree vertices. As a result, the degree distribution of not yet investing agents
becomes time-varying. A similar shape with an initial high plateau and a quick decrease in
degree for scale-free graphs is shown in Figure 2a in [9]. The right tail seems a bit different.
While simulation suggests that the tail degree is almost linearly decreasing, the tail of the
approximation is slightly flatter. However, only a few investments occur from in the final
stage, so that the tail has a small effect on the diffusion curve.

As noted, there is a difference between the probability that a random degree k vertex invests
and the probability that a degree k neighbor invest. We analyze the difference between the
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Figure 4.6: Average results of 10,000 simulated spreadings on ERRG(λ/n) with parameters
λ = 10, n = 1000, 0 < y0 < 1, f(0) = 1/n and pb = 0.25.

proportion of edges between a non-investor and an investor. Figure 4.7b shows the difference
between the connected investors and randomly distributed investors. Consider for example
time t = 6, where the difference between the random investors and the process is 0.130,
and the proportion of investing agents equals 0.594. If we approximate the degrees of
investors by merely the average degree, then the difference corresponds to 769.832 edges.
The average degree is an underestimation, hence the connections between investors really
affects the diffusion.
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(a) Average degree of newly investing vertices.
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Figure 4.7: Average results of 10,000 simulated spreadings on ERRG(λ/n) with parameters
λ = 10, n = 1000, 0 < y0 < 1, f(0) = 1/n and pb = 0.25.

4.2.3 Benchmark models

We compare the social learning model with two models that rely on a differential equation.
The first susceptible-infected (SI) model is an epidemic model that belongs to the category
of contagion models [48]. We apply the SI model on ERRG to get an impression of how
well a simple model approaches the diffusion curve. The parameters of the second model,
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the Bass model, have a completely different interpretation than the social learning model.
Therefore, we only compare the shape of the diffusion curves.

The SI model consists of two discrete states: vertices can be susceptible or infected. The
model is often used to mimic epidemic outbreaks. The number of infected vertices at time
t equals to the number of investors: F (t)n. Similarly, the number of susceptible vertices
at time t equals the number of not yet investing vertices: n(1 − Ft). The total number
of vertices, n, is constant. The SI model assumes a homogeneous graph, meaning that all
the vertices have an equal degree. Also, the model assumes that the spreading rate λ is
constant over time and independent of the number of infected vertices. The reaction rate
equation for the density of infected vertices is

dFt
dt

= λkFt [1− F (t)] (4.3)

where k is the degree. If we fix F0 and υ = (λk)−1, then the solution of this equation is

Ft =
F0e

t/υ

1 + F0

(
et/υ − 1

) .
We construct a regular graph on n vertices via the configuration model as explained in
Appendix G. We simulate adjacency matrices until the graph consists of one connected
component. This is necessary as the SI model assumes that the whole population can
become infected. Note that a regular graph with degree k on n vertices is only possible
when kn is even. The simulation starts with a fraction F0 infected vertices at t = 0. The
transfer over an edge from an infected to susceptible vertex takes exponential time with
rate λ. We implement the spreading as a discrete-event simulation. The events represent
infections, and future events are stored in an event list. We check the decision of all the
neighbors when an infection event takes place. The decision to invests corresponds to a
new future event. The simulation halts when the event list is empty. The initiator vertex
is chosen uniformly at random in each simulation. We simulate a new regular graph every
100 simulations.

Unfortunately, even with Assumption 4.1 the SI solution differs from the results of the
simulation. This indicates that it might not be easy to find an accurate approximation. The
diffusion curves of the complete graph in Figure 4.8 are similar in shape, but the diffusion
curves are very different for a regular graph with a low degree as shown in Figure 4.9. The
correlations between the decisions of neighbors might be the cause of those difference. The
SI differential equation does not account for these correlations, but they might be large in
sparse homogeneous graphs.

Since the SI dynamics is related to the binary decision process of investments, it is relevant
to understand why the mean-field solution can give such a bad approximation. Let Yi(t)
be the state of vertex i at time t and A the adjacency matrix of the graph. The infection
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Figure 4.8: Average results of 10,000 simulated processes on complete graphs with k = n−1
and n = 100. The spreading rate λ = 0.01 and F0 = 1/n.

0 2 4 6 8 10 12 14 16 18 20 22 24 26 28 30
0

0.05

0.1

0.15

0.2

0.25

t

f t

Simulation
Theoretical

(a) Proportion of infected vertices

0 2 4 6 8 10 12 14 16 18 20 22 24 26 28 30
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

t

F
t

Simulation
Theoretical

(b) Cumulative proportion of infected vertices

Figure 4.9: Average results of 10,000 simulated processes on random regular graphs with
k = 4 and n = 1000. The spreading rate λ = 0.25 and F0 = 1/n.

probability of vertex j ∈ [N ] equals

dE[Yj(t)]

dt
= λ

N∑
i=1

Ai,j (E[Yi(t)]− E[Yi(t)Yj(t)]) ,

where the second-order moment of the decision is involved via E[Yi(t)Yj(t)]. It is possible to
correct for these correlations with an approximation algorithm in the susceptible-infected-
susceptible (SIS) model [39]. The SIS model is equivalent to the SI model is the probability
of the transition infected to susceptible is zero. One can conclude that a simple SI model
on a graph is more complicated than it seems at first sight.

The second benchmark model, the Bass model, is the most-widely used diffusion model
in marketing. The intuitive model relies on the assumption that agents have a desire to
innovate, possibly as a result of marketing, and imitate others via a worth-of-mouth effect
[10]. Instead of the total population, the number of agents in a Bass model represents
the market potential. The most restrictive assumption of the model is that the number of
investors always converges to the market potential. Therefore, it makes sense to assume
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that investors show their return in each period to their neighbors.

As discussed in the Section 2, the Bass model consists of two parameters: the coefficient of
innovation 0 ≤ p ≤ 1 and the coefficient of imitation 0 ≤ q ≤ 1. The probability to invest
at time t is given by p+ qFt. Therefore the fraction of agents that start investing at time t
is given by

ft = (p+ qFt)(1− Ft).

The corresponding cumulative fraction Ft at time t is given by

Ft =
1− e−(p+q)t

1 + q
pe
−(p+q)t .

The pure imitation scenario p = 0, q > 0 corresponds to a Logistic distribution, while pure
innovation p > 0, q = 0 corresponds to an exponential distribution. The curve is S-shaped
if q > p. The shape becomes explicit when writing f(t) = p + qFt − qF 2

t . The first part
p+qFt is responsible for an increase in the early and growth stage, while −qF 2

t is responsible
for the decrease in the final stage. The Bass model implicitly assumes global interactions
between all homogeneous agents, equivalent to a clique. If p > 0, F (t) will converge over
time to one.
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(a) Clique with estimated Bass parameters p =
0.270, q = 0.332.
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Figure 4.10: Diffusion curves of simple graphs with n = 100 vertices together with estimated
Bass curve. The parameters of the Bass model are estimated by minimizing the sum of least
squares at the marked points in the diffusion curve.

Figure 4.10 shows that the Bass model can accurately approximate the cumulative
diffusion curve of the star and clique graph. The RMSE of the clique is a little lower than
the star graph, indicating a better fit of the Bass model. We do not show the Bass
approximation of almost linear cycle diffusion curve, as the fit is really poor. Nine
assumptions of the traditional model are formulated by [20], among which the assumption
of constant parameters, fixed population size and constant characteristics and perception
of the innovation. There are extensions of the Bass model that try to overcome these
restrictive assumptions, among which the extension to graphs [41]. The main advantage of
the traditional Bass model is its simplicity. However, its purpose is often describing



4.3. Heterogeneous agents 40

instead of explaining the diffusion, and the interpretation of the parameters is entirely
different from our social learning model. The parameters p and q need to be estimated
from data of the diffusion. The estimation is hard for many RE innovations, as there is
little data available.

The simple Bass model and SI model are both not able to capture the dynamics on all
graphs. This emphasizes the difficulty of the diffusion curve without Assumptions 4.1
and/or 4.2. The non-Markovian process on a graph that can contain circles is too hard to
consider analytically. Therefore, we mainly use simulation to analyze the spreading in the
latter.

4.3 Heterogeneous agents

By equality of the prior distributions, all agents with the same observations have the same
posterior and, consequently, make the same decision. However, real-life agents make
different decisions even if they have the same information. Therefore, we consider various
prior parameters among the agents. We compare the spreadings for simple graphs with
n = 100 in three settings: (i) homogeneous agents, (ii) heterogeneous agents via greenness
and (iii) heterogeneous agents via both greenness and risk-aversion. Greenness and
risk-aversion follow a uniform distribution2. The distributions η ∼ U(2, 5) and
µ0 ∼ U(0, 0.5) are used, such that the mean risk-aversion and greenness correspond to
Table 4.1. The conditions y0 > 0 and β < µ + 1

2(1 − η)σ2 can only be satisfied if the
distributions have a bounded support. These conditions are satisfied with the above
uniform distributions.

4.3.1 Single interactions

We first assume τ = 1 and analyze the final proportion of investors. When an agent invests,
it has a single change to convince each currently non-investing neighbor through a return
observation. Table 4.2 shows statistics for the final proportion of investors, FT and the
convergence time T . The spreading is converged when no agent decides to invest at a time.
The probability that none of the agents change their decision at a given time is lower for
heterogeneous agents. In other words, the spreading is less likely to stop at that time.
Consequently, the fraction of investors is higher in graphs with heterogeneous agents. It is
remarkable that it takes only a few time steps until the processes converge.

Figure 4.11 shows the (cumulative) fraction of investors over time for the clique, star, and
cycle. Figure 4.11a shows that many agents decide to invest in the first two time steps and
the process halts quickly after that. The low necessary amount of information to invest

2The distributions of risk-aversion and greenness might differ from uniform depending on the specific
application. We use the uniform distribution for simplicity of exposition.
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Table 4.2: Mean and standard deviation of 10,000 runs of the simulation for graphs with
n = 100.

FT T

Clique
Homogeneous 0.227 ± 0.409 0.219 ± 0.413
Heterogeneous in µ0 0.253 ± 0.426 0.285 ± 0.530
Heterogeneous in µ0, η 0.817 ± 0.374 1.986 ± 1.093

Star
Homogeneous 0.064 ± 0.222 0.279 ± 0.551
Heterogeneous in µ0 0.065 ± 0.219 0.281 ± 0.560
Heterogeneous in µ0, η 0.108 ± 0.202 0.566 ± 0.865

Cycle
Homogeneous 0.016 ± 0.012 0.362 ± 0.743
Heterogeneous in µ0 0.016 ± 0.012 0.357 ± 0.750
Heterogeneous in µ0, η 0.018 ± 0.012 0.696 ± 0.966

as shown in Figure 3.12 explains the fast convergence. The number of investing neighbors
increases fast at t = 1, so that a large proportion of the agents that are not convinced
by one observation, will invest at t = 2. A higher variance due to heterogeneity ensures
that the process lasts longer and the final proportion of investing agents is higher. By the
structure of the star, the process can last at most two time steps for homogeneous agents.
Figure 4.11c shows that most agents invest at time t = 2. This is a consequence of the high
probability that the initiator has only one neighbor. The vertex with many connections
can invest at the next time and spread the investment to the remaining vertices at time
t = 2. In a cycle, at most two agents can invest at each time. Figure 4.11e shows a lower
proportion of investors, due to the low number of neighbors.

The expected lifetime of the innovation has a huge influence on the final proportion of
investing agents. We test this hypothesis in cliques. Assume that agents that base their
decision on a higher lifetime, while each investor still generates one observation. The
condition for investment in Equation 3.8 changes slightly:∑i∗

i=1(τxi + τ 1
2(1 − η)σ2 − β) > y0 with yi =

(
β − 1

2τ σ̂
2
i (1− η)− τ µ̂i

)
σ2

σ̂2
i−σ2 . The update

rules for the Bayesian inference are still valid. Note that the lifetime has no effect on the
decision to invest if rf = 0, because β = 0. Rewrite the investment condition into∑i∗

i=0

(
xi + 1

2(1− η)σ2 − β
τ

)
>
(
β
τ −

1
2 σ̂

2
0(1− η)− µ̂0

)(
σ

σ̂0−σ2

)
shows that only the ratio

β/τ matters. To analyze the influence of lifetime, let rf = −0.5 so that the alternative
becomes less attractive: h = −1.264 if τ = 1. Table 4.3 shows that number of investors
decreases with a higher lifetime. Recall that the agents are risk-avers. Hence, uncertainty
about the return in multiple periods leads to less investors than uncertainty about one
period.

The impact of the uncertainty of the return, σ, on the final proportion of investors also is
large. Figure 4.12 shows that the proportion of investing agents decreases when the variance

increases. The parameters are the same as before except rf = −0.5. Note that if σ ≥
√

8
5 ,

then on average agents drift away from investing.
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(b) Cumulative fraction of investors in a clique.
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(c) Fraction of investors in a star.
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(e) Fraction of investors in a cycle.
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(f) Cumulative fraction of investors in a cycle.

Figure 4.11: Average results of 10,000 simulated spreadings with initiators chosen at random
in simple graphs with n = 100.

The final proportion of investing agents is higher for graphs that are highly connected
and sparsely connected. To quantify the influence of the connectivity, we consider ERRG
with different edge probabilities. One of the relevant statistics regarding the density of the
connections is the number of triangles. The clustering coefficient is the average number of
the agent’s friends that are friends with each other. It is a measure of connectivity, for a
clique has a clustering coefficient of one, while the star and cycle have a clustering coefficient
of zero. Let CC = 1

n

∑
v∈V CCv be the average local cluster coefficient of a graph of size n,
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Table 4.3: Results of lifetime τ ≥ 1. Mean and standard deviation of 10,000 runs of the
simulation for cliques with n = 100. The agents are homogeneous and parameters are
according to Table 4.1 except rf = −0.5.

FT T

τ = 1 0.450 ± 0.493 0.450 ± 0.498
τ = 2 0.445 ± 0.491 0.439 ± 0.496
τ = 10 0.349 ± 0.470 0.343 ± 0.475
τ = 100 0.117 ± 0.307 0.108 ± 0.310

0.5 0.6 0.7 0.8 0.9 1 1.1 1.2
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

σ

F
T

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

CC
F
T

Figure 4.12: Average proportion of investing
agents of 10,000 simulated spreadings with
initiators chosen at random in cliques n =
100. The agents are homogeneous and
parameters are according to Table 4.1
except rf = −0.5.

Figure 4.13: Average final proportion of
investors of 10,000 simulated spreadings
in ERRGs with n = 100 and different
edge probabilities. The initiators are
chosen uniformly at random and agents are
heterogeneous with parameters according to
Table 4.1.

where the local cluster coefficient of vertex v is defined as

CCv =
2|{w, x} ∈ E : w, x ∈ N(v)}|

d(v)
(
d(v)− 1

) .

The CCv is the number of neighbors w ≥ x of a vertex v that are also connected {w, x} ∈ E,
divided by the number of possible connected neighbors of agent v with degree d(v) and
neighbors N(v). The CC of an ERRG equals the edge probability as calculated in Appendix
H. Figure 4.13 suggests that the final proportion of investors is a concave function except for
a really low CC. For a high CC, the proportion is around 80 percent of the vertices, similar
to FT in the clique. This result shows that the connectivity of the graph strongly affects the
diffusion. The spreading of information about RE investments might differ across regions
that consists of the same heterogeneous agents. However, if the underlying graphs both
have a relatively high CC, then the number of investments might be of the same order.

However, the CC is not the only statistic that is relevant for the diffusion. It does not
explain the spreading in the star and cycle that have a CC of zero. Also, we assumed a
discrete spreading model. In real-life, observations do not have to occur at integer times.
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The FPP model is often used to model the spread of information over a network of agents.
It assumes that the time to traverse information over an edge is an exponentially distributed
variable. Appendix I shows that the diffusion curve becomes smoother when the duration
to observe a return is an exponential random variable with rate µ. We decide not to use the
continuous-time spreading as the added value of the smoothness is small, and it requires
another parameter: µ.

4.3.2 Consensus time

The proportion of investing agents over time displays when major changes in the population
will occur. However, it is hard to compare the proportion of investing agents per time when
the final number of investing agents differs across settings3. Therefore, we isolate the effect
of the relative speed of the spreading in a setting where finally each agent invests. Consider
the discrete setting and assume that lifetime is infinite and investors show their return in
each period. Further, assume that rf = 0 and use β

τ = 0, so that the decision rule is not
affected by the lifetime. Parameters are according to Table 4.1 and µ + 1

2(1 − η)σ2 > β
assures that the proportion of investing agents converges to one if the graph is connected.
Note that FPP models, as well as the Bass model, rely on the assumption that in the end
each agent invests.

Table 4.4: Mean and standard deviation of the convergence time for 10,000 runs of the
simulation if investors observe their return each period for graphs with 100 vertices.

T

Clique
Homogeneous 3.053 ± 2.259
Heterogeneous in µ0 3.073 ± 2.186
Heterogeneous in µ0, η 15.868 ± 142.567

Star
Homogeneous 6.115 ± 3.230
Heterogeneous in µ0 6.100 ± 3.221
Heterogeneous in µ0, η 220.012 ± 786.864

Cycle
Homogeneous 151.166 ± 11.287
Heterogeneous in µ0 151.192 ± 11.215
Heterogeneous in µ0, η 552.906 ± 69.536

Figure 4.14 shows the (cumulative) proportion of investing agents for clique, star and cycle
graphs. As expected, the cumulative fractions converge to one. The time scale is larger,
especially for the cycle. Figure 4.14a show that heterogeneous agents converge faster than
homogeneous agents. The opposite is true for the star and cycle as shown in Figure 4.14c
and Figure 4.14e. Note that many agents in the clique invest in just a few time steps. The
effect of a low risk-aversion and greenness can be more influential the term 1

2(1 − η)σ2 in
Equation 3.8. Therefore, the fraction of heterogeneous investors is higher than the fraction
of homogeneous investors in early spreading stages. As time proceeds, the agents with a

3The approach of normalizing FT to one in Figure 4.3.1 is not feasible, since the spreading halt at
bottlenecks (i.e., vertices that disable the spreading to visit another part of the graph).
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low risk-aversion start investing and only the agents with a high risk-aversion do not invest.
These agents postpone the decision to invest as a consequence of the relatively large term
1
2(1− η)σ2.
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(a) Fraction of investors in a clique.
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(b) Cumulative fraction of investors in a clique.
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(c) Fraction of investors in a star.
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(d) Cumulative fraction of investors in a star.
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(e) Fraction of investors in a cycle.
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(f) Cumulative fraction of investors in a cycle.

Figure 4.14: Average results of 10,000 simulated spreadings with investors that observe
their return each period and initiators chosen at random in simple graphs with n = 100.

Three features are striking. Firstly, the diffusion curves of homogeneous agents and agents
that differ in greenness are quite similar, while the curve of heterogeneous agents is different.
This is a consequence of parameter η in term 1

2(1 − η)σ2. Secondly, the convergence time
depends on the graph structure. Table 4.4 shows that the average convergence of a cycle
occurs approximately 50 times earlier than the clique, because of the different number of
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neighbors across the graphs. Thirdly, the shape of the proportion of investing agents is
dependent on the graph. The kurtosis of the densities is not the same, and the density
might be steep in the beginning, but the right-tails have a similar convex shape.

Note that the density can be multi-modal depending on the graph. [27] emphasize that a
multi-modal distribution can result from different sub-populations in the network. Consider
for example two cliques that are connected via a cycle of many vertices. If the initiator is
located in a clique, then the diffusion curve has two peaks. The spreading will firstly follow
the diffusion curve of the clique, secondly the considerably lower diffusion curve of the cycle
is leading and finally the other clique will invest.

In the clique with homogeneous agents, the spreading effectively takes two interesting time
steps of investing agents. However, it might take more than one observation to convince
agents. Therefore, it might take more time until n−1 agents invest after the initiator does.
A heterogeneous agent with η = 5 is indifferent when i→∞. If η is close to 5, then it might
require many observations until the agent is convinced to invest. For computational reasons,
we end the simulation after maximal 10,000 time steps in each run of the simulation. The
effect of this maximal number of time steps is small. For example, in only 2 out of the 10,000
runs one heterogeneous agent in the clique does not invest. In the star network, the initiator
is not the vertex with many connections with high probability. The peak at the beginning of
the spreading corresponds to the time when the vertex with many connections invests. The
density of the cycle starts with a low average number of investors for homogeneous agents.
The first observation is often not convincing. The small peak at t = 2 shows that often
both neighbors of the initiator invest simultaneously in the homogeneous setting. After the
peak, the density is plateau-shaped as maximal two agents can invest at each time.

4.4 Real-world networks

In this section, we analyze the aggregate dynamics on a real-world Facebook network.
We assume that the Facebook users (vertices in the network) represent agents that make
investment decisions. We assume that users interact (edges in the network) if they have
classified their relationship as a friendship. Firstly, we introduce the social network and
investigate a few common properties to give an impression of the representativeness of the
network. Secondly, we simulate the spreading. Thirdly, we discuss the effect of grouping
and, finally, we analyze the consensus time.

4.4.1 Network properties

The Facebook egonets dataset that we analyze is available in [35]. These networks and
especially social groups of within these networks are also analyzed in [36]. The dataset
consists of 10 separate networks of one selected user called and its friends that are called
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ego-networks4. The selected user is called the ego-vertex. The combination of ego-networks
contains more than 4000 users. The in total 88,234 edges are undirected, and there exists
a path between any two agents in the graph. This connectivity property ensures that the
diffusion can spread across the whole network. A few agents are friends with multiple ego-
vertices. Table 4.5 gives more information on the ego-networks A to J and the combined
network. The maximum degree of the ego-networks is the total number of all vertices except
the ego-vertex. Since each vertex is at least connected to an ego-vertex, the minimum degree
equals two. The clustering coefficient is one of the shown statistics. It might be relevant
because the analysis of the ERRG in Section 4.3.1 suggests that this statistic might influence
the final proportion of investors.

Table 4.5: Statistics of the Facebook networks.

# Vertices # Edges Mean degree Std. degree CC Triangles

Combined 4039 88234 43.691 52.421 0.606 1612010
Network A 334 5038 17.078 23.265 0.682 13259
Network B 1035 53498 53.687 56.032 0.582 447078
Network C 225 6384 30.364 25.854 0.624 26695
Network D 151 3386 24.411 16.629 0.727 12311
Network E 169 3312 21.586 19.622 0.630 9601
Network F 62 540 10.677 8.575 0.811 949
Network G 787 28048 37.637 39.076 0.541 135556
Network H 748 60050 82.278 68.731 0.669 946302
Network I 535 9626 19.988 26.658 0.639 25662
Network J 53 292 7.472 7.485 0.743 314

Two common properties of real-world networks are the small-world and scale-free
phenomenon. See for example [46] for an overview of these and more common features in
real networks. [53] give a detailed explanation of the small-world phenomenon. The
phenomenon states that typical distances are relatively small. A measure of distances, the
hopcount, is defined as the number of edges on the shortest path between two uniformly
chosen vertices conditioned on being connected. As there are only ten ego-vertices, a path
between any two vertices cannot be very long. Indeed Figure 4.15a shows that the
maximum hopcount is only 8.

The scale-free phenomenon appears in many real-world networks, including social networks
[6]. It states that the fraction of vertices with a large degree decreases slowly for large
degrees. Denote P[D = k] the probability of a vertex with degree k, then the power-law
distribution P[D = k] ∼ k−γ with constant γ > 2 induces a scale-free network. The
tail of this power-law distribution is large. Figure 4.15b shows the number of friends, the
degrees, on a logarithmic scale. The largest degree is 1045, while the mean degree is only
approximately 43. The degrees decays faster than linear for larger degrees. As a result, the
distribution might deviate from a power-law despite the relatively modest size of a network.
Also, the relatively low proportion of vertices with a few neighbors is remarkable. This

4The edge files of the dataset define the ego-networks.
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Figure 4.15: Properties of the whole Facebook network.

might be due to the selection of the ten agents with their connections as indicated in [50].
The selected network is just a small instance of the total Facebook network.

4.4.2 Single interactions

We can compare the aggregate dynamics of the ego-networks. This gives an impression of
the robustness of the final fraction of investors with respect to the specific network instance
of the Facebook network. Similar to Section 4.3.1 we assume that τ = 1. When an agent
invests, it has a single change to convince each currently non-investing neighbor through a
return observation. The agents are heterogeneous in µ0 and η, and the parameters are as
before.

Table 4.6 shows the final proportion of investing agents and the consensus time. The final
proportion of investors is lower than the clique but higher than the star and cycle graph
as shown in Table 4.2. The analysis of the ERRG showed that the CC has almost no
impact on the final proportion of investors if the graph is densely enough connected. We
investigated the CC for the Facebook networks, but the results did not indicate that there is
a relation between the final proportion of investors and the CC’s that are all above 0.5. FT
is relatively low compared to the ERRG with the same cluster coefficient as demonstrated
in Figure 4.13.

The standard deviation of the final fraction of investors is quite high. Figure 4.16a shows
the cause of the high variance for the combined network: the empirical distribution of FT
is bimodal. Two events are likely, (i) the spreading does not take off and (ii) a large part of
the network invests. Only a few simulated networks converge to a proportion in-between.
Note that there are no spreadings that results with FT = 1, because each investors has only
one change to convince its neighboring vertices. Figure 4.16b indicates that the degrees of
the initiators explain a large amount of the standard deviation of the final proportion of
investors. Degrees lower than approximately 11 lead to a small number of investments, while
degrees from 16 on lead to a relatively large amount of investments. Since the simulation
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Table 4.6: Results of the ego-networks and the combined network. Mean and standard
deviation are based on 1000 runs of the simulation with one initiator vertex chosen uniformly
at random. The agents are heterogeneous and parameters are according to Table 4.1.

FT T

Combined 0.585 ± 0.389 9.620 ± 6.536
Network A 0.499 ± 0.392 4.143 ± 3.309
Network B 0.724 ± 0.386 5.031 ± 3.048
Network C 0.652 ± 0.394 3.902 ± 2.487
Network D 0.642 ± 0.393 4.009 ± 2.646
Network E 0.632 ± 0.393 3.925 ± 2.674
Network F 0.451 ± 0.382 3.056 ± 2.474
Network G 0.660 ± 0.408 4.724 ± 3.220
Network H 0.726 ± 0.398 4.741 ± 2.920
Network I 0.612 ± 0.393 5.125 ± 3.730
Network J 0.365 ± 0.352 2.576 ± 2.456

is computationally expensive, the Algorithm 4.2 selects 20 vertices with different degrees.
Note that there are only a few vertices with a high degree so that it can occur that there is
no vertex with a degree in a given interval in line 4.

Algorithm 4.2 Selection of vertices based on degree

Input: Vertex set V with associated degree d(v) for each v ∈ V , k required size of the
sample of vertices

Output: k vertices
1: Divide the range of degrees (on log base 10) into k equal-width intervals I1, . . . , Ik
2: for interval Ii so that i = 1, . . . , k do
3: Select vertex v with d(v) close to boundary Ii
4: if there is no vertex v with d(v) ∈ Ii then
5: Select vertex outside interval with degree closest to interval
6: end if
7: end for

Consider the perspective of a government or organization that aims to maximize the number
of investments subject to only having the power or money to select a few initiators. The
specific problem of selecting initiator vertices is known as influence maximization. It is NP-
hard for the linear threshold model as proven in [33]. Figure 4.16b suggests that selecting
a high degree initiators might be a reasonable heuristic. This simple approach is known
as degree centrality. Although we do not investigate this topic further, there are refined
algorithms that address the maximization problem [33, 44].
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Figure 4.16: Average results of 1000 runs of the simulation of the combined Facebook
network.

4.4.3 Social circles

Up to now, we ignored the social groups, called circles, in the social networks. Figure
4.17 gives an impression of the circles that represent friends lists in the Facebook network.
There are 193 circles in the combined network, with on average 19 circles per subnetwork
and circles contain on average 22 agents. The following three properties characterize the
circles. First, half of the circles overlap and a quarter of the circles completely overlaps
another circle. Second, vertices are densely connected within circles, but only sparsely
with vertices from other circles. Third, vertices within circles share features. Examples of
features in the Facebook network are gender, education, work, languages, and hometown.
The third property implies that the network contains strong segregation patterns. One
could hypothesize that this might affect the diffusion.

Although we do not know the exact reasons why agents constructed the circles, it is possible
to accurately detect the circles with features of agents [36]. The degree to which agents
associate with agents who contain similar features is also known as homophily. It is still an
open and promising research field, as [3] find that the influence of homophily is responsible
for at least half of behavioral contagion for mobile service adoption. The effect of homophily
on the speed of the convergence is also substantial in a contagion model where the behavior
of the agents is the average of their friends’ behavior [26].

For innovation diffusion, the property of shared features is important. Although the
Facebook features like gender or job are no direct parameters in the social learning model,
so we forget about these features. Instead, assume that the circles are defined by two
important parameters in our model: risk-aversion and greenness. Let C = {C1, . . . , Cl} be
the set of circles in a network with |C| = l the size of the circle. Algorithm 4.3 describes
how the parameters, greenness, and risk-aversion, are sampled for each agent.

Since vertices that are within the same circles contain the same parameters, the setting
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Figure 4.17: The social circles of network F. The 12 groups are highlighted with colors,
some vertices are contained in multiple groups and some in none.

of circles is somewhere in-between homogeneity and heterogeneity. We already showed in
Table 4.2 that the final proportion of investing agents is lower for homogeneous agents. In
line with this result, the spreading with parameters sampled per circle results in a lower
final proportion of investors than parameters sampled per agent as shown in Figure 4.16a.
Figure 4.18 shows the average final fraction of investors of 0.345 with average convergence
time 2.204. Due to the homogeneity within circles, a substantial fraction of spreadings does
not take off. While the circles differ in size, the proportion of investors does not differ
significantly across the circles. A possible explanation is that the number of vertices per
circle or the position of the circle within the graph is just as relevant for the spreading.
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Figure 4.18: Final proportion of investing agents for 1000 runs of the simulation of the
combined network. Greenness and risk-aversion are generated per circle instead of per
agent.

Since there are many circles in the network, the influence of the homogeneity within
circles is limited. Table 4.7 gives a comparison between investments in circles between
parameters sampled per circle and per agent. Similar to the results of the combined
network, homogeneity leads to a lower the average number of investing agents. We test for
equal means of the final proportion of investors of the circles. We use a non-parametric
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Algorithm 4.3 Parameter assignment in circles

Input: Vertex set V , Circles C, distribution D(θ0)
Output: Parameters for all vertices

1: for circle Ci ∈ C do
2: Sample parameters ci from D(θ0)
3: end for
4: for vertices i ∈ V do
5: if i not in any circle then
6: Sample parameters from D(θ0)
7: end if
8: if i in only one circle Ci then
9: Assign parameters ci

10: end if
11: if i in multiple circles then
12: Assign average parameters of circles
13: end if
14: end for

test since the empirical distribution of FT is highly deviating from normal. One should be
cautious as the assumption of independent samples in this test is not valid. 70 percent of
the Wilcoxon rank sum tests indicates that there a difference on a significance level of
0.05, see Section J. The differences are caused by two phenomena: (i) circles are (partly)
overlapping and (ii) the circles are densely connected.

Table 4.7: Average results of 1000 runs of the simulation of network F. The parameters are
sampled per circle or vertex. Circles that consist of 1 vertex are omitted in the table.

# Vertices CC FT param. per circle FT param. per vertex

Circle 1 13 0.901 0.458 ± 0.078 0.544 ± 0.125
Circle 2 15 0.791 0.400 ± 0.111 0.480 ± 0.204
Circle 3 13 0.796 0.459 ± 0.062 0.542 ± 0.122
Circle 4 10 0.921 0.419 ± 0.056 0.511 ± 0.139
Circle 5 2 - 0.485 ± 0.023 0.571 ± 0.052
Circle 6 7 0.757 0.247 ± 0.046 0.366 ± 0.145
Circle 7 3 0 0.251 ± 0.131 0.358 ± 0.168
Circle 8 2 - 0.419 ± 0.017 0.504 ± 0.071
Circle 9 8 0.894 0.228 ± 0.036 0.368 ± 0.130
Circle 11 5 0.600 0.291 ± 0.176 0.373 ± 0.230

The results are hard to interpret due to the overlapping circles. To get an even better
understanding of the influence of circles, Figure 4.19 shows a different partition of the
vertices, except the ego-vertex. If the ego-vertex would be part of a circle, then that circle
is directly connected to all other circles. The network would no longer possess the property
of sparse connectivity between circles. The vertices are divided into six disjoint circles while
keeping as much of the original circles as possible.
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Figure 4.19: 6 constructed non-overlapping circles in network F. The circles are sparsely
inter-connected, except the three circles in the top part of the graph.

Table 4.8 shows that the mean proportion of investing agents is a bit lower than with the
original circles. The comparison between parameters per vertex and per circle is shown
in Figure 3, 4 and 5. The results of the Wilcoxon rank sum test regarding differences in
location are stronger for the constructed circles. Where the hypothesis of an equal location is
rejected for some of the original circles, the null-hypothesis is rejected for all the constructed
circles.

Table 4.8: Average results per constructed circle of 1000 runs of the simulation of network
F.

# Vertices CC FT for parameters per circle FT for parameter per vertex

Circle 1 15 0.791 0.362 ± 0.104 0.480 ± 0.204
Circle 2 4 1.000 0.227 ± 0.060 0.328 ± 0.126
Circle 3 8 0.692 0.217 ± 0.070 0.361 ± 0.153
Circle 4 14 0.910 0.409 ± 0.090 0.538 ± 0.128
Circle 5 9 0.774 0.216 ± 0.072 0.359 ± 0.150
Circle 6 11 0.551 0.380 ± 0.153 0.494 ± 0.198

4.4.4 Consensus time

Both in the setting with parameters sampled per vertex and in the setting with parameters
sampled per circle many spreadings do not take off. Similar to the analysis of simple
graphs in Section 4.3.2, we consider the setting where investors show their return each
period. In other words, assume an infinite lifetime of the innovation. Figure 4.20 shows
the (cumulative) proportion of investing agents over time. The average convergence time
is 153.286 with standard deviation 33.005, while the speed of the diffusion is the highest at
t = 7. Compared to the three simple graphs, the shape of the density is most similar to the
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star network. An explanation is the low hopcount in both networks. The small difference
in hopcount can explain the somewhat higher convergence time of the Facebook network.
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Figure 4.20: Average results of 1000 simulated spreadings with investors that observe their
return each period and initiators chosen at random in the combined Facebook network. The
agents are heterogeneous.

The diffusion curve of network F is similar in shape to that of the combined network as
shown in Figure 4.21. Agents invest a bit earlier in the heterogeneous setting without
circles than in the setting with (constructed) circles. The diffusion needs a little more
time to converge if homophily is present via the circles. Because the curves are similar, we
conclude that the shape of the diffusion curve is quite robust to homophily.
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Figure 4.21: Average results of 1000 simulated spreadings with investors that observe their
return each period and initiators chosen at random in network F.



Chapter 5

Time dependent return

Recall that our model relies on the assumption of i.i.d. observed return. Although this
assumption simplifies the Bayesian estimation, it is in many situations not realistic.
Consider for example the price of the innovation that can change over time, due to
economies of scale. Equation 3.3 states that the return is a direct function of the price.
Also, the price is subject to time-dependent government policies. The effects of policies
are the focus of this chapter. First, three scenarios are briefly explained. Secondly, we
argue that the number of unknown parameters should not be too high for a reasonable
investment probability. Thirdly, we quantify the consequences of the three policies on the
diffusion curve via simulation.

5.1 Return scenarios

Consider the following example of investments in solar panels that gives rise to three
scenarios. The Dutch households with a solar panel are currently allowed to subtract the
produced energy from their consumed energy, even when the production and consumption
times are not overlapping. The Dutch government, who finances this measure, announced
to change this policy in the future. However, there is still uncertainty about (i) when the
policy will be abolished (ii) what the changeover will be. The scenarios are visualized in
Figure 5.1. The basic scenario that corresponds to a constant mean return over time. The
mean return in the jump scenario drops suddenly at a random time. The gradual
transition scenario is based on two random times: a time where the mean return starts
decreasing linearly and a time where the mean return stops decreasing. The jump scenario
and gradual transition reach on average at the same time at the lower expected return.
From this point on, the mean return is assumed to be constant. Agents should take the
possibility of a policy change into consideration when they estimate the expected utility.h

In the basic scenario, the observations Xt ∼ N(µ, σ2) for t ≥ 0. The unknown parameter µ
is estimated via Bayesian inference. All the observations are used to compute the likelihood
L(µ|x). The expected utility is given in Equation 3.5.

55
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Figure 5.1: Overview of the scenario’s.

In the jump scenario, the true return process {Xt}t≥0 is defined as

Xt =

{
N(µ0, σ

2
0) if 0 < t < Y

N(µ1, σ
2
1) if t ≥ Y,

where the random variable Y has distribution P[Y = k] = (1 − p)k−1p. µ0 and µ1 are
the unknown parameters. The subscripts refer to the various means and variances. The
parameter 0 < p < 1 of the Geometric distribution is assumed to be known. Note if p = 0,
then the decisions in the jump scenario and the basic scenario are equivalent. Although
agents do not know the realized jump time in advance, we assume that they observe the
jump. There are two cases of interest: (i) before the jump (ii) after the jump. In order to

compute the expected utility, one can calculate E
[
e
∑τ
i=1Rt+i

]
in each case. Investors receive

returns in the future; therefore the predictive distribution should be used. Let µ̂0,i be the
predictive posterior mean before the jump after i observed returns and µ̂1,i the posterior
after the jump after i observed returns. The derivation relies on the Tower rule. At time t
before the jump is observed, if η 6= 1 and there are i observations, then the expected utility
equals

E
[
e
∑τ
i=1 Rt+i

]
= EY

[
E∑τ

i=1Rt+i

[
e
∑τ
i=1 Rt+i |Y

]]
=

τ∑
k=1

exp

[
min{τ, k − 1}

(
(1− η) µ̂0,i +

1

2
σ̂20,i (1− η)2

)
+ max{τ − k + 1, 0}

×
(

(1− η) µ̂1,i +
1

2
σ̂21,i (1− η)2

)]
(1− p)k−1p+ exp

[
τ (1− η) µ̂0,i

+ τ
1

2
σ̂20,i (1− η)2

](
1−

τ∑
k=1

(1− p)k−1p
)
.

Plugging this expression into Equation 3.4 yields the required expected utility. For η = 1
holds

E
[
ln
(
W0e

∑τ
i=1 Rt+i

)]
= ln(W0) +

τ∑
k=1

(min{τ, k − 1} (1− η) µ̂0,i + max{τ − k + 1, 0} (1− η)

×µ̂1,i) (1− p)k−1p+ τ (1− η) µ̂0,i

(
1−

τ∑
k=1

(1− p)k−1p
)
.
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The first term corresponds to the scenario where the jump occurs during the lifetime of the
asset, while the seconds term corresponds to the scenario where the jump occurs after the
lifetime. If t ≥ Y and there are i observations, the expected utility for η 6= 1 simplifies to

E


(
W0e

∑τ
i=1 Rt+i

)1−η
− 1

1− η

 =
W 1−η

0 eτµ̂1,i(1−η)+τ 1
2
σ̂2

1,i(1−η)2 − 1

1− η
.

and for η = 1, E
[
ln
(
W0e

∑τ
i=1Rt+i

)]
= ln(W0) + µ̂1,iτ .

In the gradual transition scenario, the true return series {Xt}t≥0 is defined as

Xt =


N(µ0, σ

2
0) if t < Y1

N(µ0 + (t− Y1)α, σ20) if Y1 < t < Y2

N(µ1, σ
2
1) if t ≥ Y2,

where µ1 = µ0 + (Y2− Y1)α, so there is no large sudden drop in the return. The parameter
α can be interpreted as the rate of change in the mean return. The random variable Y1,
to which we refer as a switch time instead of a jump time, has probability distribution
P[Y1 = k] = (1 − p1)k−1p1. The increment Y2 − Y1 also follows a geometric distribution
with parameter p2. Again the parameters µ0 and µ1 are assumed to be unknown, while the
parameters of the switches p1 and p2 are known. There are three distinct cases of interest
for the expected utility: (i) before the first switch, (ii) after the first switch, (iii) after the
second switch. Denote k1 = min{τ, Y1}, k2 = max

{
min{Y2, τ}−Y1, 0

}
, k3 = τ − k1− k2 =

max{τ − Y2, 0} and s = min{Y2, τ} − Y1. The expected value of the term e
∑τ
t=1 Rt+i in the

expected utility for time t if η 6= 1 equals

E
[
e
∑τ
t=1Rt+i |Y1, Y2

]
= exp

[
k1

(
(1− η)µ̂0,i +

1

2
σ̂20,i(1− η)2

)
+ k2

(
(1− η)(µ̂0,i + sα)

+
1

2
σ̂20,i(1− η)2

)
+ k3

(
(1− η)µ̂1,i +

1

2
σ̂21,i(1− η)2

)]
.

Next, we apply the Tower rule twice:

E
[
e
∑τ
t=1 Rt+i

]
= EY2

[
EY1

[
ERt+1,...,Rt+τ

[
e
∑τ
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|Y2
]]

=

τ∑
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[τ−k1∑
k2=1

E
[
e
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(1− p2)k2−1p2

+E
[
e
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t=1Rt+i |Y1 = k1, Y2 > τ

] (
1−

τ−k1∑
k2=1

(1− p2)k2−1p2
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+
(

1−
τ∑

k1=1

(1− p1)k1−1p1

)
E
[
e
∑τ
t=1 Rt+i |Y1 > τ, Y2 > τ

]
.
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For η = 1 the expected utility simplifies to

E
[
e
∑τ
t=1 Rt+i

]
= ln(W0) +

τ∑
k1=1

(1− p1)k1−1p1

[τ−k1∑
k2=1

(
(k1 − 1) µ̂0,i +
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iα
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+
(
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)(
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(1− p2)k2−1p2
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+τ µ̂0,i

(
1−

τ∑
k1=1

(1− p1)k1−1p1

)
After the first switch, the expected utility is quite similar to the jump scenario, except the
terms involving α. At t ≥ 0, if η 6= 1, then

E
[
e
∑τ
i=1 Rt+i

]
=

τ∑
k2=1

exp

(k2 − 1)

(
(1− η) µ̂0,i +

1

2
σ̂20,i (1− η)2

)
+
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×
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1

2
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1

2
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iα
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)
.

The expected utility follows from Equation 3.4. For η = 1 holds

E
[
ln
(
W0e

∑τ
i=1Rt+i

)]
= ln(W0) +

τ∑
k2=1

[
(k2 − 1)(1− η)µ̂0,i +

k2−1+t−k1∑
i=t−k1

iα+ (τ − k2 + 1)
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iα
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×
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τ∑
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)
.

For η 6= 1, at time t ≥ 0 after the second switch, the expected utility equals

E


(
W0e

∑τ
i=1 Rt+i

)1−η
− 1

1− η

 =
W 1−η

0 eτµ̂1,i(1−η)+τ 1
2
σ̂2

1,i(1−η)2 − 1

1− η

and for η = 1, E
[
ln
(
W0e

∑τ
i=1Rt+i

)]
= ln(W0) + µ̂1,iτ .

5.2 Results of the scenarios

One might question if the social learning model is suitable for to an arbitrary return series.
Does the diffusion take off when there are multiple unknown parameters? We stress that
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when both µ0 and µ1 are unknown in the jump scenario, then agents only invest for very
low jump probabilities. Consider the jump scenario at time t < Y , when the change has
not yet occurred, and there are i observations. If the difference δ = µ1 − µ0 is unknown,
then µ̂0,i and σ̂0,i are updated after each new observation, but µ̂1,i = µ̂1,0 and σ̂1,i = σ̂1,0.
The lack of information about the return after the jump results in lower expected utility
and, hence, a lower probability of investing. Agents are only likely to invest for a high prior
mean µ̂1,0 and/or low prior variance σ̂1,0. As a result, the parameter space where learning
leads to agents that decide to invest is small. If τ = 1, then agents are indifferent if(

(1− η) µ̂0,i + (1− η)2 σ̂20,i

)
ln(1− p) +

(
(1− η) µ̂1,i + (1− η)2 σ̂21,i

)
ln(p) = rf (1− η).

Assume rf = 0 and η > 1. If µ̂0,i, µ̂1,i < 0, then indifference is not possible, since the
variance is semi-positive. If µ̂0,i, µ̂1,i > 0, then indifference is only possible with enough
variance or risk-aversion. Figure 5.2 shows that agents are more hesitant to invest. If we
increase p to 0.003, then none of the returns is enough information to invest. Even when
agents observe 100 returns, they do not invest. A small change in the parameters might
thus result in a situation with agents that never change their decision regarding investment.
We conclude that uncertainty has a high impact on the decision to invest.
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Figure 5.2: Normalized histogram of the number of observations i∗ to invest for p = 0 and
p = 0.0025 for 10,000 simulated return sequences, Let us define µ0 = µ1 = 2, σ0 = σ1 = 1,
τ = 1, η = 3.5 and rf = 0. The conjugate prior before the jump equals N (0.25, 2) and after
the jump equals N (0.25, 1).

The innovation can take off for a wider range of return series if one assumes that parameters
are known. In the jump scenario, assume that the jump size δ is known, so that all the data
is used to estimate µ0 and µ1. Experiments show that even when the mean decreases from
µ0 = 2 to µ1 = 1 with a probability p = 0.5, there is a positive probability of investing give
only one observation. Therefore, the jump size is assumed to be known in the following
simulations of the scenarios.

The parameters of all the scenarios, except p, p1 and p2, are given in Table 5.1. The
conjugate priors follow a normal distribution, and the mean of this distribution differs
among the agents. (µ0,0, σ0,0) are the parameters of the prior before the jump/switch as
well as in the basic scenario. (µ1,0, σ1,0) are the parameters of the prior after the jump and
after the second switch. We choose the parameters so that no agent invests before observing
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a return from its neighbors. Note that the lifetime is different from τ = 1 and τ = ∞ as
in the other simulations. On the one hand, if τ = 1, then quite some spreadings of the
scenarios end with only a few investors. Therefore, the decisions are converged before the
change in policy occurs. On the other hand, if τ = ∞ and investors observe a return in
each period, then only the last government policy is of interest for the decision to invest.
Therefore, we let the lifetime τ = 10, so that investors base their decision on a 1-step to
10-step ahead prediction and observe ten returns over time. Experiments indicate that for
τ = 10 almost all agents invest at the end of the diffusion in the jump scenario.

Parameter Description Value

τ Lifetime 10
rf Risk-free rate 0
η Risk-aversion U(3.5, 5)
µ0,0 Mean of prior before change U(0.75, 1.25)
µ1,0 Mean of prior after change U(0, 0.5)
σ20,0 Variance of prior before change 1

σ21,0 Variance of prior after change 4

µ0 Mean of true return before change 3
µ1 Mean of true return after change 2
σ20 Variance of true return before change 1
σ21 Variance of true return after change 1

Table 5.1: Parameters of the scenarios

Figure 5.3 shows a comparison between the diffusion curves of the scenarios. The speed
of the diffusion in the basic scenario is higher than the jump scenario with p = 0.1 and
the gradual transition with p1 = 0.5 and p2 = 0.125. The expected time until the return
has true mean µ1 is the same for the jump scenario and gradual transition. The average
(standard deviation) convergence time for the basic scenario, jump scenario, and gradual
transition is 14.013 (2.264), 35.732 (9.720) and 37.171 (10.199), respectively. As expected,
the diffusion curve of the jump scenario has a fatter right-tail than the curve of the basic
scenario. Although the return is equal at the beginning of the diffusion over the scenarios,
the predicted change affects the decisions directly. As agents expect a lower return in the
future, the proportion of investors is already lower at time t = 1. The diffusion curve of
the gradual transition is a bit lower than the jump scenario, as one expects that the mean
of the return starts decreasing earlier than in the jump scenario. After some time, both
the jump scenario and the gradual transition have a mean return of µ1 = 2. Still, the final
proportion of investing agents is a bit lower for the gradual transition.

Agents postpone the investment if the policy is going to change, even when the exact time
of the jump or switch is uncertain. In the jump scenario, 68.885 percent of the investments
in the jump scenario is after the jump. If we interpret the decrease in return after the jump
as a reduction of subsidy, then the total saving equals 2620.813 times one unit of the money.
However, a delay in renewable energy investment might be undesirable. The government
should weight the subsidy carefully and incorporate a cost for the delay next to the saving.
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Figure 5.3: Average results of 1000 simulated spreadings with initiators chosen at random
in the whole Facebook network.



Chapter 6

Conclusion

This thesis addresses the effect of social learning on the diffusion of investments in renewable
energy in a network. We model the decision to invest as a binary, irreversible decision with
externalities. Our utility-based framework combines objective information about the return
on the investment with subjective greenness via Bayesian inference. To account for the
uncertainty that is inherent to energy investments, the decision depends explicitly on the
mean as well as the variance of the stochastic return. We account for differences between
agents by varying risk-aversion and greenness across the network. Opposed to well-known
aggregate level diffusion models, the investment condition of the social learning model gives
a behavioral explanation of disaggregate decisions and various resulting diffusion curves.
However, predicting the non-Markovian, discrete decision process of heterogeneous agents
requires simulations.

In the special case that the predictive posterior return follows a normal distribution, the
random investment time is equivalent to the hitting time of a gaussian random walk.
Computational experiments show that the continuous-time limit of hitting time, the
inverse gaussian distribution, approximates the shape of the simulated investment times,
but is not very accurate. The aggregated decisions can be calculated in simple graphs that
do not contain many cycles. We find that the proportion of investors is low for graphs
with a long average distance between agents. The diffusion curve is analyzed in a random
graph under the assumption of a Markovian process and the assumption of sampling
graph at each time step. We point out that both assumptions are restrictive, but relaxing
them complicates the diffusion process. The well-known susceptible-infected contagion
model is also not able to accurately predict the diffusion curve.

Simulations are performed on different graphs, ranging from simplistic to complex. We
find that if spreadings take off, then a significant proportion of agents invest. Conditional
that the spreading remains active the early stage, the diffusion curve is often S-shaped for
all analyzed graphs except the cycle. The fraction of investors is higher if the variance
of the return is low, if the graph is densely connected or if agents are heterogeneous. If
one assumes that the lifetime of the investment is large and the return distribution is
sufficiently attractive, then instead heterogeneous agents slow down the diffusion. The
diffusion curve on a real-world Facebook network has similarities with the star graph, that

62
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is due to the low hopcount. Within this network, the effect of homophily can be measured
via social groups. Agents within these groups have common characteristics and groups that
are sparsely interconnected. We find that the shape of the diffusion curve is robust, but fewer
agents are convinced to invest when homophily is present in the graph. Remarkably, the
clustering coefficient only affects the investments when the number of neighbors is relatively
low. The degree of the initiator in the early stage has a high effect on the growth and final
stage. Therefore, and from the policy maker’s perspective, influence maximization on the
social learning model might be an interesting extension.

We generalize the model by assuming that the return evolves as a stochastic process over
time. Two effects of government policies are analyzed: the effect of additional uncertainty
due to a policy switch and the effect of a change in the return. Even when only one
parameter of the return distribution is unknown, uncertainty about a policy leads to a
considerable delay in investments. If the amount of decrease in return after a policy switch
is also unknown, then no agent invests. Hence, we conclude that only limited parameter
settings can be used in combination with the social learning model to evaluate government
policies.

Considering the limited parameter space that leads to investments, one should be careful
with applying the social learning model to predict investments. We stress that the model
provides a valuable explanation of the aggregate dynamics. The model is especially
applicable when uncertainty explains a great deal of the time lag, and there is little
investment data available. While further research is required, the framework that is
proposed in this thesis gives a clear explanation of the aggregate diffusion process.
Analyzing the diffusion curve in random graphs without additional assumptions is a
relevant topic for further research. Other directions for further research include an
extension of the framework to other return distributions and the analysis of more
government support schemes.
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Appendix

A Reasoned action

Null hypothesis Conclusion

1. Consumers who are more concerned about the environment tend to be
more knowledgeable about renewable energy than consumers who are not as
concerned about the environment.

Not supported

2. Consumers who express a higher level of concern about the environment are
more likely to be willing to pay more for renewable energy than consumers who
express a lower level of concern about the environment.

Supported

3. Consumers who are more knowledgeable about renewable energy tend to have
stronger beliefs about the positive consequences of using renewable energy than
consumers who are less knowledgeable about renewable energy.

Not supported

4. Consumers who have stronger beliefs about the positive consequences of using
renewable energy tend to be more willing to pay a premium for renewable
energy than consumers who have weaker beliefs about the positive consequences
of using renewable energy.

Supported

5. Consumers who are more knowledgeable about renewable energy tend to be
more willing to pay more for renewable energy than consumers who are less
knowledgeable about renewable energy.

Supported

Table 1: Conclusions regarding consumer concern, knowledge and belief as formulated and
tested in [5]

B Derivation of posteriors

B.1 Gamma-poisson

In case of Gamma-poisson updating, one can derive the predictive posterior by marginalizing
out the parameter θ. We start the calculation with α̂ = α+

∑i
a=1 xa and β̂ = β + i.

P[R = k] =

∫ ∞
0

P[R = k|θ]f(θ) dθ

=

∫ ∞
0

e−θθk

k!

α̂β̂

Γ(β̂)
θβ̂−1e−α̂θ dθ
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=

∫ ∞
0

α̂β̂

Γ(β̂)k!
θk+β̂−1e(−α̂−1)θ dθ

=
α̂β̂

Γ(β̂)k!

Γ(k + β̂)

(α̂+ 1)k+β̂

∞
inf
0

(α̂+ 1)k+β̂

Γ(k + β̂)
θk+β̂−1e(−α̂−1)θ dθ

=
α̂β̂

Γ(β̂)k!

Γ(k + β̂)

(α̂+ 1)k+β̂

=
Γ(k + β̂)

Γ(k + 1)Γ(β̂)

(
α̂

α̂+ 1

)β̂ ( 1

α̂+ 1

)k
=

(
k + β̂ − 1

k

)(
α̂

α̂+ 1

)β̂ ( 1

α̂+ 1

)k
∀k = 0, 1, 2, . . .

The integral equals one in the fourth step, since we integrate the density of a gamma
distributed variable. One can recognize the density of a negative binomial random variable
in the last step. As parameters, we can equivalently take p̂ = 1

α̂+1 and r̂ = β̂.

B.2 Normal with unknown mean

The likelihood of i normal observations equals

L(x|µ, σ) =

i∏
a=1

fεa
(
xa − µ; 0, σ2

)
=

i∏
a=1

1√
2πσ2

e−
(xa−µ)2

2σ2

=
1

σi(2π)i/2
e
SS(µ)

2σ2

where SS(µ), the sum of square distances from µ, is defined as

SS(µ) =:
i∑

a=1

(xa − µ) =

(
i∑

a=1

x2a

)
+ iµ2 + 2iµx = i(µ− x)2 + i

1

i
s2.

As noted before s2 =
∑i

a=1(xi − x)2 and x = 1
i

∑i
a=1 xa. The last equation shows that the

likelihood only depends on the observations through the statistics x̄ and s2. Plugging the
expression for SS(µ) into the likelihood yields

L(x|µ, σ) =
1

σi(2π)i/2
e−

is2

2σ2 e−
i(µ−x̄)2

2σ2

∝ e−
i(µ−x̄)2

2σ2
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Where the last equation holds since σ2 is constant. The posterior is proportional to the
product of the normal likelihood and normal prior. Therefore the posterior mean

f(µ|x) ∝ exp

(
− i(µ− x̄)2

2σ2

)
exp

(
− i(µ− µ0)

2

2σ20

)
= exp

(
− 1

2σ2

i∑
a=1

(x2a + µ2 − 2xaµ) +− 1

2σ20
(µ2 + µ20 − 2µ0µ)

)

= exp

(
−µ

2

2

( 1

σ20
+

i

σ2

)
+ µ

(µ0
σ20

+

∑i
a=1 xa
σ2

)
−
( µ20

2σ20
+

∑i
a=1 xa
2σ2

))

= exp

(
−µ

2

2
(µ2 − 2µµi + µ2i

)
= exp

(
−µ

2

2
(µ− µi)2

)
,

where the last equation holds by definition of µi, although at this point we do not know
the expression of the posterior mean. Exact expressions for the posterior parameters µi
and σ2i can be found via a comparison of the equations as described in [45]. The posterior
predictive follows from the integral of the product of two normal densities

f(R) =

∫ ∞
−∞

p(x|µ)p(µ|x) dµ,

=

∫ ∞
−∞

1

σ(2π)2
e
−(x−µ)2

2σ2
1

σi(2π)2
e
−(x−µi)

2

2σ2
i dµ,

=
1

(σ + σi)(2π)2
e
−(x−µi)

2

2(σ+σi)
2 .

The last equation follows from [14, Equation 2.115].

C Exponential utility

Definition .1 (Exponential utility). The exponential utility function or constant absolute
risk-aversion is given by

U(c) =

{
1−e−ηc

η if η 6= 0

c o/w,

where η is a constant that represents an agent’s attitude towards risk. One can interpret
η > 0 as risk-aversion, η < 0 risk-loving, and η = 0 risk-neutral. Note that constant relative

risk-aversion (CARA) because U ′′(c)c
U ′(c) = −η.

If R ∼ N (µ̂, σ̂), then Y = eR ∼ LogNormal(µ̂, σ̂2). The expected utility follows

E
[
1−e−W0ηe

R

η

]
= 1

η −
1
ηE
[
e−W0ηY

]
and one recognizes the MGF of a log-normal random
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variable. Although approximations are known, there is no closed form expression for the
MGF [51].

D Derivation condition to invest

Rewrite yi in the predictive posterior parameters of the previous time µ̂i−1 and σ̂i−1 by
using the update rules of Equation ??. For any lifetime τ ≥ 1 holds

yi =

(
ln (h (1− η) + 1)

1− η
− 1

2
τ σ̂2i (1− η)− τ µ̂i

)
σ2

σ̂2i − σ2

=

(
ln (h (1− η) + 1)

1− η
σ̂2i−1 − σ2

σ̂2i − σ2
− 1

2
τ σ̂2i (1− η)

σ̂2i−1 − σ2

σ̂2i − σ2
− τ µ̂i

σ̂2i−1 − σ2

σ̂2i − σ2

)
σ2

σ̂2i−1 − σ2

=

(
ln (h (1− η) + 1)

1− η

(
1 +

σ̂2i−1 − σ2

σ2

)
− 1

2
τ σ̂2i

σ̂2i−1 − σ2

σ̂2i − σ2
(1− η)− τ

(
µ̂i−1 +Xi

σ̂2i−1 − σ2

σ2

))
× σ2

σ̂2i−1 − σ2
.

Note that σ2i
σ2

σ2
i−σ2 − σ2i−1 σ2

σ2
i−1−σ2 = σ2 so that the difference yi − yi−1 equals

yi − yi−1 =

(
ln (h (1− η) + 1)

1− η
σ̂2i−1
σ2
− τXi

σ̂2i−1
σ2

)
σ2

σ̂2i−1 − σ2
− τ 1

2
(1− η)σ2

=
ln (h (1− η) + 1)

1− η
− τXi − τ

1

2
(1− η)σ2 = β − τXi − τ

1

2
(1− η)σ2.

If an agents starts investing at i∗ observations, then by definition

yi∗ < 0

yi∗−1 −
(
τXi∗ + τ

1

2
(1− η)σ2 − β

)
< 0

y0 −
i∗∑
i=1

(
τXi + τ

1

2
(1− η)σ2 − β

)
< 0

i∗∑
i=1

(
τXi + τ

1

2
(1− η)σ2 − β

)
≥ y0.

E Martingale argument for stopping time

Let W s
n := es

∑n
i=1 Xi

E[esXi ]n . We check that W s
n is a martingale w.r.t observations {Xi}ni=1.

(i) E[W s
n+1|X1, . . . , Xn] =

1

E[esXk ]n
E[es

∑n
i=1Xi |X1, . . . , Xn]

1

E[esXk ]
E[esXn+1 ]
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= W s
n

1

E[esXk ]
E[esXn+1 ] = W s

n, for n ≥ 0

(ii) E[|W s
n|] ≤

E[es
∑n
i=1 |Xi|](
µ
µ−s

)n <∞, for n ≥ 0

We are interested in the expectation of the martingale at the stopping time. To apply the
OST, we check if the conditions hold. The first condition, E[i∗] <∞, holds by the assumed
positive drift towards y0. Also,

E[|W s
i∗ |] = E

es∑i∗
i=1 |Xi|(
µ
µ−s

)i∗
 <∞

Therefore the OST can be applied and 1 = E[W s
0 ] = E[W s

i∗ ] = E[e
s
∑i∗
i=1 Xi−i∗ ln

(
µ
µ−s

)
]. Let

h be the overshoot of the random walk at the stopping time: h =
∑i∗

i=1(Xi − δ) − y0, the
using h

E[e
sy0+sh+sδi∗−i∗ ln

(
µ
µ−s

)
] =

µ

µ− s
esy0E[e

−i∗
(
−sδ+ln

(
µ
µ−s

))
],

E[e−i
∗u(s)] =

µ− s
µ

e−sy0 .

The function u(s) =: −sδ+ ln
(

µ
µ−s

)
is convex for 0 < s < µ shown in Figure 1. In general,

∂u
∂s = δ + 1

µ−s > 0 for s ≥ 0, since δ < E[Xi] = 1
µ .
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Figure 1: The function u(s) = −δs+ ln
(

µ
µ−s

)
for s ≤ µ. µ = 1 and δ = 0.5

If we assume δ = 0, so that u(s) = ln( µ
µ−s) and u−1(s) = µe−s + µ.

E[e−i
∗s] = (2 + e−s)e−µ(e

−s+1)y0

There are many algorithms for numerical inversion of the LT, see e.g. [2].
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F On the exponential assumption

If the posterior predictive R ∼ Exp(µ̂n) is based on n observations x1, . . . , xn, then the
expected utility becomes

E

[
eR(1−η) − 1

1− η

]
=

µ̂n
µ̂n−(1−η) − 1

1− η
=

1

µ̂n − (1− η)
,

where 1− η < µ̂. Denote the alternative utility with h. Then an agent invests if

1

µ̂n − (1− η)
> h,

1

h
< µ̂n − (1− η),

µ̂n >
1

h
+ (1− η).

If we want to express the decision as a summation of the observations, as the following
condition for investing based on normal distributed returns

n∑
i=1

xi +
1

2
(1− η)σ2 − β > y0,

then update rules for the rate µ̂n are necessary. To the author’s knowledge, there is no
conjugate Bayesian inference where the predictive posterior follows an exponential
distribution. Hence, there are no update rules, and we cannot derive a condition for
investment. The discrete distribution that possesses the memoryless property, the
geometric distribution, copes with the same problem.

G Configuration model

If the degree-sequence consists of only one given degree k, then the configuration model
generates a k-regular random graph (given that the graph exists). The procedure is
explained in Algorithm A.1. The technique of matching half-edges is based on theory in
Chapter 7 of the book ‘Random graphs and complex networks’ [52].

H Expected local CC in ERRG

Given a vertex set V with |V | = n and an edge probability p, let G be the set of all possible
realizations of ERRG’s on n vertices. Let CC(G, v) be the local cluster coefficient (CC) of
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Algorithm A.1 Generating a simple random graph by matching half-edges

Input: Degree-sequence ~d and number of vertices n
Output: Adjacency matrix

1: while graph is not simple do
2: Construct di half-edges for each vertex i ∈ [n]
3: for each half-edge do
4: if not already matched then
5: Pick a random other not-matched half-edge
6: Match the half-edges
7: end if
8: end for
9: Construct a sparse adjacency matrix

10: Check whether the graph has no self-loops
11: Check whether the graph has no multi-edges
12: end while

graph G ∈ G and vertex v ∈ V . Denote the edge set of the graph with E. By definition of
the CC,

CC(G, v) =
|{w, x} : {v, x}, {v, w}, {x,w} ∈ E|
|{w, x} : {v, w}, {v, x} ∈ E|

Let d(v) be the degree of vertex v. By independence of the edges, the expected local cluster
coefficient equals

E[CC(G, v)] = E [E [CC(G, v) | v]]

= E

 1(
d(v)
2

)E
 ∑
{w,x}:{v,w},{v,x}∈E

1[{w,x}∈E]

∣∣∣∣∣v


= E

 1(
d(v)
2

) ∑
{w,x}:{v,w},{v,x}∈E

P[{w, x} ∈ E | v]


= E

[
1(
d(v)
2

)p(d(v)

2

)]
= p

I Time for information to spread

Consider graph Gn = (V,E), where each edge e ∈ E has an associated weight w(e) = 1 in
the discrete time diffusion. Instead of these unit weights, we now assume w(e) ∼ Exp(µ)
i.i.d. for the edges e ∈ E. One can interpret the weight w(e) ≥ 0 as the time until an agent
observes the return of its investing neighbor. The memoryless property of the exponential
distribution states P[w(e) > t+u|w(e) > t] = P[w(e)>t+u]

P[w(e)>t] = P[w(e) > u]. Another important
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property is: if w(e1), . . . , w(en) independent exponential random variables with parameters
µ1, . . . , µn then min (w(e1), . . . , w(en)) ∼ Exp(µ1 + . . . + µn), so that the probability that
w(ei) is smallest equals µi/(µ1 + . . . + µn) for i = 1, . . . , n. As a consequence, when
E[w(e)] = 1, the spreading will probably converge more quickly than the discrete-time
spreading. Figure 2 shows that the spreading takes indeed less time for a clique. The final
proportion of investors is of the same order as the setting with unit weights as shown in
Table 2. The results of the star and cycle graph are in line with the clique.

Table 2: Mean and standard deviation of 10,000 runs of the spreading for cliques with
n = 100 with i.i.d. Exp(1) weights on the edges.

FT T

Homogeneous 0.226 ± 0.409 0.033 ± 0.067
Heterogeneous in µ0 0.252 ± 0.425 0.039 ± 0.086
Heterogeneous in µ0, η 0.817 ± 0.372 1.034 ± 1.038
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(a) Proportion of investing homogeneous agents.
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Figure 2: Average results of 10,000 simulated spreadings with initiators chosen at random
in cliques with n = 100 and i.i.d. Exp(1) weights on the edges over time.

J Statistical tests circles

Non-parametric Wilcoxon rank sum tests are performed on the final proportion of investing
agents within the circles. The p-values of the original circles as shown in Table 3 differ per
circle, some tests conclude significant differences in medians on a significance level of 0.05,
while others cannot reject the null hypothesis. The tests reject the null hypothesis of equal
standard deviations for all the circles. We need to remark the high level of ties in the 1000
runs since the circles contain few vertices. The same tests are performed on the constructed
circles as shown in Table 4. The tests rejected the null hypothesis on a significance level of
0.05 for both the mean and standard deviation.
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Table 3: Two-sided Wilcoxon rank sum test performed on the mean and standard deviation
within each circle over the 1000 runs.

p-value mean p-value std. dev.

Circle 1 0.210 0.000
Circle 2 0.033 0.000
Circle 3 0.179 0.000
Circle 4 0.033 0.000
Circle 5 0.000 0.000
Circle 6 0.000 0.000
Circle 7 0.000 0.011
Circle 8 0.000 0.000
Circle 9 0.000 0.000
Circle 10 0.000 0.000

Table 4: Two-sided Wilcoxon rank sum test performed on the mean and standard deviation
within each constructed circle over the 1000 runs.

p-value mean p-value std. dev.

Circle 1 0.000 0.000
Circle 2 0.000 0.000
Circle 3 0.000 0.000
Circle 4 0.000 0.000
Circle 5 0.000 0.000
Circle 6 0.000 0.000
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Figure 3: Average mean of the proportion of investing agents per circle in network F based
on 1000 runs of the simulation.
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Figure 4: Average standard deviation of the proportion of investing agents per circle in
network F based on 1000 runs of the simulation.
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Figure 5: Average mean and standard deviation per constructed circle of 1000 runs of the
simulation for network F with parameters sampled per vertex or per circle.
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