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Abstract

The main work for this thesis has been a thorough study of the novel Prediction with

Partially Monitored Grouped Expert Advice and Side Information paradigm. This is newly

proposed in this thesis, and it extends the widely studied Prediction with Expert Advice

paradigm. The extension is based on two assumptions and one restriction that modify the

original problem. The first assumption, Grouped, presumes that the experts are structured

into groups. The second assumption, Side Information, introduces additional information

that can be used to timely relate predictions with groups. Finally, the restriction, Partially

Monitored, imposes that the groups’ predictions are only known for one group at a time.

The study of this paradigm includes the design of a complete prediction algorithm,

the proof of a theoretical bound of the worse-case cumulative regret for such algorithm,

and an experimental evaluation of the algorithm (proving the existence of cases where this

paradigm outperforms Prediction with Expert Advice). Furthermore, since the development

of the algorithm is constructive, it allows to easily build two additional prediction

algorithms for the Prediction with Grouped Expert Advice and Prediction with Grouped

Expert Advice and Side Information paradigms. Therefore, this thesis presents three novel

prediction algorithms, with corresponding regret bounds, and a comparative experimental

evaluation including the original Prediction with Expert Advice paradigm.

Keywords: online learning; prediction with expert advice; multi-arm bandit problem;

regret optimization.





Sammanfattning

Huvudarbetet för den här avhandlingen har varit en grundlig studie av den nya

Prediction with Partially Monitored Grouped Expert Advice and Side Information para-

digmet. Detta är nyligen föreslagit i denna avhandling, och det utökar det brett studerade

Prediction with Expert Advice paradigmet. Förlängningen baseras på två antaganden och

en begränsning som ändrar det ursprungliga problemet. Det första antagandet, Grouped,

förutsätter att experterna är inbyggda i grupper. Det andra antagandet, Side Information,

introducerar ytterligare information som kan användas för att i tid relatera förutsägelser med

grupper. Slutligen innebär begränsningen, Partially Monitored, att gruppens förutsägelser

endast är kända för en grupp i taget.

Studien av detta paradigm innefattar utformningen av en komplett förutsägelsesalgoritm,

beviset på en teoretisk bindning till det sämre fallet kumulativa ånger för en sådan algoritm

och en experimentell utvärdering av algoritmen (bevisar förekomsten av fall där detta

paradigm överträffar Prediction with Expert Advice). Eftersom algoritmens utveckling är

konstruktiv tillåter den dessutom att enkelt bygga två ytterligare prediksionsalgoritmer för

Prediction with Grouped Expert Advice och Prediction with Grouped Expert Advice and

Side Information paradigmer. Därför presenterar denna avhandling tre nya prediktions-

algoritmer med motsvarande ångergränser och en jämförande experimentell utvärdering

inklusive det ursprungliga Prediction with Expert Advice paradigmet.

Nyckelord: online lärande; förutsägelse med expertråd; multi-arm bandit problem;

ångra optimering aktiekurs förutsägelse.
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1 Introduction

Predicting is the historically coveted ability of foretelling an uncertain event. Even though

typically tied to mysterious powers, predictions can be performed under scientific rigorousness.

One might consider them an educated mathematical guess, based on some sort of previous

knowledge or information. For example, consider the problem of deciding whether to buy some

company’s stock or to wait, considering that prices can greatly vary. The decision problem can

be solved by trying to predict how much the stock is going to cost in the future and decide to

wait for the acquisition of stock if the prices are predicted to drop. The main difficulty of the

problem becoming then how to do such price prediction, and the key being what information is

available to make the prediction. Considering the kind of information available any prediction

problem can be separated into: prediction by modeling and prediction with expert advice.

In the case of prediction by modeling, information related to the value to predict is used

for the prediction. In the case of stock prices, information that can be used for the predictions

could be the weather, news, price of bread... This information is often called side information

in the context of online learning (equivalent to the features in batch learning). Online learning

is the branch of machine learning that deals with the learning for a paradigm where the values

to predict come one at a time, in contrast to batch learning. The context of this thesis problem

is online learning because prediction is inevitably tied to time, in the sense that at each time one

prediction is made and the corresponding actual value that had to be predicted is known.

On the other hand there is the prediction with expert advice. In this paradigm, instead

of side information, experts are used for the prediction. Experts are black-box entities that

produce predictions by themselves. In other words, experts are entities that provide predictions

using completely unknown methodologies or functions of any kind. For instance, experts could

be very wise individuals, random functions or machine learning models. In this paradigm of

prediction with expert advice then, the goal is still is to make the best prediction possible, but

in this case by using the experts’ predictions. One simple strategy could be then, for example,

to pick one expert at random and directly use its prediction.

Then, there are essentially two ways of predicting: by using side information to infer a

prediction, or by using other’s predictions as base for the final prediction. Both ways of

predicting can be complementary, since experts can be different models from the prediction

by modeling. In this thesis, the focus is on Prediction with Expert Advice.

The paradigm of Prediction with Expert Advice is a very well studied problem in the most
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general setting. Nevertheless, this thesis complements the problem by studying a solution to

the problem when adding two extra assumptions and a restriction. The main assumption to

be added is regarding the structure of the experts, which are typically seen individually, with

no structure [1]. In this thesis it is assumed that experts are grouped, in other words, each

expert belongs to a different group. Even though such grouped structure might seem artificial,

the group assumption is not very strong, and it frequently comes naturally with the underlying

essence of the experts. For example, if experts are some machine learning functions, then,

naturally, they can be grouped by the kind of machine learning function used (neural networks,

logistic regressions, support vector machines...), each expert within a group having different

parameter configuration of the same machine learning function. Another group structure could

also arise if different datasets are used to train the modeling functions. If the experts were

humans, the experts’ groups could also be several people that belong to different companies or

that live in different countries.

The second additional assumption is that some side information is provided; information

that can be used to indirectly decide, at each time, which group of experts is more suitable for

the prediction. Note that side information is not explicitly which group is more suitable at each

time, since this would render the problem trivial, but rather data that can be used to infer which

group would be more suitable at each time.

Lastly, the paradigm of prediction with expert advice considering the two previously stated

assumptions will also be explored when adding one restriction. This restriction is on the amount

of information available regarding the loss incurred when each group makes a prediction:

partial monitoring. Essentially, the partial monitoring restriction enforces that only one group

of experts will reveal its predictions at a time. Therefore, at each time only the loss of such

group is known, whilst without the restrictions all losses of all groups are known. Then, the loss

of the predictions will be restrained to some incomplete (partial) information about such loss.

To conclude, besides having the experts’ predictions to construct the best prediction

possible, the information regarding the experts’ group structure, and some side information to

relate groups with values to predict will be also available. Additionally, the problem will also be

restricted to limited feedback regarding the behavior of the experts. Considering all this, then, it

becomes interesting and novel thesis work to theorize, design, implement, and test an algorithm

to solve this problem, and to study whether one can take advantage of the assumptions and deal

with the restriction to further improve the results of the prediction. Therefore, the Prediction

with Expert Advice paradigm will be extended and solved by gradually introducing the two

assumptions and the restriction explained in order to build up the solutions for: Prediction with

2
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Grouped Expert Advice, Prediction with Grouped Expert Advice and Side Information, and

Prediction with Partially Monitored Grouped Expert Advice and Side Information.

The next sections present the motivation and theoretical background of this thesis as well as

the explanation of the exact work that can be found in this thesis and how it is organized.

1.1 Motivation

From the beginning of the thesis there are 4 choices that were made and are not yet properly

motivated. In this section, the motivation is given so that the reader can understand why

choosing each of the following:

1. Prediction with Expert Advice: presents a powerful framework that unifies and generalizes

different fields: online learning, prediction, and repeated games. Additionally, it

minimizes the assumptions needed to solve the prediction task, being then applicable

to a wide range of problems. Therefore, Prediction with Expert Advice is a universal

and widely applicable theory, becoming then very interesting to study. Besides, to

maintain the generality of the theory, this thesis does not focus in any particular practical

application.

The next 3 choices relate to the extension of the Prediction with Expert Advice paradigm,

which will be explained in much more detail with examples in section 2. Nonetheless, a brief

motivation is given here too:

2. Grouped: the primary motivation why the original paradigm was decided to be extended

including a separation of experts into groups is a use case in a company (cannot be

disclosed). In the aforesaid use case it was observed that it was beneficial to take into

account the group structure for its prediction tasks. The intuition is simple: some group

of experts were better at predicting in some cases than the other groups, and vice versa.

3. Side Information: the motivation here is also the previous use case. In that scenario, the

separation of the cases where some groups are better than others at predicting requires

some information to distinguish between cases. In other words, in order to take full

advantage of the group structure, one needs some information to identify which group to

use at each time, i.e. side information.

4. Partially Monitored: this was added by the author when considering that it would be

interesting to have a solution where only one group is needed at each time, avoiding the

usage of the other groups’ predictions. This emanates from the idea that, since predictions

are costly to generate, minimizing the number of predictions used can be advantageous

3



1.2 Background 1. INTRODUCTION

in many applications. With partial monitoring, one avoids needing the predictions of all

groups at every time, reducing the cost to only the prediction of one group at every time.

Finally, there is one further intuition to be given related to the final results of this thesis:

5. Theoretical bound: one of the main results of this work is providing a theoretical bound

of the worst-case performance of the algorithms newly proposed in this thesis that solve

the 3 novel paradigms. A preliminary intuition of the importance of such bounds is that

they provide a guarantee on the performance of the predictor. This is because the bounds

are analytically proven to hold for any prediction task (under some mild assumptions

that can be seen in the lemmas presenting the bounds further on the thesis). Therefore,

the algorithms presented are suitable for applications that require to be ensured some

goodness on the prediction, which is guaranteed thanks to the availability of theoretical

bounds for each of the algorithms.

To summarize, the Prediction with Partially Monitored Grouped Expert Advice and Side

Information paradigm is originally motivated by a practical use case that wants to be thoroughly

and systematically solved, and analyzed within the thesis. The aim is to provide sensible and

reliable algorithms to solve the 3 novel paradigms of this thesis, suitable for any prediction task

but still guarantying some good performance.

1.2 Background

The critical, required and of paramount importance background needed for this thesis is on the

paradigm of Prediction with Expert Advice (PEA). This paradigm is almost completely covered

in the book Prediction, Learning and Games [1], which includes all previous work (until

2006) performed on the paradigm of Prediction with Expert Advice. This book includes the

thorough review of 300 papers around the topic, doing a magnificent job in the explanation and

standardization of the theorems, algorithms and notation. Additionally, this book has around

2.400 citations, highlighting its relevance and influence on the field.

Through this thesis, Prediction, Learning and Games [1] is the main (and almost exclusive)

reference, since no further work studying the exact paradigm in this thesis (how a grouped

structure can affect the quality of the predictions) has been performed (one exception will

be presented hereunder). Moreover, since the main work of this thesis is theoretical, the

background will be thoroughly explained while the solutions to the problem of Prediction with

Partially Monitored Grouped Expert Advice and Side Information are constructively developed.

In other words, the theoretical part is not simply a straightforward use of some well known

theory. For this reason the theory needs to be introduced carefully and in detail in order to

4
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follow the theoretical work developed for this thesis. The complete, formal and mathematical

definition of the problem is included and explained in detail in section 2, and the theorems

and algorithms from [1] are introduced and explained whilst being used in the thesis’ body.

Nonetheless, a brief overview of what theory is used is presented next, highlighting the main

concepts used for this thesis:

• Chapter 1 in [1]: does not contain any theoretical result, but introduces PEA in a

short, clear and uncomplicated fashion. This thesis also contains and introduction to

the problem, but in a more straightforward manner.

• Chapter 2 in [1]: contains the stepping stone results for the development of the thesis.

Concretely, it develops the Exponentially Weighted Average Forecaster (EWAF), an

algorithm for solving the PEA problem. Moreover, this chapter includes the theory that

bounds the worse-case performance of EWAF. Those results will be used to also worse-

case bound the solution to the PEA with groups, side information and partially monitored.

• Chapter 4 in [1]: the Randomized Forecaster is introduced. This predictor constructively

derives from the EWAF, and it also has corresponding bounds. The Randomized

Forecaster is required to build the solution for the Grouped PEA.

• Chapter 5 in [1]: introduces the usage of side information for the expert choosing, but also

focuses heavily on the efficiency of the forecaster algorithms in terms of computational

power, which is not deeply explored in this thesis. The three previous chapters are critical

in the sense that the theoretical results and algorithms in them are the foundation for

this thesis’ results. On the contrary, this chapter is of less importance and complexity

(regarding the results used here), but it plays a role in the development of the solution for

the Grouped PEA and Side Information.

• Chapter 6 in [1]: introduces the paradigm of prediction with limited feedback, which

includes the partial monitoring setting explored in this thesis for the complete solution

Partially Monitored Grouped PEA and Side Information. Since the results in this chapter

do not completely include everything needed for the thesis, it will be complemented with

the more detailed source of the chapter’s theory itself [3].

These chapters are essentially all the background needed to understand and develop this

thesis. Since this thesis is self-contained, all the theory, results, and algorithms from the

corresponding chapters used will be explained in due time in the thesis.

5
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Despite the fact that survey [4] is not used in this thesis, its reading could also be of help

to further consolidate the knowledge on online learning. This survey gathers and explains in a

simple fashion the central ideas regarding online learning, which include the ones in the chapters

presented previously. It holds strong similarities to [1], but it is not enough regarding the results

needed to construct this thesis. Nonetheless, it is relevant to point out one remark done in

this survey [4]: “[Prediction, Learning and Games [1]] thoroughly investigates the connections

between online learning, universal prediction, and repeated games. In particular, results from

the different fields are unified using the prediction with expert advice framework.” This remark

unequivocally justifies and highlights why working with the PEA framework is indeed relevant

and important.

For those readers keen or experienced on machine learning, there is one useful comparison

that will help clarify the differences between Prediction with Expert Advice and Statistical

Learning Theory [2], and that will help situate this thesis in the (sometimes) jungle of machine

learning theory. The reason why PEA and SLT can be confused is because both aim to

minimize some loss with respect to some best loss, achieved in the case of PEA by the best

expert and in the case of SLT by the best function in a class of functions (that models some

side information into the value to predict). Then, if one makes this class of functions of

SLT the experts for PEA then the two paradigms are equivalent. Nonetheless, in SLT it is

assumed that the relation between the side information and the value to predict is stochastic

(with an unknown distribution), and frequently this relation is i.i.d. (independent identically

distributed) through time. This is not assumed in the PEA paradigm, where, additionally,

the adversarial setting is included, mainly because no assumptions are made about how the

value to predict nor the experts are generated. This adversarial setting in the PEA problem

implies that the value to predict can be chosen so that the task of predicting with the experts

is made as difficult as possible, thus selecting the value to predict aiming to maximize the loss

of the experts. The ability to cope with such adversarial situations is crucial in a large subset

of real world applications, and the solution for the paradigm studied in this thesis, Partially

Monitored Grouped PEA and Side Information, is valid in including the adversarial setting.

Observe that the fact that PEA deals with the prediction problem with almost no assumptions

makes the prediction more difficult, but, on the other hand, the assumptions of STL can be

in many applications too restrictive. The paradigm this thesis explores is PEA, but including

some assumptions that, indeed, also restrict the potential applications. Nevertheless, as already

explained in the introduction, these assumptions are not too limiting. For the avid reader, just

mention that there are approaches in between STL and PEA, like constrained adversaries [5].

6
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1.3 Purpose and Goal

The purpose of this thesis is to advance on the field of prediction and learning by exploring the

paradigm of Prediction with Expert Advice and extending it with a set of loose assumptions. The

aim is to contribute to this powerful paradigm that encompasses and unifies the theory behind

learning, games, and prediction that, due to its generality, can fit multitude of applications.

Concretely, the purpose is to study the influence of an inherent group structure on the PEA

paradigm in a rigorous and mathematical manner, as well as including a practical study. This

study ultimately aims to further improve the accuracy of prediction of the PEA paradigm while

minimizing the additional assumptions to be added to the paradigm.

Therefore, the concrete goals set for this thesis are:

• Construct a sensible algorithm for predicting considering the grouping of experts, using

side information, and in a partially monitored environment.

• Analyze theoretically the algorithmic methodology, aiming to provide some guarantees

on the performance of the method when predicting.

• Empirically test the algorithm on several prediction tasks, including a realistic (on stock

prices) prediction task.

• Compare the behavior of the algorithm between the theory and tests.

1.3.1 Benefits, Ethics and Sustainability

Considering the abstractness of the work performed for this thesis, it is not possible to pinpoint

any specific benefits or ethical and sustainability concerns. In spite of that, there are reflections

that can be made regarding the generic idea of prediction. Next, these thoughts will be presented

and discussed. But, first, it is relevant to remark the importance of thinking over and carefully

how science impacts on our future through the shaping of the society. For this reason, even

though this section is not part of the main work of the thesis, the reader is encouraged to reflect

with the observations below.

One straightforward benefit from achieving better prediction capabilities is the potential of

improving the efficiency and optimality of resource allocation of goods, by better forecasting

where such goods will be needed. This benefit can have a great positive influence on society and

its sustainability, since it would minimize the waste of resources and unnecessary transportation.

Obviously, the concrete benefits would depend on the particular problem where this thesis

would be applied, having in reality countless applications. Depending on the usage, improving

prediction could be benefiting or damaging society. For example, more accurate predictions

7
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can foster fuel speculation, a gambling and non-productive game that can greatly damage the

economy society relies upon. Nonetheless, the human factor and the lack of regulation would be

the main reasons of that practice regardless the advance of science and technology, which can

almost always be the cause of risks and benefits (reason why these reflections are important).

Since this research will be public, I believe the risks are not as prominent (since they can be

monitored and regulated), and the benefits of advancing in this research field are greater.

Sustainability is a more difficult term to relate to the improvement of predictions. Similar

to the benefits, the practical use of such prediction “power” can indeed lead to applications that

may damage or improve the sustainability of our ecosystem. For instance, better prediction of

population’s electricity demand coupled with better prediction of the availability of renewable

energy could maximize the consumption of electricity from renewable sources. This is one

example of improved sustainability of society via prediction improvements, but there could

exist completely opposite examples.

In the same vein and due to the abstractness of the work performed in this thesis, there are

no direct ethical concerns. But there are two more general considerations about prediction that

are worth mentioning and must be treated with care:

1. Discrimination: predicting almost always depends, either implicitly or explicitly, on some

side information. Which side information is used to predict may not seem significant,

but anyone must be aware that using, for example, certain human characteristics (race,

religion) for predicting (or classifying) is unethical and illegal. This kind of side

information can easily lead to involuntary and unknown racism and discrimination, with

a greater danger since it is embedded and hidden in often difficult to dissect algorithms.

2. Historical bias: predictions generally learn from historical data, which can (and

does) represent historically wrong behaviors (racism and sexism). A prediction model

unawarely trained with this data would then continue applying such judgments without

considering that this perpetuates a potentially already outdated and unwanted view of our

society (including the danger of being embedded in difficult to interpret algorithms).

To conclude, in almost any advance of science there are potential uses that can damage

society or the environment, but it will always ultimately depend on human action. For this

reason, it is important, like in this section, to reflect on the consequences of the science

developed and be always aware of the possible negative outcomes of one’s research.
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1.4 Delimitations

The limitations of this thesis are twofold: on one hand, the theoretical limitations regard the

assumptions used in the theory, and, on the other hand, the practical limitations concern the

lack of focus in a particular application.

First, the theoretical limitations of this thesis will be addressed. The 2 assumptions and

the restriction added to the original paradigm are the key to the novel paradigms studied in

this thesis. Nevertheless, they are not the only assumptions needed to obtain the theoretical

results. The results for the Prediction with Expert Advice paradigm also require to have certain

assumptions and definitions satisfied (detailed in section 2), such as: the regret definition,

the loss constrains, and the convexity necessity. These assumptions can be further relaxed,

constrained, and changed, leading to other kinds of predictors suitable in other applications.

For instance, the theory could be extended to infinite number of experts (in this thesis only

a finite number of experts is considered), taking approaches like in [6], or using a defensive

strategy like in [7]. Another example could be exploring other performance measures beyond

regret, like in [5], or making stronger assumptions regarding: the behavior of the experts, for

instance assuming a linear stochastic behavior [8], or their relation to some side information,

like in [9], that assumes some randomized and fixed stochastic relationship between the side

information and the value to be predicted. Nevertheless, this thesis is limited to the original

paradigm with the assumptions used in [1].

Second and last, there are also some limitations considering the practical side of the

thesis. As one will notice when reading the thesis, the theoretical part is the main work

performed. However, there is also an experimental evaluation of the algorithms proposed.

The experimental evaluation is limited to a set of examples that indicate the potential for

performance improvement of the 3 novel paradigms in this thesis. Despite that, these examples

are limited, and because of the generality of the theory, the possibility of obtaining definitive

experimental results depends on each particular application of the algorithms. In other words,

the characterization of the algorithms under different prediction tasks requires a thorough

benchmark and might vary a lot depending on the prediction task itself, effectively limiting

the conclusions that can be drawn from any experimental evaluation.

1.5 Outline

This section briefly summarizes what to be expected from each of the next sections:

2 The Problem: in this section the Prediction with Expert Advice paradigm is formally

defined, including all necessary notation. Afterward, the original PEA problem is further

9
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extended gradually to formally define the paradigm to be studied, Partially Monitored

Grouped Prediction with Expert Advice and Side Information. It also includes intuitive

explanations of the mathematically defined performance measure.

3 Subproblem Solutions: the solution to the final paradigm is developed in a constructive

fashion, by piecing together several algorithms that are slight variations of the already

developed ones in [1]. Those can be seen as partial solutions, or solutions to the

subproblems that derive from the simplification of the general setting, that will help to

develop the complete solutions for the paradigm. This section presents such algorithms

and the performance bounds that can be expected from these partial solutions.

4 Complete Solutions: due to the constructiveness of the complete solutions, solving

the final paradigm is done by connecting the solutions of the subproblems obtained in

the previous section. The complete solutions include the solutions for the: Grouped

Prediction with Expert Advice, Grouped Prediction with Expert Advice and Side

Information, and Partially Monitored Grouped Prediction with Expert Advice and Side

Information. This section presents the algorithms and performance bounds that can be

expected from these complete solutions.

5 Experimental Evaluation: in this section the complete solutions will be implemented. The

implementation will be used to compare the performance of the different solutions under

different prediction tasks. These tasks help to outline the difference between solutions.

Additionally, some tests will be performed with the New York Exchange Historical Stock

Prices Dataset [10].

10



2 The Problem

This section formalizes the explanation of the problem explored in this thesis. Afterward,

the exact setting of the Prediction with Partially Monitored Grouped Expert Advice and Side

Information should be understood, as well as the notation used.

2.1 Prediction with Expert Advice

First of all, the original paradigm of Prediction with Expert Advice will be explained:

Motivating Example
Before formally defining the PEA paradigm, an example will be explained to better illustrate

it. Consider the task of predicting the price of some stock. For instance, the stock prices through

time being:

1 2 3 4 5 6 7 8 9 10 11

Stock price 1 2 2 2 2 2 1 1 1 1 2

Now, the only information available to predict such values is the predictions of two investors

who guess, in an unknown manner, the stock prices ahead of time at every time:

1 2 3 4 5 6 7 8 9 10 11

Investor 1 2 2 2 2 2 2 2 2 2 2 2

Investor 2 1 2 2 2 2 2 1 1 1 1 2

The problem becomes then which policy (algorithm) should be used to guarantee the best

possible prediction of the stock prices, only using the guesses the investors provide you. Clearly,

in this case, the best policy would be to follow expert’s 2 advice every single time. Nonetheless,

in general, the difficulty of the problem lies in knowing which policy to use. For example, one

could use an averaging between the two investors guesses to obtain a not too bad approximation

to the stock prices:

1 2 3 4 5 6 7 8 9 10 11

Investor’s average 1.5 2 2 2 2 2 1.5 1.5 1.5 1.5 2

Variables and Parameters
Considering the PEA paradigm, all the problem’s variables and parameters are:

• Time: t ∈ {1..n}, indicates the current time of the predicting problem. In the previous

example n = 11.



2.1 Prediction with Expert Advice 2. THE PROBLEM

• Value to predict: yt , considering that time runs from t = 1 to t = n, the value to predict

forms a sequence of variables y1, ...,yn. Considering the previous example, where the

value to predict is the stock price, then y1 = 1,y2 = 2, ...,y11 = 2.

• Outcome space: Y , this is the set where the values to predict reside, therefore: ∀t yt ∈ Y .

In the example’s case, then: Y = [1,2]⊂ R.

• Experts’ advice/prediction: f j,t , where t indicates time and j ∈ {1..N} indicates the

expert, being N the total number of experts. Considering the example, the investors are

the experts and: N = 2, f1,1 = 2, f1,2 = 2, ..., f1,11 = 2 and f2,1 = 1, f2,2 = 2, ..., f2,11 = 2.

• Decision space: D, this is the set where the expert’s advice reside, therefore: ∀ j, t f j,t ∈
D. Additionally, it is assumed thatD is a convex subset of a vector space (this is to ensure

that the linear combinations of expert’s advices are still within D). In the example’s case

then: D = [1,2] ⊂ R. Observe that, it is not necessary that D = Y , and even though it

might seem counterintuitive, further on the thesis a case where D 6= Y will be seen.

• Forecaster: algorithmic strategy/policy that generates predictions given experts’ advice

and information of past plays. In the example’s case, the forecaster algorithm is just

averaging the experts’ advice.

• Predicted values: p̂t , these are the predictions that the forecaster makes. In other words,

these are the final predictions at every time, and must be in the decision space, thus

p̂t ∈ D. Considering the previous example, which uses the averaging policy, then: p̂1 =

1.5, p̂2 = 2, ..., p̂11 = 2. Additionally, because of the convexity ofD and that p̂t is a linear

combination of the expert’s advice in the example, then: p̂t ∈ D.

• Loss function: ` : D x Y → [0,1], is a non-negative scoring function that indicates how

good (0 loss) or bad (1 loss) a prediction is with respect to the value to predict. Therefore,

after each prediction p̂t , the predictor policy will incur a loss of `(p̂t ,yt). Observe that

the loss function is bounded to [0,1], which is equivalent to having a bounded loss that

can always be rescaled to [0,1] (section 2.6 [1]). Additionally, it is assumed that the loss

function is convex in its first argument, which requires D to be a convex set (previously

assumed). The convexity assumption is required to apply the results from [1] used in

this thesis. Nevertheless, the assumption could be relaxed and be solved applying other

results from [1], changing in this case all of this thesis results.

Game
PEA is an online learning paradigm that can be seen as a game that is played between the

forecaster and the environment (as explained in [1]). Then, at each time t = 1..n:

12



2. THE PROBLEM 2.1 Prediction with Expert Advice

1. The environment chooses the value to predict yt and the experts’ advice f j,t for j = 1..N.

2. The experts’ advice is revealed to the forecaster/predictor.

3. The forecaster generates a prediction p̂t . The prediction can only depend on the

current experts’ advice and all information from past time. Therefore, p̂t = g( f1,1.. f1,t ,

..., fN,1.. fN,t , y1..yt−1, p̂1..p̂t−1) for some function g that actually represents the prediction

policy/algorithm.

4. The environment reveals the value to predict, yt .

5. The forecaster incurs a loss of `(p̂t ,yt), and each expert ( j = 1..N) a loss of `( f j,t ,yt).

The fact that the environment chooses yt and f j,t might seem counterintuitive. Nevertheless,

stating that the “environment chooses” is equivalent to stating that the way yt and f j,t are

generated is completely unknown to the forecaster. This includes the possibility that yt and

f j,t are especially chosen to make the prediction task as hard as possible (adversarial setting).

Goal
In this repeated game, one aims to find the policy that, with all the information available at

each time, can output the predictions with the best overall performance possible. Nonetheless,

the performance of a prediction depends on the policy and on the exact prediction task at hand,

that is, it depends on the specific values to predict, the experts’ advice, and the loss function.

Therefore, the definition of policy’s performance over all prediction tasks is needed. In the PEA

setting, the forecasting policy performance is the worst-case prediction performance made with

such policy for any prediction task (any value to predict, any experts’ advice and any loss

function).

Now prediction performance remains to be defined. The prediction performance at time t

is the loss at that time, `(p̂t ,yt). The overall prediction performance, considering the whole

sequence to predict, is measured with the cumulative loss, L̂n = ∑
n
t=1 `(p̂t ,yt). Therefore, the

forecasting policy performance is the worse-case cumulative loss of the policy.

Nevertheless, in the PEA setting there is major difficulty in using cumulative loss to decide

which forecasting policy performs better. This is because for any prediction policy it is trivial

to find a prediction task (yt , fi,t) that will maximize cumulative loss (L̂n = n). Using such

prediction task would make the performance of any forecasting policy equal to the maximum

cumulative loss. Then, since the performance of a predictor is the worst-case cumulative loss,

all predictors would have the same performance. This worst-case prediction task can be built

as follows: let a ∈ D, b ∈ Y such that `(a,b) = 1 and yt = b, f j,t = a ∀ j, t, then for any

13
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prediction policy L̂n = n. Therefore, due to the existence of such prediction task, it is impossible

to distinguish forecasting policies by their performance. This is essentially a consequence of the

fact that nothing is assumed about the relationship between the value to predict and the experts’

advice.

For this reason, in the PEA setting, the performance of a prediction is measured in

comparison to a baseline. This baseline is the cumulative loss of the best expert in hindsight

(the best expert once the whole game is revealed): min j=1..N ∑
n
t=1 `( f j,t ,yt), and the measure

is named cumulative external regret (usually just named regret as it is the most common one).

Cumulative regret is defined as:

Rn := L̂n− min
j=1..N

n

∑
t=1

`( f j,t ,yt)

Simply, regret measures how much worse than the best expert’s predictions (in hindsight) the

forecaster’s predictions are. That is, how much does the forecaster regret not having followed

the best expert’s advice. The best expert baseline is used because it is an attainable goal, in the

sense that there exist results that bound the worse-case regret (results presented in section 3).

For example, one could use another better baseline, like ∑
n
t=1 min j=1..N `( f j,t ,yt), which has a

lower cumulative loss. But, in this case, it is impossible to guarantee any bound on the worse-

case regret, thus rendering the baseline unattainable and of no practical use in this setting. In

the PEA paradigm, as well as in the paradigms presented next, there is a simple way of thinking

of the baseline used for regret: the baseline is the cumulative loss of the predictions made with

the simplest policy possible that will achieve minimum cumulative loss. In other words, the

baseline is the best one could do restricted to a simple strategy after seeing all the game unravel

(thus, knowing all the variables and including the value to predict).

Therefore, the main goal of the PEA paradigm is to define the policy/algorithm, that is

able to predict a sequence of values using only some experts’ advice and past information,

minimizing, thus, the regret of the worst possible prediction task.

2.2 Prediction with Grouped Expert Advice

Motivating Example
The assumption that sets apart this paradigm from the PEA paradigm is the grouped

structure of the experts.

Now, instead of just having 2 individual investors giving advice on the prediction, there

14
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is also available the advice of 4 machine learning models. These experts are clearly naturally

separated into two groups:

1 2 3 4 5 6 7 8 9 10 11

Stock price 1 2 2 2 2 2 1 1 1 1 2

Investors
Group 1

Investor 1 1 2 2 1 1 1 1 2 1 1 2

Investor 2 1 1 1 1 1 1 1 1 1 1 1

Machine
learning
models
Group 2

Neural network 1 2 2 2 2 1 1 2 2 1 2

Linear regression 2 2 2 2 2 2 2 2 2 2 2

Autoregressive 1 2 1 2 2 2 2 1 2 1 1

Bayesian inference 1 2 2 2 2 2 2 1 1 2 1

The problem is then the same as before: how to choose a policy to obtain the best prediction

of the stock prices? Nevertheless, such policy cannot be as simple as before, since now one

must choose the group and then use the experts’ advice in the group. For example, in this case,

one could pick group 2 to predict the former half of the stock prices (6 first), and group 1 for

the latter half (5 last). Then, within each group an average method like in the previous example

could be used, giving the following predictions:

1 2 3 4 5 6 7 8 9 10 11

Predictions 1.25 2 1.75 2 2 1.75 1 1.5 1 1 1.5

Parameters
Considering the Grouped PEA paradigm, the problem’s variables and parameters are:

• Time: t ∈ {1..n}.

• Value to predict: yt .

• Outcome space: Y .

• Decision Space: D.

• Predicted values: p̂t .

• Loss function: ` :D x Y → [0,1].

• Grouped experts’ advice: fi, j,t , where t indicates time, i ∈ {1..K} indicates the expert

group and j ∈ {1..Ni} the expert within the group. Observe that there are K groups,

where each group i ∈ {1..K} has Ni experts, having a total of N experts across all groups,

where N := ∑
K
i=1 Ni. This grouped structure of the experts is the main difference with

the original PEA paradigm. Considering the previous example then: K = 2, N1 = 4,

N2 = 2, N = 6 and f1,1,1 = 1.. f1,1,11 = 2, f1,2,1 = 1.. f1,2,11 = 1, f2,1,1 = 1.. f2,1,11 = 2 and

f2,4,1 = 1.. f2,4,11 = 1.
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• Forecaster: to take advantage of the grouped experts’ advice, the forecaster strategy is

split into two:

– Outer strategy: this is the algorithm/strategy/policy that selects which group to be

used at every time. In this case, the outer strategy is limited to choosing the groups

by their past performance since now more information is available to select the

groups. In the example’s case, the outer strategy is the policy of using each group

for half of the predictions.

– Inner strategy: this is the algorithm/strategy/policy that generates predictions given

the experts’ advice of each group. In the example’s case, it corresponds to averaging

the experts’ forecast.

The combination of the outer strategy, i.e. the group selection, and the inner strategy, i.e.

the prediction withing each group, builds an overall forecaster for the Grouped PEA.

Game

The game between the forecaster and the environment in the Grouped PEA is slightly

different, at each time t = 1..n:

1. The environment chooses the value to predict yt and the experts’ advice for all groups

fi, j,t for i = 1..K and j = 1..Ni.

2. The experts’ advice is revealed to the forecaster/predictor.

3. The forecaster generates a prediction p̂t :

(a) The outer strategy selects a group i = 1..K. The selection of the group in this

paradigm can be performed considering current experts’ advice of the selected
group and all information from past time.

(b) The inner strategy generates the prediction within the group selected by outer

strategy, i. In this case the prediction can only depend on the current experts’
advice of the selected group and all information from past time.

4. The environment reveals the value to predict yt .

5. The forecaster incurs a loss of `(p̂t ,yt), and each expert (i = 1..K, j = 1..Ni) a loss of

`( fi, j,t ,yt).
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Rolling Back
The paradigms of Grouped PEA and PEA are clearly very similar; one could solve the

Grouped PEA problem with the PEA solution just by simply ignoring the extra assumption of

the group structure of the experts. Then, the experts in different groups would be just considered

as individual experts, or what it is equivalent, experts in one single group. This rolling back

possibility might seem unimportant, but it allows the comparison of the performance of the PEA

with the Grouped PEA in terms of regret. Indeed, this comparison can be performed because

the Grouped PEA problem can be solved using the forecaster that uses the group information

(Grouped PEA ’native’ solution) or using the forecaster of the PEA by ignoring the group

information (rolling back).

Goal
In the same way than in the PEA paradigm, the goal is finding the forecaster that will

minimize the regret of the worse-case prediction task. This is equal in the Grouped PEA even

though the definition of regret might change, since now additional information is available. The

only part of the regret that can be differently defined is the baseline. Recall that the baseline is

a comparative measure for the cumulative loss of the forecaster’s predictions used so that the

worse-case examples can still be guaranteed some goodness of the regret. The baseline used in

most cases is the cumulative loss of the predictions made with the simplest policy possible that

will achieve minimum cumulative loss. In this case, the policy is divided into an outer and an

inner strategy, the simplest possibilities being: picking a single group for the outer strategy and

picking a single expert for the inner strategy. Then, the baseline would be choosing the best

group and within the group the best expert:

min
i=1..K

min
j=1..Ni

n

∑
t=1

`( fi, j,t ,yt)

Then, the cumulative regret for the Grouped PEA paradigm is defined as:

Rn := L̂n− min
i=1..K

min
j=1..Ni

n

∑
t=1

`( fi, j,t ,yt)

Observe that if a prediction task suitable for the Grouped PEA was to be solved, it could be

solved with a solution particular for the Grouped PEA or, as explained in the previous section, it

could be rolled back and solved with a solution for the PEA. In this case, then, the two solutions’

regret would be comparable since the baseline in both defined regrets would be the same:

min
i=1..K

min
j=1..Ni

n

∑
t=1

`( fi, j,t ,yt) = min
i=1..K, j=1..Ni

n

∑
t=1

`( fi, j,t ,yt)

Where it is key to observe that the second quantity of the equality is the baseline of the PEA

paradigm when all experts are seen individually (or into a single group).

17



2.3 Prediction with Grouped Expert Advice and Side Information 2. THE PROBLEM

2.3 Prediction with Grouped Expert Advice and Side Information

Motivating Example
First, let’s see how side information plays a role in a simpler example, to afterwards

incorporate the side information to the paradigm of Grouped PEA. In this example, the task

at hand is also predicting some stock price, and the only information to do the prediction is the

dividends of the company of that stock:

1 2 3 4 5 6 7 8 9 10 11

Stock price 1 2 2 2 2 2 1 1 1 1 2

Company’s dividends 1 7 8 9 8 7 1 2 1 2 6

In this setting, the side information (company’s dividends) can be used to predict the stock

price exactly, by predicting 1 when the dividends are low (< 3) and predicting a price of 2

otherwise. Therefore, the stock prices are directly predicted using the side information. Due

to this direct prediction with the side information, this problem falls into the prediction by

modeling setting (in the introduction section), closer to STL than to PEA.

In the Grouped PEA and Side Information setting, the role of the side information is

different. Consider now that the company’s dividend information is not available, but only

the number of transactions performed at each time:

1 2 3 4 5 6 7 8 9 10 11

Transaction volume 6 3 6 3 7 5 1 1 1 2 2

As one can see in this case, the information regarding the transaction volume is not enough

to accurately predict the stock price (with a simple algorithm as before). Nevertheless, it can be

used jointly with the following grouped expert’s advice:

1 2 3 4 5 6 7 8 9 10 11

Stock price 1 2 2 2 2 2 1 1 1 1 2

Investors
Group 1

Investor 1 1 2 2 1 1 1 1 1 1 1 2

Investor 2 1 1 1 1 1 1 1 1 1 1 2

Machine
learning
models
Group 2

Neural network 1 2 2 2 2 2 1 2 2 1 2

Linear regression 1 2 2 2 2 2 2 2 2 2 2

Autoregressive 1 2 2 2 2 2 2 1 2 1 1

Bayesian inference 1 2 2 2 2 2 2 1 1 2 1
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In this case, the transaction volume information can be used to decide which group of experts

to choose at every time: the best prediction possible is obtained if group 1 is chosen whenever

the transaction volume is low (< 3) and group 2 otherwise (≥ 3). Observe that the inner strategy

is irrelevant in this particular example since all experts within the group agree on the predictions

when their group is chosen.

Considering exclusively this (hypothetical) example, one can hypothesize that high transac-

tion volumes help the machine learning models predict better: it could be said that higher

transaction volumes result in smoother stock prices, easier to predict for the models. However,

the main idea of the example is how the side information can not predict the whole sequence

correctly but it can be used to predict which group of experts to choose at each time.

Parameters
Considering the Grouped PEA and Side Information paradigm, all the problem’s variables

and parameters are:

• Time: t ∈ {1..n}.

• Value to predict: yt .

• Outcome space: Y .

• Decision space: D.

• Predicted values: p̂t .

• Loss function: ` :D x Y → [0,1].

• Grouped experts’ advice: fi, j,t .

• Side information: xt , is additional information that can be used to perform the predictions

besides the experts’ advice. In this particular setting, the side information is not assumed

sufficient to predict yt . But, instead, it holds a relationship to the group to be chosen by

the outer strategy. In the example’s case, side information was the transaction volume,

x1 = 6..x11 = 2.

• Side information space: X , this is the space where the side information resides. In the

example X = R.

• Group choosing class: H ⊂ { f : X → {1..K}}, it is a subset of the class of functions

that map the side information to an index of a group, i ∈ {1..K}. Therefore, each h ∈ H

is a function that, given some side information xt , will select a group, h(xt) = i. In this
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thesis it is assumed that |H|< ∞, i.e. there is finite number of group choosing functions.

Observe that the group choosing class is necessary to limit the possible ways of using

the side information to select the group for the prediction, which, depending on X , can

be infinite or extremely large. Therefore, the definition of H has to be prior to the start

to the online prediction. In other words, H is fixed beforehand. Note that it is not very

restricting by itself (all prediction tasks using side information indeed limit themselves to

some kind of models), but what it is more crippling is forcing H to be a finite class.

In the example’s case H is not explicitly stated, but h is the function that maps high xt

values to group 2 and the other (lower) values to group 1. In the example, h is indeed

a threshold function h(xt) = 1{xt ≥ 3}+ 1, thus H can be, for example, a subset of the

class of threshold functions: H = { f :X → {1..K} | ∀t ∈ {1..11}, f (x) = 1{x≥ t}+1}.

• Forecaster: similarly than with the Grouped PEA, the forecaster strategy is split into two,

but in this case only the outer strategy changes:

– Outer strategy: it uses the side information and the group choosing class to select

the group to use at every prediction. Differently than in the outer strategy of the

Grouped PEA, here the outer strategy can use side information additionally to the

past performance of the groups. The side information is used by applying the group

choosing functions to decide on a group. Therefore, instead of selecting a group,

the outer strategy must pick a group choosing function, that in its turn will select

the group given the side information. In the example’s case, the policy of how the

h ∈ H is chosen is not explicit, but one way would be to choose the h that has made

fewer mistakes on selecting the group of experts.

– Inner strategy.

Game
The game between the forecaster and the environment in the Grouped PEA and Side

Information is also slightly different, starting with the preliminary information of the group

choosing class H to be used (that is known beforehand). Then, at each time t = 1..n:

1. The environment chooses the value to predict yt , the experts’ advice for all groups fi, j,t

for i = 1..K and j = 1..Ni and the value of the side information xt .

2. The experts’ advice is revealed to the forecaster/predictor.

3. The forecaster generates a prediction p̂t :

(a) The outer strategy selects a group choosing function h ∈ H, and then the group is

selected by the group choosing function and the current side information, the group
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chosen being then: h(xt). Therefore, the selection of the group in this paradigm

can be performed considering: side information with the group choosing class,
current experts’ advice of the selected group and all information from past
time.

(b) The inner strategy generates the prediction within the group selected by outer

strategy, i. In this case the prediction can only depend on the current experts’
advice of the selected group and all information from past time.

4. The environment reveals the value to predict yt .

5. The forecaster incurs a loss of `(p̂t ,yt), and each expert (i = 1..K, j = 1..Ni) a loss of

`( fi, j,t ,yt).

Rolling Back
In this case, the just explained Grouped PEA and Side Information problem can also be

solved using the paradigm of Grouped PEA. This can be simply done by ignoring the side

information (and consequently the group choosing class too), and solving the problem with a

solution designed for the Grouped PEA. This rolling back to the previous solution can be done

essentially because the structure of the game between the forecaster and the environment is the

same but just with additional information for the predictions. Moreover, since a problem solved

with Grouped PEA can also be rolled back to a solution of the PEA paradigm, then essentially

the same Grouped PEA and Side Information problem can be solved with the solutions designed

for the Grouped PEA and Side Information, Grouped PEA and PEA. This will allow the

comparison of the solutions to the same problem with the 3 solutions, being able to analyze

how each solution performs (and eventually which one is better and in which case).

Goal
Exactly the same applies in the Grouped PEA and Side Information as in the Grouped PEA

and PEA. Even so, in this case the baseline for the regret changes, and, unlike the Grouped

PEA vs PEA, it is not equivalent to the Grouped PEA when rolling back. In this paradigm,

the baseline follows the same rule of the simplest and lowest loss policy, but in this case in the

outer strategy the best group choosing function is picked (instead of the best group). The inner

strategy is still picking the best expert within the group. Despite that, the best expert in this case

will not be the expert that is best overall time within one group, but only over the time when

such group was selected by the best group choosing function. Then the baseline used for the

regret is:

min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)
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Then, the regret for the Grouped PEA and Side Information is defined as:

Rn := L̂n−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)

Observe that, in this particular case, rolling back to the Grouped PEA allows solving a

prediction task originally from the Grouped PEA and Side Information paradigm, nonetheless

the two respective regret quantities are not equal. Hence, comparison of both regrets must be

done carefully. In fact, with a simple condition on the group choosing class one can ensure that

the Grouped PEA and Side Information baseline will be lower or equal than the Grouped PEA

baseline, as stated in the next lemma:

Lemma 1. Using the previous notation:

min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)≤ min
i=1..K

min
j=1..Ni

n

∑
t=1

`( fi, j,t ,yt)

if (sufficient condition but not necessary):

∀i = 1..K, ∃h ∈ H | ∀xt ∈ X , h(xt) = i

Proof. The proof being trivial since the existence of the h described in the condition makes

the quantity exactly min j=1..Ni ∑
n
t=1 `( fi, j,t ,yt) for the i = 1..K that h(x) = i. Therefore, the

minimum for all h ∈ H is at least such quantity.

2.4 Prediction with Partially Monitored Grouped Expert Advice and Side
Information

Motivating Example
To exemplify the paradigm restricted by Partial Monitoring the same example as in the

Grouped PEA and Side Information setting will be used. Recall that in the example two

groups of experts were available: investors and machine learning models. Now consider that

the investors work for a certain company A and the models are owned by another company

B. In this case, then, in order to access the predictions of each group, a hefty payment will

be requested by the company whose experts’ advice is wanted. In this example, paying both

companies is not desired. Thus, at every prediction only one group’s expert advice will be

available. Meaning that at every time only partial information regarding the groups’ prediction

(and consequently performance) will be available. This restriction can also happen if executing

each group requires a high computational time, thus not being able to perform all groups for

every prediction at every time. Let’s see how this partial information setting changes the way
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of solving the use case. Assume in this case that the groups’ inner strategy is an average of

experts’ advice, then the example becomes:

1 2 3 4 5 6 7 8 9 10 11

Stock price 1 2 2 2 2 2 1 1 1 1 2

Transaction volume 6 3 6 3 7 5 1 1 1 2 2

Investors
Group 1 Average 1 1.5 1.5 1 1 1 1 1 1 1 2

ML models
Group 2 Average 1 2 2 2 2 2 1.75 1.5 1.75 1.5 1.5

Since the inner strategy is fixed the only difficulty is choosing an outer strategy to have

a full forecaster. Recall that the best outer strategy in this example is choosing group 1

when the transaction volume is low and group 2 otherwise, h(xt) = 1{xt ≥ 3}+ 1. Consider

now that the group choosing class H = {h, h̄} contains only this h and the opposite one h̄,

h̄(xt) = 1{xt < 3}+1. The problem is now that whenever a group choosing function is selected,

only the feedback from the group selected is available.

Hence, it will be necessary to contemplate the exploration/exploitation paradigm. In the

partially monitored paradigm, it is necessary to test the different options of the game (in this

case the options are which group choosing function to choose) to have information about

their performance (exploration), and then using the information from the exploration phase

to further select group choosing functions for the predictions (exploitation). For instance, one

outer strategy could be: select h to predict the first stock price (1), and h̄ for the second one

(2) (exploration). Then, since h had better performance, keep choosing it for the rest of the

predictions (exploitation). This way a similar performance than with the full information case

would be obtained, being a bit worse due to the necessary exploration phase. This strategy is

very simplistic, and, in general, the exploration tends to be longer and recurrent in time (since

the value to predict is not assumed stationary).

Parameters
Considering the Grouped PEA and Side Information paradigm, all the problem’s variables

and parameters are:

• Time: t ∈ {1..n}.

• Value to predict: yt .

• Outcome space: Y .
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• Decision space: D.

• Predicted values: p̂t .

• Loss function: ` :D x Y → [0,1].

• Grouped experts’ advice: fi, j,t .

• Side information: xt .

• Side information space: X .

• Group choosing class: H.

• Forecaster:

– Outer strategy: as mentioned previously, the outer strategy of the Grouped PEA and

Side Information can use side information additionally to the past performance of

the groups. Nevertheless, in this case the past performance of the groups will only

be partially available, since only the performance of the chosen group at each time

will be available at that particular time. In the example the outer strategy consists in

trying all the possible h ∈ H and then selecting the one with the best performance.

– Inner strategy.

Game
The restriction of partial information also affects the game between the forecaster and the

environment; at each time t = 1..n:

1. The environment chooses the value to predict yt , the experts’ advice for all groups fi, j,t

for i = 1..K and j = 1..Ni and the value of the side information xt .

2. The outer strategy selects a group choosing function h∈H, and then the group is selected

by the group choosing function and the current side information, the group chosen being

then: h(xt). Therefore, the selection of the group in this paradigm can be performed

considering: side information with the group choosing class, current experts’ advice
of the selected group and partial information (information only about chosen groups
by the outer strategy) from past time.

3. The experts’ advice of the group selected by the outer strategy is revealed to the

forecaster/predictor.

4. The forecaster generates a prediction p̂t :
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(a) The inner strategy generates the prediction within the group selected by outer

strategy, i. In this case the prediction can only depend on the current experts’
advice of the selected group and all information from past time.

5. The environment reveals the value to predict yt .

6. The forecaster incurs a loss `(p̂t ,yt), and each expert i = 1..K j = 1..Ni a loss `( fi, j,t ,yt).

Rolling Back

Unlike in the previous cases, the restriction of partial information makes the problem of

predicting different enough that could not be solved by rolling back to the solution of the

Grouped PEA and Side Information problem. This is essentially because in the Partially

Monitored Grouped PEA and Side Information problem, the information regarding the group’s

experts’ advice is not known for all groups at all times, which is indeed available in the

Grouped PEA and Side Information problem and used in the solution of this paradigm too.

Therefore, when the problem is restricted with partial information, the solution of the previous

Grouped PEA and Side Information paradigm cannot be used since it requires full information.

Nonetheless, one could take one instance of the Grouped PEA and Side Information problem

and restrict the information of the group of experts to effectively have an instance of the Partially

Monitored Grouped PEA and Side Information problem (rolling forward the problem). This

way the two paradigms could be compared against the same problem.

Goal

The regret for the Partially Monitored Grouped PEA and Side Information is equal to the

Grouped PEA and Side Information regret:

Rn := L̂n−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)

This is because no additional information is added, and the baseline does not change.

Observe that the restriction of partial information will play a key role in the way of predicting.

Nevertheless, it does not influence when considering the baseline because the baseline is the

hypothetical best in hindsight, that is it can be chosen when having available all information

about the prediction task (including value to predict).
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2.5 Methodology for Theoretical Development

2.5.1 Structure of the Solutions

This section presents a very important overview of the way that the results of this thesis are

developed, so it must be carefully read. First, to summarize, at this point there are 4 different

problems:

1. Prediction with Expert Advice: original paradigm in [1], the task is to predict using only

expert’s advice.

2. Prediction with Grouped Expert Advice: derivation of the original paradigm by adding

one assumption, the experts are grouped. In other words, each expert is assigned to a

single group.

3. Prediction with Grouped Expert Advice and Side Information: derivation of the previous

paradigm by adding one assumption: there is side information available that helps in the

task of choosing the group for the prediction.

4. Prediction with Partially Monitored Grouped Expert Advice and Side Information:

derivation of the previous paradigm by adding one restriction, the experts’ advice within

a group is only revealed for the selected group at each time.

The 4 paradigms respond to different conditions for the prediction problem, and may be

suitable and/or better in different practical problems. In this thesis 4 different solutions, one

for each of the paradigms, are presented. Fortunately, as one can already notice from the way

the 4 paradigms are derived from each other, the solutions are constructed using variations of

similar algorithms. In fact, it has already been explained that the 3 main paradigms, all but

PEA, since it is already solved in [1], require solutions that can be divided in an inner and outer

strategy, essentially because of the group structure of the experts. This separation allows to find

the inner and outer solutions independently and then joining them into a complete solution for

the 3 paradigms.

These partial solutions to the inner and outer problems, are equivalent to taking the whole

Prediction with Grouped Expert Advice and Side Information paradigm and applying these 2

simplifying assumptions:

1. All groups of experts consist of only 1 expert, thus ∀i = 1..K, Ni = 1.

2. There is only 1 group choosing function, i.e. the group choosing function h is fixed, thus

|H|= 1.
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These two assumptions essentially simplify the problem so either the inner or outer

strategies become trivial, and the focus is then on finding the prediction policy for the other

strategy. Assumption 1 makes the inner strategy trivial since there is only 1 expert per group,

and assumption 2 makes the outer strategy trivial since the way of choosing groups is already

determined. Figure 1 shows how the different partial solutions are derived using the previous

two assumptions and the rolling-back ideas previously presented (merging all experts and

ignoring side information). All these partial solutions are in section 3, essentially divided

in 3 (as show in figure 1): the general solution when all experts are mixed, the solution

when assumption 2 is used (inner strategy), and the solutions when assumption 1 is used

(outer strategy). Observe that when assumption 1 is used the partial solutions also depend on

whether there is full information and if side information is ignored. Figure 1 also indicates the

specific algorithmic solution used for each subproblem, where EWAF stands for Exponentially

Weighted Average Forecaster, and it is the algorithm designed for the PEA in [1]. Each concrete

solution will be explained in section 3 in detail, but their names already denote how they relate

to each other, mostly deriving from EWAF.

The partial solutions are the cornerstone to build the complete solutions to the 4 PEA

paradigms in this thesis. Each complete solution can be built using these partial solutions,

as it is done in section 4. Table 1 summarizes how these complete solutions are built using the

previous partial solutions, essentially indicating which outer and inner strategy is used for every

paradigm and where to find the development of each complete solution. At this point, the reader

should have these things clear:

• There are 3 PEA paradigms solved in this thesis plus the original PEA itself (already

solved in [1]).

• The paradigms can be decomposed into partial problems by using problem simplifying

assumptions.

• The corresponding partial solutions are used to build the complete solutions to the

paradigms.

• The partial solutions mainly derive from the EWAF used for the original PEA paradigm

in [1].
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Grouped PEA

and Side Information

3.2 Single Expert Groups
3.1 All Experts Mixed

(EWAF)

3.3 Fix Group

Choosing

(Multiple EWAF)

Full Information 3.2.3 Partial Information

(Partial Inf. Forecaster)

3.2.1 No Group

Choosing Class

(Randomized EWAF)

3.2.2 With Group

Choosing Class

(Randomized EWAF on H)

Merge all experts
Assumption 1

Assumption 2

Ignore side

information

Figure 1: Diagram showing relationship between partial solutions of section 3.

In parenthesis, the concrete algorithm used to solve each problem is indicated.

Table 1: Structure of the 4 complete solutions in this thesis.

Problem Outer Strategy Inner Strategy Complete Solution

PEA 3.1 All Experts Mixed
4.1 All Together

Predictor

Grouped PEA
3.2.1 No Group

Choosing Class

3.3 Fix Group

Choosing

4.2 Group Structure

Predictor

Grouped PEA and Side

Information

3.2.2 With Group

Choosing Class

4.3 Side Information

Predictor

Partially Monitored

Grouped PEA and Side

Information

3.2.3 Partial

Information

4.4 Partial Monitoring

Predictor
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2.5.2 Results of the Solutions

There is one thing left that needs to be clarified before proceeding to the development of

solutions: what sort of theoretical results are to be expected. It has already been explained

that the measure of performance of the solutions is in terms of regret, and that such regret

changes between paradigms:

1. Prediction with Expert Advice: this regret is the PEA regret when the problem is rolled

back from the Grouped PEA.

Rn := L̂n− min
i=1..K, j=1..Ni

n

∑
t=1

`( fi, j,t ,yt)

2. Prediction with Grouped Expert Advice:

Rn := L̂n− min
i=1..K

min
j=1..Ni

n

∑
t=1

`( fi, j,t ,yt)

3. Prediction with Grouped Expert Advice and Side Information:

Rn := L̂n−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)

4. Prediction with Partially Monitored Grouped Expert Advice and Side Information:

Rn := L̂n−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)

It is important to remark that, as one can see, the baselines for the regret definitions change

between paradigms. Therefore, in order to fairly compare the regret of the different solutions

for each of the paradigms, one must take into account the baseline. This is important because

it will be seen how the regret worsens (in the worse-case scenario) with the complexity of

the paradigms (being then PEA the least complex), but that does not imply that the actual

cumulative loss (L̂n) is worse. This is because more complexity allows more kinds of solutions,

potentially lowering the baseline of the regret (as stated in 1). Then, higher regret with a lower

baseline does not imply higher cumulative loss, since: regret = cumulative loss − baseline.

When comparing the solutions of the different paradigms this will be taken into account.

In all the cases the goal is finding the forecaster that will minimize the regret (Rn) of

the worse-case prediction task. This is essentially finding the prediction policy that achieves

minimax regret, as defined in section 2.10 of [1]. To obtain this, one must:

1. Derive a bound for the regret given a particular policy. That is, given an algorithmic

solution, find a bound B so that for all possible prediction tasks (all combinations of yt ,

fi, j,t and `(·, ·)), the regret of the algorithmic solution will always be below B, thus Rn≤B.
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2. Prove that the bound found is tight. That is, find that for all policies there will always be

a prediction task where such bound is achieved.

This thesis will focus on finding the theoretical upper bounds of the solutions provided.

Therefore, for each of the solutions in this thesis, partial and complete solutions, one should

expect:

1. An algorithm that can solve the particular prediction problem at hand. Particular

prediction problem does not mean a concrete prediction task (that is concrete values of

yt , fi, j,t ...) but rather one concrete prediction setting (that is one of the partial or complete

problems).

2. A bound for the particular algorithm that works for any prediction task of the concrete

prediction setting.
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3 Partial Solutions

This section explains the partial solutions, or solutions to the subproblems of the Grouped PEA

and Side Information. For all these solutions the notation and regret definitions explained in the

previous section are used, concretely the notation in section 2.3.

3.1 All Experts Mixed

The first subproblem to be studied is the simplest approach one could take when presented with

an instance of a problem of the Grouped PEA and Side Information paradigm. This is to ignore

the group structure and consider all experts to be within a single group together or, equivalently,

in no group at all. In this case then, there is no use for the group choosing class H nor side

information, since there is no group to which to assign the prediction.

This simplified version of the problem is then a problem of the PEA paradigm, described in

section 2.1. There is a slight change in notation with respect to this section, since the experts are

now fi, j,t . Nevertheless, in this solution the group structure is ignored, fi, j,t being effectively fk,t

(notation used in section 2.1). This paradigm is exhaustively examined and solved in chapter 2

of [1].

Algorithm

The solution presented here applies even when no additional assumptions are made (that is

why it is so powerful and general). Thereby, the solution works for: any loss function (defined

to be from 0 to 1 and convex on its first argument), any decision space D (must be convex too),

and any sequence to predict in any outcome space (which might as well be adversarial and Y
convex or not convex). The solution is the Exponentially Weighted Average Forecaster (EWAF)

presented in section 2.1 in [1], defined in algorithm 1. Algorithm 1 has been adapted to the

notation of this thesis, particularly to the problem of Grouped PEA and Side Information. The

algorithm already specifies which information is ignored in order to solve the problem when it

is considered that all experts are mixed. Algorithm 1 is to be used in step 3 of the game played

between the environment and forecaster presented in section 2.3.

Bound

The EWAF algorithm has already a proven theoretical upper bound on the regret, concretely

in Theorem 2.2 in [1]. The results can be used straightforwardly to bound the performance of

the forecaster in algorithm 1, resulting in lemma 2.
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Algorithm 1 All Experts Mixed (EWAF)

1: inputs: n, K, Ni, `(·, ·)
2: ignored inputs: H, group structure

3: initialize:
η =

√
8lnN/n

4: for t=1..n do
5: inputs: yt−1, fi, j,t

6: ignored inputs: xt

7: Compute expert cumulative loss as:

Li, j,t−1 =
t−1

∑
s=1

`( fi, j,s,ys)

8: Compute p̂t prediction at time t as:

p̂t =
∑

K
i=1 ∑

Ni
j=1 e−ηLi, j,t−1 fi, j,t

∑
K
i=1 ∑

Ni
j=1 e−ηLi, j,t−1

Lemma 2. Under the considerations and assumptions of the problem Grouped PEA and Side

Information in section 2.3, and for all y1..yn ∈ Y , the regret of algorithm 1 satisfies:

Rn =
n

∑
t=1

`(p̂t ,yt)− min
i=1..K, j=1...Ni

Li, j,n ≤
√
(n/2) lnN

where Li, j,n = ∑
n
t=1 `( fi, j,t ,yt) and N = ∑

K
i=1 Ni.

In this case, additionally, the EWAF is proven to be asymptotically optimal (Theorem 3.7

in [1]) under the minimax regret (“regret of the best possible forecasting strategy for the worst

possible choice of n outcomes and advice fi,t for N experts”).

3.1.1 Bounds that Hold Uniformly over Time

There is one inconvenience in the way EWAF is defined. Observe that the forecaster depends on

η , and that η depends explicitly on n. Therefore, the forecaster needs to know, before making

any prediction, how long is the sequence to predict; i.e. when does it end. This is inconvenient

since it is not usually known in a prediction problem when the prediction sequence stops, and

it could indeed grow indefinitely. Moreover, in the future subproblems to be solved in order to

obtain partial solutions, it will be shown how this becomes more significant since the length of

the sequence to predict will be undetermined.
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Algorithm
This problem is already solved in section 2.3 in [1], and by choosing ηt =

√
8lnN/t (where

t is the current number of predictions made) this issue is circumvented. It becomes very simple

then to adapt algorithm 1 to algorithm 2.

Algorithm 2 All Experts Mixed no n (EWAF)

1: inputs: K, Ni, `(·, ·)
2: ignored inputs: H, group structure

3: for t=1..n do
4: inputs: yt−1, fi, j,t

5: ignored inputs: xt

6: Compute:

ηt =
√

8lnN/t

7: Compute expert cumulative loss as:

Li, j,t−1 =
t−1

∑
s=1

`( fi, j,s,ys)

8: Compute p̂t prediction at time t as:

p̂t =
∑

K
i=1 ∑

Ni
j=1 e−ηtLi, j,t−1 fi, j,t

∑
K
i=1 ∑

Ni
j=1 e−ηtLi, j,t−1

Bound
Nevertheless, there is one penalization in using such adaptive ηt , and this is that the regret

bound worsens. This is reflected in Theorem 2.3 in [1], where the bound becomes:

Lemma 3. Under the same conditions of lemma 2, the regret of algorithm 2 is:

Rn =
n

∑
t=1

`(p̂t ,yt)− min
i=1..K, j=1...Ni

Li, j,n ≤ 2
√
(n/2) lnN +

√
lnN/8

Observe that the worsening of the bound is by an additive constant (
√

lnN/8) and a

multiplicative one (2). Thus not knowing the value of n beforehand, does not strongly penalize

the bound.

3.2 Single Expert Groups

This section presents another subproblem to be solved. In this case, the simplifying assumption

is that in every group there is only one expert, thus Ni = 1 ∀i = 1..K. It is important to note
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that the focus is then on the outer strategy, in charge of selecting which group to use for the

prediction, since the inner strategy is indeed not needed as there is only one expert per group.

The regret of the Grouped PEA and Side Information under this assumption becomes then:

Rn = L̂n−min
h∈H

K

∑
i=1

∑
t=1..n | h(xt)=i

`( fi,1,t ,yt)

where L̂n = ∑
n
t=1 `(p̂t ,yt).

This subproblem can further be divided into 3 subproblems that are solved in the following

subsections:

3.2.1 No Group Choosing Class: this is a further simplification of this section’s problem. This

simplification consists in not considering the group choosing functions h∈H, thus forcing

the prediction to choose a group at each time.

3.2.2 With Group Choosing Class: in this case the group choosing class is used for the

predictions. This is essentially this section’s problem, Grouped PEA and Side Information

when Ni = 1, ∀i = 1..K. It is solved after the No Group Choosing Class because the

solution for this subsection is a derivation of the previous solution.

3.2.3 Partial Information: in this subsection the subproblem is restricted to only receive partial

information about the group’s single expert prediction.

3.2.1 No Group Choosing Class

This section explains the solution to the subproblem of Grouped PEA and Side Information

considering groups with only one expert, and not considering the expert choosing function

class H (which implies that side information remains unused). With these 2 assumptions the

problem is essentially the Grouped PEA paradigm (section 2.2) with 1-expert groups, but with

one key difference regarding the loss function. There are 3 key observations to understand how

the loss function is affected (and how this changes the solution):

1. Predictions not merged across groups: in order to make use of the group structure,

predictions between groups are treated independently. That is, predictions of experts

of different groups are not averaged like in the previous section with the EWAF, but used

in isolation.

2. The algorithm chooses a group: in this case, the prediction strategy (effectively an outer

strategy) is restricted to choosing a group i= 1..K. Then, the prediction consists in finding

the group i that will give the best prediction, which is fi,1,t since there is only one expert

in each group.
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3. The loss of group picking becomes non-convex: this change of prediction strategy affects

essentially the decision space D. In the previous subproblem (section 3.1) the decision

space was convex since the loss function was assumed to be convex in its first argument.

In this subproblem this has changed. Now the decision is which group index i = 1..K to

pick. Then, in this subproblem: D = {1..K} ∈ N, thus D is not a convex set.

To summarize, in this subproblem the prediction consists in predicting which is the best

group to choose and then using the group’s prediction. This also changes the loss, since

now the loss of the prediction is the loss of the group chosen. Then, the loss of picking

group i at time t is ˆ̀, which is defined as: ˆ̀(i,yt) := `(p̂i,t ,yt) = `( fi,1,t ,yt), where p̂i,t is

the prediction of group i at time t, and p̂i,t = fi,1,t because there is only 1 expert per group.

Observe that in this case the loss function ˆ̀ is not convex in its first argument because

D is not convex. This convexity is assumed in the solution of the subproblem in section

3.1 thus a different solution than EWAF is required. This solution is Randomized EWAF,

where randomization is used to convexify the loss and then EWAF can be used on the

convexified loss, presented in chapter 4 of [1].

Additionally, observe that the loss function ˆ̀ can have very “atypical” behavior for a

loss function, since it is a loss function that changes with time, as it can happen that for

yt = yt+1⇒ ˆ̀(i,yt) 6= ˆ̀(i,yt+1) for some i. But even for this “atypical” loss function, the

results in chapter 4 in [1] hold, as explained in Remark 4.1 in the same chapter 4. This

is essentially because the only assumptions on the loss function l̂ needed for the results

applied are first argument convexity (obtained through the randomization) and bounded to

[0,1] (obtained because `(·, ·) ∈ [0,1]⇒ ˆ̀(·, ·) ∈ [0,1]), and besides that the loss function

can be as “atypical” as desired.

To summarize, in this subproblem the goal is to predict yt . Nevertheless, due to the group

structure, the aim changes to predicting the best group to choose; i ∈ {1..K}. Then, as in this

subproblem there is only 1 expert, the advice of such expert in the chosen group is the final

prediction. Consequently, the loss ( ˆ̀) of choosing such group is then the loss (`) of the expert’s

advice in the group.

Algorithm
The algorithm for this partial solution is based on chapter 4 in [1]. The key is that when the

loss function is not convex on its first argument, randomization of the predictions convexifies the

expected loss. The way the randomization works is similar to what it was explained previously,
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where the prediction yt was made via group choosing i. In this case, the group choosing is done

via group probabilities.

• Group Probabilities: pt , a probability distribution that indicates with what probability

each group must be chosen in the randomized prediction, pt := (p1,t , .., pK,t) ∈ [0,1]K .

The probability of choosing group i = 1..K is pi,t ∈ [0,1]. Moreover, to be a probability

distribution pt must satisfy ∀t: ∑
K
i=1 pi,t = 1.

In other words, instead of aiming to predict which group to choose, now the aim is predicting

the probabilities that, with randomization, will select a group. To clarify, the algorithm goes

from predicting group probabilities pt , to chosen group i (via randomized prediction), to final

prediction p̂t (via inner strategy, which in this subproblem is trivial as groups only have 1

expert).

Therefore, the randomized prediction consists in the prediction of a probability distribution

pt indicating at each time t which is the probability of picking group i, instead of deterministically

choosing a group i ∈ {1, ..,K} at every time t ∈ {1, ..,n}. Then, to choose the group according

to such probability distribution one must, at each time t:

1. Draw from a uniform random variable, Ut ∼U(0,1). Observe that across time the draws

must be independent, thus U1,U2... are i.i.d. random variables.

2. Select the group i = 1..K that satisfies Ut ∈ [∑i−1
j=1 p j,t ,∑

i
j=1 p j,t). Observe that using this

method, the probability of choosing i is indeed pi,t , formally:

P[It = i|U1..Ut−1] = pi,t

where It is the random variable that indicates the group randomly chosen at time t.

These two steps are the essence of the randomized prediction, instead of predicting the

actual value to predict (in this case the value to predict is the group to choose), predict

some probabilities and randomly choose according to such probabilities. Previously, it was

shown how the convexity of the loss function of the group choosing ˆ̀ was lost because of the

predicting of group choosing. With the randomization, the problem is changed to predicting

a probability distribution, and it will be shown how this makes the corresponding loss ( ¯̀) first

argument convex again. But the loss function for the probability prediction must be defined

first: ¯̀ : [0,1]K x Y → [0,1]. At each time, the predictor with probability distribution pt incurs

a loss equal to the loss of the value It the randomized predictor chose, therefore a loss of:
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ˆ̀(It ,yt). Nevertheless, this loss is a random variable due to the randomness of It . To avoid this

randomness and obtain a first-argument convex loss the expected value of such loss is used:

¯̀(pt ,yt) := E[ ˆ̀(It ,yt)] =
K

∑
i=1

ˆ̀(i,yt)pi,t =
K

∑
i=1

`( fi,1,t ,yt)pi,t = E[`( fIt ,1,t ,yt)] = E[`(p̂t ,yt)] (1)

Note that p̂t := fIt ,1,t since in this problem this is how yt will be predicted. Additionally,

now the loss ¯̀(·, ·) is linear in its first argument, and thus it is first argument convex too. Then,

the problem of probability distribution prediction is suitable to be solved using the results from

section 3.1 (chapter 2 in [1]). Concretely EWAF can be used straightforwardly, as explained

in section 4.2 in [1] (in this section of the book, page 72, there is a mistake in the definition of

the probabilities pi,t ; L̂i,t should be substituted by L̂i,t−1). When referring back to the book one

must consider that in this thesis the focus is on an oblivious opponent, which is not relevant for

this thesis’ problems but it clarifies how the results of chapter 4 in [1] are used.

All this reasoning is very well summarized in the actual final algorithm, described in

algorithm 3. Observe how in this algorithm there is one part very similar to EWAF (algorithm

2) plus the 2 steps of the randomized prediction explained.

Algorithm 3 No Group Choosing Class (Randomized EWAF)

1: inputs: K, Ni, `(·, ·), group structure

2: ignored inputs: H

3: for t=1..n do
4: inputs: yt−1, fi,1,t

5: ignored inputs: xt

6: Compute:

ηt =
√

8lnN/t

7: Compute group cumulative loss for i = 1..K, as:

L̂i,1,t−1 =
t−1

∑
s=1

ˆ̀(i,ys) =
t−1

∑
s=1

`( fi,1,s,ys)

8: Compute each component of the probability distribution pt := (p1,t , .., pK,t):

pi,t =
e−η L̂i,1,t−1

∑
K
j=1 e−η L̂ j,1,t−1

9: Draw u from a uniform random variable, u∼U [0,1].

10: Choose the group i ∈ {1..K} that makes u ∈ [∑i−1
j=1 p j,t ,∑

i
j=1 p j,t)

11: Predict p̂t = fi,1,t
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Bound
To summarize: the prediction of yt is done by predicting the best probabilities pt that in

expectation, will return the best group i, whose prediction fi,1,t will be the prediction for yt .

Observe that this works because nothing is assumed regarding the sequence to predict yt nor the

loss function besides being bounded within [0,1] and convex in its first argument, which holds

(in expectation) when the randomized approach is used. Then, the same theoretical bounds

as in section 3.1 can be applied too, concretely Theorem 2.2 can be used to bound the regret,

considering ¯̀(·, ·):

R̄n :=
n

∑
t=1

¯̀(pt ,yt)− min
i=1..K

Li,1,n ≤
√
(n/2) lnK

Note that this is essentially the same regret as defined previously but in terms of expectation,

necessary due to the randomization that makes the final prediction p̂t also a random variable:

E[Rn] =
n

∑
t=1

E[`(p̂t ,yt)]− min
i=1..K

E[Li,1,n] =

=
n

∑
t=1

E[ ˆ̀(It ,yt)]− min
i=1..K

Li,1,n =

=
n

∑
t=1

¯̀(pt ,yt)− min
i=1..K

Li,1,n = R̄n

Observe also that the baseline for this regret is essentially the adaptation of the baseline of

the Grouped PEA and Side Information when group choosing class is ignored and single-expert

groups are used. In this case, there also exists the problem with the definition of η depending

on n. In terms of expected loss, the same ηt as in algorithm 3 in section 3.1.1 can be used. All

together leads to the bound on expected regret defined in lemma 4.

Lemma 4. Under the considerations and assumptions of the problem Grouped PEA and Side

Information in section 2.3, and for all y1..yn ∈ Y , the expected regret of algorithm 3 satisfies:

R̄n :=
n

∑
t=1

¯̀(pt ,yt)− min
i=1..K

Li,1,n ≤ 2
√

(n/2) lnK +
√

lnK/8

where Li, j,n = ∑
n
t=1 `( fi, j,t ,yt).

3.2.2 With Group Choosing Class

In this section the side information xt and the group choosing functions h∈H are included back

into the problem. The subproblem in this section only assumes then that Ni = 1. The solution

to this subproblem only requires a small adaptation of the results on section 3.2.1 and a clever

trick explained in chapter 5 in [1].
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Algorithm
With the incorporation of the group choosing class, the goal of the subproblem has shifted

from deciding which group i ∈ {1..K} to select at any time, to selecting a group choosing

function h∈H. In other words, before, the aim was choosing the best possible group, and, now,

the aim is choosing the best possible group choosing function (that will choose the group to use

with the side information). Nevertheless, the two problems are in essence equivalent, and the

same solution can be applied.

The observation that makes this problem almost equivalent to the one solved in the previous

section is that each group choosing function h : X → {1..K}, h ∈ H is equivalent to having a

new group of experts that combines the other groups. These new “groups” that derive from each

h ∈ H are named compound groups (in analogy to compound actions section 5.2 in [1]). For

example, consider that there are 2 groups of experts (with just 1 expert each):

1 2 3 4 5 6

Group A 1 1 1 1 1 1

Group B 2 2 2 2 2 2

And 3 group choosing functions, that for some particular side information result in:

1 2 3 4 5 6

Function 1 A A A A A A

Function 2 B B B B B B

Function 3 A B A B A B

Then, the 3 functions are essentially behaving as 3 new groups, 3 compound groups:

1 2 3 4 5 6

Compound group of function 1 1 1 1 1 1 1

Compound group of function 2 2 2 2 2 2 2

Compound group of function 3 1 2 1 2 1 2

The problem of selecting the best group choosing function is the same as selecting the

best compound group. These compound groups are indistinguishable from the simple groups

when considering the algorithm and bound used in the previous section. This is because the

previous algorithm and bounds work for any sequence of grouped expert’s advice. Therefore,

as the compounding of different groups of experts is still any sequence, the same results can

be applied. Observe that such compound groups will depend on the side information which

can be any sequence too. This does not invalidate the use of the previous results for the same

reason: the compound groups can be any sequence. And any sequence (group’s expert advice),
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combined following any methodology (any group choosing class and any side information)

leads to any sequence (compound groups).

Algorithm 4 shows how the previous algorithm (algorithm 3) with minor adaptations can

solve the subproblem of Grouped PEA and Side Information when groups have only 1 expert.

Observe that the only difference is that now, instead of having K groups from which to choose,

there will be |H| compound groups from which to choose, and, for each h ∈H, a weight for the

Randomized EWAF will be necessary (note that h ∈ H have been indexed in the algorithm, hi

for i = 1..|H|).

Algorithm 4 With Group Choosing Class (Randomized EWAF on H)

1: inputs: K, Ni, `(·, ·), group structure, H

2: for t=1..n do
3: inputs: xt , yt−1, fi,1,t

4: Compute:

ηt =
√

8lnN/t

5: Compute group choosing function cumulative loss, for all hi ∈ H, i = 1..|H| as:

L̂hi,1,t−1 =
t−1

∑
s=1

ˆ̀(hi(xs),ys) =
t−1

∑
s=1

`( fhi(xs),1,s,ys)

6: Compute each component of the probability distribution pt := (p1,t , .., p|H|,t):

pi,t =
e−η L̂hi(xt ),1,t−1

∑
|H|
j=1 e−η L̂h j(xt ),1,t−1

7: Draw u from a uniform random variable, u∼U [0,1].

8: Choose the compound group hi ∈H so that i∈ {1..|H|}makes u∈ [∑i−1
j=1 p j,t ,∑

i
j=1 p j,t)

9: Predict p̂t = fhi(xt),1,t

Bound

As already explained before, the same results regarding the bound can be applied considering

|H| compound groups instead of K simple groups. Additionally, since compound groups

instead of simple groups are used, the baseline of the regret changes from being the minimum

cumulative loss amongst group’s cumulative losses, to being the minimum cumulative loss

amongst compound group’s cumulative losses. Therefore, the regret is:

R̄n :=
n

∑
t=1

¯̀(pt ,yt)−min
h∈H

n

∑
t=1

ˆ̀(h(xt),yt) =
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=
n

∑
t=1

¯̀(pt ,yt)−min
h∈H

n

∑
t=1

`( fh(xt),1,t ,yt)

The application of the bounds to this subproblem results in lemma 5.

Lemma 5. Under the considerations and assumptions of the problem Grouped PEA and Side

Information in section 2.3, and for all y1..yn ∈ Y , the expected regret of algorithm 4 satisfies:

R̄n :=
n

∑
t=1

¯̀(pt ,yt)−min
h∈H

n

∑
t=1

`( fh(xt),1,t ,yt)≤ 2
√
(n/2) ln |H|+

√
ln |H|/8

3.2.3 Partial Information

The last sub-subproblem to be considered within the subproblem of Single Expert Groups is

the partial information setting. Recall that the partial information (or partial monitoring) setting

restricted the feedback information obtained from the different groups to only the group that

was chosen at each time. In this sub-subproblem the group choosing class and side information

will be considered, therefore the solution here essentially restricts the previous setting (section

3.2.2) to partial information. Observe that it would also be possible to restrict the solution in

section 3.2.1 to partial information using the same techniques used next.

Algorithm
Since in the partial information subproblem only the experts’ advice within the selected

group is available, at each time only the loss of a single group will be known. This means

that the approach used in the previous section (section 3.2.2) cannot be used anymore since the

solution (algorithm 4) depends on knowing the cumulative loss at each time t for all groups of

experts.

This problem has already been studied too, and it is included in the Partial Monitoring

setting in chapter 6 in [1]. Concretely, this subproblem, due to its configuration, is a particular

instance of the Partial Monitoring setting called Multi-armed Bandit Problem, in section 6.7

in [1]. There exist algorithms for solving the more general setting of Partial Monitoring, and

the particular setting within, Multi-armed Bandit Problem. In this case it is better to use the

algorithms particularly optimized for the Multi-armed Bandit Problem (in section 6.8 of [1])

than using the more general algorithms for the partial monitoring scenario. Nonetheless, the

results presented in section 6.8 are not sufficient for the solution of this problem because:

1. It does not include expectation bounds, only high probability bounds (Theorem 6.10).

In other words, the bound results in section 6.8 are probabilistic, i.e. satisfied with some
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probability, but not satisfied in terms of expectation (as all results presented in all previous

solutions do).

2. It does not include an algorithm with a bound that holds uniformly over time (like the ones

in section 3.1.1). Meaning that the parameters of the algorithm in section 6.8 explicitly

depend on n.

For this reason, the results in the paper Nonstochastic Multiarmed Bandit Problem [3] will

be used (which are actually the basis of section 6.8). Concretely, the algorithm Exp3.1 from

section 4 in [3] is the basis for the implementation of the algorithm solving this subproblem,

algorithm 5. Nevertheless, algorithm 5 has some key differences with algorithm Exp3.1 in [3] :

1. Algorithm Exp3.1 is actually designed for the maximization of cumulative gain, while

the goal is minimizing the cumulative loss. Despite that, it is trivial to utilize the same

algorithm by solving a gain maximization problem with g(p̂t ,yt) = 1− `(p̂t ,yt) (which

implies loss minimization).

2. In order to include the information of the group choosing function class H, the simplified

approach of considering every h ∈ H as a compound group is used, exactly like in the

previous section.

Considering that algorithm Exp3.1 is well justified in [3], this thesis does not aim to

fully explain algorithm 5, since it is essentially algorithm Exp3.1 considering the 2 previous

differences. Nonetheless, there are a few ideas that will help better understand algorithm 5:

1. Any result on the bounds for this algorithm will hold uniformly over time because

algorithm 5 does not need to know n in advance. The algorithm is in fact using an

adaptation of what is known as the doubling trick, explained in section 2.3 of [1]. This

trick works by adapting the main parameters of the algorithm used for the predictions so

that when it becomes non-adequate the predicting game is restarted with new parameter

values.

2. The prediction procedure in algorithm 5 is similar in essence to how predictions are

performed in algorithm 4 with two main differences:

(a) Exploration term (γr): in the definition of the probability distribution an additive fix

minimum term of γr/|H| is added. This term is necessary to enforce exploration by

fixing a minimum probability for each group to be picked. This is necessary since

no information regarding a compound group is known until such compound group

is picked. The other sum term in the pi,t evaluation is the exploitation term, similar

to the way of predicting in algorithm 4 (weights as in algorithm 5 could also be used

in algorithm 4).
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(b) Estimation of gains: the gains at each time (equal to 1 minus the loss) must be

estimated for all compound groups since not all of the gains are known at every time

(partial information).

Thus, algorithm 5 solves the Partially Monitored Grouped PEA and Side Information with

1-expert groups. Nevertheless, there is one particularity that has not been considered in this

partial solution. This particularity is that the algorithm is not using the fact that different group

choosing functions might select the same group at the same time. Then, as the loss of the

selected group is known, the loss for all group choosing functions that selected such group is

also known. Nonetheless, this partial solution only considers the loss for one group choosing

function at a time. This unconsidered particularity hints that there might be an algorithm that

by using it obtains slightly better results.

Bound
Obtaining a bound on the expected regret for algorithm 5 is straightforward applying

Theorem 4.1 in [3]. The bound is defined in lemma 6.

Lemma 6. Under the considerations and assumptions of the problem Grouped PEA and Side

Information in section 2.3, and for all y1..yn ∈ Y , the expected regret of algorithm 5 satisfies:

R̄n :=
n

∑
t=1

¯̀(pt ,yt)−min
h∈H

n

∑
t=1

`( fh(xt),1,t ,yt)≤ 10.5
√

n|H| ln |H|+13.8|H|+2|H| ln |H|

3.3 Fix Group Choosing

This is the last subproblem to be solved in order to assemble the complete solutions. Up to

this point, algorithms and bounds have been provided in order to solve the Grouped PEA and

Side Information problem when all experts are mixed, section 3.1, and when groups have only

1 expert, section 3.2.

In this section, the simplifying assumption is that there is a fixed group choosing function, ĥ.

This group choosing function is predetermined and fixed from the beginning of the prediction

problem, thus the predictor does not require to learn the best ĥ as in the previous section.

Therefore, the outer strategy is fixed and does not need to be optimized, as side information

combined with the unique and fixed group choosing function result in a single compound group.

On the other hand, the difficulty of the problem lays in getting the best inner strategy within

each group.
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Algorithm 5 Partial Information

1: inputs: K, Ni, `(·, ·), group structure, H

2: initialize:
parameters: r = 0, gr =

|H| ln |H|
(e−1)4r , γr = min

(
1,
√
|H| ln |H|
(e−1)gr

)
cumulative gain: Ĝi,1 = 0 ∀i = 1..|H|
weights: ωi,1 = 1 ∀i = 1..|H|

3: for t=1..n do
4: inputs: xt , yt−1, fi,1,t

5: if max Ĝi,t ≤ gr−|H|/γr then
6: procedure PREDICT()

7: update:
estimated gains: x̂ j = 0 ∀ j = 1..|H|, j 6= i and (where i = 1..|H| is the

index of the previously selected hi for the prediction):

x̂i =
1− ˆ̀(hi(xt−1),yt−1)

pi,t−1

weights: ωi,t+1 = ωi,teγr·x̂i/|H|

8: Compute each component of the probability distribution pt := (p1,t , .., p|H|,t):

pi,t = (1− γr)
ωi,t

∑
|H|
i=1 ωi,t

+
γr

|H|

9: Draw u from a uniform random variable, u∼U [0,1].

10: Choose the group i ∈ {1..|H|} that makes u ∈ [∑i−1
j=1 p j,t ,∑

i
j=1 p j,t)

11: Predict p̂t = fhi(xt),1,t

12: else
13: while max Ĝi,t > gr−|H|/γr do
14: r += 1

15: Compute:

gr =
|H| ln |H|
(e−1)4r , γr = min

(
1,

√
|H| ln |H|
(e−1)gr

)

16: PREDICT()
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Algorithm

In this subproblem, at every time, the prediction is assigned to a group by the fixed ĥ, and

must be solved with the experts’ advice of that selected group. Therefore, the only goal of the

algorithm is to define a strategy to produce a prediction with such experts’ advice within the

group (inner strategy).

The prediction problem becomes then almost equivalent to the multitask learning with

expert advice in [11]. In this paper’s paradigm experts are not considered to be grouped.

However, each value to predict is assigned to a single task (tasks from 1..K), where this

separation into tasks is equivalent to the fixed separation in groups determined by ĥ. Then, a key

observation in this paper [11] regarding the unrelated comparator helps solving the instance of

the problem in this section: “[..] by minimizing the sum over tasks, the forecaster may as well

minimize each separately, thus considering every task as independent of the rest”. What this

is essentially stating is that if one wants to minimize ∑
K
i=1 min j(..) (unrelated comparator of

[11]) one might as well independently minimize min j(..) ∀i = 1..K. Observe that this same

reasoning applies when ĥ is predetermined, as the baseline of minimization of regret when

ĥ is fixed becomes: ∑
K
i=1 min j∈{1..Ni} ∑t=1..n | ĥ(xt)=i `( fi, j,t ,yt), and this is equivalent to the

unrelated comparator in [11]. Actually the results in this section can be used for the unrelated

comparator in [11], which is left unsolved since the focus of the paper shifts to a different but

similar paradigm.

Therefore, for a fixed h the problem turns into several independent problems were each

group i learns independently for the yt values that are assigned to such group, i.e. when ĥ(xt)= i.

Observe that the predictions become independent since only one group will predict and learn

for every yt , thus not learning from other subsequences assigned to the other groups. Then, each

group will have a subsequence of values to predict disjoint from the subsequences from the rest

of groups. For each of the subsequences of each group, which are independent problems, the

same solution as in section 3.1 can be applied, EWAF.

Algorithm 6 implements this simple idea of Multiple (independent) EWAF. Observe that it

is practically identical to algorithm 2, but the cumulative loss is only calculated with the values

assigned to each group and the prediction is only calculated with one group’s experts’ advice

(selected by ĥ(xt) at each time). Additionally, the value of ηt plays an important role. This

is because for each group independent EWAF, ηt depends on the number of values to predict

assigned to that group so far (before, the value of t was used because all of the values to predict

were predicted by the same EWAF). In this case it is critical that ηt does not depend on n as

in section 3.1, since for each independent EWAF this would require knowing beforehand the
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length of the subsequence assigned to each group, ni. This is only possible if the ĥ is fixed

(which in a complete solution is not, as different h ∈ H can be chosen at different times) and xt

is known (simply not possible). Therefore, the solution of 3.1.1 where ηt is independent of n

(in this case of ni for each independent EWAF) becomes of paramount importance.

Algorithm 6 Fix Group Choosing (Multiple EWAF)

1: inputs: K, Ni, `(·, ·), ĥ ∈ H, group structure

2: for t=1..n do
3: inputs: yt−1, fi, j,t , xt

4: Let i = ĥ(xt).

5: Compute:

ηt =

√
8lnN

|{s = 1..t | ĥ(xs) = i}|

6: Compute expert cumulative loss for chosen group as:

Li, j,t−1 =
t−1

∑
s=1

1{ĥ(xs) = i} · `( fi, j,s,ys)

7: Compute p̂t prediction at time t as:

p̂t =
∑

Ni
j=1 e−ηtLi, j,t−1 fi, j,t

∑
Ni
j=1 e−ηtLi, j,t−1

Bound

This multiple independent EWAF algorithm makes this partial solution simpler to analyze,

since lemma 3 can be applied for each independent EWAF. In this case then, algorithm 6 has

regret bound:

n

∑
t=1

`(p̂t ,yt)−
K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | ĥ(xt)=i

`( fi, j,t ,yt) =

=
K

∑
i=1

 ∑
t=1..n | ĥ(xt)=i

`(p̂t ,yt)− min
j∈{1..Ni}

∑
t=1..n | ĥ(xt)=i

`( fi, j,t ,yt)

≤
≤ 2

K

∑
i=1

√
(ni/2) lnNi +

K

∑
i=1

√
lnNi/8

where ni = |{t = 1..n|ĥ(xt) = i}| and the last step applies lemma 3.
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Nevertheless, observe how this bound depends on ni, an unknown quantity that depends

on the specific h ∈ H and the side information (and the outer strategy in a complete solution).

For this reason, lemma 7 shows a more practical bound that is independent of the length of the

subsequences (ni). Additionally, lemma 7 also provides a simpler bound that is independent of

the size of the groups of experts (Ni). This second bound is not strictly necessary, since Ni is

known beforehand, but this bound is simpler and easier to compare to the bounds in the previous

partial solutions. Also observe that lemma 7 introduces 2 mild conditions: there has to be at

least 2 experts per group, and there has to be at least 2 groups.

Moreover, the bound on lemma 7 helps understand the impact of the group choosing

function in the prediction, showing that in the worst case, the regret of utilizing any group

choosing function will be a constant away,
√

K, from not using it as in the all experts mixed

solution (section 3.1). Note that the additive constant is not considered since the constant
√

K

is the one that affects the growth of the cumulative loss with respect to n (and thus the constant

that more heavily penalizes performance with time). This is interesting since the penalization on

regret by utilizing the group choosing function is not that heavy (it is constant), and considering

that the baseline of the regret in this subproblem is potentially lower (lemma 1), this partial

solution has the potential of actually improving the cumulative loss of the predictions.

Lemma 7. Under the considerations and assumptions of the problem Grouped PEA and Side

Information in section 2.3, and for all y1..yn ∈ Y , a fixed ĥ : X → {1..K}, N ≥ 2K and K ≥ 2

the regret of algorithm 6 satisfies:

Rn =
n

∑
t=1

`(p̂t ,yt)−
K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | ĥ(xt)=i

`( fi, j,t ,yt)≤

≤ 2
K

∑
i=1

√
(n/2) ln2 Ni

∑
K
j=1 lnN j

+
K

∑
i=1

√
lnNi/8≤ (2)

≤ 2
√

K
√

n
2

lnN +K

√
lnN

8
(3)

Proof. The first step to prove this lemma was already simply proven by applying lemma 3:

n

∑
t=1

`(p̂t ,yt)−
K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | ĥ(xt)=i

`( fi, j,t ,yt)≤ 2
K

∑
i=1

√
(ni/2) lnNi +

K

∑
i=1

√
lnNi/8 (4)

This bound depends on ni,Ni ∀i∈ {1..K}. Nevertheless, since N = ∑
K
i=1 Ni and n = ∑

K
i=1 ni,

for some î ∈ {1..K} the values of nî,Nî are determined by all the other ni,Ni ∀i ∈ {1..K}\{î}.
Without loss of generality, let î = K. Then nK = n−∑

K−1
i=1 ni and NK = N−∑

K−1
i=1 Ni. Therefore,
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3.3 Fix Group Choosing 3. PARTIAL SOLUTIONS

the bound can be seen as a function of the independent variables ni ∈ {0..n} ∀i = 1..K−1 and

Ni ∈ {0..N} ∀i = 1..K−1:

g : {0..n}K−1 x {0..N}K−1→ R

g(n1, ..,nK−1,N1, ..,NK−1) := 2
K−1

∑
i=1

√
(ni/2) lnNi+2

√
(nK/2) lnNK+

K−1

∑
i=1

√
lnNi/8+

√
lnNK/8=

= 2
K−1

∑
i=1

√
(ni/2) lnNi+2

√√√√((n−
K−1

∑
i=1

ni)/2) ln(N−
K−1

∑
i=1

Ni)+
K−1

∑
i=1

√
lnNi/8+

√√√√ln(N−
K−1

∑
i=1

Ni)/8

Additionally, let f () be the first part of the bound, that is the bound without considering the

part added to make the bound hold uniformly over time using ηt . Then, let:

f : {0..n}K−1 x {0..N}K−1→ R

f (n1, ..,nK−1,N1, ..,NK−1) := 2
K−1

∑
i=1

√
(ni/2) lnNi +2

√
(nK/2) lnNK =

= 2
K−1

∑
i=1

√
(ni/2) lnNi +2

√√√√((n−
K−1

∑
i=1

ni)/2) ln(N−
K−1

∑
i=1

Ni)

In order to prove the lemma, what is wanted is to find a bound for g() that is independent of

ni (2) and another that is independent of ni and Ni (3). To do so, these steps will be performed:

1. Find maximum of f ():

(a) Gradient equal to 0.

(b) Ensure it is a maximum.

(c) Justify for natural (N) variables.

(d) Further simplify bound.

2. Find maximum of g():

(a) Find maximum of g()− f (), equally than step 1.

(b) Justify maximum of g().

1. Find maximum of f ()

The worse-case bound of all possible group distributions Ni with an overall of N experts

and all possible partitions ni of the sequence with an overall of n elements to predict is the
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maximum of f (). Note that the independent variables of f () are constrained to N. Thus, it is

a constrained maximization problem, which is not analytically solvable. Therefore, first, the

maximization problem is relaxed to independent variables in R and solved (steps 1.a and 1.b).

Let f : RK−1 x RK−1→R be the function of the relaxed problem (notation abused for simplicity).

1.a Gradient equal to 0
The first step to find the maximum of f () is finding ni,Ni i = 1..K − 1 so that ∇ f = 0.

Therefore, ∀i = 1..K−1:

∂ f
∂Ni

=
ni/2

2Ni
√

(ni/2) lnNi
− nK/2

2NK
√

(nK/2) lnNK
= 0⇔

⇔ ni

nk
=

N2
i lnNi

N2
K lnNK

∂ f
∂ni

=
lnNi/2

2
√

(ni/2) lnNi
− lnNK/2

2
√

(nK/2) lnNK
= 0⇔

⇔ ni

nk
=

lnNi

lnNK
(5)

Therefore, in order to obtain ∇ f = 0 the previous equalities must hold ∀i = 1..K− 1. By

combining the equalities ∀i = 1..K−1 it is obtained:

lnNi

lnNK
=

N2
i lnNi

N2
K lnNK

⇔ Ni = NK ⇔ Ni =
N
K

ni

nk
=

N2
i lnNi

N2
K lnNK

= 1⇔ ni = nK ⇔ ni =
n
K

Therefore, there is a candidate of maximum (could be a minimum or saddle point) for the

point (n/K, ..,n/K,N/K, ..,N/K) as ∇ f (n/K, ..,n/K,N/K, ..,N/K) = 0.

1.b Ensure it is a maximum
Now for the point (n/K, ..,n/K,N/K, ..,N/K), it is needed to see that it is indeed a

maximum. Since there is only one point such that ∇ f = 0, then this is equivalent to proving

that:

f (0, ..,0,0, ..,0) = 2
√

n
2

lnN ≤ 2K

√
n

2K
ln

N
K

= f (n/K, ..,n/K,N/K, ..,N/K)

That is showing that f (n/K, ..,n/K,N/K, ..,N/K) is above any other f (·) by proving it is

above f (0, ..,0,0, ..,0). This is true for this f () and the intuition is that it holds because f () has

essentially the same shape as −x2. Now, the previous inequality can be further simplified:
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n lnN ≤ K2 n
K

ln
N
K
⇔ lnK

lnN
≤ K−1

K

Now, the previous is true if lnK
K−1 ≤ ln2 holds (sufficient condition), and considering that

N ≥ 2K. This is because if N ≥ 2K, then:

lnK
K−1

≤ ln2⇒ lnK
lnN
≤ lnK

ln2K
≤ K−1

K
⇒ lnK

lnN
≤ K−1

K

Therefore, it is needed to prove that lnK/(K− 1) ≤ ln2 for K ≥ 2. In order to do so, first

observe that for K = 2, ln2≤ ln2 and for K = 3, (ln3)/2≤ ln2. Then, lnK/(K−1)≤ ln2 will

be proven if for K ≥ 2, h(K) := lnK/(K− 1) always decreases. This is equivalent to proving

that h′(K)≤ 0:

h′(K) =
K−1

K − lnK
(K−1)2 ≤ 0⇔ 1

K
+ ln(K)≥ 1

where the last inequality is true since 1/2+ ln(2)≥ 1 and ln(K)≥ 1 ∀K > 2.

Therefore, f (0, ..,0,0, ..,0)≤ f (n/K, ..,n/K,N/K, ..,N/K), and then f (n/K, ..,N/K) is the

global maximum.

1.c Justify for natural variables
Observe that, since the problem was relaxed to independent variables in R instead of N, the

maximum found could not be suitable for N. Indeed, as it can happen that n/K,N/K ∈ RrN,

and that then bn/Kc or dn/Ke, bN/Kc or dN/Ke must be the values of ni,Ni to obtain the

maximum of f () in the constrained problem to N. In any case, the maximum is ∀ni,Ni ∈ R, and

thus in particular also is the maximum ∀ni,Ni ∈ N. Then, given K,N,n:

2
K

∑
i=1

√
(ni/2) lnNi ≤ 2K

√
n

2K
ln

N
K

= f (n/K, ..,n/K,N/K, ..,N/K)

Additionally, observe that the previous proof can be used to derive the first bound

(2) straightforwardly, simply by considering the values of Ni as fixed parameters and not

independent variables. In this case then, ni are the only independent variables for which to

find the maximum, and then, one only needs to apply the following variation of equality (5) to

the general bound (4):

ni

nk
=

lnNi

lnNK
∀i ∈ {1.K−1}⇔ ni =

n lnNi

∑
K
j=1 lnN j

∀i ∈ {1.K−1}
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1.d Further simplify bound
The final bound of the lemma is obtained by further bounding 2K

√
n

2K ln N
K , using the next

inequality:

K
√

n
2K ln N

K√n
2 lnN

= K

√
ln N

K
K lnN

=
√

K

√
1− lnK

lnN
≤
√

K, since 1 < K < N and then 0 < 1− lnK
lnN

< 1

Then trivially, the final bound on f () is obtained:

2K

√
n

2K
ln

N
K
≤ 2
√

K
√

n
2

lnN

2. Find maximum of g()
In order to see the maximum of g(), that is when the term ∑

K
i=1
√

lnNi/8 is added to f (),

the maximum of g()− f () = ∑
K
i=1
√

lnNi/8 will be found first, to after justify which is the

maximum of g().

Observe that this term appears because ηt was used in the algorithm (section 3.1.1), where

ηt =
√

8lnN/ti, ti being the number of sequence elements assigned to be predicted with group

i. In fact, the previous proof for f () would be sufficient if the algorithm used η =
√

8lnN/ni,

although in this case the values of ni are needed to be known beforehand.

2.a Find maximum of g()-f()
Let’s see that the maximum of g()− f () is when Ni = NK,∀i = 1..K − 1 (this proof is

summarized due to its similarity to the previous proof):

∂ (∑K
i=1
√

lnNi/8)
∂Ni

=
1

16Ni
√

lnNi
− 1

16NK
√

lnNK
= 0⇔

⇔ N2
i lnNi = N2

K lnNK ⇔ Ni = NK

Where the last implication is true since x2 lnx is strictly increasing ∀x ≥ 1, as its derivative

2x lnx+ x satisfies that: 2x lnx+ x > 0, ∀x≥ 1.

Now, equally than previously, to assure it is a maximum, there is only left to see that√
lnN/8≤ K

√
ln(N/K)/8. Using the same assumptions as before, N ≥ 2K,K ≥ 2, then:

lnK
K−1

≤ ln2⇒ lnK
K2−1

≤ ln2⇒ lnK
lnN
≤ K2−1

K2 ⇔
√

lnN/8≤ K
√

ln(N/K)/8
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Where the first inequality was already proven previously. Finally, by using the trivial but

unimprovable bound K
√

ln(N/K)/8 ≤ K
√

lnN/8 and combining with the previous results, the

final bound is obtained.

2.b Justify maximum of g()
The final bound on g() is the sum of the previous bounds in 1.d and 2.a. This is because

g() = f ()+ (g()− f ()) and both maximums of f () and g()− f () happen for the same values

of independent variables, that is when ni = nK and Ni = NK ∀i = {1..K−1}. In other words, if

two functions have their global maximums for the same values of independent variables, then,

the global maximum of the sum of these two functions is for those same values of independent

variables, and the global maximum is the sum of their respective global maximums.
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4 Complete Solutions

Up to this point, an extensive theoretical review of the paradigm of Prediction with Expert

Advice has been presented, introducing and motivating the 3 variations of the problem that are

tackled in this thesis (the original paradigm is also solved for comparison). These variations

have been partially solved by tackling the subproblems that arise from slightly simplifying

some characteristics of the 3 problems. This has led to multiple partial solutions that include

algorithms and bounds on the regret performance of the algorithms.

The complete solutions to the 4 different paradigms, including algorithms and bounds,

are constructed in this section with the previous partial solutions. As already explained, the

solutions of the 4 paradigms, except for the PEA paradigm, decompose into: outer strategy and

inner strategy. How the different partial solutions of the previous section are used to build the

complete solutions, as well as a summary of all the partial solutions, is represented next in table

2. Additionally, in table 3 (at the end of this section) a summary of whole results of this thesis

is presented, including the algorithms and bounds developed in this section.
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Table 2: Structure of the 4 complete solutions in this thesis with algorithms and bounds from the partial solutions.

Problem Outer Strategy Inner Strategy
Complete
Solution

PEA

3.1 All Experts Mixed

Algorithm 2
n

∑
t=1

`(p̂t ,yt)− min
i=1..K, j=1...Ni

Li, j,n ≤ 2
√

(n/2) lnN +
√

lnN/8

4.1 All

Together

Predictor

Grouped PEA

3.2.1 No Group Choosing Class

Algorithm 3
n

∑
t=1

¯̀(pt ,yt)− min
i=1..K

Li,1,n ≤

2
√

(n/2) lnK +
√

lnK/8 3.3 Fix Group Choosing

Algorithm 6
n

∑
t=1

`(p̂t ,yt)−
K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | ĥ(xt)=i

`( fi, j,t ,yt)≤

2
√

K
√

n
2

lnN +K

√
lnN

8

4.2 Group

Structure

Predictor

Grouped PEA

and Side

Information

3.2.2 With Group Choosing Class

Algorithm 4
n

∑
t=1

¯̀(pt ,yt)−min
h∈H

n

∑
t=1

`( fh(xt),1,t ,yt)≤

2
√

(n/2) ln |H|+
√

ln |H|/8

4.3 Side

Information

Predictor

Partially

Monitored

Grouped PEA

and Side

Information

3.2.3 Partial Information

Algorithm 5
n

∑
t=1

¯̀(pt ,yt)−min
h∈H

n

∑
t=1

`( fh(xt),1,t ,yt)≤

10.5
√

n|H| ln |H|+13.8|H|+2|H| ln |H|

4.4 Partial

Monitoring

Predictor
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4. COMPLETE SOLUTIONS 4.1 All Together Predictor

4.1 All Together Predictor

This is the simplest possible solution and tackles the problem of Prediction with Expert Advice,

using the optics and notation of Prediction with Grouped Expert Advice and Side Information

by ignoring the groups and side information (rolling back). Therefore, the solution is exactly

the same as in section 3.1. The solution to this paradigm is named All Together Predictor. The

algorithm of this predictor is algorithm 2 and has performance as in lemma 3:

n

∑
t=1

`(p̂t ,yt)− min
i=1..K, j=1..Ni

n

∑
t=1

`( fi, j,t ,yt)≤ 2
√
(n/2) lnN +

√
lnN/8

4.2 Group Structure Predictor

This complete solution tackles the paradigm of Prediction with Grouped Expert Advice. In

this case, since the side information and group choosing class are ignored from the Prediction

with Grouped Expert Advice and Side Information paradigm, the interest resides in evaluating

whether the simple group structure can still be beneficial for predicting.

Algorithm
The algorithm for this Group Structure Predictor is a simple combination of the correspon-

ding algorithms for the outer and inner strategies. The inner strategy is the solution in section

3.1, and the outer strategy is the one in section 3.2.1. Algorithm 7 contains the way of

implementing such combination of algorithms.

Observe that the main difficulty of algorithm 7 is the definition of h̄. It might seem confusing

since in the Grouped PEA there are no group choosing functions. Nevertheless, h̄ is an artificial

group choosing function that recreates how algorithm 3 has chosen the groups at each time (it

is equivalent to variable It), and that directly relates to a fix group choosing function (ĥ) for the

inner multiple EWAF strategies. Observe that x̄ is just an index for h̄.

Bound
Observe that in this paradigm all loses are visible by the outer strategy. Thus, the outer

strategy can see the predictions (and cumulative loss) of other groups even when they are not

selected. Recall that by ignoring side information and H, the baseline for the regret changes:

min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)→ min
i∈{1..K}

min
j∈{1..Ni}

n

∑
t=1

`( fi, j,t ,yt)

The analysis of the regret bound of algorithm 7 is not difficult, since it is a combination of

partial solutions. The bound is a simple combination of the bounds for the partial solutions

(lemmas 4 and 7). Lemma 8 presents the bound on the Grouped Structure Predictor.
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Algorithm 7 Group Structure Predictor

1: inputs: K, Ni, `(·, ·), group structure

2: ignored inputs: H

3: initialize:
h̄ = [ ], x̄ = [ ] (lists indexed from 1)

4: for t=1..n do
5: inputs: yt−1, fi,1,t

6: ignored inputs: xt

7: Use algorithm 3 inner loop up to step 10 to choose group i ∈ 1..K.

8: update: h̄ = [h̄, i], x̄ = [x̄, t] (extend lists)

9: Use algorithm 6 inner loop function using:

h̄ instead of ĥ (with ĥ(·) = h̄[·])
x̄ instead of xt (with xt = x̄[t])

Nevertheless, the lemma is not proven yet. This is because the solution of the Grouped

Structure Predictor is actually a particular instance of the solution for the Side Information

Predictor presented in next section, and lemma 8 can be directly derived from the bound of

Side Information Predictor in lemma 9. The observation that makes it a particular solution

is: the solution of Grouped Structure Predictor is the same as the Side Information Predictor

solution when:

H = {h : X → {1..K} | ∀x ∈ X , h(x) = i, ∀i ∈ {1..K}}, and then |H|= K (6)

Lemma 8. Under the considerations and assumptions of the problem Grouped PEA and Side

Information in section 2.3, and for all y1..yn ∈ Y , N ≥ 2K and K ≥ 2 the regret of algorithm 7

satisfies:

R̄n =
n

∑
t=1

E[`(p̂t ,yt)]− min
i∈{1..K}

min
j∈{1..Ni}

n

∑
t=1

`( fi, j,t ,yt)≤

≤ 2
√

n
2

lnK +

√
lnK

8
+2
√

K
√

n
2

lnN +K

√
lnN

8

Comparison

Observe that the regret of this Group Structure Predictor (in lemma 8) is in expectancy

equivalent to the regret of the All Together Predictor. This is because they both have the same

baseline (mini, j ∑t `( fi, j,t ,yt)). The bounds of both predictors are then comparable, and it is

trivial to see that the bound of the All Together Predictor is always lower. It might seem that the

All Together Predictor is, altogether, the best option in terms of cumulative loss for predicting
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even when a group structure is available.

Nevertheless, the key is that these bounds are worse-case scenarios, and worse-case

scenarios do not typically represent what could be a more average and common case. For this

reason, a priori it might seem always better to choose the All Together Predictor to obtain the

best performance for the worse-case. Nonetheless, choosing between predictors will depend on

the particular problem and on whether the group structure is indeed insightful for the prediction

task at hand. In some cases, the Group Structure Predictor might outperform the All Together

Predictor.

4.3 Side Information Predictor

The predictor presented in this section aims to solve the problem of Prediction with Grouped

Expert Advice and Side Information. This is the paradigm used as the reference for the whole

thesis, since all the other paradigms can be derived from it.

Algorithm
In this solution, the side information and group choosing class will be incorporated back

into the problem. A particularity of the problem is that the outer strategy knows at every time

t the losses of all groups even when such group is not selected (which distinguishes this from

the partial monitoring setting). Then, even though all loses are known, groups only train with

assigned values by the group choosing function (this is how algorithm 6 naturally operates).

Intuitively, learning for the data assigned only to your group allows an easier selection of the

best expert within the group for that subsequence, and the other non-assigned yt are considered

to not be helpful on predicting for the assigned subsequence. In a sense, this assumes that each

compound group is better on its own to predict certain subsequences of yt .

Considering then this setting, the construction of the complete solution is very similar to the

one in the previous section. On one hand, the inner strategy is simply the solution in section

3.3, and the outer strategy is the one in section 3.2.2. The algorithm combining both solutions is

algorithm 8. This algorithm is in essence very similar to the previous algorithm (algorithm 7),

and this is because the solution in section 3.2.2 is essentially derived from the solution in section

3.2.1 with the use of compound groups. In algorithm 8 one can see that the main difference is

the use of compound groups (formed by each h group choosing function), and how the use of

the group choosing class defined in equation (6) makes both algorithms equivalent (confirming

then the fact that the Grouped Structure Predictor is a particular instance of the Side Information

Predictor).
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Algorithm 8 Side Information Predictor

1: inputs: K, Ni, `(·, ·), group structure, H

2: initialize:
h̄ = [ ], x̄ = [ ] (lists indexed from 1)

3: for t=1..n do
4: inputs: xt , yt−1, fi,1,t

5: Use algorithm 4 inner loop up to step 8 to choose the compound group, i.e. the group

choosing function hi ∈ H.

6: update: h̄ = [h̄,hi(xt)], x̄ = [x̄, t] (extend lists)

7: Use algorithm 6 inner loop function using:

h̄ instead of ĥ (with ĥ(·) = h̄[·])
x̄ instead of xt (with xt = x̄[t])

Bound
The regret bound for the Side Information predictor is stated and proven next in lemma 9.

Additionally, as mentioned previously, the bound results for this section’s predictor is proof for

the previous unproven lemma 8 considering equation (6).

Lemma 9. Under the considerations and assumptions of the problem Grouped PEA and Side

Information in section 2.3, and for all y1..yn ∈ Y , N ≥ 2K and K ≥ 2 the regret of algorithm 8

satisfies:

R̄n =
n

∑
t=1

E[`(p̂t ,yt)]−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)≤

≤ 2
√

n
2

ln |H|+
√

ln |H|
8

+2
√

K
√

n
2

lnN +K

√
lnN

8

Proof. In order to analyze the bound of the algorithm, it is sufficient to smartly join the bounds

(lemmas 5 and 7) for the two algorithms that algorithm 8 concatenates.

Let p̂i,t , i∈ {1..K} be the prediction of group i at time t made by the inner strategy, step 7 of

algorithm 8. Then, considering the compound groups formed by h ∈H, p̂h(xt),t is the prediction

of compound group h at time t, for simplicity p̂h,t := p̂h(xt),t . Now, let ĥ be:

ĥ := argmin
h∈H

n

∑
t=1

`(p̂h,t ,yt)

From lemma 5 it is known that algorithm’s 4 regret is:

n

∑
t=1

¯̀(pt ,yt)−min
h∈H

n

∑
t=1

`( fh(xt),1,t ,yt)≤ 2
√
(n/2) ln |H|+

√
ln |H|/8
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This lemma can be used for algorithm 8 by defining the only expert of the group in algorithm

4 with the prediction of group i at time t made by the inner strategy: fi,1,t := p̂i,t . Note that this

can be done since no restriction on the values of the expert’s advice fi,1,t was assumed. Then,

by using the definition of ¯̀ in equation (1):

n

∑
t=1

E[`(p̂t ,yt)]−min
h∈H

n

∑
t=1

`(p̂h,t ,yt)≤ 2
√
(n/2) ln |H|+

√
ln |H|/8 (7)

Combining now this result with the final regret to bound:

n

∑
t=1

E[`(p̂t ,yt)]−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)≤

(equation (7))

≤ 2
√
(n/2) ln |H|+

√
ln |H|/8+min

h∈H

n

∑
t=1

`(p̂h,t ,yt)−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)=

(let h̄ := argmin
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt))

= 2
√

(n/2) ln |H|+
√

ln |H|/8+min
h∈H

n

∑
t=1

`(p̂h,t ,yt)−
n

∑
t=1

`(p̂h̄,t ,yt)+
n

∑
t=1

`(p̂h̄,t ,yt)−

−
K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h̄(xt)=i

`( fi, j,t ,yt)≤

(min
h∈H

n

∑
t=1

`(p̂h,t ,yt)−
n

∑
t=1

`(p̂h̄,t ,yt)≤ 0 since h̄ ∈ H)

≤ 2
√

(n/2) ln |H|+
√

ln |H|/8+
n

∑
t=1

`(p̂h̄,t ,yt)−
K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h̄(xt)=i

`( fi, j,t ,yt)≤

(lemma 7 with h̄)

≤ 2
√
(n/2) ln |H|+

√
ln |H|/8+2

√
K
√
(n/2) lnN +K

√
lnN/8

Note that the application of lemma 7 is straightforward due to the deterministic behavior of

p̂h,t for any fixed h, in other words, the last step consisted in finding the bound for the particular

p̂h̄,t , determined by algorithm 6 and a fix group choosing function.

Comparison
Observe that for this predictor, the bound is worse than the All Together Predictor in all

cases (∀n,N,K). Nonetheless, now the baseline for the regret is potentially much smaller, since
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the group choosing class allows much more flexibility in the selection of the groups at different

times. Actually, as seen in lemma 1, it is easy to ensure that such baseline will always be at

least equal or better. Comparing this predictor with the Group Structure Predictor, one can

see how the usage of different group choosing functions is not heavily penalized by the worse-

case bound (essentially because it is within a logarithm). Nevertheless, there are two main

disadvantages:

1. When comparing the impact of having a large H one must consider that, even though the

regret bound is not heavily worsened, there is a considerable increase of computational

effort which the Side Information Predictor will suffer when H grows larger.

2. Considering just the group structure is simple since the group structure of the experts

is typically obvious and the Group Structure Predictor does not require any other

information. On the other hand, for the Side Information Predictor, finding an adequate

H that is significant to distinguish between groups for some side information xt is much

more challenging, and might require adding big classes of group choosing functions.

4.4 Partial Monitoring Predictor

This is the last scenario that this thesis contemplates. It essentially answers to the Grouped PEA

and Side Information problem when groups only return an output when selected (and thus the

loss is only known for the selected group at each time). Observe how this contrasts with the

previous predictor, since in that predictor the outer strategy knows at every time t the losses

of all groups even when such group is not selected. This predictor then is a solution for the

Partially Monitored Grouped PEA and Side Information paradigm.

Algorithm
As one can expect, the restriction only changes the outer strategy, that will be required

to work considering the trade-off between exploration and exploitation. This is exactly what

was solved in section 3.2.3: an outer strategy that can deal with the partial monitoring setting.

Therefore, the solution in algorithm 9 is essentially the same as the previous one with the outer

strategy as designed in section 3.2.3.

Bound
The bound for algorithm 9 is also straightforward considering the previous bound for the

Side Information Predictor. The result is in lemma 10.
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Algorithm 9 Partial Monitoring Predictor

1: inputs: K, Ni, `(·, ·), group structure, H

2: initialize:
h̄ = [ ], x̄ = [ ] (lists indexed from 1)

3: for t=1..n do
4: inputs: xt , yt−1, fi,1,t

5: Use algorithm 5 inner loop to choose the compound group (chosen at step 12), i.e. the

group choosing function hi ∈ H.

6: update: h̄ = [h̄,hi(xt)], x̄ = [x̄, t] (extend lists)

7: Use algorithm 6 inner loop function using:

h̄ instead of ĥ (with ĥ(·) = h̄[·])
x̄ instead of xt (with xt = x̄[t])

Lemma 10. Under the considerations and assumptions of the problem Grouped PEA and Side

Information in section 2.3, and for all y1..yn ∈ Y , N ≥ 2K and K ≥ 2 the regret of algorithm 9

satisfies:

R̄n =
n

∑
t=1

E[`(p̂t ,yt)]−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)≤

≤ 10.5
√

n|H| ln |H|+13.8|H|+2|H| ln |H|+2
√

K
√

n
2

lnN +K

√
lnN

8

Proof. Comparing this lemma’s algorithm to previous algorithm 8, one can observe that only

the outer strategy changes. Then, since the inner strategy is not affected by how the outer

strategy performs its choices, the proof for this lemma is equivalent to the proof for lemma 9.

The only change needed to obtain this lemma’s bound is substituting equation 7 in lemma’s 9

proof by the result in lemma 6, substituting equation 7 for:

n

∑
t=1

E[`(p̂t ,yt)]−min
h∈H

n

∑
t=1

`(p̂h,t ,yt)≤ 10.5
√

n|H| ln |H|+13.8|H|+2|H| ln |H|

Comparison
The bound obtained in this Partially Monitored paradigm is, as expected, worse than any of

the previous bounds. This is simply because this predictor relies on much less information to

make its predictions, making it more difficult to track the best h ∈ H. The dependence on the

size of the group choosing class is not logarithmic anymore but it also has a linear component

inside the squared root in the bound. Also observe that in all comparisons the focus is on the

term that grows with n since it is the one that is not constant with the growth of the sequence to

predict.
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Table 3: Structure of the 4 complete solutions in this thesis with algorithms and bounds from the partial solutions and complete solutions.

Problem Outer Strategy Inner Strategy Complete Solution

PEA

3.1 All Experts Mixed

Algorithm 2
n

∑
t=1

`(p̂t ,yt)− min
i=1..K, j=1...Ni

Li, j,n ≤ 2
√

(n/2) lnN +
√

lnN/8

4.1 All Together Predictor

Algorithm 2
n

∑
t=1

`(p̂t ,yt)− min
i=1..K, j=1...Ni

Li, j,n ≤

2
√
(n/2) lnN +

√
lnN/8

Grouped

PEA

3.2.1 No Group Choosing Class

Algorithm 3
n

∑
t=1

¯̀(pt ,yt)− min
i=1..K

Li,1,n ≤

2
√

(n/2) lnK +
√

lnK/8
3.3 Fix Group Choosing

Algorithm 6
n

∑
t=1

`(p̂t ,yt)−

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | ĥ(xt)=i

`( fi, j,t ,yt)

≤ 2
√

K
√

n
2

lnN +K

√
lnN

8

4.2 Group Structure Predictor

Algorithm 7
n

∑
t=1

E[`(p̂t ,yt)]− min
i∈{1..K}

min
j∈{1..Ni}

n

∑
t=1

`( fi, j,t ,yt)

≤ 2
√

n
2

lnK +

√
lnK

8
+2
√

K
√

n
2

lnN +K

√
lnN

8

Grouped

PEA and

Side

Information

3.2.2 With Group Choosing Class

Algorithm 4
n

∑
t=1

¯̀(pt ,yt)−min
h∈H

n

∑
t=1

`( fh(xt),1,t ,yt)

≤ 2
√

(n/2) ln |H|+
√

ln |H|/8

4.3 Side Information Predictor

Algorithm 8
n

∑
t=1

E[`(p̂t ,yt)]−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)

≤ 2
√

n
2

ln |H|+
√

ln |H|
8

+2
√

K
√

n
2

lnN +K

√
lnN

8
Partially

Monitored

Grouped

PEA and

Side

Information

3.2.3 Partial Information

Algorithm 5
n

∑
t=1

¯̀(pt ,yt)−min
h∈H

n

∑
t=1

`( fh(xt),1,t ,yt)

≤ 10.5
√

n|H| ln |H|+13.8|H|+
2|H| ln |H|

4.4 Partial Monitoring Predictor

Algorithm 9
n

∑
t=1

E[`(p̂t ,yt)]−min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)

≤ 10.5
√

n|H| ln |H|+13.8|H|+2|H| ln |H|+
2
√

K
√

n/2lnN +K
√

lnN/8
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5 Experimental Evaluation

This is the last section of the thesis where novel work is presented. Next, there are wrapping up

sections with conclusions and further work. The intention of this section is to further analyze

the algorithms proposed in an experimental fashion, complementing the theoretical analysis

of previous sections. Concretely, the goal of this section is not doing a full and in depth

experimental comparison benchmark, but rather testing the predictors on several prediction

tasks to characterize their behavior and compare them in practical settings.

5.1 Methodology

This section summarizes which, how, and what to expect from the experiments performed on

the 4 predictors.

Implementation
In all the previous sections it has been seen that the different algorithms are very tightly

related. Table 3 showed how the final predictors combined the algorithms for the partial

solutions to build the 4 complete predictors. From the table, it might seem that 8 different

algorithms need to be implemented (algorithms 2, 3, 4, 5, 6, 7, 8, and 9), but, in fact, only 3

require to be independently implemented (algorithms 2, 3, and 5) and the rest can be built by

calling and combining these 3 implementations. These 3 algorithms are essentially EWAF (2),

Randomized EWAF (3), and Partial Monitoring Multi-arm Bandit Forecaster (5). Then, the rest

can be implemented as follows:

1. Algorithm 4: is implemented by feeding the compound groups’ predictions to algorithm

3 instead of the groups’ predictions. Thus, algorithm 3 executes the prediction algorithm

blindly on the compound groups.

2. Algorithm 6: is implemented by maintaining for each group of experts an instance of

algorithm 3 running independently (parameters are updated in isolation). These algorithm

instances are only executed for the predictions where the corresponding group is chosen.

3. Algorithms 7, 8, and 9: are simply implemented with a straightforward combination of

the corresponding algorithms into inner and outer strategies (as in table 3).

Loss function
For all the following experiments, the loss function is `(p̂t ,yt) = |p̂t − yt |. Moreover, Y is

assumed to be in all experiments either Y = [1,2] or Y = [0,1]. Combining these two facts it is

trivial to see that the loss function is bounded, `(p̂t ,yt) ∈ [0,1]. Additionally, since D = Y for

the overall problem (observe that internally the inner and outer strategy might be changing D),
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then D is a convex set and the loss function is first-argument convex (since the absolute value

function is convex).

Group choosing class
The group choosing class H is of key importance for this thesis since the paradigms with

side information require it to map such side information to a group, which makes the prediction

when selected. All lemmas in the previous theory sections hold for any H, as long as the group

choosing class is finite, i.e. |H| < ∞. Therefore, H can be any finite class of functions, and

can be defined considering previous knowledge of the problem or of the behavior of the side

information.

Concretely, in all the experiments, side information is assumed to be a single bounded real

value X = [a,b] ⊂ R. Then, considering this side information, H is a subclass of the class of

multiple-threshold functions for the experiments of this section:

H ⊂
S⋃

s=1

{{{
f : [a,b]→{1..K} | ∀(th1 = a, th2, ..., ths−1, ths = b) ∈ [a,b]s | thi < th j, i < j

and ∀(p1, ..., ps−1) ∈ {1..K}s−1

i f x ∈ [thi, thi+1], i = 1..s−1 then f (x) = pi

}}}
This formal definition might seem very complex, but it is simple to explain: the class of

multiple-threshold functions consists in considering all possible partitions of the interval [a,b]

into s finite subsegments (from [thi, thi+1]). Then, each different function of the class will assign

to each subsegment a different group of experts. Observe that S determines the maximum

number of subsegments in the multiple-threshold class, and in the following experiments it

will be either S = 1 or S = 2. Moreover, since (th1 = a, ..., ths = b) ∈ [a,b]s, there can be an

infinite number of partitions of [a,b] by these thresholds. Since H must be finite, only a finite

discretized partition of [a,b] is used in H for the experiments (the particular H is specified

within each experiment).

Experiments
In total, 5 different experiments are conducted in this thesis. Each experiment is defined

following the definition of the Grouped PEA and Side Information (section 2.3). This definition

is used since, as it has been already explained, all 4 predictors studied can be applied on this

paradigm. Note that the loss function was already defined previously. Then, each experiment is

defined with:

1. Value to predict yt and outcome space Y (either [1,2] or [0,1]).
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5. EXPERIMENTAL EVALUATION 5.1 Methodology

2. Grouped experts’ advice fi, j,t .

3. Side information xt and side information space X = [a,b].

4. Group choosing class H.

There are 2 kind of experiments performed for this experimental evaluation:

5.2 Artificial Data Experiments: 2 different experiments. These experiments are handcrafted

to provide useful comparisons between the 4 predictors. Essentially, they are designed

to provide some insight on the behavior of the predictors when executed, complementing

the theoretical study.

5.3 NYSE Data Experiments: 3 different experiments. These experiments rely on the real-

world dataset of NYSE stock prices for several companies. By using a more realistic

dataset the whole experimental evaluation of the predictors becomes closer to a practical

application of the predictors developed for this thesis.

Comparison
Since the Grouped PEA and Side Information paradigm is used for the definition of the

experiments, the same experiments can be solved using the 4 predictors. Essentially by:

ignoring the whole group structure (All Together Predictor), ignoring the side information

and group choosing class (Group Structure Predictor), not ignoring anything (Side Information

Predictor), and restricting to partial monitoring (Partial Monitoring Predictor). Therefore, for

each of the experiments it is possible to execute the 4 predictors and compare the results. The

results for each experiment will consist of (note that plots are against time in the x-axis):

1. Experts plot: shows one sample expert’s advice per group of experts and the value to

predict.

2. Predictions plot: shows the final predictions of the predictors and the value to predict.

3. Baseline plot: shows the regret baseline of the predictors. Since the baselines coincide

between some predictors, some lines will always overlap.

4. Regret plot: shows the regret of the predictors with their corresponding theoretical bounds

in the corresponding lemmas.

5. Cumulative loss plot: shows the cumulative loss of the predictors. In the theoretical

analysis the focus was on regret because bounding the cumulative loss is essentially

impossible to do in a worse-case scenario. Nevertheless, the ultimate measure of
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performance of a predictor is its cumulative loss, since it indicates how much error has

the predictor accumulated for the prediction task at hand.

6. Cumulative loss values: final cumulative loss values of the predictors.

Furhtermore, the cumulative loss (values and plots) will be compared with the best expert

(expert that is individually the best predictor), worst expert, and ensemble expert. The ensemble

expert consists in an expert that simply averages arithmetically the advice of all the experts,

merging experts across all groups. This ensemble expert is used since it is a typical approach

(widely used mainly due to its simplicity) when combining several prediction models’ outputs

into one [12]. Essentially, since Prediction with Expert Advice is the general paradigm that can

be used to combine models’ outputs, this simple averaging method (that can be seen as another

prediction strategy) is used for comparison with the more sophisticated predictors in this thesis.

Finally, there are some considerations regarding the results and plots:

• All predictors but the All Together Predictor include some randomization. Thus, results

may vary between executions. For this reason, several executions are performed for

every experiment, although just one execution’s plots will be included in the thesis.

Nevertheless, all the conclusions drawn from every experiment are ensured to be

consistent even considering the randomization variations. Note that the predictor’s

lemmas bounds are in expected loss.

• Plots include different shaped markers as a visual aid to better distinguish lines. The

distribution of these markers does not correspond to one marker per each data point (data

points are one per discrete time).

• Some experts’ and predictions’ plots include a fix jitter added to the plot lines for better

visualization. The jitter added is specified in the plot’s legend.

5.2 Artificial Data Experiments

In this section 2 experiments are presented: the Structure Artificial Data Experiment and the

Introduction Artificial Data Experiment. The two experiments rely on data manually generated

to demonstrate certain behaviors of the predictors that are novel to this thesis in comparison to

the All Together Predictor. Concretely, these experiments are designed to prove the existence

of examples were the 3 newly proposed predictors outperform the All Together Predictor. The

first data experiment focuses in comparing with the Group Structure Predictor, and the second

one comparing the Side Information Predictor and Partial Monitoring Predictor.
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5.2.1 Structure Artificial Data Experiment

This experiment aims to show an example where the Group Structure Predictor is better than

the All Together Predictor. Additionally, the experiment will be complemented to show that,

essentially, the prediction tasks where Group Structure Predictor is advantageous are very

limited. The definition of the experiment is the following:

1. Value to predict yt and outcome space Y: Y = [1,2] and yt = 1 ∀t = 1..44

2. Grouped experts’ advice fi, j,t : 2 groups:

(a) Group 1: 4 experts, P[ f1, j,t = 1]> 0.8, j = 1..4. Thus, the experts in group 1 are at

least 80% of the times correct.

(b) Group 2: 2 experts or 200 experts (variations of the same experiment are executed),

P[ f2, j,t = 2]> 0.8, j = 1, ..,2 or 200. Thus, the experts in group 2 are at least 80%

of the times wrong.

3. Side information xt and side information space X = [a,b]: irrelevant since in this

experiment only the Group Structure Predictor and All Together Predictor are compared.

4. Group choosing class H: irrelevant for the same reason.

The results obtained for this experiment as well as conclusions from such results are stated

in the following list:

1. Figure 2: in this figure the results for the execution of the previously defined experiment

with 2 experts are presented. From each subfigure conclusions can be drawn (observe

that the experts plot is not included as experts are straightforward to interpret):

(a) Predictions plot, subfigure 2a: shows how the Group Structure Predictor and All

Together Predictor approximate the target value yt . The predictors are not so good,

since the yt is a short sequence which essentially implies they have difficulties in

learning which experts to follow.

(b) Baseline plot, subfigure 2b: in this case the regret’s baseline is plotted, showing how

both predictors’ baselines overlap, since both baselines are equal to:

min
i∈{1..K}

min
j∈{1..Ni}

n

∑
t=1

`( fi, j,t ,yt)

(c) Regret plot, subfigure 2c:
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• This plot shows how the All Together Predictor is better at all times considering

the regret of the predictor (regret with respect to the baseline). Observe also

that the regret has a decreasing tendency, meaning that, with more yt samples to

learn from, the closer the predictors are to the regret baseline. This decreasing

effect is essentially because the prediction task for this experiment is not very

difficult, and the experts and value to predict are not highly variable with

time. In the following experiments it will be seen how decreasing regret is

not common.

• It can also be seen how both predictors fall, as expected, within their respective

theoretical bounds. Moreover, it can already be noticed how the theoretical

bounds on regret tend to be very pessimistic, essentially due to the fact that

bounds are designed to hold for the worse-case regret scenario.

(d) Cumulative loss plot, subfigure 2d: in the case of these 2 predictors, this plot does

not provide additional information. This is because the baseline for both predictors

is the same, thus the cumulative loss in this plot is essentially the regret minus the

same baseline, not changing, then, the relative behavior of the 2 predictors with

respect to the previous regret plot.

Nevertheless, in this plot it can be seen how, in terms of cumulative loss, the

All Together Predictor is better at all times, thus rendering ineffective the group

structure in this experiment.

2. Figure 3: is added to illustrate the effects of randomization on the execution of the

experiments. The figure contains the results of a re-execution of the same experiment as

in previous figure, figure 2. Essentially, the prediction for the Group Structure Predictor

can change due to the randomization of the outer strategy, effectively changing the regret

and cumulative loss for this predictor. Observe that, since the All Together Predictor is

deterministic, its regret and cumulative loss stay the same in any execution of the same

experiment.

3. Figure 4: contains the results when the experiment is run with 200 experts in group 2. In

this experiment, it can be seen how the Group Structure Predictor becomes better with

the prediction task at hand (in regret and cumulative loss equally since the baseline is the

same). This is then a prediction task where the Group Structure Predictor outperforms

the All Together Predictor.

4. Figure 5: additionally, the Group Structure Predictor was compared with the All Together

Predictor for all the upcoming experiments, the cumulative loss of both predictors for
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all remaining experiments seen in this figure. In essence, one can see how the Group

Structure Predictor is in all cases worse but considerably close to the All Together

Predictor in terms of cumulative loss.

The main conclusion to draw is that the Group Structure Predictor is, in general, not a very

useful predictor since it is outperformed in most cases by the All Together Predictor, which

is additionally algorithmically simpler and has a lower worse-case regret bound. This can be

affirmed essentially because the only case where the Group Structure Predictor is found to be

better is a problem particularly engineered to make this predictor better. In this experiment with

200 experts in group 2 (200 bad experts since their predictions are mostly wrong), the reason

why the Group Structure Predictor outperforms the All Together Predictor is that the Group

Structure Predictor is able to quickly discard the 200 bad experts by altogether discarding group

2 with the outer strategy. On the other hand, the All Together Predictor has to learn individually

which are the bad experts to discard their advice, leading to a worse cumulative loss.

This is one example where Group Structure Predictor shows to be consistently better

(considering randomization). But it is just one case. In all the other experiments it is worse.

The main reason for this behavior is that only using the group structure does not substantially

change the paradigm, having at the end a more complex prediction task (that must be solved

with an outer and inner strategy) with the same regret baseline thus aiming for the same

best-reachable cumulative performance. Then, in just particular problem instances, the Group

Structure Predictor seems to be worth using.

Then, because of the poor performance of the Group Structure Predictor seen in the previous

figures, it will be discarded from all the following experiments.
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(a) Predictions of the 2 predictors with value to

predict yt for this experiment.

(b) Regret baseline of the 2 predictors for this

experiment. Both baselines’ lines overlap.

(c) Regret and regret bounds of the 2 predictors for

this experiment.

(d) Cumulative loss of the 2 predictors for this

experiment.

Figure 2: Execution 1 results for the All Together Predictor and Group Structure

Predictor of structure artificial data experiment with 2 experts in group 2.

(a) Regret and regret bounds of the 2 predictors for

this experiment.

(b) Cumulative loss of the 2 predictors for this

experiment.

Figure 3: Execution 2 results for the All Together Predictor and Group Structure

Predictor of structure artificial data experiment with 2 experts in group 2.
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(a) Regret and regret bounds of the 2 predictors for

this experiment.

(b) Cumulative loss of the 2 predictors for this

experiment.

Figure 4: Results for the All Together Predictor and the Group Structure

Predictor of structure artificial data experiment with 200 experts in group 2.

(a) Cumulative loss of the 2 predictors for the

introduction artificial data experiment.

(b) Cumulative loss of the 2 predictors for the

different models NYSE data experiment.

(c) Cumulative loss of the 2 predictors for the low

trained models NYSE data experiment.

(d) Cumulative loss of the 2 predictors for the cross

company NYSE data experiment.

Figure 5: Cumulative loss results for All Together Predictor and Group Structure

Predictor for several data experiments.
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5.2.2 Introduction Artificial Data Experiment

This experiment aims to show an example where the Side Information Predictor is better than

the All Together Predictor. Additionally, the experiment will be used to compare the behavior

of the Partial Monitoring Predictor. The definition of the experiment is the same as used for

the introduction of the different paradigms (section 2.3). The experiment is then the following:

1. Value to predict yt and outcome space Y: Y = [1,2] and yt = [1,2,2,2,2,2,1,1,1,1,2].

2. Grouped experts’ advice fi, j,t : 2 groups:

(a) Group 1: 2 experts, f1,1,t = [1,2,2,1,1,1,1,2,1,1,2] and f1,2,t = [1,1,1,1,1,1,1,

1,1,1,1].

(b) Group 2: 4 experts, f2,1,t = [1,2,2,2,2,1,1,2,2,1,2], f2,2,t = [2,2,2,2,2,2,2,2,2,

2,2], f2,3,t = [1,2,1,2,2,2,2,1,2,1,1] and f2,4,t = [1,2,2,2,2,2,2,1,1,2,1].

3. Side information xt and side information space X : X = [1,7] and xt = [6,3,6,3,7,5,1,

1,1,2,2].

4. Group choosing class H: all the single threshold functions with thresholds in {0,1,2,3,4,
5,6} (in the previous formal definition of the group choosing class then S = 1). For

example, one single threshold function in this case would choose: group 1 when xt is

under 3 and group 2 otherwise. In total, there will be 28 group choosing functions,

|H|= 28.

The results obtained for this experiment, as well as conclusions from such results, are stated

in the following list:

1. Figure 6: in this figure the results for the execution of the previously defined experiment

are presented. From each subfigure conclusions can be drawn:

(a) Experts plot, subfigure 6a: helps visualize how the experts and side information

behave with respect to the value to predict.

(b) Predictions plot, subfigure 6b: the main observation regarding this plot is observing

how the Side Information Predictor is the predictor that better approximates the true

value to predict yt .

(c) Baseline plot, subfigure 6c: in this case the regret’s baselines only overlap for the

Side Information Predictor and Partial Monitoring Predictor, since both baselines

are equal to:

min
h∈H

K

∑
i=1

min
j∈{1..Ni}

∑
t=1..n | h(xt)=i

`( fi, j,t ,yt)
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Note how the baseline for these two predictors improves very significantly the

baseline of the All Together Predictor, actually being 0 at all times. This means that

there exists a group choosing function within H that with its use allows a perfect

prediction of yt . That perfect group choosing function is with threshold 3.

(d) Regret plot, subfigures 6d and 6e: in the first subfigure the plot contains the 3

predictors regret and theoretical bounds. It is only useful to assess the big difference

between the Partial Monitoring Predictor bound with respect to the other 2 bounds.

This big difference is due to the considerable increase of difficulty when the problem

has available partial information about the groups’ performance.

The other plot better shows how, besides all regret values falling within the bounds,

the regret of the 3 predictors are similar, being nonetheless the All Together

Predictor better in terms of regret.

(e) Cumulative loss plot, subfigure 6f and 6g: these two plots show the importance

of having improved the baseline. It can be seen in both plots that, even though

the regret of the Side Information Predictor does not improve that of the default

All Together Predictor, the cumulative loss is very considerably improved. This is

key since for this particular experiment the Side Information Predictor bests the All

Together Predictor.

Considering the Partial Monitoring Predictor, it can be seen how it has more

difficulty following the best group choosing function. This is because it has to

sample them at different times and there are 28 group choosing functions and only

11 sequence samples. This makes this predictor end up with a worse cumulative loss

in most of the executions. Additionally, the impact of the randomization of both Side

Information Predictor and Partial Monitoring Predictor is considerable as seen by

the differences between the two subfigures, representing different executions of the

same experiment. For this reason, the experiment is also executed with repetitions.

2. Figure 7: displays the results for the same experiment with repetitions. Repetitions

mean that the experiment is replicated several times (100x and 10.000x), executing the

predictors for the original experiment sequence as many times. This repetition makes

the length of the sequence long enough so that the influence of the randomization on

the results is less, and the results can be considered as the expected values in time and

consistent across executions.

(a) Regret plot, subfigures 7a, 7c, and 7e: the three regret plots paint the same picture.

In terms of regret, the All Together Predictor is always better, being followed up
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closely by the Side Information Predictor. They are similar essentially because

finding the best expert out of 6 by the All Together Predictor is similar in difficulty

to finding the best compound group out of 28 and the best expert within those groups

by the Side Information Predictor. This can be also seen by the fact that the two

bounds do not strive much apart from each other.

On the other hand the Partial Monitoring Predictor has a much higher regret. Its

regret is within its respective theoretical bound, but outside the other predictors’

bounds. This indicates the difficulty of the problem restricted by partial monitoring,

as even in this simple experiment surpasses the worse-case scenario bound when not

restricted by partial monitoring.

(b) Cumulative loss plot, subfigure 7b and 7d: these two plots confirm the importance of

having improved the baseline. It can be seen in both plots that the Side Information

Predictor now vastly improves the cumulative loss of the All Together Predictor in

the long term.

Considering the Partial Monitoring Predictor, it can be seen how it has more

difficulty than the Side Information Predictor in figuring out which is the best group

choosing function, and that, for this reason, its cumulative loss grows until enough

samples have been processed. Therefore, the cumulative loss is initially over the

All Together Predictor, but, at some point, it can outperform it since the baseline

for the Partial Monitoring Predictor is the same as the one for the Side Information

Predictor.

From all the results obtained previously, the main conclusion to draw is that for some

experiments (with the right side information and group choosing class) it is very useful to

use the Side Information Predictor instead of the All Together Predictor. In the case of the

Partial Monitoring Predictor this also applies. But, since the partial monitoring setting is much

more restrictive and difficult to solve, one must expect better performance in the long run.

Nevertheless, it is important to remark that the partial monitoring setting is a more difficult

problem that neither the Side Information Predictor nor the All Together Predictor are able to

solve.
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(a) Experts’ advice sample, side information xt and

value to predict yt for this experiment.

(b) Predictions of the three predictors with value to

predict yt for this experiment.

(c) Regret baseline of the 3 predictors for this

experiment. Side Inf. & Part. M. baselines overlap.

(d) Regret and regret bounds of the 3 predictors for

this experiment.

(e) Regret and regret bounds (without Partial M.

bound) of the 3 predictors for this experiment.

(f) Cumulative loss of the 3 predictors for this

experiment.

(g) Cumulative loss of the 3 predictors for another execution of this experiment.

Figure 6: Results for All Together Predictor, Side Information Predictor and

Partial Monitoring Predictor of introduction artificial data experiment with no

repetitions.
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(a) Regret and regret bounds (w/o Part. M. bound)

of the 3 predictors for the 100 repeat experiment.

(b) Cumulative loss of the 3 predictors for the 100

repeat experiment.

(c) Regret and regret bounds (w/o Part. M. bound)

of the 3 predictors for the 10.000 repeat experiment.

(d) Cumulative loss of the 3 predictors for the 10.000

repeat experiment.

(e) Regret and regret bound of Partial M. (with Side

Inf. bound) for the 10.000 repetition experiment.

Figure 7: Results for All Together Predictor, Side Information Predictor and

Partial Monitoring Predictor of introduction artificial data experiment with 100,

(a, b), and 10.000 repetitions, (c, d, e).
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5.3 NYSE Data Experiments

This section includes 3 new experiments based on a real world dataset. In this manner the

previous conclusions from the previous experiments will be complemented with the conclusions

of these experiments, closer to the behavior of a potential practical application. In the following

results it is ensured that the theoretical bounds are satisfied, and the bounds are not displayed

anymore to simplify the plots since they do not add significant further information. Moreover,

since the sequence to predict will be longer in the following experiments, the randomization

effect will not significantly affect the results presented here and will not change the conclusions

drawn from the experiments. But, first, before the experiments, the dataset used will be

explained.

NYSE Dataset
The dataset used in the following 3 experiments is the New York Stock Exchange dataset

from Kaggle [10]. This dataset contains the daily stock price (open, close, lowest, and highest)

and transaction volume for all companies in the NYSE from 2010 till 2016. In the following

experiments, the highest price for the stock of several companies will be used as the target value

to predict, yt .

The experts that will be used to predict such value are going to be several neural network

models trained on different companies and different hyperparameter configurations. The

hyperparameters configured are 2: the number of layers of the neural network and the number of

units within each layer. The models used in the experiments are 3 models, built with 3 different

kinds of neural network units: Gated Recurrent Units (GRU), Recurrent Neural Network units

(RNN), and Long Short-Term Memory units (LSTM).

Note that since the Prediction with Expert Advice paradigm works by considering experts as

black boxes, no more detail regarding the models is required to test this thesis’ predictors with

this dataset. Nonetheless, the implementation can be found in [13] if more details are wanted.

5.3.1 Different Models NYSE Data Experiment

This is the first experiment where the 3 predictors are tested, Side Information Predictor, All

Together Predictor, and Partial Monitoring Predictor. The experiment is the following:

1. Value to predict yt and outcome space Y: Y = [0,1] and yt is the highest stock price per

day for the NYSE company EQIX (Equinix) (the prices are normalized to [0,1]). The

total number of price samples for EQIX is 1742. Nevertheless, the experts’ models use
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70% of the samples to train. The remaining samples are used as values to predict yt , thus

t = 1..523.

2. Grouped experts’ advice fi, j,t : 2 groups:

(a) Group 1: 4 experts trained using RNN units (training with 1219 samples). The 4

different experts are different RNN models trained with the 4 combinations of these

hyperparameters: 100 or 200 units per layer and 2 or 4 layers.

(b) Group 2: 4 experts trained using GRU units. Equal than before.

3. Side information xt and side information space X : X = [0,1] and xt is the volume of

transactions of EQIX stock (number of daily transactions for EQIX stock) normalized to

[0,1] for the same period as yt .

4. Group choosing class H: all the single threshold functions with thresholds in {0,0.1,
0.2,0.3, 0.4,0.5, 0.6,0.7, 0.8,0.9} and the double threshold functions with thresholds in

{0,0.2, 0.4, 0.6, 0.8} (in the previous formal definition of the group choosing class then

S = 2). For example, one double threshold function in this case would choose: group 2

when xt is under 0.2, group 1 when xt is between 0.2 and 0.6 and group 2 when over 0.6.

In total, there will be 504 group choosing functions, |H|= 504.

The results obtained for this experiment, as well as conclusions from such results are stated

in the following list:

1. Figure 8: in this figure the results for the execution of the previously defined experiment

are presented. From each subfigure conclusions can be drawn:

(a) Experts plot, subfigure 8a: helps visualize how the experts and side information

behave with respect to the value to predict (in a time subset). It can be seen how the

experts are really close to the value to predict, group 1 being the closest. Regarding

the side information, from the visualization it is difficult to see how it could help

with the prediction (if it finally does).

(b) Predictions plot, subfigure 8b: the main observation regarding this plot is observing

how the 3 predictors are practically equal on their predictions.

(c) Baseline plot, subfigure 8c: in this case the regret’s baselines are very close together.

This implies that either the group choosing class is not enough complex to use the

side information to choose a group or the side information is just not useful for the

choosing of a group of experts. Thus rendering the Side Information Predictor and

Partial Monitoring Predictor is pretty much useless.
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(d) Regret plot, subfigures 8d: in this case the regret for the 3 predictors is also very

similar. This can be surprising since, in theory, the Side Information Predictor

and Partial Monitoring Predictor are more challenging to solve and should have

a worse regret in general. Nevertheless, this is not the case, and this is because in

this problem, essentially, all the group choosing functions are equally bad (or good

if you are an optimist). In this experiment, this happens because all experts within

all groups are equally good at predicting for all times. Thus, all the group choosing

functions are good enough since all chosen groups will be good enough.

(e) Cumulative loss plot, subfigure 8e and 8f: as already expected from the similarity

between the baselines and regret, the cumulative loss is practically identical between

the 3 predictors. Actually, it can be seen how the slight difference between baselines

compensates for the small regret differences between predictors.

The second subfigure is more interesting since it also plots the best, worst and

ensemble expert. In this experiment, it can be seen how the 3 predictors are

equivalent to the ensemble of experts. They significantly improve the worst expert

and worsen the best expert in terms of cumulative loss. This is confirmed by the

values of the final cumulative loss after the 523 samples: the 3 predictors and the

ensemble expert have a cumulative loss between 0.261 and 0.274, the worst expert

of 0.953 and the best expert of 0.07.

From all the results obtained previously, the main conclusion to draw is that for experiments

where all the experts in all groups are equally good, then, there is essentially no possibility

of improving them with any side information combined with any group choosing class. This

renders the Side Information Predictor and Partial Monitoring Predictor ineffective but not

worsening the All Together Predictor since essentially any group choice is good enough.
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(a) Experts’ advice sample, side information xt and

value to predict yt for this experiment (time subset).

(b) Predictions of the 3 predictors with value to

predict yt for this experiment (time subset).

(c) Regret baseline of the 3 predictors for this

experiment. Side Inf. & Part. M. baselines overlap.

(d) Regret of the 3 predictors for this experiment.

(e) Cumulative loss of the 3 predictors for this

experiment.

(f) Cumulative loss of the 3 predictors and of worst,

best and ensemble expert for this experiment.

Figure 8: Results for All Together Predictor, Side Information Predictor and

Partial Monitoring Predictor of different models NYSE data experiment.
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5.3.2 Low Trained Models NYSE Data Experiment

In this experiment, the previous easiness of the problem made by having very good experts in

all cases is averted by making the experts worse at predicting. The experiment is the following:

1. Value to predict yt and outcome space Y: Y = [0,1] and yt is the highest stock price per

day for the NYSE company TIF (Tiffany & Co) (the prices are normalized to [0,1]). The

total number of price samples for TIF is 1742. Nevertheless, the experts’ models use

10% of the samples to train. The remaining samples are used as values to predict yt , thus

t = 1..1568.

2. Grouped experts’ advice fi, j,t : 3 groups:

(a) Group 1: 3 experts trained using RNN units (training with 174 samples). The

3 different experts are different RNN models trained with the combination of

hyperparameters: 100 units per layer for 2 and 4 layers and 200 units per layer

for 4 layers.

(b) Group 2: 2 experts trained using GRU units. The hypeparameter combinations are:

100 and 200 units per layer for 2 layers.

(c) Group 3: 2 experts trained using LSTM units. Equal than before.

3. Side information xt and side information space X : X = [0,1] and xt is the volume of

transactions of TIF stock normalized to [0,1] for the same period as yt .

4. Group choosing class H: all the single threshold functions with thresholds in {0,0.1,
0.2,0.3, 0.4,0.5, 0.6,0.7, 0.8,0.9} and the double threshold functions with thresholds in

{0,0.2, 0.4, 0.6, 0.8} (in the previous formal definition of the group choosing class then

S = 2). For example one double threshold function in this case would choose: group 2

when xt is under 0.2, group 1 when xt is between 0.2 and 0.6 and group 3 otherwise. In

total, there will be 3132 group choosing functions, |H|= 3132. Note that, even though the

threshold discretization is the same as in the previous experiment, the number of functions

grows as there are more combinations of group choosing since there is one more group to

be selected.

In addition, the experiment will be repeated with a much bigger group choosing class,

|H| = 28134. This increase of group choosing functions is obtained by refining the

discretization of the thresholds, having for the single threshold functions thresholds

in {0,0.01, 0.02, .. 0.98,0.99}, and for the double threshold functions {0,0.15, 0.3, ..

0.75,0.9}.
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The results obtained for this experiment, as well as conclusions from such results, are stated

in the following list:

1. Figure 9: in this figure the results for the execution of the previously defined experiment

are presented. From each subfigure conclusions can be drawn:

(a) Experts plot, subfigure 9a: shows that the higher difficulty of this experiment makes

the experts worse predictors.

(b) Predictions plot, subfigure 9b: confirms also the higher difficulty, since now the

predictors disagree more on their predictions.

(c) Baseline plot, subfigure 9c: in this case the regret’s baselines are completely

overlapping. This implies that either the group choosing class is not enough complex

to use the side information to select a group, or the side information is just not

useful for the choosing of a group of experts. Thus, rendering the Side Information

Predictor and the Partial Monitoring Predictor is pretty much useless for improving

the predictions.

(d) Regret plot, subfigures 9d: in this experiment the regret for the 3 predictors is

different. This means that, unlike the previous experiment, where essentially all

the group choosing functions did not significantly affect the predictions, in this case

there are group choosing functions that can worsen the prediction. Therefore, the

Side Information Predictor and the Partial Monitoring Predictor have worse regret

since now the selected group choosing function is significant for their performance

because a bad group choosing function could be chosen.

Observe that the Partial Monitoring Predictor is not much worse in terms of regret

than the other predictors, unlike in the introduction experiment (section 5.2.2).

This is a consequence of the fact that the group choosing class is not significant

for the predictions. That is, none of all group choosing functions really improves

or worsens the predictions. Thus, the problem restricted to partial monitoring is

not more difficult because the choice of the group choosing function is not that

significant.

(e) Cumulative loss plot, subfigure 9e: since the 3 baselines are equal, the cumulative

loss has the same behavior as the regret. Nevertheless, it is relevant to highlight

that the Side Information Predictor and the All Together Predictor are under the

ensemble expert, and the Partial Monitoring Predictor is just over it even though

this predictor uses less information to do the predictions than the other predictors

and the ensemble expert.
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2. Figure 10: was obtained by repeating the experiment with the large group choosing

class. Besides the longer time of execution of the experiment, the key results of this

experiment’s repetition are that nothing changes and the performance of the predictors

stays the same. The plot displays how the increased number of group choosing functions

does not improve the baseline, thus essentially proving that for this experiment either the

side information or the group choosing class is not good enough.

The main conclusion to draw is that the main difficulty of this Grouped PEA and Side

Information paradigm is finding a group choosing class and side information that together are

useful for combining predictions of experts to improve the cumulative loss of their predictions.

However, from the experiments conducted so far, it seems that in the cases where the group

choosing class and side information are not useful, the predictors relying on have still decent

performance.
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(a) Experts’ advice sample, side information xt and

value to predict yt for this experiment (time subset).

(b) Predictions of the 3 predictors with value to

predict yt for this experiment (time subset).

(c) Regret baseline of the 3 predictors for this

experiment. The 3 baselines overlap.

(d) Regret of the 3 predictors for this experiment.

(e) Cumulative loss of the 3 predictors for this experiment.

Figure 9: Results for the 3 predictors for the low trained models NYSE

experiment.

Figure 10: Regret baseline for the 3 predictors for the low trained models NYSE

experiment with a large H. The 3 baselines almost completely overlap.
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5.3.3 Cross Company NYSE Data Experiment

This is the last experiment performed in this thesis. In this case the prediction task is made

much more challenging by modifying the set of experts used. The experiment is the following:

1. Value to predict yt and outcome space Y: Y = [0,1] and yt is the highest stock price per

day for the NYSE company SPLS (Staples Inc.) (the prices are normalized to [0,1]). The

total number of price samples used as values to predict yt is 523.

2. Grouped experts’ advice fi, j,t : 2 groups:

(a) Group 1: 8 experts trained on the stock prices of EQIX (Equinix Inc). The 8

different experts are 4 RNN and 4 GRU models trained with the combination of

hyperparameters: 100 and 200 units per layer for 2 and 4 layers.

(b) Group 2: 8 experts trained on the stock prices of IR (Ingersoll-Rand PLC). The 8

experts are trained equally than before.

3. Side information xt and side information space X : X = [0,1] and xt is the volume of

transactions of SPLS stock normalized to [0,1] for the same period as yt .

Additionally, the experiment will be repeated using as side information the previous value

of yt . Therefore, xt = yt−1 and x0 = 0. Observe that this side information is valid since

at each time the previous value to predict was already revealed in the past, thus the side

information is not using the current value to predict but the past one.

4. Group choosing class H: all the single threshold functions with thresholds in {0,0.1,
0.2,0.3, 0.4,0.5, 0.6,0.7, 0.8,0.9} and the double threshold functions with thresholds in

{0,0.2, 0.4, 0.6, 0.8}. In total there will be 504 group choosing functions, |H|= 504.

The results obtained for this experiment, as well as conclusions from such results are stated

in the following list:

1. Figure 11: includes all the plots for the experiment defined with the volume of

transactions as side information. This experiment does not really add new insights on

the behavior of the predictors, and the results in terms of baseline, regret, and cumulative

loss are comparable to the previous experiment. Nonetheless, the difference to highlight

is that in this case the experts’ advice is much worse, and then the predictions are of poorer

quality too. In essence, the prediction task is much more difficult in this experiment (see

plot in subfigure 11a).

2. Figure 12: in this image the results are for the experiment with side information the past

value to predict yt−1. The experiment remains equally difficult, but now group choosing
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can be based on the past values to predict. And this change of side information proves to

be key to obtain a considerable improve on the predictions. This improvement is a direct

consequence of the improvement of the regret baseline for the Side Information Predictor

and the Partial Monitoring Predictor. Now, even though the regret is worse for these 2

predictors (since the paradigms using side information and group choosing class are in

general more difficult), the cumulative loss is comparable. Actually, the Side Information

Predictor (final cumulative loss of 127.76) outperforms the best expert (135.03) and the

All Together Predictor (137.45). Besides, the Partial Monitoring Predictor is not very

much worse (144.87) than the other predictors, even when predicting with a crippling

restriction on a specially difficult prediction task (subfigure 12b actually shows how the

Partial Monitoring Predictor hesitates between groups for predicting).

From all the results obtained previously the main conclusion to draw is that even when using

a real-world dataset, there exist examples where the group structure of the experts can be taken

advantage of by an appropriate group choosing class and side information. Thus, obtaining an

improvement on the performance of the predictors working with the Grouped PEA and Side

Information paradigm.

(a) Experts’ advice sample, side information xt and

value to predict yt for this experiment.

(b) Predictions of 2 predictors with value to predict

yt for this experiment.

(c) Predictions of Part. M. predictor with value to

predict yt for this experiment.

(d) Cumulative loss of the 3 predictors and of worst,

best and ensemble expert for this experiment.

Figure 11: Results of the 3 predictors for the cross company NYSE experiment

with volume as side information.
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(a) Predictions of 2 predictors with value to predict

yt for this experiment.

(b) Predictions of Part. M. predictor with value to

predict yt for this experiment.

(c) Regret baseline of the 3 predictors for this

experiment. Side Inf. & Part. M. baselines overlap.

(d) Regret of the 3 predictors for this experiment.

(e) Cumulative loss of the 3 predictors and of worst, best and ensemble expert for this experiment.

Figure 12: Results of the 3 predictors for the cross company NYSE experiment

with previous yt as side information, yt−1.
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5.4 Result Summary

In this section the algorithms developed for the 4 predictors have been tested under different

prediction experiments. These experiments were split into two. One set of experiments aimed

to illustrate the behavioral traits of the predictors and to prove the potential benefits of the novel

paradigms of this thesis. On the other hand, the second set of experiments aimed to test such

potential benefits under a more practical application, one using a real-world dataset, the NYSE

stock prices. Recall that performance of a predictor is measured in terms of cumulative loss.

With the first set of experiments the main conclusions drawn are:

1. Group Structure Predictor is in general not a very useful predictor since it is outperformed

in most cases by the All Together Predictor.

2. Side Information Predictor, with the right side information and group choosing class, can

improve significantly the predictions of the All Together Predictor.

3. Partial Monitoring Predictor also can improve the predictions of the All Together

Predictor. But, since the partial monitoring setting is much more restrictive and difficult

to solve, one must expect better performance in the long run.

4. Theoretical bounds on the regret of the 4 predictors hold for all the experiments,

additionally confirming that the bounds are indeed worse-case scenarios.

With the second set of experiments further conclusions were obtained:

1. The main difficulty of the Grouped PEA and Side Information paradigm is finding a group

choosing class and side information that together are useful for improving the predictions

of the Side Information Predictor and Partial Monitoring Predictor.

2. Side Information Predictor and Partial Monitoring Predictor can be ineffective (not

improving cumulative loss) in a lot of prediction tasks, but in these particular experiments

they do not severely penalize performance.

3. Side Information Predictor can improve performance even when using a real-world

dataset. Partial Monitoring Predictor can be too considering that it uses much less

information.

4. All Together Predictor and Side Information Predictor are equal or better than the

ensemble expert (which represents a typical method for prediction combination in the

machine learning field). Partial Monitoring Predictor is worse but comparable, which is

still a good result since the ensemble expert cannot operate under partial monitoring.
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6 Conclusions

This thesis presents 3 novel prediction algorithms based on the extension of the Prediction

with Expert Advice paradigm. These algorithms are designed for the Prediction with Grouped

Expert Advice, Prediction with Grouped Expert Advice and Side Information, and Prediction

with Partially Monitored Grouped Expert Advice and Side Information paradigms. The 3

algorithms are theoretically bounded in terms of worse-case cumulative regret. The bounds

for each algorithm are summarized in table 3. Besides the bounds themselves, there are 3

additional conclusions to be drawn from the theoretical results:

1. The theoretical bounds apply for any problem in each paradigm, provided some mild

hypothesis are satisfied: first-argument convexity of the bounded loss function, at least

two groups of experts, at least two experts per group, and a finite group choosing class.

Besides such assumptions, the algorithms and bounds are as general as possible, applying

to any problem or particular application within some of the paradigms.

2. The more complex the paradigm an algorithm solves, the worse the regret bound gets.

This is essentially because the added complexity hinders the prediction task.

3. The additional complexity of the paradigms permits considerable improvements of the

predictions for certain prediction tasks.

In order to complement the theoretical results on the algorithms, such algorithms are also

implemented and experimentally tested under several different problems (note that performance

is in terms of cumulative loss). This experimental evaluation was used to:

1. Prove the existence of prediction tasks for all 3 novel predictors where they outperform

the original All Together Predictor.

2. Confirm that the theoretical bounds are satisfied in all tested experiments.

3. State the lack of performance improvement obtained when using the algorithm for the

Prediction with Grouped Expert Advice paradigm compared to the original Prediction

with Expert Advice.

4. Demonstrate the existence of examples build on real world datasets were Prediction with

Grouped Expert Advice and Side Information outperforms all other approaches.

5. Validate that the algorithm for the Prediction with Partially Monitored Grouped Expert

Advice and Side Information paradigm is competitive (similar performance) with respect

to the other algorithms considering that it significantly reduces the number of predictions

it needs to operate with respect to the other predictors.
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6.1 Discussion

This thesis presents 3 novel algorithms that are constructed using the seminal theory of

Prediction with Expert Advice. This theory is very powerful and general, and can be applied

to many fields, which makes the results in this thesis, i.e. the algorithms and bounds, also

widely applicable. In spite of that, the downside of this generality is that it is not possible to

determine beforehand in which applications it might be better or worse. Therefore, one can

not assert which of the 4 algorithms outperforms the rest in general, since none of them can

be better in terms of cumulative loss in all prediction tasks. In the experimental part of this

evaluation this fact was shown, including a preliminary (limited to this thesis experiments)

characterization of the behavior of the algorithms. This also served to prove the potential of

performance improvement of the 3 predictors proposed while almost never being excessively

worse.

On the other hand, despite the downside of the generality of the theory, one must not

forget that the generality has a very positive effect, which is that the algorithms developed can

apply to almost any prediction task within the field of Prediction with Expert Advice. Hence,

these algorithms are suitable for many real world applications. Additionally, they have been

theoretically bounded. Meaning that they are guaranteed some goodness of performance in

terms of cumulative regret regardless of the prediction task, thus, avoiding ad-hoc algorithms

with unknown performance when applied to different fields.

The recommendation to continue the work performed is the application of the previously

presented theory on some practical use case, aiming to assert the usefulness of the theory

developed. Other options for further work are explained in the next section.

6.2 Further Work

The paths for continuing the work preformed in this thesis are multiple and variate, and change

if one desires to continue in a more practical or theoretical manner. On one hand, three possible

extensions of this thesis are possible considering a practical further work:

1. Further practical evaluation: evaluate the different prediction algorithms under different

practical applications. It would be very interesting to complement this thesis with

a business-like use case benefiting (with the improved performance) from the final

Prediction with Partially Monitored Grouped Expert Advice and Side Information

paradigm.

2. Efficiency improvement: improve the efficiency of the algorithms in terms of computations.
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6. CONCLUSIONS 6.2 Further Work

This is particularly important considering the group choosing class H, which can grow

fast in size and inefficiently increase the computation cost. This is already considered in

chapter 5.3 in [1], and could be implemented in the complete solutions’ algorithms.

3. Ad-hoc ηt optimization: in the whole thesis the value of ηt is chosen to optimize the

worse-case bound. Nevertheless, there are other ways of choosing ηt to obtain better

experimental results, as in [14]. Nonetheless, the theoretical bounds would not be valid

anymore if ηt was changed.

On the other hand, there are also several possibilities for extending this thesis from a

theoretical point of view:

1. Infinite group choosing class: the paradigm could be extended to consider also an

infinite group choosing class. This would be very challenging, but there is work already

contemplating infinite classes of experts that could be used, like [6].

2. Add simplifying assumptions: in this whole thesis nothing was assumed regarding the

value to predict, neither experts nor side information. This lack of assumptions makes the

results of this thesis widely applicable, but also worsens them. One possibility for further

work is then improving such results by assuming, for instance, that the side information

is an i.i.d sequence of values.
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