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Abstract

Recent developments in the field of Generative Design have allowed architects and designers
to direct computers to solve difficult optimization problems. Generative Design programs
can output designs which are optimized for certain designer-specified criteria and constraints.
However, these designs can only be controlled by modifying the underlying optimization pa-
rameters and constraints, making it difficult to influence their aesthetic quality and requiring
the designer to have a deep understanding of both the problem domain and the design soft-
ware.

We are interested in the generation and exploration of architectural designs by means of
an evaluation process driven by user feedback. This thesis explores the application of Ge-
netic Algorithms (GAs) as the primary method for achieving this goal. GAs facilitate the
procedural generation and refinement of Architectural Designs through a simulated process of
evolution. We represent both exterior building volumes and interior floorplans as structures
that are evolvable using GAs.

To allow the user to make decisions on the direction of the architectural designs, we al-
low users to select individuals to evolve through a method called ”Interactive Selection”.
Furthermore, we experiment with the concept of hybrid methods which combine both user
selection and fitness-based optimization GAs. Using this approach, we obtain results that are
partly designed through interactive selection and partly optimized for feasibility. Solutions
generated using these methods tend to be better optimized in terms of area, space ratios and
adjacencies than those exclusively based on interactive selection. However, the introduction
of automatic optimization is found to negatively influence the degree to which the user can
control the solutions. Therefore, we aim to find a balanced approach in which a reasonable
proportion of the designs are feasible without losing a significant degree of control and ex-
pressive quality.

Keywords:
Genetic Algorithms, Interactive Selection, Generative design, Procedural Architecture, Space
Layout Planning
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Chapter 1

Introduction

1.1 Background

With almost every professional field having benefited from increased automation through the
application of various algorithms, creative professions such as architecture have remained
relatively untouched by such technological advancements. This is most likely due to the per-
ceived incompatibility between the strict and rigid nature of algorithms and the imprecise
and ambiguous nature of architectural design problems.

However, recent developments in the field of generative design have allowed designers and
architects to direct computers to solve difficult optimization problems. Through specification
of the goals and constraints of the problem, the computer can work out a solution that solves
the problem. This optimization process usually results in highly efficient solutions that are
almost impossible to conceive or imagine by a human designer.

The issue with generative design is that it is usually exclusively based on optimization. That
means that in order to influence the solution or outcome of the algorithm, the original goals
and constraints of the problem have to be adjusted. Furthermore, since the goals and con-
straints are usually specified on a purely functional level, it can be challenging for the designer
to achieve a certain desired aesthetic quality or beauty. Even if the designer would attempt to
influence the aesthetic quality of the design by specifying goals and constraints, it is inherently
difficult to encode these principles into rigid mathematical descriptions that are compatible
with the optimization algorithm.

“Rules in architectural literature are very powerful, but typically abstract and un-
der specified, so that they can only be applied by humans.”(Müller and Wonka,
2006)[10]
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1.2 Objective

The objective is to develop an algorithm that generates buildings according to a simple spec-
ification know as the ”Architectural Program”. These buildings consist of an exterior volume
model that is partitioned into various subspaces (rooms) which are positioned and connected
in adherence to the user’s preferences. The algorithm is operated by a user who is presented
with a couple of generated building proposals from which he/she can make a selection based
on preference. Through this selection process, the user can influence and direct the subse-
quent building proposals that are generated. This refinement process continues until one of
the proposals is accepted by the user.

There are multiple valid selection strategies that the user should be able to follow. If the
user already has a goal or picture in mind, selections can be made by judging how ”close” a
proposal is to the user’s goal. Another and perhaps more interesting approach is for the user
to select interesting proposals as they occur without having a clear goal in mind.

1.3 Outline

This thesis starts by providing an introduction to Genetic Algorithms (GAs) which is the
primary technique that will be used throughout this project. Then we will explore some of
the research that has been done in the field of procedural generation of buildings and we
will discuss the notion of user-guided GAs. After that, we will go into an explanation of the
different proposed algorithms for the generation of buildings and floor plans as a stucture
which is evolvable using GAs. These algorithms are tested with a group of architecture
students as we attempt to verify whether our initial assumptions conform with the practical
reality. Finally, we draw some conclusions and discuss the steps that could be taken in the
future to expand upon our research.
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Chapter 2

Literature Review

2.1 Generative Design

Generative Design (GD) is a relatively new field of research that focuses on using computer
algorithms to generate solutions to challenging design problems. GD is generally described
as a design method where form is generated based on algorithms and rules[1]. The form is
found through the optimization of criteria within certain boundaries or constraints. These
criteria are usually non-geometric and generally include performance factors such as cost,
material, weight, strength and stiffness. Therefore, the resulting designs are usually solutions
to complicated parametric equations rather than aesthetically proficient designs.

Idea Rule / algorithm Source code Output

Designer

Figure 2.1: Generative design process. (Bohnacker et al. 2009)[2]

Generative design follows an iterative process (figure 2.1) in which the designer can specify
an abstract idea, formalize the rules and parameters of their idea and instruct an algorithm
to generate a design from this specification. The designer then evaluates the design output
and re-informs the algorithm by adjusting the rules and parameters to explore alternative
solutions.

Optimization in generative design can be achieved using a variety of different techniques.
A promising method that mimics nature’s evolutionary approach to design through selection
and reproduction, has been widely applied in the generative design of computer graphics, ar-
chitectural designs and industrial designs[8]. Evolutionary approaches excel at finding good
approximate solutions for problems that are difficult to specify or solve using other optimiza-
tion techniques (generative design problems often fall in this category). A particular type
of evolution-based optimization that is frequently used for the exploration and generation of
these solutions, is known as a Genetic Algorithm.
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2.2 Genetic Algorithms

A Genetic Algorithm is a search and optimization technique that is based on the theory of
natural evolution. The algorithm continuously evolves a population of solutions by simulat-
ing the principles of natural selection until a satisfactory solution is found somewhere in the
population. Genetic algorithms can explore vast and often multi-dimensional solution spaces
in an attempt to find global optima.

In nature, the structure and behavior of an individual influences their ability to accomplish
tasks and solve problems in their environment. This ability in turn affects the rate at which
an individual is able to survive and reproduce. Generally, individuals that perform well at
completing tasks, often survive longer and reproduce more often than individuals that per-
form poorly. The measure of an individual’s ability to accomplish tasks is referred to as its
”fitness”. Over a long period of time and many generations, the population as a whole will
become fitter, since the fit individuals have passed on more genes to successive generations,
than their less successful counterparts.

Generate Random Population

Evaluation

Selection

Crossover

Mutation

Done

Figure 2.2: Genetic Algorithm Process.

This concept was first brought into the realm of computers and algorithms by John H. Holland
in 1975[6] who used it to find solutions for problems that are computationally intractable.
Figure 2.2 outlines the Genetic Algorithm and shows the steps that are followed by the algo-
rithm in order to arrive at a solution. The details of each step of the GA are described in the
following sections.

7



2.2.1 Representation

An individual in a genetic algorithm is usually represented as a set of genes which can produce
a certain solution. The most suitable representation depends on the type of problem we are
attempting to solve using the genetic algorithm. Most commonly, the genotype is represented
as a string of bits, integers or real numbers. In Figure 2.3 we show the binary-string repre-
sentation which is arguably the most basic and common representation.

Genotype 0 1 1 1 0 0 1 1

Decoding

Phenotype

Gene

Encoding

Fitness value

Figure 2.3: Binary representation.

The genotype must be mapped to a phenotype through a decoding procedure that converts
the set of genes to a phenotype. Usually the phenotype represents an actual solution to the
problem we are attempting to solve. In the case of human biology, the genotype can be viewed
as a persons chromosomes and the phenotype as the actual person. If we wish to evaluate the
fitness of a person, we have to measure their performance on the phenotype level. Hence, we
cannot directly determine the persons fitness by only analyzing their chromosome composi-
tion. In the context of genetic algorithms, the same principle usually applies, and therefore,
we have to decode the genotype in order to calculate the fitness of that individual.

2.2.2 Initialization

To start solving a problem using a Genetic Algorithm, the first step is to generate an initial
population of N individuals completely at random. The number of individuals in the pop-
ulation must be specified in advance, generally the larger the population, the faster we can
find an optimal solution. Since there are no restrictions on the individuals in the population,
these individuals are usually sampled from the entire range of possible solutions.
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2.2.3 Evaluation

During the evaluation procedure, all individuals of a population are evaluated to determine
their fitness. Determining this fitness value is usually accomplished by evaluating a mathe-
matical fitness function f for each individual. The fitness values calculated during this step
of the algorithm will be stored for later use during the selection process.

2.2.4 Selection

Selection is the process of determining which individuals of a population are allowed to survive
and reproduce into the next generation. The selection process uses the fitness measures to
determine which individuals are selected for the new generation in such a way that high fitness
individuals have a higher chance to appear in the new population than individuals with a low
fitness. This selection technique is commonly referred to as ”Roulette-Wheel Selection” (see
figure 2.4) since it closely resembles the selection of a number by spinning a roulette wheel,
except that the size of a sector is proportional to the fitness in this case.

f2

f3
f4

f1

f5

f1 = 12.5%

f2 = 25%

f5 = 35%

f3 = 20%

f4 = 7.5%

Figure 2.4: Roulette Wheel Selection.

The probability that a certain individual gets selected to fill a specific spot in the next
generation is pi = fi∑N

j=1 fj
, where f is the fitness value and p is the normalized selection

probability. Hence, it is often the case that a fit individual is included multiple times in the
new population, however, this does not cause issues since we re-introduce chromosome variety
during the crossover and mutation steps of the algorithm.
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2.2.5 Crossover

The genetic algorithm’s crossover process mimics natural sexual reproduction to create new
offspring. During this step, at least 2 sets of genes will be selected to act as parents using the
roulette selection procedure. When the parents have been selected, offspring is produced by
combining the genes of the parents following a specific strategy.

Parent 1

Parent 2

1 0 1 0 1 0 1 0

0 1 1 1 0 0 1 1

1 0 1 1 0 0 1 1Offspring 1

0 1 1 0 1 0 1 0Offspring 2

(a) Single-point

Parent 1

Parent 2

1 0 1 0 1 0 1 0

0 1 1 1 0 0 1 1

1 0 1 0 0 0 1 1Offspring 1

0 1 1 1 1 0 1 0Offspring 2

(b) Uniform

Figure 2.5: Crossover Strategies

A common crossover strategy is the ”Single-point crossover” for which a random crossover
point is picked in the parents chromosome. After this point, the parents input genes will be
swapped to generate new offspring (see. Figure 2.5(a)). Another crossover strategy is ”Uni-
form crossover”, (figure 2.5(b)) in which each gene of the offspring’s genotype is independently
chosen from the two parents according to a random distribution.

2.2.6 Mutation

During the mutation phase, genotypes are altered slightly to re-introduce some gene variety
into the population. Mutation alters one or more gene values in a genotype, the amount
of genes that are altered depends on a mutation probability called the ”Mutation rate”.
This rate usually remains constant during the execution of the algorithm, however, this rate
can be manipulated during the execution of a genetic algorithm through a technique called
”Simulated Annealing”. The idea behind simulated annealing is to initially explore a large
search space (high mutation rate) and then gradually narrowing it down by lowering the
mutation rate in order to converge at a global optimum.

Original 0 1 1 1 0 0 1 1

1 1 1 0 0 0 1 1Mutated

Rate: 0.25

Figure 2.6: Gene mutation.

The example of Figure 2.6, shows a binary mutation with a rate of 0.25, meaning that on
average 1/4-th of an individual’s genes will be mutated.
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2.3 Genetic Programming

Genetic Programming (GP) is a technique proposed by John R. Koza in 1992[7] that enables
the evolution of computer programs using a genetic algorithm. These computer programs are
encoded as a set of genes that are evolved using specialized genetic initialization, crossover
and mutation operators.

To successfully evolve a computer program, genetic programming requires a definition of the
program’s syntax in the form of a set of function symbols F containing all possible operators,
and a terminal set T containing operands (e.g. variables). Genetic programming initializes
and evolves a tree-structure that represents the parse tree (figure 2.7) of a computer program.
The internal tree nodes of this tree contain non-terminal symbols from the function set F
and the leaves contain operands from the set T .

1

+

2

> 3 4

IF

10time

Figure 2.7: LISP S-expression tree representation [7]

Figure 2.7 shows a tree representation of the following LISP expression:

(+ 1 2 (IF (> time 10) 3 4))

This representation allows the size, shape and structural complexity of the solution to emerge
as part of the evolutionary process, as opposed to typical string-based representations in
which these are often determined in advance. This makes genetic programming particularly
suitable for solving problems in which the exact form and number of parameters of the solu-
tion is unknown.

Instances where genetic programming has been applied successfully include: the discovery
of mathematical functions for the catogorization of data points (classification), the discov-
ery of relationships between features in data (symbolic regression) and the identification of
relevant features for models (feature selection).
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2.4 Interactive Genetic Algorithms

For some problems, it can be very challenging to specify an exact mathematical fitness mea-
sure, especially when aesthetics / visuals are part of the success criteria. To address this
issue, K. Sims[13] has devised a method called ”Interactive Selection” which substitutes the
fitness function of a GA with an interactive selection procedure in which a human guides
the simulated evolution in preferred directions. Using this method, Sims is able to evolve
procedurally generated 3D plant structures, textures and animations based on the visual per-
ception of these results (see figure 2.8). The textures have been generated by hierarchical lisp
expressions which are evolved using Genetic Programming[7].

(a) Plants (b) Texture

Figure 2.8: Results evolved using Interactive Selection

The interactive selection process starts by procedurally generating a number of designs com-
pletely at random. These designs are visually presented in such a way that they can be
compared by the user (figure 2.8(a)). The user then evaluates the proposed designs based
on their appearance and selects the most desirable individuals for survival and reproduction.
Based on this selection, the next generation of the population will be generated. Selected
individuals are copied to the new generation without any modifications to prevent any design
progress from being lost, while the remainder of the population will be filled with randomly
mutated versions of the of the selected individual(s). In the case where 2 or more individuals
have been selected, the crossover operation is used to combine features from multiple designs
into a single structure. This process repeats until the user has found a satisfying design in
the population. Through this process, the user is able to create a large variety of complex de-
signs without the need to have knowledge or understanding of the underlying creation process.

For conventional automated genetic algorithms, the population size usually has to be fairly
large (100 to 1000 or more individuals) to avoid running into only local optima. Of these
individuals, there are many that will reproduce and survive to the next generation. In the
case of interactive selection, however, Sims has found that there is a need to compare all
individuals of a population to make an informed selection, thus, making it highly unpractical
to handle large population sizes. Furthermore, the number of generations has been found to
be severely limited by the user’s capacity to continue selecting individuals. Fortunately, since
the success of an individual is determined by the users opinion, there are potentially many
interesting local optima that qualify as successful, as opposed to a single global optimum.
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2.5 Procedural modeling of Buildings

Procedural modeling of buildings is a widely researched topic in the field of computer graphics.
This research is mostly driven by the movie and game industries who are interested in the
generation of large scale city scenes at low cost. One of the most promising results in this area
have been accomplished through the use of Shape Grammars[10][12], in which a hierarchical
set of production rules is defined and recursively applied to generate detailed building models.
These shape grammars, however, are purely designed for the creation of emtpy building shells,
hence, we cannot use them for the procedural generation of interiors.

(a) CGA building (b) CGA++ building (c) CGA++ building

Figure 2.9: Building generated using CGA shape grammars

Müller and Wonka[10] propose the shape grammar CGA (Computer Generated Architecture)
as a set of production rules. The following 2 split rules from the CGA grammar are used to
divide a simple facade in figure 2.10 into different floors and tiles.

fac → Subdiv ("Y",3.5,0.3,3,3,3){ floor|ledge|floor|floor|floor}

floor → Subdiv ("X",2,1r,1r,2){B|A|A|B}

Figure 2.10: Basic facade created by split rules

The CGA grammar was later improved upon by Schwarz and Müller in 2015[12](CGA++)
through the of introduction of advanced features such as multi-shape coordination (figure
2.9(b)) which allows modeling decisions (e.g. the placement of a door) to be coordinated
across multiple shapes; and advanced context sensitivity (figure 2.9(c)) which allows elements
to dynamically scale in order to avoid occlusion.
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Chapter 3

Proposed Algorithms

In this chapter, we will discuss the various algorithms that we have developed for the procedu-
ral generation of architecture. We start with a description of some of the general techniques
that we have applied for all methods described in this chapter. Then we disscuss every method
on an individual and detailed basis.

3.1 Approach

After some initial experiments with the Interactive Selection method and based on the re-
search done on this subject by K. Sims[13][14], we identified the most significant challenges
associated with the successful application of this method. To address these challenges, we
formalized a set of guidelines which should be followed for all experiments with interactive
selection.

The first of these challenges (identified by K. Sims [13]) is the limited number of genera-
tions and the limited population size. To adress this challenge, we aim to minimize the
number of genes in our genotype, since an increase in number of genes generally leads to an
increase in complexity, and thus generations and population size. One of the ways we achieve
this is by separating the design process into multiple steps, we first create an exterior volume
and only after this volume has been finalized and accepted by the user, we move on to the
interior layout design. By separating the design steps, we significantly reduce the number of
genes needed to evolve each sub-design. The drawback of this method is that once we have
decided on an exterior volume, we can no longer change it during the interior evolution step
to respond to any layout issues that might arise.

The other factor that has to be considered is to ensure that the user maintains the abil-
ity to effectively and predictably control the results. The aim of the selection procedure is
not for the user to be able to control every detail of the result, but rather to guide the result
in a general direction that serves the user’s preference. This degree of control is most signif-
icantly influenced by complexity of the genotype and the manner in which we represent and
decode it. Based on some initial experiments that we conducted, we have established a list of
general guidelines that should be considered when devising the genotype representation and
decoding procedure for Interactive Selection algorithms.
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Guidelines

1. New designs need to be generated quickly for Interactive Selection to be a
useful approach
An important limitation that Sims identified[13] with regards to the usefulness of inter-
active selection, is that designs need to be generated very quickly. Quick enough such
that it will be advantageous for the designer to select from random proposals instead of
manually creating them.

2. The genotype that represents a design should consist of a limited number
of parameters (10 to 20)
The number of genes in the genotype determines the dimensionality of the space in
which we have to search for a solution. Therefore, having a considerable amount of
genes will result in a high-dimensional space of possibilities. Since we can only show a
limited number of solutions on the screen at the same time, it can become difficult to
navigate a high-dimensional solution space effectively.

3. The generation of designs should be deterministic for the same input param-
eters (given a set of parameters, we always produce the exact same design)
If we were to introduce randomness during the decoding of the genotype, the exact same
genotype could produce a multitude of different phenotypes. Since we are basing our
selections on the appearance of the phenotype, we would expect that the underlying
genotype always produces this particular phenotype. If there is no deterministic out-
come, then the selection process will become unpredictable and the selected (desirable)
phenotypes will be lost upon creating the next generation.

4. Minor changes in underlying genotype should result in minor changes in the
resulting phenotype
This guideline impacts the user’s ability to effectively control the direction of the evo-
lutions. If it were the case that small changes in genotype would alter the resulting
phenotype significantly, then slight gene mutations would completely change our design
which is clearly undesirable. Therefore, to maintain a certain degree of control over the
design, we must ensure that slightly altering a few genes does not produce a design that
bears no resemblance at all to the original version.

5. Major changes in underlying genotype should result in major changes in the
resulting phenotype
The same principle as applies in the opposite direction, significantly changing the un-
derling genotype of a design should alter the resulting design to such a degree that it
does not resemble its original state. If the resulting design would remain almost the
same after large modifications of the genotype, it could be difficult to effectively explore
alternative solutions for the selected designs.

15



3.2 General

In this section we discuss some of the Genetic Algorithm implementation details which apply
to all generation algorithms.

3.2.1 Mutation

For most algorithms, we will be using a combination of binary, real-valued and permutation
representations. Each of these representations requires a unique mutation operation. We use
a mutation rate of m = 0.2 and a mutation amount of d = 0.35 for all interactive selection
based GAs. In the cases where we use automatic optimization, we lower the mutation rate
and amount significantly m = 0.05 and d = 0.15 to allow for more accurate convergence.

Binary genes

The following algorithm is used for the mutation of binary genotypes, we create a new (mu-
tated) genotype G′ using the original genotype G containing individual genes gi as input.
When we mutate a binary gene, we simply negate its value g′i = ¬gi.

Algorithm 1 Mutation of a binary genome

for gi ∈ G do
if rand(0, 1.0) < m then

g′i = ¬gi
else

g′i = gi
end if

end for

Real-valued genes

For real-valued genes, we introduce a new parameter d wich represents the maximum change
of the real valued gene in both positive and negative directions. For each gene that we mutate,
we add a random amount in the range (−d, d). After this mutation, the new gene value might
no longer be valid, hence, we clamp it back to legal bounds on the unit interval [0, 1).

Algorithm 2 Mutation of a real-valued genome [13]

for gi ∈ G do
if rand(0, 1.0) < m then

g′i = gi + rand(−d, d)
clamp(g′i, 0, 1.0− ε)

else
g′i = gi

end if
end for
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Permutation genes

To apply mutation to permutation genes, we simply swap the element with another random
element in the sequence. This mutation preserves most of the absolute positions while heavily
distorting the relative ordering.

Algorithm 3 Mutation of a permutation genome

for gi ∈ G do
g′i = gi

end for
for g′i ∈ G′ do

if rand(0, 1.0) < m then
j = brand(0, 1.0) · |G′|c
temp = g′i
g′i = g′j
g′j = temp

end if
end for

3.2.2 Crossover

In the case that multiple individuals are selected for having successful features, we would like
to combine these features into a single individual using a crossover technique. One of the
most common and widely used techniques is a point crossover in which one or more indices
are randomly picked as a marker at which to swap the parents genes. Point crossovers have
the property of linkage, in which adjacent genes are more likely to stick together then genes
on the opposite ends of the genotype. Since we do not construct the genotype in a manner
in which this property could be exploited, it is undesirable to have this property. Hence,
instead we choose to use the uniform crossover technique (figure 3.1) in most cases (binary
and real-valued), in which each gene has an equal probability of being copied to the child
genotype independent of its position within the genotype.

Parent 1

Parent 2

1 0 1 0 1 0 1 0

0 1 1 1 0 0 1 1

1 0 1 0 0 0 1 1Offspring 1

0 1 1 1 1 0 1 0Offspring 2

Figure 3.1: Uniform crossover
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Permutations

The regular crossover methods we discussed usually produce invalid offspring (elements are
no longer distinct) when applied to permutation genotypes. Hence, we require a different
crossover technique for genotypes with a permutation encoding. There are many different
types of crossover methods for permutations, each having different strengths and weaknesses.
However, generally it is a choice between the preservation of relative order and the preser-
vation of absolute positions. Since we will be primarily using the permutation genotype for
mapping purposes, the preservation of absolute positions within the genotype is desired. A
crossover method that excels at this is the Cycle Crossover (CX)[11].

Parent 1

Parent 2

1 3 2 6 4 0 5 7

5 7 4 1 2 3 6 0

Offspring 1

Offspring 2 4 1 2 0 6

1 7 02 6 4 3 5

5 3 7

1 3 2 6 4 0 5 7

5 7 4 1 2 3 6 0

Cycle 1

Cycle 2

1 3 2 6 4 0 5 7

5 7 4 1 2 3 6 0

Cycle 3

1 3 2 6 4 0 5 7

5 7 4 1 2 3 6 0

Figure 3.2: Cycle Crossover (CX)

Given 2 parent permutation genotypes P1 and P2 with gene value arrays g1 and g2 respec-
tively, CX initializes the first child C1 by inserting the value g1(0) in the first location of C1.
It then inspects the value g2(0) of the first position in P2 and searches for this value in g1.
Lets consider that this value is found at position i of P1, its value g1(i) is then copied to the
child at position i. This process is repeated by looking at g2(i) and searching for this value
in P1, until g1(0) is visited again, completing the cycle. Then starting at the first position j
in C1 that does not have value assigned to it, we create another cycle that starts at position
j in P1. However, instead of copying the values from P1 to C1, the genes in P2 will be copied
to C1. This procedure is alternated until C1 no longer contains any empty positions (figure
3.2). The second child C2 can be created in a similar manner, starting by copying from P2.
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3.3 Exterior Generation

We are interested in the procedural generation of residential buildings consisting of a single,
two or three stories. As a proof of concept, we have chosen to consider only rectilinear build-
ings for their simplicity and compatibility with the interior layout algorithms that will be
presented in the second part of this chapter.

Before the building volume selection process takes place, the user will be requested to define a
basic architectural program for the building that is to be designed. This program consists of
the lot (parcel) dimensions, the number of stories and the number of inhabitants. The exterior
generation algorithm will subsequently generate buildings that follow from this description.

3.3.1 Representation

Exteriors are represented in three parts, a rectangular base, a roof and variable number of
extrusions. The rectangular base acts as an initial foundation from which the building shape
is expanded. The base is encoded using a width and a height gene, both of which are rep-
resented as a real value on the interval [0, 1). We decode these through linear interpolation
between a minimum and maximum size that depend on the lot (parcel) size, specified in the
architectural program. The roof and extrusion part of the genotype are explained in the next
sections.
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Figure 3.3: Building representation

The building phenotype in figure 3.3(b) is the result of decoding the genotype shown in figure
3.3(a), it consists of 2 extrusions and 12 genes. The total number of genes for an arbitrary
building genotype equals 4+4r, where r is the number of extrusions ranging from 0, ..., n. We
have chosen to use n = 6 as the maximum number of extrusions which results in an expected
number of 3 extrusions per building in the initial population. Extrusions be discussed in
greater detail in the next section of this chapter.
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3.3.2 Extrusions

Extrusion is the operation of pushing or pulling a face in a 3D model inward or outward
and bridging the gap this leaves with new faces. We use extrusions to give the existing base
volume a more interesting shape. The number of extrusions r differs per design, allowing the
algorithm to generate both complex and simple building masses.

To achieve a variable number of extrusions, based on an approach described by C. Gan
et al. [3], we introduce n meta-genes that determine the number of extrusions and the order
in which they are applied. These meta-genes are evolved through the same user selection
process as the rest of the design, allowing extrusions to be added, removed or permuted based
on mutation of these genes.

A single extrusion consists of 4 genes (discounting meta-genes), determining the position,
amount, side, and floor(s) at which this extrusion is performed. Figure 3.4(a) shows the
genotype of an extrusion as well as the decoding of its genes, a top down, schematic view of
the resulting phenotype is shown in figure 3.4(b).
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Figure 3.4: Extrusion of a rectangular base

• Position, [0, 1) ⊂ R: This gene is decoded to a usable position through linear interpo-
lation along the shape outline, in which the first vertex of the outline v0 is returned for
a gene value of 0.

• Amount, [0, 1) ⊂ R: The amount gene specifies the distance that face will be ex-
truded. This gene is decoded using linear interpolation between a negative and positive
pre-determined maximum extrusion distance max. A negative extrusion distance will
extrude the face inward instead of outward, thus, subtracting mass instead of adding it.

• Side, B: The side gene determines to which face the extrusion is applied, 0 extrudes the
face left on the left of the postion and 1 extrudes the face on the right.

• Floor, [0, 1) ⊂ R: The value of this gene v, determines on for which floor(s) the extrusion
will be applied. If v < 0.5, than the extrusion will only be applied to a single floor that is
selected by the formula b2v ·floorsc, otherwise the extrusion will be applied to all floors.
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Applying the extrusion to a single floor will create interesting architectural features such
as terraces and cantilevers.

The extrusion operation is non-commutative, meaning that if we apply extrusion A before
B we will get a different result than when we apply extrusion B before A. The reason for
this is that the position gene interpolates along the shape as it is defined up until that point,
hence, including any previous extrusions. This also implies that we can extrude an edge which
was created by a prior extrusion, allowing us to stack extrusions to create some potentially
interesting shapes.

3.3.3 Roof Generation

Roofs are represented using only 2 genes, the first gene determines the type of roof (Flat or
Hipped) and the second gene determines the roof pitch. For the roof pitch gene, we use the
common architectural rise/run pitch values from 3/12 up to 12/12, where 12/12 corresponds
to a 45◦ roof. The pitch gene is not used for buildings with a flat roof type. These roof genes
are largely independent of the rest of the structure and therefore they do not necessarily
have to be a part of the exterior genome, however, we think that the roof could inform other
aspects of the exterior and hence we have chosen to include them.

1 2

3

45

(a) Straight Skeleton Algorithm (b) Resulting 3D Hip Roof

Figure 3.5: Roof Generation

Roof construction is accomplished by creating a straight skeleton of the polygon outline cor-
responding to the uppermost floor. We construct a straight skeleton by implementing the
efficient sweep algorithm proposed by Felkel and Obdrzalek[5], which gradually shrinks the
input polygon along its bisectors while handling 2 types of events: edge collapse events and
polygon splits events. Figure 3.5(a) shows a thin line where these events occur during the
shrinking process. Since the polygon in this example is rectilinear, multiple events occur at
the same depth. The algorithm runs in O(nm+n log n) time, where n is the total number of
input polygon vertices and m is the number of reflex vertices.

To obtain the 3D roof mesh (figure 3.5(b)), we raise the skeleton’s inner vertices propo-
tional to their depth. Finally, we triangulate the faces between the skeleton’s edges and the
input polygon to create the 3D mesh.
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3.3.4 Results

We used a population of 12 individuals of which 1 or 2 were selected in each generation for
the purpose of reproduction (see figure 3.6). A 3D camera system enables the user to rotate
and zoom all individuals simultaneously, allowing the user to examine the individuals in an
efficient and user friendly manner.

Figure 3.6: Initial population of 12 exterior phenotypes

Using the method outlined above, we can evolve rectilinear shaped building volumes that fit
within a specified bounding space (building lot). A few example building volumes which have
been evolved using interactive selection are shown in figure 3.7. Each of these buildings took
about 3-5 minutes to create and required somewhere between 20 to 50 generations (exact
numbers are shown below).

(a) 2 Story House (gen: 21) (b) 2 Story House (gen: 42) (c) Single Story House (gen:
29)

Figure 3.7: Exterior volume phenotypes
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3.4 Interior Generation: Binary Split Tree

We present an approach for interior layout generation based on a floorplan design algorithm
described by Wong and Liu[15] in 1986. The authors introduce the concept of slicing trees
which involve the recursive subdivision of a space using a number of horizontal and vertical
splits. A split divides a single space up into 2 sub-spaces, when applied recursively, we can
subdivide these sub-spaces again, until we have divided the original space into n sub-spaces
(see figure 3.8). The number of splits is dependent on the number of sub-spaces (rooms) that
we wish to create. More specifically, dividing a space into n sub-spaces requires n− 1 splits.

Figure 3.8: Recursively splitting a space into 3 sub-spaces

A binary tree structure is chosen to store these splits as well as the rooms which they create.
In fact, by using a strict binary tree in which every non-leaf node must have 2 children; we
are able to store the splits in the internal nodes and the rooms in the leaves. An important
property of strict binary trees is that, for a tree with n leaves, we always have 2n − 1 total
nodes, and therefore, exactly n− 1 internal nodes.

We represent this binary tree as a structure that is evolvable using an interactive GA. The
binary tree determines the topology of the floorplan and it is evolved independently of the
actual split locations. To increase the feasibility of the floor plans, we specify the desired area
and aspect ratios of each room and optimize these aspects using an automated GA. In sum-
mary, the floorplan topology is established through user selection and subsequent automatic
optimization moves the split locations to achieve a greater feasibility.

3.4.1 Floorplan topology

The topology of a floorplan is comprised of the node structure of the binary tree, the direction
of the subdivisions and the assignment of rooms to leaves of the tree.
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Tree Structure

The structure of the binary tree determines the hierarchy and the order in which the subdi-
visions are executed. To represent the hierarchical arrangement of nodes as a genotype, we
adopt a method devised by Devroye et al.[4] which can generate random binary trees with n
nodes. Starting at the root of the tree with n nodes remaining, generate a random real-valued
variable X on the unit interval (0, 1) and assign bnXc and n − bnXc − 1 nodes to the left
and right subtrees respectively. This process repeats itself in the subtrees until there is only
a single node left.

To evolve these trees using our interactive GA, instead of generating the random variable
X at runtime, we encode n such variables (one for every node) directly into the genotype (see
figure 3.9).
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Figure 3.9: 2 examples of structure genes and resulting binary trees

Since we are only interested in the generation of strict binary trees, we have used a slightly
different approach. Instead of generating the complete tree using this method, we only gener-
ate the internal nodes of the tree. After the internal nodes have been generated, we complete
the tree with leaves such that it becomes a strict binary tree. This method always produces
n+1 leaves for a tree with n internal nodes because of the strict binary tree property. Hence,
we can obtain any desired number of sub-spaces m by generating m− 1 internal nodes using
this modified version of Devroye’s random tree method[4]. This method is exhaustive and
can therefore produce any strict binary tree that contains n internal nodes.
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Subdivision direction

A subdivision can occur in either a vertical or a horizontal direction. This information is
encoded using a binary string representation in which 0 corresponds to a vertical cut and 1 to
a horizontal cut. The genes are mapped to internal nodes in the same manner as during the
tree structure step (figure 3.9), in which the first gene corresponds to the root of the tree.

0 1 1 0

0

1, 2

30 21 3

Figure 3.10: Introduction of split directions, 0 = vertical, 1 = horizontal

Room assignment

During this step, we assign rooms to the leaves of the binary tree according to a set of genes.
We start by establishing a default order for the leaves by performing an in-order tree walk of
the binary tree. Leaves are numbered according to the order in which they are encountered
(visited) during the walk. Having established a default order, we can apply any permutation
to it to form a mapping between rooms and binary tree leaves. To represent the order as an
evolvable structure, we are using a permutation encoding (see figure 3.11).
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Figure 3.11: Leaf-room mapping using permutation genes
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3.4.2 Optimization

The optimization determines the exact position of the subdivisions. To support this, we
automatically evolve a real-valued genotype containing n − 1 genes that are mapped to the
subdivision nodes (similar to the split-direction gene). The values of these genes are inter-
preted as: the percentage of space allocated to the left sub-space (figure 3.12).
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Figure 3.12: Optimization genotype, shifting the split locations

We specify a fitness function to optimize the room area and aspect ratio by shifting the sub-
division locations. We specify T as an array containing the target (desired) values and M as
an array containing the measured phenotype (actual) values for each room.

farea =

n∑
i=0

(
1−min

(
1,
|Tareai −Mareai |

Tareai · 0.5
))

(3.1)

The area fitness can be described as follows: for each room we add a maximum of 1 to the
area fitness if the target area perfectly matches the measured area, otherwise we subtract a
normalized area difference from this value. We normalize the area difference such that when
the measured area Mareai ≤ (0.5 · Tareai) or Mareai ≥ (1.5 · Tareai), it becomes 1, resulting in
a fitness value of 0 for this room.

fratio =
n∑

i=0

((
min

(
1, 1−min

(
1,
|Mlengthi

− Tmaxi |
Tmaxi · 0.5

)))
+

(
min

(
1, 1−min

(
1,
|Tmini −Mwidthi

|
Tmini · 0.5

)))) (3.2)

The ratio fitness function can be separated into two distinct parts, a minimum width and
a maximum length. These minimum and maximum values are calculated using the target
area Tareai and a given maximum room aspect ratio (2 : 1), deriving Tmini =

√
Tareai/2

and Tmaxi = 2 · Tmini . This fitness function is designed to penalize rooms that exceed the
given maximum aspect ratio instead of rewarding a specific ratio value. As long as the
length (longest side) of a room does not exceed the maximum length (Mlengthi

≤ Tmaxi),
this part of the fitness function will equal 1. When the length exceeds the maximum length
Mlengthi

> Tmaxi , it gradually drops off until Mlengthi
≥ (1.5 · Tmaxi) at which point, the

fitness will become 0. The width (shortest side) part of the fitness function is very similar,
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except it starts declining when the width becomes smaller than the minimum width Tmaxi .
The values Mwidthi

and Mlengthi
are obtained by measuring the shortest and longest edges of

the room’s bounding box.

Finally, we combine these fitness values by summing them after multiplication with adjustable
weights.

f = farea · warea + fratio · wratio (3.3)

Since the ratio fitness has a maximum value of 2 (when both length and width criteria are
satisfied), while the area fitness is at most 1, we will be re-adjusting their respective influence
on the final fitness using weights. we are using weight values warea = 1 and wratio = 0.5 such
that both area and ratio equally influence the final fitness.

(a) pre-optimization (b) post-optimization

Figure 3.13: Optimization of split locations

Figure 3.13 shows a floorplan before and after it has been optimized. The topological repre-
sentation shown in figure 3.13(a) is entirely evolved by the user through interactive selection.
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3.4.3 Results

These are some of the results that have been obtained using the binary split tree method. In
these examples we generate floorplans consisting of the following 5 rooms:

Room Code Area Area ratio Min Max
Living room Li 30m2 40% 3.87m 7.75m
Kitchen Ki 9m2 12% 2.12m 4.24m
Master Bedroom M. Be 20m2 26% 3.16m 6.32m
Bedroom Be 13m2 17% 2.55m 5.10m
Bathroom Ba 3.75m2 5% 1.37m 2.74m

Table 3.1: Desired room values

During the optimization, all of these values are scaled with respect to the total available floor
area such that they can be optimized regardless of the floor size.

(a) floorplan 1 (gen: 12) (b) floorplan 2 (gen: 4) (c) floorplan 3 (gen: 17)

Figure 3.14: Floorplans evolved using binary split trees

As we can see in figure 3.14(b), it is not always possible to optimize all room areas and aspect
ratios simultaneously. In this case, we can see that the bathroom (Ba) has been stretched
out beyond the maximum desired 2:1 ratio.

(a) floorplan 1 in 3D (b) floorplan 2 in 3D (c) floorplan 3 in 3D

Figure 3.15: 3D versions of the floorplans
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3.5 Interior Generation: Dimensionless graph

In order to address some of the restrictions and limitations of the split-based interior gen-
eration approach (e.g. only rectangular room shapes), we present an alternative interior
generation algorithm that is based on graphs. More specifically, we would like to generate
some more interesting shaped rooms (e.g. L-shaped, U-shaped). Furthermore, we would like
some of the exterior walls be extended in the interior as is often the case in realistic architec-
tural floorplans.

This interior generation approach is based on the concept of dimensionless grids (figure 3.16)
by Mitchell et al.[9] who use it to enumerate all possible rectangular floorplan topologies for
a given number of rooms. Our approach will once again involve a user-evolved topological
floorplan which is subsequently optimized to increase its feasibility. However, in this case,
we represent the topology as a dimensionless grid (figure 3.16(a)) and the final optimized
floorplan using a scaled grid (figure 3.16(c)).

(a) Room allocation (Dimen-
sionless)

(b) Transformation grid (c) Scaled grid

Figure 3.16: Floorplan grids (Mitchell, Steadman and Liggett[9], 1976)

We have developed an algorithm that uses the concept of scaling a dimensionless grid to
obtain a floorplan which supports both rectangular and non-rectangular room shapes. The
algorithm can be described using the following sequence of steps:

1. Construct a dimensionless grid from an input floor shape;

2. Add room origins to certain cells in the grid;

3. Label the edges between some pairs of adjacent cells as non-traversable;

4. Construct a graph G = (V,E) that represents the dimensionless grid such that each
vertex v ∈ V corresponds to a cell in the grid;

5. Perform Breadth First Search from each room origin 0 ≤ i < m to calculate a level
array Li, such that Li(v) contains the level of a vertex v ∈ V with respect to the origin
of room i;

6. Assign each vertex v ∈ V to the room arg min0≤i<m Li(v), that is, the room for which
v appears in the lowest BFS level;

7. Convert the graph with room assignments back its original dimensionless grid represen-
tation → final topology;

8. Convert the dimensionless grid to a floorplan through optimization and scaling.

29



3.5.1 Floorplan construction

The floorplan topology will be entirely evolved by the user through interactive selection.
The topology holds information about the room positions, shapes and adjacencies and it is
represented as a dimensionless grid. The cells of this grid are sorted into m rectilinear shapes
representing the rooms of the interior.

step 1: Constructing a dimensionless grid

The first step of the algorithm is to transform the floor shape that we wish to populate with
rooms into a dimensionless grid representation. We start by counting the number of reflex
vertices in our floor shape. A vertex is considered a reflex vertex if and only if its internal
angle (measured from inside the polygon) is greater than 180◦. For each reflex vertex, we
create a horizontal and a vertical cut (figure 3.17), these reflex cuts are in a fixed position.
With the reflex cuts in place, we add some additional cuts that can be freely positioned
during the optimization phase of the algorithm. The number of optimization cuts is specified
in advance, in this example we are using 2 horizontal and 2 vertical optimization cuts. The
same values are used for the results presented later in this chapter. Having established the
total number of horizontal h and vertical v cuts, we can now construct a dimensionless grid
with r = h+ 1 rows and c = v + 1 columns (figure 3.17).

r0

r2

r1

Figure 3.17: Constructing a dimensionless grid

In figure 3.17, we have a total of 3 reflex vertices that produce 3 horizontal and 3 vertical
cuts, we add to that 2 optimization cuts in both directions to obtain a grid of 6 rows and 6
columns.
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step 2 and 3: Adding room origins and non-traversable edge labels

For each room we place a point of origin on the dimensionless grid (figure 3.18), each point
p has a x and a y-coordinate, both on the unit interval (0, 1). To decode these genes, we
discretize them such that each point gets assigned to a cell in the grid. Given a grid with r
rows and c columns, we calculate its cell index [i, j] using the following formulas i = bpxcc
and j = bpyrc. For a floorplan with m rooms, we need 2m genes corresponding to the x and
y coordinates for each room origin.

Blocked Room center

x y

0.76 0.023

0 0 0 0 1 0
row2

0 0 0 1 0 0
col2

0 0 0 0 0 0
row4

Figure 3.18: Gene representation

Apart from the room origins, we also introduce a few obstacles that cannot be directly tra-
versed by the breadth first search algorithm (figure 3.18). Without these obstacles, all rooms
would be shaped only with regard to its closest room origin, this results in the equivalent of a
discrete voronoi diagram. Through the introduction of these obstacles, we forcefully re-route
the breath first search algorithm in an attempt to create some more interesting room shapes.

We can represent these obstacles using a binary genome which has r(c − 1) + c(r − 1) bi-
nary genes, corresponding to the number of inner edges in the dimensionless grid. Since we
only want a small percentage of the grid edges to be non-traversable, we introduce a bias to
the genes in this genotype. Instead of 0 and 1 both having probability of P (0) = P (1) = 0.5,
we skew these probabilities with a bias value b ∈ [0, 1] such that the probability of a 0 be-
comes P (0) = 1− b and P (1) = b. We use b = 0.1 such that roughly 10% of the edges become
non-traversable.
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step 4: Converting the grid to a graph

We construct an undirected graph G = (V,E) based on the dimensionless grid (figure 3.19),
such that each grid cell corresponds to a vertex v ∈ V . Between every pair of adjacent grid
cells ci and cj , we add an edge to the graph between their respective vertices e = (vi, vj),
unless the grid edge between the 2 adjacent cells is blocked. Finally, we mark the vertices
containing a room center, such that they can be used during the room assignment process.

Blocked Room center

Figure 3.19: Converting dimensionless grid to a graph

step 5 and 6: Assigning rooms using BFS

During this step, we will be shaping rooms by mapping the graph vertices to rooms in the
floorplan. For each graph vertex v ∈ V , we determine the room to which it belongs by
performing a Breadth First Search (BFS) from each room center vertex. For each room
0 ≤ i < m, we store the BFS levels (relative distance) to all vertices in an array Li, such that
Li(v) contains the level of a vertex v ∈ V with respect to the origin vertex of room i. We
then iterate over all vertices v ∈ V and assign each of them to the room for which the vertex
v appears in the lowest BFS level (room(v) = arg min0≤i<m Li(v)) (see figure 3.20).

212

1 10

332

1 2

210

1 2 3

1

2

2

1

10

12

1

1

0

0 3

2

Figure 3.20: Performing Breadth First Search from each center
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In the case where a vertex v has the same lowest BFS level for multiple rooms, we break the
tie by assigning the vertex to the room having the greatest target area Tarea. Note that we
could also potentially solve this problem using a permutation encoding in which the rooms
are prioritized through interactive selection, however, this would entail adding an additional
m genes to the genotype.

step 7: Converting the graph back to a grid

With the graph vertices being assigned to rooms, we can now adopt the same room assignment
for the original dimensionless grid cells by inspection of their corresponding graph vertices
(figure 3.21).
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Figure 3.21: Mapping graph rooms to grid cells

The resulting dimensionless grid with rooms assigned to its cells represents the completed
topology part of the algorithm. The final step will be to transform this grid into a floorplan
through scaling and optimization.
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step 8: Converting the grid to match the floorplan

Finally, we convert the dimensionless grid back to a floorplan by scaling it such that it matches
the floorplan. To determine the exact position of each of the inner edges, we must position the
optimization cuts using an automatic optimization procedure. The optimization algorithm
uses a real-valued genotype in which every gene corresponds to an optimization cut position.
Depending on the orientation of the cut, it will be interpolated along either the x or y-axis
of the entire floorplan span (figure 3.22).
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Figure 3.22: Converting the grid back to the original floorplan

Note that these optimization cuts can be placed along the entire floorplan and, therefore, the
mapping of dimensionless grid edges onto reflex cuts is determined by number of optimization
cuts on both sides of the reflex cut. Figure 3.22 shows how the positioning of certain opti-
mization cuts causes some cells that have been previously assigned to a room to be pushed
outside the legal floorplan bounds.

We normalize the reflex vertex coordinates (x, y) as such: r0 = (0.6, 0.17), r1 = (0.8, 0.58)
and r2 = (0.4, 0.83). By combining these values with the optimized gene values, we construct
a sorted list containing the normalized cut positions for both vertical and horizontal cuts.

x = [0.4, 0.53, 0.6, 0.7, 0.8], y = [0.17, 0.38, 0.58, 0.67, 0.83]

We then calculate the dimensioning vectors from the normalized cut positions in conjunction
with the actual floorplan width and height w = 15 and h = 12 meters. The values in the x
vector define the column widths and the values in y the widths of rows.

x = [6, 2, 1, 1.5, 1.5, 3], y = [2, 2.5, 2.5, 1, 2, 2]

Scaling the topological grid using these dimensions transforms it into the final (scaled) floor-
plan seen in figure 3.22.
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During the optimization procedure, we use the same fitness functions for evaluation that
have been established during the split tree method (equations: 3.1, 3.2 and 3.3). The ratio
values Mlengthi

and Mwidthi
have been obtained by measuring the shortest and longest edges

of a bounding box covering the entire room shape.

3.5.2 Results

Using the method outlined above, we evolved a few example floorplan designs (shown in figure
3.23) using interactive selection. Each of these floorplans took about 3-5 minutes to create
and required < 10 generations (exact numbers are shown below).

(a) floorplan (gen: 9) (b) corresponding 3D floorplan

(c) floorplan (gen: 2) (d) corresponding 3D floorplan

Figure 3.23: Floorplans evolved using the graph-based method

As can be seen in these figures, the floorplan designs are no longer restricted to having only
rectangular shaped rooms. Furthermore, we can see that some of the interior walls are now
perfectly aligned with the inward-pointing exterior walls (figure 3.23(c)) which is a clear im-
provement over the split tree method.

Unfortunately, these improvements come at the cost of a lower general feasibility since we
optimize only a small portion of the design compared to the split tree method.
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Figure 3.24 shows 2 floorplan designs from the same generation, both generated using this
method. Note that the result shown in figure 3.24(a) could also have been created using
the split tree method. In fact, every design that is produced by the split tree method can
theoretically be expressed using the dimensionless graph method. Therefore, the space of
design solutions of the split tree method is a subset of the possible solutions produced by the
graph-based method.

(a) floorplan (gen: 4) (b) floorplan (gen: 4)

Figure 3.24: 2 floorplans from the same generation

36



Chapter 4

Results and Discussion

In this chapter, we present the results of a user test in which we allowed 7 architecture stu-
dents to experiment with tool/algorithms that we have developed. This test was done on an
individual basis and the results are obtained through a survey that was conducted after the
experiments.

The primary goal of these tests was to asses whether this method of designing by selec-
tion has potential to be valuable for use in certain practical situations. Furthermore, we
evaluate and compare the different proposed algorithms in terms of the feasibility, quality,
expressiveness and diversity of the designs that are generated using these approaches.

4.1 General

To gain some insight on whether this tool might have some potential value in a practical set-
ting, we asked the students for which purposes (if any) they could see this tool being useful.
These are the results:

• As a way to generate new ideas. [2 votes] (students 3 and 7)

• As a tool to create simple and abstract building concepts. [2 votes] (students 2 and 4)

• As a tool for a client to design their own buildings. [3 votes] (students 1,5 and 6)

• As a tool for a client to express their preferences to the architect. [1 vote] (student 1)

While these results are not very conclusive as to which exact purpose this tool might serve, we
can derive that all students recognized at least some potential for it being used in a practical
setting.
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4.2 Selection

Approach / Philosophy

We asked the students to describe their personal approach / philosophy to deciding which
designs to select for evolution. These are a few responses that cover the range of answers that
we received regarding this question:

”I looked for forms that seemed interesting to me.”

”I selected the ones which were close to reality, having real and proportional sizes.”

”I tried to take the most realistic and feasible proposals.”

”I just selected the designs that I liked and generated new ones based on these. I
chose the one I thought was feasible and something I liked”

From the context it is appears that most students describing their selection philosophy as
being based on interesting forms and shapes, were referring to the exterior volume designs
rather than the interiors. The approach taken for interior space layout selections, seemed
to be nearly exclusively based on their feasibility in terms of area, aspect ratio and room
adjacencies.

Designing through selection

Furthermore, we were interested in the students’ thoughts about the method of creating and
exploring designs through an interactive selection process. Here are some excerpts which
accurately convey the range of opinions regarding this topic:

”Can be useful for getting some quick ideas.”

”It is a bit too limited in terms of human participation, it is difficult to have a
proposal similar to your personal ideas.”

”I think it is very good because it bring you to new ideas about how to design.”

”A good way to generate new designs.”

”I feel like this is a very abstract way of generating design rather than actually
designing it. Some of the designs generated for the interior were not very realistic,
such as the long slim rooms or the fact you have to go through the kitchen to get
to the bedroom.”
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Miscellaneous

Finally, we attempt to gain some insights with regard to the amount of generation that was
needed and the degree of control that the users experienced in guiding the evolution towards
a final design.

very few (0-3) a lot (50+)

Exterior

Interior (tree)

Interior (graph)

(a) Number of generations

Little control A lot of control

Exterior

Interior (tree)

Interior (graph)

(b) Degree of control

Figure 4.1: Survey results (selection)

As can be seen in figure 4.1(a), the students needed an average number of generations to
evolve the exterior volume. For both interior approaches, about half of the students needed
only a few generations, whereas the other half required significantly more generations.

Figure 4.1(b) shows how successful the student were able to guide the different algorithms in
preferred directions. It appears that on average the students were more successful in guid-
ing the exterior volume algorithm as opposed to the interior layout algorithms. A possible
explanation for this phenomena could be that some of the control was relinquished to the
automatic optimization of parts of the interior solutions.
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4.3 Proposed designs

The following results relate to various aspects of the different design proposals that are gen-
erated by the algorithms.

Unfeasible Mostly feasible

Exterior

Interior (tree)

Interior (graph)

(a) Feasibility

Very constrained Very expressive

Exterior

Interior (tree)

Interior (graph)

(b) Expressiveness

Figure 4.2: Survey results (designs)

Figure 4.2(a) illustrates the perceived feasibility of the design proposals. We can clearly see
the exteriors outperforming both interior methods in terms of feasibility. This gap is most
likely due to the restrictive nature of floorplan designs. In floorplan design, there are many
different and often competing traits that determine its feasibility, such as: area, aspect ratio,
room adjacencies, room shapes, public/private separation and adjacency to the exterior. Even
with the automatic optimization that has been added, most floorplans are not immediately
feasible unless they have been refined over the course of several generations.

According to figure 4.2(b), the architecture students did not find any remarkable difference in
expressiveness between the 2 interior algorithms. An explanation for this might be the am-
biguous nature of the word ”expressiveness” which can be interpreted either as ”the range of
design possibilities” or as ”the ability to materialize an idea”. However, given the former in-
terpretation, the graph-based interior design approach is objectively more expressive since the
complete range of possible outcomes generated by the tree-based algorithm are encompassed
in the graph-based algorithm.
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The diversity (see figure 4.3(a)) refers to the degree of difference between the possible choices
that can be made during each step of the design process. Overall, most students found
the diversity to be relatively well balanced for the exterior as well as both interior design
approaches. This could be an indication that the mutation rate and amount which we picked
are relatively well suited to maintain some degree of diversity.

Too similar Too diverse

Exterior

Interior (tree)

Interior (graph)

(a) Diversity

Not satisfied Very satisfied

Exterior

Interior (tree)

Interior (graph)

(b) Satisfaction (final design)

Figure 4.3: Survey results (designs)

Perhaps the most important factor in determining the potential of this approach to design
is the degree to which the users are satisfied with their final creations. Figure 4.3(b) clearly
shows that the majority of students were quite satisfied with their exterior volume designs.
For the interior results, however, the general satisfaction appears to be much lower. Indicating
either that a selection-based approach may not be suitable for the design of floorplans, or
it might be the case that these particular implementations contain some flaws. Regardless,
more research could be done to ascertain the exact issues and possibilities for improvement
for these design approaches.
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Chapter 5

Conclusions

In this thesis we have presented a novel approach to architectural design through the selec-
tion of procedurally generated proposals. We have shown that this is a potentially powerful
approach for the creation of abstract designs, allowing the user to explore ideas and concepts
that he/she otherwise might not have considered. We argue that this approach shows poten-
tial for applications of this kind, however, due to the inherit limitation in terms of designer
feedback, it is not suitable for generating fully functional and detailed designs. Hence, if we
were to integrate such a tool in the workflow of an architect, it can realistically only be used
to generate some initial concepts or ideas. After that, other tools should be considered to
fully flesh out these concepts and convert them into actual architecture.

A major advantage that interactive selection offers over more traditional Generative Design
approaches is the fact that it dissolves the boundary between expert and lay person. Allowing
anyone with a basic understanding to create interesting design solutions without the need to
understand the underlying parameters and domain specifics at work. Furthermore, the ex-
ploration of design alternatives is much more convenient using this method when compared
to Generative Design approaches. In GD we either have to manually adjust parameters /
weights or have some alternatives pre-generated based on slight alterations of fitness function
weights. Regardless, this process is much more restrictive and it potentially requires massive
computational power to optimize a lot of alternatives.

During the experiments with interior generation we found that it can be difficult to achieve
both feasibility and expressiveness for the same approach. Usually when we attempt to in-
crease the expressiveness by allowing more possibilities in terms of shape, locations etc, the
overall feasibility tends to decrease. When we consider the interior approach based on graphs
for example, it allows for a much wider range of possibilities compared to the tree based ap-
proach. However, the overall feasibility of these graph-based solutions appears to be inferior
to the average feasibility of the tree-based approach. Therefore, restricting the expressiveness
of the designs allows us to focus on a more feasible subset of the possible design solutions, we
manifest this idea in our interior generation algorithms in the form of automatic optimization.
Hence, successful application of interactive selection in a field such as architecture should aim
to find a balance in which a reasonable proportion of the designs are feasible while maintain-
ing some degree of expressive power.
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Another finding that we did while experimenting with the algorithms, which became espe-
cially clear after the user test with students of architecture, is that the generation of exterior
building volumes through selection appeared to be much more appealing and successful than
any of the interior generation methods that we tried. An explanation for this could be the
restrictive nature of interior design problems, for a floorplan to be considered feasible or suc-
cessful we need to find a balance between many, often competing criteria. If we compare
this to the design of exterior volumes, there are far less factors that need to be considered
when it comes to feasibility. Another explanation could be that aesthetics and beauty do not
play an important role in interior layout design, since they are often designed to meet certain
functional goals and criteria. When it comes to exteriors, however, visual qualities such as
aesthetics often play a significant role in determining their appeal. Hence, we think that a
traditional Generative Design approach in which the user manually specifies all constraints
and criteria and then allows an algorithm to optimize these accordingly, might be a more use-
ful approach for the design of floorplans. To conclude, we think that the interactive selection
method is especially useful for the creation of unrestrictive forms of art in which aesthetics
and beauty are the primary drives that determine success.
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Chapter 6

Future Work

An interesting subject that could be explored to improve the convergence of designs is the
notion of Adaptive Genetic Algorithms (AGA). Adaptive GAs use heuristic methods to adapt
GA hyperparameters such as crossover and mutation rates at runtime to increase the speed of
convergence and solution accuracy. AGA uses population statistics such as fitness and diver-
sity to influence the crossover and mutation rates. The addition of AGAs to the interactive
selection process could make it much easier to fine-tune designs after their general features
have been established. However, the absence of a clearly defined fitness function and the
small population sizes, could make it challenging to obtain the necessary data to use AGAs
effectively.

For the further exploration of exterior designs, an interesting approach that potentially pro-
duces detailed building exteriors would be to combine a shape grammars[10][12] such as CGA
or CGA++ with the concept of Genetic Programming[7] (GP). The construction of the pro-
duction rules can be expressed as a case of program induction which can be solved using
Genetic Programming. This approach can potentially generate fully detailed building exteri-
ors through an interactive selection process. For such a method to work well, one would have
to find an efficient strategy to evolve the complex and potentially high-dimensional genotypes
that are often used in Genetic Programming. Using a similar method, we might be able to
design organic-looking shapes by evolving a parametric equation that represents the surface
of a model. We can evolve these equations using a Genetic Programming technique.

It would be useful to create a testing method that measures the degree of success for a cer-
tain interactive selection algorithm. A manual approach to measure the rate of convergence
could be to randomly generate a design that serves as a goal, and thereafter, starting with a
clean population, select samples that resemble the goal until we reach a design that is within
some margin of the goal. By repeating this process a number of times while recording the
number of generations for each repetition, we could derive an average that approximates the
convergence rate. However, this method would be rather labor intensive, hence it might be
useful to perform these selections automatically by measuring its difference to the goal design.
Another approach might be to create a large database in which we save all selection choices
and then perform extensive analysis on it to produce a success measure.
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Finally, an interesting topic for future research would be to find a way to generalize this
approach such that a designer can specify any arbitrary design problem and evolve it using
interactive selection. The challenge would be to develop a generic problem framework (possi-
bly a grammar or Domain Specific Language) that allows the specification of a large range of
design problems. An algorithm would then be able to interpret these problem specifications
and run an interactive selection process accordingly. These problem specifications would have
to be substantially different from the approaches presented in this thesis, since they are highly
specific and not readily generalizable.
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