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In recent decades media underwent a tremendous transformation from the use of 

traditional broadcasting and physical carriers of media content to digital online content. 

The rapid evolution in web technology together with increasing computation and storage 

capacity fuelled the digitalization of media. Furthermore, the shift from a one-to-many 

static web in which an author determined the content of a webpage (web1.0) to a many-

to-many dynamic web where every user is also a content producer (web2.0) led to an 

exponential growth in digital content.  Here, the rise of free content services for writing a 

blog (blogger), upload and share movies (youtube) and photos (flickr) enabled every 

individual to create and share online content (O'Reilly, 2007).  

The digital revolution led to a tremendous growth in digital content, which provides an 

opportunity for a user to browse, search and consume content from very large and diverse 

assortments.  The premise of a market economy is that assortments with an abundance of 

choice alternatives are what make a market work. In such a market, consumers have a 

higher probability to find an item that fits their personal needs (Chernev, Böckenholt & 

Goodman, 2015).  This seems obvious. For example, a user using a video service is more 

likely to find a movie she prefers to watch in an online service containing 5000 movies 

than in a service containing only 50 movies.  

Unfortunately, from a psychological perspective there are also disadvantages associated 

with searching and selecting items from large choice sets.  Although larger assortments 

increase the chance to find and item in accordance with users’ preferences, the 

expectations of the decision maker that a preference can be matched increase 

correspondingly (Diehl & Poynor, 2010).  However, the increased cognitive cost of 

searching and comparing different items in a large choice set is detrimental for choice 

satisfaction and can lead to choice deferral (Garbarino & Edell, 1997). The relationship 

between an increase in attractiveness for larger choice sets and a decrease in choice 

satisfaction has been coined ‘choice overload’ (Iyengar & Lepper, 2000; Schwartz, 2004). 

For a more extensive literature overview of choice overload and the conditions under 

which it emerges, see chapter 3 and Chernev, Böckenholt & Goodman (2015). 

 

To support users in the process of searching digital content, recommender systems were 

developed, that pre-filter content attuned to personal taste (Ekstrand, Riedl  & Konstan, 
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2011; Konstan & Riedl, 2012b). A crucial aspect in determining which items to suggest to 

a user lies in the information a recommender system has about users’ individual 

preferences. Based on this preference information large assortments are reduced to a 

smaller set of relevant items, aiming to simplify the decision making process for a user.  

Currently, most large content providers and e-commerce retailers provide users with 

recommendations. For instance, Amazon.com provides a list of recommendations based 

on what other users bought, Spotify lets you discover new music based upon users’ music 

preference, Netflix filters TV-shows and movies based on users’ previous choices, 

Youtube shows a list of recommendations based on prior viewings and Booking.com 

shows a list of hotels other users like. Recommender systems have a high business value. 

First, for users they create a better user experience since they are relieved from an 

extensive search through a large item set to find items that match their preferences. 

Second, e-commerce companies can sell more by suggesting items, thus far unknown to 

the consumer, that match their personal preferences well. In general, for content providers 

good recommendations lead to a better user experience retaining users to their content 

services (Konstan & Riedl, 2012b). 

 

While there are many different types of recommender systems, most if not all consist of 

two building blocks: an assessment of the preferences of users (“the preference model”) 

and matching those user preference with the content provided by the recommender system 

(“the prediction model”). Because recommender systems emerged from computer 

science, early research mainly focused on the development and optimization of the 

algorithms underlying the prediction model, and less on how user preferences can be 

assessed. However, an essential aspect in providing good personalized recommendations 

is the degree to which user preferences can be correctly elicited by a recommender system 

(Jameson et al., n.d.). During the past decade there was a growing awareness in the 

recommender system community that there is more to a good recommender systems than 

algorithms alone. Instigated by contributions from the Human Computer Interaction 

(HCI) community a shift towards a more user-centric evaluation of recommender systems 

has been made (Knijnenburg, Schmidt-Thieme & Bollen, 2010;  Willemsen, Bollen & 

Ekstrand, 2011; Knijnenburg, Willemsen, Gantner,  Soncu, & Newell, 2012). 
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Notwithstanding the recent effort of the recommender community to understand the user 

experience of the quality of recommender systems, knowledge about how a recommender 

system plays a role in human decision processes is still fairly limited (but see (Mandl, 

Felfernig, Teppan, & Schubert, 2011) and recent workshops on Human Decision Making 

in recommender systems (de Gemmis e.a., 2012; Chen e.a., 2013) for notable exceptions).  

 

In the current dissertation we propose that in addition to a “prediction model” and a 

“preference model”, an “interaction model” should be included that describes how user 

choices in recommender system emerge from the interaction between a user and a 

recommender system in a given context. The idea behind the interaction model is based 

upon recent findings in human decision-making that preferences are constructed based on 

the interaction between user, choice options and context (Villejoubert & Vallée-

Tourangeau, 2011).  

 

Before presenting the interaction model we first describe the general ideas behind the 

preference model and the psychological issues that arise when modeling preferences in 

section 2. We then continue with prediction models and how the quality of recommender 

systems is being evaluated in section 3. Next we introduce the interaction model that is 

based on findings in human decision making that preferences are constructed by the 

interaction between a user, a recommender system in a context.  

1 Preference models 

1.1 How preferences are modelled in recommender systems 

The degree to which a recommender system can provide correct personalized suggestions 

is expressed as the precision of the users’ preference model created by the recommender 

system. The precision is defined as the proportion of preferred items in the recommended 

set, that generally will also contain non-preferred items (Pauws, 2000). Typically, a 

preference model will be constructed based on previous gained implicit or explicit 

preference judgments. 
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Implicit preferences are obtained by measuring the behavior of the user while using the 

recommender system. For instance, while navigating, a user previews certain items or 

takes more time while navigating certain categories, this could be taken to imply a certain 

level of interest. Items a user selects to watch or to buy are of course clear, though 

indirect indicators of preference. 

Explicit preference judgments are obtained by asking users to use a concrete scale to 

denote the preference for a given item. There are a variety of explicit preference 

elicitation methods employed by recommender systems. Netflix, IMDB, and Amazon use 

different variant of star rating scales, in which users indicate the liking or disliking of an 

item by the amount of stars. Youtube uses a binary method of thumbs up and down, while 

Facebook and Pandora only use thumbs up, also denoted as the ‘like’ button. In Last.fm 

users can denote they like a song by means of a heart shaped like button. Sparling and Sen 

(2011) compared scales of different granularity in terms of cognitive effort and 

satisfaction. 

From these different preference elicitation methods, multi-point star rating scales are most 

commonly employed. This method is a fast and straightforward way to capture a users’ 

liking or disliking of an item in a choice set. Typically, a user is being asked to rate a 

minimal number of items available in the recommender system on a multi-point scale, 

going from least preferred to most preferred. After sufficient information has been 

collected the recommender system can calculate a personalized suggestion for a user.   

Initially the recommender community was not that concerned with the underlying 

psychological aspect of rating scales as a way to assess user preferences. The selection of 

the star rating scales was rather functional; it was a fast way to derive preferences and 

most user were already familiar using star ratings since it was often used in user reviews 

websites (Nobarany et al, 2012). But the question is whether users can truly express their 

preferences on such scales and whether these scales match with how preferences are 

represented in the mind of the user. Therefore, insight in the psychological understanding 

of what preferences are and how they can be elicited to match users’ true preference can 

help to validate and improve preference models used in recommender systems.  
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To understand what issues there are with how recommender systems represent 

preferences we first provide an overview of psychological understanding of what 

preferences are. 

1.2 Psychological understanding of a preference 

In the most basic sense a preference is an evaluation of an item in terms of how desirable 

or undesirable that item to a given person is. It is a judgment of liking and disliking of an 

object that may result in a choice. But what do preferences entail? Underlying a 

preference judgment of a user is a psychological process of judgment.  

Historically the description and definition of a preference originated from mathematics 

and economics.  In economics, expected utility theory predicts consumer choice between 

different consumer goods to build models of consumer behavior (von Neumann-

Morgenstern, 1953). A utility is the conceptualization of the level of satisfaction and/or 

pleasure a consumer experiences when consuming goods. Individual preferences can be 

derived from the ranking a consumer makes among goods according to their utility. A 

good with a higher utility is preferred to a good with lower utility.  Economic theory 

assumes that every individual behaves rationally in attempt to maximize utility. The 

notion of rationality embodies that a decision maker has (almost) complete knowledge 

about the different choice alternatives in a decision set and uses this information to 

evaluate the utility of the choice options. 

Although Simon (1957) already questioned the assumption that people behave rationally, 

it was not until the 1970’s that behavioral economics questioned the assumptions made in 

expected utility theory. The goals of behavioral economics were not only to challenge the 

assumption made by the rational decision model, but also to improve the predictive value 

of economical models using psychological valid models of consumer behavior.  

Lichtenstein & Slovic (1971) showed that preference for different gambles with the same 

expected utility could change depending on whether they were asked to bid for a gamble, 

or to choose one. Kahneman & Tversky  (1979) empirically listed violations of the 

expected utility theory and proposed prospect theory that was grounded in psychological 

principles.  The prospect theory model could better fit discrepancies between expected 

utility theory and actual choice behavior. One of the findings of prospect theory was that 
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gains and losses were evaluated against a reference point, and that losses weigh heavier 

on decision-makers than gains. Based upon the findings of prospect theory Tversky & 

Kahneman (1981) showed that for utility theory irrelevant changes to a choice option, 

such as wording of the decision problem, could switch preference for a decision, for 

example by framing outcomes as gains or losses. 

 

Experimental evidence about the violations of expected utility theory, such as preference 

reversals and framing effects, were commonly observed and shown to be very robust.  

Together with new insights from heuristic approaches, researchers in the field of 

behavioural economics began to realise that people often lack any clear preferences and 

preference is constructed on the spur of the moment when confronted with choice items 

(Payne, Bettman, & Johnson, 1992; Slovic, 1995).  Moreover, several experiments 

indicated that people do not always construct their preferences in the same way depending 

on intrinsic characteristics of a person’s knowledge, mood and memory and also on 

characteristics of the decision environment such as perceptual cues, framing of the choice 

options, etc. (Villejoubert & Vallée-Tourangeau, 2011; Warren, McGraw & Van Boven , 

2011). This viewpoint concurs with the established body of research in cognition that 

basic cognitive processes, such as memory and perception, are constructive in nature 

(Neisser , 1978; Gregory, 1980; Schacter, 2012). In a broader cognitive perspective, 

utility for a particular user may also be seen as being related to personal taste. While taste 

is not an operationally well-defined concept, it certainly underlies preferences for specific 

assortments of items, which is why it would be useful to have a better insight into taste-

item relationships. It stands to reason that personal characteristics determine the taste that 

modulates preferences, and they may well be components of personality traits.  The most 

comprehensive model of personality traits is carrying the acronym OCEAN and describes 

the Big Five personality traits that are found consistently among people of different 

cultures and varying ages (McCrae & Costa, 1978). The degree to which personality, or 

personality traits can predict preferences is further investigated in Chapter 2.   
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1.3 Issues with preference representation in recommender systems   

The way preferences are being envisioned in recommender systems community is in line 

with the rational perspective of preferences. Star ratings create a one-dimensional 

expression of a preference, assuming a rating constitutes an expression of overall utility of 

the item. Since most recommender systems ask users’ to rate items once this constitutes a 

single evaluation of an item in a context. The underlying assumption is that preferences 

are stable and thus do not change over time. 

However, the constructive perspective of preference (see previous section) states that 

preferences can be dynamic, or time-variant, and are influenced by internal characteristics 

of an individual, the way choice options are presented and by contextual aspects of the 

decision environment (Villejoubert & Vallée-Tourangeau, 2011; Warren, McGraw & Van 

Boven , 2011). When presented with an item, associated information about that item is 

evoked. Cognitive and affective information of the memory of previous encounters with 

the items, or similar items, is being recalled as well as contextual information.  For 

instance, if a consumer wants to rate a movie, contextual information such as “Where did 

I watch the movie and with whom?”, together with knowledge of that movie, “What was 

it about ?”, and affective responses, “did I like it?”, all influence the preference elicitation 

process. 

A property of the constructive nature of preferences is that the associated knowledge of 

the previous experiences with items are recalled and reconstructed from information 

stored in memory, and therefore not free of biases (Schacter, 2012; Bollen, Graus, & 

Willemsen, 2012).  Rating an item is a momentary evaluation of an item recollected in the 

context of the current experience.  So is it possible that a previous encounter with an item 

was experienced in a different context and does not necessary apply in another context. 

For instance, if a person saw a movie in a theatre together with his spouse as a part of a 

romantic date, the preference for that movie could be biased by the context. Watching the 

same movie in a different circumstance and context, such as at home alone, might not 

lead to a similar preference. Recently, the acknowledgement that preferences can be 

influenced by contextual factors has led to the development of context aware 

recommendations systems (Adomavicius & Tuzhilin, 2011). In these recommender 

systems an extra parameter is added that defines how much a user likes a given item in a 
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certain context. The challenges of context aware recommender systems lies in how 

contextual information should be represented and in understanding how preference 

emerges as a result of the interaction between user and context (Dourish, 2004; Lombardi, 

Anand & Gorgoglione, 2009).  

 

Furthermore, the use of rating scales to assess user preferences has also its limitations, as 

we will discuss in detail in the next section.  

1.3.1 Properties of rating scale in the preference elicitation process 

Several researchers have addressed the fact that rating scales can be noisy due to the 

inherent properties of the use of rating scales, rating behavior change based on feedback 

about predicted ratings in the UI and inconsistencies in rating behaviour. 

1.3.1.1 inherent properties of the use of rating scales  

Rating scales employed in recommender systems are a variant of Likert scales used in 

psychological research (Likert, 1932). The Likert scale was originally intended for 

attitude measurement and employed a five category rating scale ranging from ‘strongly 

agree’ to strongly disagree’. In current-day usage it has been changed into a preference 

scale, sometimes using seven or nine categories. Its popularity is partly motivated by its 

computational convenience. Users denote to which extent they like a certain item ranging 

from ‘not liking at all’ to ‘liking very much’.  Schwarz, Knäuper, Hippler, Noelle-

Neumann & Clark (1991) and Friedman & Amoo (1999) already showed that changing 

the numeric range of ratings scales results in different outcomes.  By comparing rating 

scales with a negative range, e.g. -4 to +4, with rating scales with only a positive range, 

e.g. 0 to 9, they showed that for the negative scale participants were more reluctant to 

select negative values. While both scales represent similar ranges, participants made 

different interpretations of the rating scales.  Gena, Brogi, Cena, & Vernero, (2011) 

questioned whether it was possible to create a mapping between the different ratings 

scales to a standardized internal representation of user preferences that can be used by 

recommender algorithms.  Cosley, Lam, Albert, Konstan & Riedl, (2003) previously 

showed high correlations between the outcomes of rating scales that varied in visual 

expression, numbering and granularity. However, Gena, Brogi, Cena, & Vernero, (2011) 
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found that different rating scales, i.e. star rating, binary like-dislike and continuous scales, 

exhibit different rating behavior and cannot be mapped onto each other in a 

straightforward way. All of this demonstrates that without careful selection and testing of 

the graphical and verbal form of the preference scale employed unreliable and 

inconsistent results may ensue.  

1.3.1.2 Change of rating behavior caused by feedback in the User Interface 

Often a recommender system provides visual feedback about the predicted rating for a 

given item. In that case star ratings will be pre-filled using a different color than with 

which the user would rate an item.  Cosley, Lam, Albert, Konstan & Riedl (2003) 

investigated whether rating feedback could influence user-rating behavior.  They showed 

that when visual rating feedback was manipulated one star below or above true predicted 

rating, participants tended to adjust their rating according to the direction of the 

manipulation.  Adomavicius, Bockstedt, Curley & Zhang (2014) investigated to which 

extent rating scales predictions could influence rating behavior for seven different rating 

scales. Their goal was to understand which type of rating scale could be best used to de-

bias anchoring effects artificially introduced by showing the rating predictions.  The main 

conclusion of their work is that no particular rating scale will completely remove 

anchoring effects, but some are more resilient that others.  The results show that the 

ratings scales without numeric depiction of predicted ratings such as the, binary, star 

rating without numerical indication of predicted rating and the visual continuous scales 

are least prone to anchoring biases.   

1.3.1.3 Inconsistencies in rating behavior  

Hill, Stead, Rosenstein & Furnas (1995) were among the first to investigate whether user 

were consistent in their rating behavior.  They performed a small-scale experiment in 

which 19 participants had to re-rate the same movies over a timespan of 6 weeks. Results 

showed a correlation of 0.83 between rating and re-rating. Similar, Cosley, Lam, Albert, 

Konstan & Riedl (2003) found a correlation between original rating and re-rating of 0.70.  

The authors claim that due to the high correlation between ratings and re-ratings, rating 

behavior is quite consistent.  However, it needs to be observed that there is still an amount 

of noise, as Cosley, Lam, Albert, Konstan & Riedl (2003) indicate that 60% of users re-
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use original rating. Amatriain, Pujol, & Oliver (2009) investigated the stability and 

reliability of using a five point rating scale in a movie recommender by letting users re-

rate movies at three different points in time; immediately after viewing, 24 hours and 15 

days after each subsequent time point. The results showed that inconsistencies of ratings 

were higher for lower ratings (1-3) than for high ratings (4-5).  Amatriain, Pujol, Tintarev 

& Oliver, (2009) proposed an approach to improve the accuracy of  algorithms by letting 

users re-rate items. They showed that an accuracy improvement of 14% in RMSE could 

be achieved by taking into account the amount of noise introduced by rating 

inconsistencies.  These studies investigated noise in user ratings over a timespan of 

maximum two months while noise probably increases over longer periods of years.  

Koren (2010) investigated the evolution of rating behavior over an extended time period 

using the Netflix dataset.  He showed that when the difference between movie release 

time and rating time increases, ratings are higher.  

The research presented in the current section shows that the use of rating scales to elicit 

user preferences can be error prone due to the constructive nature of preferences. 

2. Prediction models  

Based on the preference models, recommender systems compute predictions that are used 

for recommendations. In this section we discuss how these algorithms work, how they are 

evaluated and tested objectively. It will also be argued why a good recommender system 

is more than just an accurate recommender and that the interaction with the recommender 

is an important component in the satisfaction with the recommender system. 

2.1 How recommender algorithms work 

Based on the users’ preference model a recommender system applies an algorithm that 

determines which items match the personal preferences.  A recommender algorithm 

predicts which value a user would assign to a not yet encountered item. Based on these 

predictions a ranked list is constructed ranging from most preferred (high ratings) to less 

preferred (low ratings) items.  
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Generally there are two classes of recommender algorithms: content-based methods and 

collaborative filtering (CF) methods. (Koren, Bell & Volinsky, 2009).  

Content-based methods base predictions on objective properties collected about the items 

available in the recommender system. For example, a movie recommender can aggregate 

different types of information about a movie, such as actors, directors, plot summary, 

reviews and descriptive meta-data.  Similarities between item information can be 

calculated to generate recommendations. If someone likes a movie made by a specific 

director, chances are that she will like the newest movie from that director too. Or, if two 

movies have many similarities in plot summaries, they probably share some common 

ground. One fairly recent effort to collect and create item information is the Pandora.com 

Music genome project 1. Here music experts score different songs on 450 different 

attributes that identify musical characteristics of a song as well as important attributes that 

are related to musical preferences of the listeners such as which music station being 

selected. Based on the unique DNA of the songs Pandora tries to provide a personalized 

music experience by suggesting songs to users that have a “similar attribute set”. 

However, the downside of the content-based approach is that it is very costly to collect 

information for each item, if any exists.   

The alternative and most commonly applied approach in recommender system is 

collaborative filtering (Linden, Smith & York, 2003; Schafer, Herlocker & Sen, 2007). 

The rationale behind collaborative filtering is that users who rate items similarly, share 

common preferences.  Within collaborative filtering approaches there are two methods to 

find similar users or items, i.e. neighborhood methods and latent factor models (Koren, 

Bell & Volinsky, 2009).  

 

The user-based neighborhood method (user-user collaborative filtering) first determines 

which other users have rated items similarly to a given user. From this list the most 

similar users are selected to predict the ratings for items that not yet have been rated by 

that user. Based on the item ratings and how often an item is being rated by similar users 

a ranked prediction for those items is being calculated and recommended to the user. 

                                                
1 https://www.pandora.com/about/mgp (Retrieved 23 August 2015) 
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While this method provides good recommendations, it does not scale well onto larger user 

groups and therefore is not applicable for real life systems often containing millions of 

users. Calculation of similarity between users is slow and needs to be updated whenever 

new users and items are being added. Alternative to the user-user CF is the item-item CF 

that uses the correlation between items that are being rated in similar manner by a user. 

Recommendations are being calculated by finding similar items to the previous rated 

items of a user.  

Latent factor models depict both users and items in a multi-dimensional factor space 

based on rating patterns (Koren, Bell & Volinsky, 2009). User and items that are close to 

each other in this multi-dimensional space are assumed to share similar preferences and 

characteristics. The different dimensions represent some underlying characteristics of 

items based on how similar users rated certain items. While some of the dimensions 

represent interpretable subdivisions of items, such as the level of suspense in a movie, 

most dimensions cannot be defined well and may be hard to interpret (Graus, 2011).  The 

advantage of this approach is that once the factorization is being computed, calculation of 

predictions is very efficient. 

2.2 How recommender algorithms are tested 

There are many different recommender systems that apply different algorithms in 

different contexts for different user needs (Herlocker, Konstan, & Riedl, 2002). The 

question whether it is worthwhile to implement an optimization or a new recommender 

algorithm needs to be objectively evaluated. The most common way to evaluate a 

recommender system is to test the ability of a recommender algorithm to predict user 

ratings. Typically, for the evaluation of an algorithm a smaller subdivision from the 

original data set is created and devised in training and a test set.  The recommender 

algorithm is developed and tweaked using the training set.  The rating predictions from 

the recommender algorithm are then compared to the true ratings available in the test set.   

The two most common used evaluation metrics applied are the Mean Absolute Error 

(MAE) and the Root Mean Square Error (RMSE).  The MAE calculates the mean of the 

absolute differences between predicted ratings from the recommender algorithm and true 

user ratings in the test set. For instance, a MAE of 0.5 means that on average the predicted 
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and true ratings differ 0.5 stars.  The MAE needs to be interpreted against the original 

rating scale employed by the recommender system. This means that a MAE of 0.5 for a 

recommender system using a 5-star rating cannot be compared directly with a 7-star 

rating by another recommender system.  The RMSE puts a stronger emphasis on larger 

deviations between predicted and true ratings by taking the square of the error before 

calculating the average, so larger deviations count more strongly in the score. Both 

evaluation metrics are used to analyze the predictive accuracy of a recommender. Where 

MAE gives a good indication of the average deviation, the RMSE shows how much 

variation there was among error scores.  

2.3 What defines a good recommender system? 

Past research in the recommendation community mostly focuses on improving the 

predictive accuracy of recommender algorithms (Herlocker, Konstan, Terveen, Riedl, 

2004). The Netflix prize competition2 is a prime example hereof. Netflix is a subscription 

based DVD and online streaming service that allows users to rent movies and TV-show 

for a fixed price. To help users to discover new content Netflix uses a custom developed 

collaborative filtering algorithm called ‘Cinematch’. On October 2nd 2006 Netflix 

launched a competition that awarded 1 million dollars for improving the prediction 

accuracy (RMSE=0.9525) of their algorithm with 10%. The fact that it took 413053 teams 

three years for an improvement of 0.1 on the RMSE shows that it is not evident to 

improve rating predictions.  

 

The Netflix prize only used the RSME as evaluation criterium for their contest. In 

literature there is criticism in using solely the RMSE to evaluate the quality of 

recommendations and that the subjective user evaluation of a recommender system User 

Experience should not be neglected (Swearingen & Sinha, 2001; McNee, Riedl & 

Konstan ,2006, Pu, Chen & Hu , 2011; Konstan & Riedl, 2012a; Knijnenburg, Willemsen, 

Gantner,  Soncu, & Newell, 2012). Whereas the RMSE is a good metric to evaluate how 

                                                
2 http://www.netflixprize.com/ (Retrieved 23 August 2015) 
3 http://www.netflixprize.com/leaderboard (Retrieved 23 August 2015) 
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well a recommender system can predict ratings, it is not necessarily a good method to 

evaluate the perceived recommendation quality and satisfaction of a user.  Since the user 

interacts with the recommender system as a whole, the evaluation of the recommender 

systems is the result of a complex interplay between objective systems aspects and 

subjective user aspects.  In this the predictive accuracy of a recommender system is only 

one aspect that contributes to the perceived recommendation quality.  As a user interacts 

with a recommender system the intrinsic psychological characteristics of that user, the 

context the user is situated in and visualization through the User Interface will play a role 

in the evaluation of the quality of the recommender system. The fact that objective 

measurement of predictive accuracy is not the same as the subjective user perception of 

the quality of a recommender system was only slowly picked up by the recommender 

community. In the last decade several frameworks for recommender system quality from 

a user-centric perspective have been developed (Pu, Chen & Hu , 2011; McNee,, Riedl & 

Konstan ,2006; Knijnenburg, Willemsen, Gantner, Soncu, & Newell,  2012).   

3. Interaction model of constructive preferences 

In the previous sections, it has become clear that an interaction model of constructive 

preferences could help our understanding of the effectiveness of recommender systems. 

Such an interaction model is needed to understand how preferences are represented (the 

input to the recommender system), but also to understand how users experience the 

recommendations (the output of the recommender systems).  

Based on the recent empirical and theoretical advancement in psychology we envision the 

constructive preference process as the interaction of an individual, with choice options in 

a certain context. The interaction model of constructive preferences defines and addresses 

the different components that play a role in the emergence of preference and the decision-

making process in the context of recommender systems.  Figure 1 depicts the interaction 

model of the constructive preferences as a result of the close interaction between a user 

and a system in a certain context. First, the user with his or her personal characteristics 

who is in interaction with a system visually presenting a choice set. Second, the choice set 

itself exists of at least two choice items a user can select from. The way choice items are 

being presented to a user depends on the user interface design decision made by the 
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content provider. For instance, a movie can have a description and a picture in one online 

streaming service, while another service may only show the movie title. Third, the 

context, in which the user and the system are embedded, which influences both the user 

and the system. For example, a user can be in a mobile context, under time constraints or 

influenced by its social peers.  

 

Figure 1: The different components defined in the constructive preference model. 

 

The interaction between a user and the recommender system in a context play a pivotal 

role in the understanding of the preference construction and evaluation process. Upon this 

interaction preferences emerge and are being constructed.  

In the current thesis we will use this interaction model as a conceptual framework to study 

several user aspects of recommender systems, as will be outlined in the section below. 

4. Rationale and overview dissertation 

In this general introduction we discussed that the way preferences are being assessed by 

recommender systems is problematic in that important psychological aspects, that 

influence the emergence of preferences, are not taken into account. Further we described 

that the emphasis of the recommender on community predictive accuracy is missing 

important aspects of the subjective assessment of the quality of recommendations. In this 
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dissertation we propose that an interaction model of constructive preference that 

understands the emergence of preference as the result of the interaction between a user 

and a recommender system in a certain context would be beneficial to improve 

recommender quality. 

Every chapter in this dissertation provides a contribution to the different components of 

the interaction model of constructive preferences, the user, the system, interaction and 

context.   

From the perspective of the user, chapter 2 investigates how intrinsic personality 

characteristics influence users’ preferences. Using a web-based experiment, we 

investigated the direct relation between preferences and personality by considering 

whether personality traits can predict ratings of items directly. In addition we question 

whether demographics can directly predict preferences and whether personality can 

account for more explained variance than demographics alone.  

From the perspective of the system, chapter 3 examines whether the visual presentation 

of the recommended content and the perception hereof influence decision-making 

processes. Through a user experiment using a matrix factorization algorithm applied to 

the MovieLens dataset we investigated the effect of the size of the recommendation set (5 

or 20 items) and set quality (low or high) on perceived variety, recommendation set 

attractiveness, choice difficulty and satisfaction with the chosen item.  

From the perspective of the interaction, chapter 4 reports a study on how 

recommendations influence decision behavior. By means of a web-based user experiment 

we show that the tag selection process to categorize and describe web resources, is 

influenced by the tag suggestion provided in the User Interface. 

From the perspective of the decision context, chapter 5 investigates the influence of trust 

propagation in a social network on preferences. One of the problems of using trust 

measurements to improve the performance of recommender system algorithms is the lack 

of a trust measurement that is both empirically based and has adequate psychometric 

properties.  This study investigates the role of social connections (social networks) on the 

acceptation of recommender items.  

Finally, in chapter 6 we provide a summary and a discussion of the results presented in 

this dissertation. 



 

 

 

Chapter 2 

Using personality traits to predict 

TV-show preferences 
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1. Introduction 

Recommender systems assist users in searching (mostly on-line) content by providing 

personalized suggestions. For this purpose, a recommender system typically relies on 

previously acquired information about user preferences in order to predict future 

preferences. How preferences arise and are represented cognitively is still an area of 

active research in decision psychology. Individual preferences are supposed to arise in 

part from the beliefs, attitudes, and values of the user and are thus likely to be related to 

the personality of the user.  

In the past decades personality psychology has identified five specific and stable traits, 

the so-called Big-5 (cf. John, Naumann & Soto, 2008), as one way to characterize an 

individual’s personality. The well-known and often studied Big-5 personality traits are 

openness, conscientiousness, extraversion, agreeableness and neuroticism. We briefly 

reiterate their meaning. Openness relates to the way in which new situations are 

interpreted and experienced. Somebody who scores high on openness has a preference for 

the new and novel, whereas low scores are related to preferences for the familiar and the 

known. Openness also embodies the degree of intelligence, curiosity and creativity when 

confronted with new situations. Conscientiousness is associated with the degree of 

organization and control of goal-oriented behavior. High scores on conscientiousness are 

linked to high levels of self-discipline, dutifulness and impulse control. Low scores on 

conscientiousness are associated with procrastination, the lack of clear goals and a certain 

sense of disorganization. Extraversion describes the degree to which an individual seeks 

and needs external or internal gratification. High scores on extraversion are related to 

assertiveness, the need for external stimulation and energetic behaviors, whereas low 

scores on extraversion go with a preference for quietness and less preference for external 

stimulation. Agreeableness represents how we empathically deal with others around us. 

Somebody who scores high on agreeableness is friendly, helpful, and cooperative, while 

someone who scores low on agreeableness is more suspicious and distrustful toward 

others and tends to act more in line with basic self-interest. Neuroticism is said to measure 

the emotional stability of a person in dealing with the world. High scores of neuroticism 
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are associated with the experience of and focus on negative emotions such as anger, 

anxiety and moodiness. The opposite of this trait is emotional stability. 

It is intuitively plausible that such personality characteristics are correlated with specific 

kinds of behavior. For instance, a person who scores high on agreeableness is in general 

expected to react in a social and cooperative way in his job as well as during leisure 

activities. However, researchers have questioned the usefulness of such broad traits to 

explain specific behaviors (Mischel, 1973, Epstein, 1979, Furnham & Avison, 1997). 

These authors emphasize that there is no one-to-one correspondence between personality 

and specific behavioral decisions as these specific actions are not just determined by 

personality traits but in addition by situational factors such as current moods, goal-

oriented actions and the available choice set. Nevertheless, it is generally accepted that 

personality traits are fairly good behavioral predictors (cf. Paunonen, 2001). Even when 

situational factors are not explicitly incorporated in personality traits, they certainly shape 

the context someone is situated in. For instance, an extravert will tend to seek external 

stimulation much more, which gives rise to different choice environments compared to 

introverts. Furthermore, the way in which persons react to the presented situational choice 

option will be co-determined by his or her personality. In addition, personality has been 

shown to be related to the way in which people prefer to consume content collections, 

such as the preference for item diversity in recommender item sets (Chen, Wu,  & He, 

2013).  

The relationship between personality traits and preferences for different kinds of leisure 

activities has been investigated in several content domains. Finn (1997) found that lower 

scores on extraversion and higher scores on openness were related to reading for pleasure. 

Rentfrow and Gosling (2003) showed that preference for upbeat and cheerful music was 

related to higher scores on extraversion and openness and Weaver (1991) found that 

higher scores on neuroticism were associated with preferences for news and information 

TV-programs programs while lower scores were related to a preference for action and 

comedy TV-shows. 

Personality traits have also been used to enhance recommender systems. A common 

problem encountered in recommender systems is that new users have not yet rated a lot of 

items, which makes it hard to generate recommendations for them. For instance, the 
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calculation of user similarity as is typically used for collaborative filtering (CF) will be 

unreliable, thus making it hard to find users with similar preferences. Instead of trying to 

make use of ratings, one could instead try to make use of user personality traits to find 

similar users. Tkalčič, Kunaver, Tasič and Košir (2009) used personality data to detect 

similar users in a photo recommender. Their personality-based recommender was then 

compared with the rating based approach. The results showed that the personality-based 

approach performed equally well or better than the rating-based similarity method. 

Similarly, Hu and Pu (2011) determined the similarity between users based upon 

personality traits in a music recommender. Here the combination of the rating-based 

approach with the personality traits resulted in a significant improvement compared to 

just using a rating-based approach.  

Apart from improved accuracy, using personality characteristics can have other benefits: 

if it works, it is relatively efficient. When a recommender is using the initial user 

preferences to determine similar users, the similarity to other users needs to be 

recalculated after each new preference rating. When using personality traits to find similar 

users this is no longer (or at least less often) necessary (Tkalčič, et al., 2009) because in 

principle, users only need to provide personality information once to estimate their 

similarity with other users. More importantly, new users can receive decent 

recommendations earlier (Hu & Pu, 2011).  

Instead of using personality characteristics to generate recommendations indirectly (by 

informing the system about user similarity), we consider to what extent the Big-5 

personality traits can contribute to the direct prediction of (TV-show) preferences. A 

better understanding of the direct relationship between personality traits and preferences 

could benefit the improvement of recommender systems even more by providing insight 

in which traits are crucial in explaining preferences. There is indeed some evidence for a 

direct relation between personality and media preference. Kraaykamp and van Eijck 

(2005) performed a large-scale (N=3,156) survey in order to investigate the relationship 

between the Big-5 personality traits and media preference for different genres of TV-

shows (cultural, informative, soap, and erotic). Results showed several relations. For 

example, people with a high score on the Openness scale prefer cultural and informative 

programs, while they least prefer soaps. However, people who score high on the 
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Neuroticism scale (or low on the “emotional stability scale” as Kraaykamp and van Eijck 

call it) prefer soaps but also like erotic programs. People who score high on the Openness 

scale prefer cultural programs much more than anybody else does. These effects change 

somewhat when controlling for several other variables. For instance, Kraaykamp and van 

Eijck (2005) also show in a multivariate analysis that the demographics of the participant 

seem to be related to genre preferences, with older people preferring cultural and 

informative programs more, and soaps and erotic programs less than younger people. 

Education also affects preferences. Higher educated people appreciate culture and 

informative programs more and soaps and erotic programs less than less educated people 

do. Finally, gender plays a role: females value culture and soap more than males do, and 

erotic programs less than males do.  

One of the drawbacks of this survey by Kraaykamp and van Eijck (2005)  is that 

preferences are elicited based on preference statements for four very general genres, 

instead of on preferences for specific TV-programs. This implies that these assessments 

are highly dependent on a participant’s interpretation of what a genre is. What can arise is 

that someone really likes a certain movie, but in general does not appreciate the genre this 

movie falls under. Vice versa, a user can appreciate a particular genre, but not all movies 

in that genre. Consequently, preference predictions based on genre need not result in a 

better item preference prediction.   

Chausson (2010) investigated a subsample of 29,197 UK Facebook users focusing on the 

relationship between personality traits and gender differences for movie preferences. The 

personality traits were aggregated using the Facebook myPersonality application. First, 

Chausson investigated whether there was a difference in the expression in personality 

between males and females. As in Kraaykamp and van Eijck (2005), the results showed 

significant differences for all personality traits, except for extraversion. In their case, 

neuroticism and agreeableness showed the largest differences with females scoring 

significantly higher on neuroticism and agreeableness than males. Second, based on these 

differences between personality and gender it was further investigated whether males and 

females who prefer similar movies also have similar personalities. Results show an 

interaction effect between openness and gender for the preference of comedy, action and 

romance movies. Females with higher scores on openness prefer action and comedies 
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more, when compared with males with higher scores on openness, while males with 

higher scores on openness prefer romance more compared to females. Although this study 

does consider individual movie preferences (instead of genre preferences), the way in 

which the data was collected has some drawbacks. Movie preferences were assessed 

based on which movies someone had ‘Liked’ on Facebook. After determining a set of 16 

often-liked movies, preferences were constructed based on whether these 16 movies 

occurred in individuals’ Facebook lists. This gives only a limited insight into the full 

preference profile of a users.  Most users will have liked more than 16 movies and 

therefore information gets lost. On top of that, the information only concerns a set of very 

popular movies (blockbusters) that might only capture a subset of all possible preference 

profiles. 

Similar to Chausson (2010), Cantador et al. (2013) considered preference data of 53,226 

Facebook users and investigated the relationship between personality traits and the 

Facebook likes for specific movies and TV-shows. However, they again aggregated 

across genres. The genre of each movie and TV-show item was determined using external 

knowledge sources, such as Wikipedia, which resulted in 16 different genres. For each 

genre the number of likes was linked to a personality stereotype containing the average 

Big-5 personality traits scores. In contrast to the results of Kraaykamp and van Eijck 

(2005) the results showed that the preference for TV-shows and movies are related to all 

the different personality traits. Besides that the same issues regarding the assessment of 

preferences through Facebook Likes apply, no information about statistical significance 

of the relationship between personality and likes for genres was reported. Although the 

results of Contador (2013) are hard to compare with the results of Kraaykamp and van 

Eijck (2005) because of the lack of genre overlap and the different methods used, there 

are some similar relationships. For instance, individuals with high scores on openness 

tend to prefer informational shows while low scores indicate a preference for soap shows. 

High scores on neuroticism are related to the preference of soap shows. What the 

abovementioned papers have in common is that they all find some evidence that 

personality characteristics are related to media preferences.  

In the present paper we want to investigate the relation between media preferences and 

personality based on the direct elicitation of preferences for media items (rather than via 
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genre preferences). Furthermore, the results of Kraaykamp and van Eijck (2005), 

Chausson (2010) and Cantador  et al. (2013) show that basic demographics (age, gender, 

education) also play an important role in predicting genre preferences. We thus also 

question whether demographics are related to preferences. 

2. Media item set 

Since we expect that different personality traits have an influence on media preference we 

need to construct a media item-set that incorporates sufficient variation to be able to map 

the different personality types on the provided item set. For the current study we defined 

items based on genre and popularity. Genres are difficult to define; different resources in 

the literature and on the Internet use different categorization schemes and names for the 

specified genres.  The categorization of genres is hierarchical, having several broad 

genres at the top, which are further specified into subgenres. For instance, Wikipedia lists 

67 subgenres of TV-shows. 

As a first step in this research we are interested in broad genres to ensure adequate 

variation in the selected TV-shows. We collected lists of broad genres from three online 

TV-guides. From these lists we selected the genres that were present in all TV-guides. 

Furthermore, we excluded the genre “children” from the list and replaced it with the genre 

“reality” since the sample of participants consists mainly of (young) adults. This resulted 

in the following genre list: “amusement”, “comedy”, “soap”, “reality”, 

“informative/documentary”, “news” and “sport”. Note that items do not necessary belong 

to one exclusive genre: many TV-programs can easily be categorized in more than one 

genre.  

In order to determine a program’s popularity we aggregated all audience TV ratings over 

a period of a week, based on the top 25 programs from the audience TV-ratings that are 

published each day. Although these audience TV-ratings give a good indication of the 

popularity of a TV-program for a broad subgroup of people ranging from age six and up, 

they do not necessarily provide a good indication of popularity among the subgroup of 

participants used for this experiment (age 18-28). Therefore we performed a qualitative 

analysis of the popularity of TV-programs among 15 students and 14 employees of the 

Human-Technology Interaction (HTI) department at the Eindhoven University of 
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Technology (a group similar to our intended participant sample).  Based upon audience 

TV ratings and the qualitative analysis we defined popular and less popular TV-programs. 

Popular TV-programs are programs with high audience TV ratings and a high popularity 

score in our qualitative analysis. Less popular TV programs are programs with lower 

audience TV ratings (i.e. not in the top 25 per day) that are still indicated in the qualitative 

analysis as popular. This resulted in an extensive set of items, covering a broad range of 

popular and less popular programs. For each genre, if possible, we selected 6 programs, 

three popular and three less popular TV programs. Appendix 1 provides an overview of 

the selected TV-shows per genre and their popularity. 

3. User experiment 

To analyze the relationship between the Big-5 personality factors and media preferences a 

web-based experiment was developed. Participants were selected from an online Internet 

panel (vlab.nl) hosted by our department, containing mostly of students and recent 

graduates. Participants were asked to fill out a personality questionnaire and then to rate a 

number of specific media items from different genres. For the experiment the Dutch 

translation (Denissen, Geenen, Van Aken, Gosling & Potter, 2008) of the Big Five 

Inventory (BFI; 44 items) was used (John, Naumann & Soto, 2008). Additionally, several 

demographic variables were collected (gender, age, and whether the participant had a 

Masters’ degree or similar).  

3.1 Design 

After the completion of the personality questionnaire participants were directed to the 

media selection section of the experiment.  In this section the participants were being 

asked to rate 32 TV-shows. These TV-shows were shown one at a time and in a random 

order.	
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Figure 2 depicts the user interface in which participants could rate a TV-show. In yellow, 

the user could see the number of items already rated of the total number of items. In blue, 

the title of the TV show was mentioned. The participant was able to provide a 7-star 

rating for a given item or to indicate that a certain TV-show was unknown to him or her, 

using a button titled “onbekend” (unknown). The information about a TV-show consisted 

of a picture of the TV-show and a textual description. Further, there were two buttons 

“Vorige” (previous) and “Volgende” (next) through which a participant could navigate 

back and forth between items. 

4. Results 

In total 188 participants responded to our request for participation in the experiment. 

After excluding three participants who did not complete the questionnaire or who did not 

complete the media selection section, a total of 185 participants remained (mean age: 22.0 

years, SD=1.5, 51 males and 137 females). 

 

To address the question to what extent personality and demographics can directly predict 

the rating for specific items we used a multilevel regression model. To simplify the 

multilevel regression model and the analysis afterwards, we first performed a factor 

Figure 2 Media selection section as presented to the participants in the 

experiment	
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analysis on the ratings of the items. The factor analysis resulted in a description of the 

dataset by 6 dimensions representing 6 distinct groups of programs. Note that the 6 

dimensions determined by the factor analysis are different from the predetermined genre 

classification of Kraaykamp and van Eijck (2005), Chausson (2010) and Cantador et al. 

(2013). The factor analysis categorizes items that have been rated similarly (in principle 

irrespective of their predefined genre).  The six distinct groups of programs that were 

being rated similarly, we labeled: 1) news/backgrounds, 2) female-oriented (e.g. “Super 

sweet 16”, “So you think you can dance”), 3) TV series (“House”, “CSI”), 4) 

infotainment, 5) cooking/domestic, 6) Shows (sport/news). See appendix 1 for an 

overview of the classification. We had to drop four items from the set, as these could not 

easily be classified as belonging to a single dimension. 

 

For the rating prediction we ran two types of analyses, both of which we show in Table 1 

(all analyses were performed using Stata 14). First we ran two multilevel regression 

models using a random intercept for participants (Model 1 and Model 2). In Model 1, we 

considered the rating as a function of the classification of an item (the genre, as 

determined by the factor analysis), the demographic properties of the participant, and the 

Big-5. In Model 2 we included interaction effects of personality and demographics with 

the different genres. A significant effect of the genre of an item implies that our 

participants in general rate items from this genre higher or lower from other groups, and 

an interaction of a genre with a demographic factor (would imply that people with certain 

demographic characteristics prefer items from a specific genre more than others. 

Similarly, an interaction of a genre with a personality trait suggests that preference for 

items of that genre depend on how the person scores on that particular trait. The two 

demographics factors are centered, whereas the genres are dummy-coded. The baseline 

model is for the first genre (“news”) and the effects of the other genres are always relative 

to the news genre. In Models 3 and 4 we show the results of a slightly different 

interpretation of the data, based on ordered logistic regression. We elaborate on Models 3 

and 4 later in this section. 
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Table 1: Parameter estimates for the multilevel model of rating prediction based on 

demographics and personality 

	
Model	1:	 Model	2:	 Model	3:	 Model	4:	

	
R2=0.15	 R2=0.17	 (Pseudo)	R2=0.04	 (Pseudo)	R2=0.05	

Model	parameters	 b	 SE	 b	 SE	 b	 SE	 b	 SE	

Female-oriented	 -1.483***	 (0.0890)	 -1.466***	 (0.0880)	 -1.543***	 (0.157)	 -1.499***	 (0.163)	

TV-Series	 -0.386***	 (0.0943)	 -0.380***	 (0.0933)	 -0.382*	 (0.163)	 -0.351*	 (0.159)	

Infotainment	 -1.373***	 (0.0774)	 -1.361***	 (0.0765)	 -1.300***	 (0.114)	 -1.328***	 (0.121)	

Domestic	 -0.952***	 (0.113)	 -0.950***	 (0.112)	 -0.990***	 (0.166)	 -0.927***	 (0.182)	
Shows	 -0.0753	 (0.0779)	 -0.0575	 (0.0770)	 0.0156	 (0.126)	 0.0642	 (0.118)	

Gender	 0.0601	 (0.126)	 -0.206	 (0.163)	 -0.0252	 (0.123)	 -0.278	 (0.216)	

Education	 0.130	 (0.111)	 0.781***	 (0.145)	 0.138	 (0.106)	 0.773***	 (0.201)	

Extraversion	 0.175	 (0.101)	 0.0691	 (0.131)	 0.177	 (0.104)	 0.134	 (0.166)	

Agreeableness	 -0.153	 (0.122)	 -0.280	 (0.160)	 -0.180	 (0.141)	 -0.294	 (0.209)	

Conscientiousness	 0.0947	 (0.0904)	 0.208	 (0.117)	 0.134	 (0.0935)	 0.182	 (0.135)	
Neuroticism	 -0.0787	 (0.102)	 -0.0980	 (0.132)	 -0.0695	 (0.107)	 -0.0597	 (0.165)	

Openness	 -0.0413	 (0.0953)	 0.329**	 (0.123)	 -0.0341	 (0.104)	 0.325*	 (0.153)	

Gender*Female-oriented	
	 	

0.883***	 (0.212)	
	 	

0.919**	 (0.344)	

Gender*TV-series	
	 	

0.627**	 (0.221)	
	 	

0.673	 (0.460)	

Gender*Infotainment	
	 	

0.0312	 (0.182)	
	 	

0.0637	 (0.233)	

Gender*Domestic	
	 	

0.0344	 (0.268)	
	 	

0.117	 (0.390)	
Gender*Shows	

	 	
0.267	 (0.184)	

	 	
0.263	 (0.303)	

Education*Female-oriented	
	 	

-0.994***	 (0.188)	
	 	

-0.976***	 (0.284)	

Education*TV-series	
	 	

-0.705***	 (0.198)	
	 	

-0.727*	 (0.363)	

Education*Infotainment	
	 	

-0.666***	 (0.162)	
	 	

-0.711**	 (0.222)	

Education*Domestic	
	 	

-1.254***	 (0.235)	
	 	

-1.383***	 (0.341)	

Education*Shows	
	 	

-0.860***	 (0.163)	
	 	

-0.867**	 (0.279)	
Extraversion*Female-oriented	

	 	
0.173	 (0.175)	

	 	
0.0664	 (0.272)	

Extraversion*TV-series	
	 	

-0.00528	 (0.181)	
	 	

-0.0866	 (0.323)	

Extraversion*Infotainment	
	 	

-0.00543	 (0.147)	
	 	

-0.0493	 (0.188)	

Extraversion*Domestic	
	 	

0.299	 (0.225)	
	 	

0.230	 (0.361)	

Extraversion*Shows	
	 	

0.309*	 (0.149)	
	 	

0.335	 (0.241)	

Agreeableness*Female-oriented	
	 	

0.363	 (0.202)	
	 	

0.294	 (0.318)	
Agreeableness*TV-series	

	 	
0.0525	 (0.219)	

	 	
0.0761	 (0.428)	

Agreeableness*Infotainment	
	 	

0.0915	 (0.178)	
	 	

0.104	 (0.223)	

Agreeableness*Domestic	
	 	

-0.0142	 (0.260)	
	 	

-0.109	 (0.443)	

Agreeableness*Shows	
	 	

0.228	 (0.179)	
	 	

0.284	 (0.320)	

Conscientiousness*Female-oriented	
	 	

-0.0867	 (0.153)	
	 	

0.0141	 (0.240)	

Conscientiousness*TV-series	
	 	

-0.508**	 (0.159)	
	 	

-0.592*	 (0.262)	
Conscientiousness*Infotainment	

	 	
0.0176	 (0.130)	

	 	
0.0952	 (0.171)	

Conscientiousness*Domestic	
	 	

-0.0535	 (0.195)	
	 	

-0.0377	 (0.252)	

Conscientiousness*Shows	
	 	

-0.179	 (0.131)	
	 	

-0.118	 (0.202)	

Neuroticism*Female-oriented	
	 	

0.347*	 (0.172)	
	 	

0.222	 (0.252)	

Neuroticism*TV-series	
	 	

-0.367*	 (0.183)	
	 	

-0.373	 (0.374)	

Neuroticism*Infotainment	
	 	

0.0630	 (0.148)	
	 	

0.00398	 (0.202)	
Neuroticism*Domestic	

	 	
0.184	 (0.223)	

	 	
0.0861	 (0.339)	

Neuroticism*Shows	
	 	

-0.0626	 (0.149)	
	 	

-0.0953	 (0.247)	

Openness*Female-oriented	
	 	

-0.394*	 (0.160)	
	 	

-0.455*	 (0.229)	

Openness*TV-series	
	 	

-0.136	 (0.174)	
	 	

-0.0907	 (0.311)	

Openness*Infotainment	
	 	

-0.635***	 (0.139)	
	 	

-0.633***	 (0.166)	

Openness*Domestic	
	 	

-0.209	 (0.206)	
	 	

-0.172	 (0.278)	
Openness*Shows	

	 	
-0.619***	 (0.139)	

	 	
-0.613**	 (0.201)	

Standard	errors	in	parentheses	 		 		 		 		 		 		 		 		

*	p<0.05		**	p<0.01		***	p<0.001"	
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Running an empty multilevel model on rating gives an estimate of the proportion of 

variance at the participant level equal to 10.0 percent (bootstrapped CI [7.2, 12.2]), which 

is rather modest. Apparently, we should not expect too much from personal characteristics 

being a strong predictor for the rating. Nevertheless, running these analyses separately for 

every genre, we find that there are substantial differences across genres and that the 

percentages are in fact higher (36, 38, 42, 18, 55, and 15 percent). This already suggests 

that interaction effects could play an important role here. Not visible in Table 1 is a 

baseline model with only personality characteristics (female, education, age, and the Big-

5) included. None of the variables approach statistical significance. Model 1 shows the 

results of the multilevel regression model with just the main effects of genre, the Big-5, 

gender, and education. The only significant effects are due to genre differences.  The 

show genre and the news genre are valued equally high (b=0 versus b=-0.08; p=0.08) but 

significantly higher than the other four genres. The female programs and the infotainment 

programs are valued equally low (b=-1.48 versus b=-1.37, p=0.21). Domestic programs 

and TV-series are in between these extremes. In model 2 we include interaction effects 

with genres for all main effects from model 1. We see substantial effects from both 

education, gender and several Big-5 factors. To better understand and interpret the 

interactions in our model, we provide graphs for each demographic and personality factor. 

 

 
Figure 3: Linear predictions of evaluations of genres for our two demographic factors: Left 

panel: education comparing participants without and with a Masters’ Degree, right panel: gender 

comparing male with female participants 
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We first discuss the demographic factors: As Figure 3 (left panel) shows, those with a 

higher education value news more (b=0.78; p=.000). Other differences are relatively 

small: those with a higher education prefer infotainment over domestic shows whereas it 

is the other way around for those with a lower education. There are also differences 

between males and females. Figure 3 (right panel) summarizes the rating differences for 

different genres for males and females. Females value “female programs” more (which is 

probably not a big surprise; b=0.88,p=.000) and they also value TV-series more (b=0.63, 

p=.005). 

 

We now turn to the (interaction) effects of the Big-5. The number of significant effects 

that we find is not huge, but there certainly are some findings of interest (see Figure 4). 

First, those who score high on conscientiousness value TV-series less (b=-0.51, p=.001). 

Extraverts value shows more (b=0.31, p=.038). Participants high on the neuroticism scale 

value female programs more (b=0.35, p=.044) and they value TV-series less (b=-0.37, 

p=.045). Those high on the openness scale value female programs, infotainment, and 

shows less (b=-0.39, p=.014; b=-0.64, p=.000; b=-0.62, p=.000). No differences were 

found for agreeableness between genres. 
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Figure 4: Linear predictions of evaluations of genres for our the Big-5 personality factors 

 
A closer inspection of the model and the model findings suggest that perhaps it would be 

better to treat the target variable as the ordered categorical variable that it is. The target 

variable is bounded and takes on only discrete values. Moreover, the regression model 

shows signs of heteroscedasticity (White’s test strongly rejects homoscedasticity; 

p<0.001). So instead of as a multilevel multiple regression model, we decided to also run 

the model as an ordered logistic regression model while taking clustering at the 
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participant level into account.4 However, the ordered logistic regression model assumes 

that the effects of the predictor variables are similar across all levels of the target variable 

(the “parallel lines assumption”). In our case, this assumption is clearly violated 

(p<0.001).5 In principle, this suggests that one could try to model separate effects of 

predictor variables across different levels of the rating variable, but we analyze a different 

option instead, as suggested in Williams (2010). That is, we apply generalized ordered 

logit models and include the predictor variables for which the parallel lines assumption 

does not hold as predictor for the variance of the rating variable (instead of the mean). 

Which interpretation fits the data best (either using separate predictor variables per level, 

or include the predictor variables for the variance of rating) can then be judged based on 

AIC and BIC. We find that for both a model with only main effects and for a model with 

interaction effects, AIC and BIC favor the generalized ordered logit model (the AIC and 

BIC are clearly lower, with fewer degrees of freedom). Models 3 shows the results of a 

generalized ordered logit model with main effects only, and Model 4 shows the same 

procedure but now with interactions included (see Table 1). 

 

Models 3 and 4 show that the main effects and interaction effects that were statistically 

significant before, (almost) all remain significant. More importantly, the genre variables 

and some of the Big-5 variables are shown to have an effect on the variance of the ratings. 

For instance, after controlling for all other variables, it appears that TV-series, domestic 

programs, and shows have more variance, which makes it more difficult to predict the 

rating well. In addition, extraverts and those high on the neuroticism scale also have more 

variance in their ratings (which also makes it more difficult to predict the rating well). 

 

To assess the impact of the use of the direct ratings, we also repeated the four analyses in 

Table 1, but now using the pre-assessed (original) genres instead of the genres as based on 
                                                
4 In Stata, this is accomplished through the “ologit” command with the 
“cluster(participant)” option. 
5 The parallel-lines assumption was checked using the user-written command “gologit2” 
(Williams, 2006). Additional information about generalized ordered logit through the 
gologit2 and oglm command was accessed at http://www3.nd.edu/~rwilliam/ (assessed at 
Aug 30, 2015). 
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the factor analysis of the direct ratings. The differences are quite striking (analyses not 

reported here). Much less variance is accounted for (0.07 and 0.08 versus 0.15 and 0.17 

for model 1 and 2 respectively). In the models without interaction effects with personality 

characteristics, one can see that there is a mild preference for sports programs, soaps, and 

entertainment. In the full models none of the interaction effects with the Big-5 are 

significant. Hence, the pre-assessed genres apparently do not group items well. Only 

using the direct ratings to construct genres (based on similarity in rating patterns) allows 

the interaction of personality characteristics with media genre to surface.  

 

5. Conclusion 

Using an experimental setup in which 185 participants each rated 28 TV-programs and 

were assessed on the Big-5, we analyzed the effects of personality characteristics on 

media preferences. We chose to use direct ratings of TV-programs instead of asking for 

general genre preferences, and created genres based on these direct ratings. With this 

design we observe, as others have found before but using somewhat different designs, that 

personality characteristics are indeed related to media ratings. However, the observed 

effects do not completely overlap (given the different setup they are also not that easy to 

compare).  

We observe clear differences between genres. News programs are evaluated highest, 

followed by Shows, TV-series, Domestic programs, Infotainment, and Female oriented 

programs. The main effects for the Big-5 personality characteristics are absent. However, 

there are clear interactions of the Big-5 with the different genres. That is, genre 

preferences crucially depend on Big-5 characteristics. We find the strongest effects with 

regards to openness (as do Kraaykamp and van Eijck, 2005). Both Infotainment and 

Shows are evaluated worse as the openness score increases. We also find some smaller 

effects with regard to conscientiousness, neuroticism, and extraversion. In addition, other 

personal (demographic) characteristics (having completed a Masters’ Degree and gender) 

also affect ratings and interact with genre preferences.  
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Interestingly, the findings that support the effect of personal characteristics on the rating 

crucially depend on the fact that we have used direct ratings of TV-programs to create 

genres, instead of eliciting genre preferences. Taken together, our results show that 

personality factors are indeed related to rating behavior, and that they add to the 

prediction (on top of other demographics data) of the preferences for different ratings and 

different genres. Those scoring different on the Big-5 dimensions, typically order the 

different genres differently. These findings imply that it might be worthwhile to collect 

personality data and employ them in a recommender system, together with the individual 

program ratings.  

Moreover, our findings suggest a different approach to incorporate personality traits in 

recommender algorithms than earlier attempts. Previously, personality scores were shown 

to be successful in informing user-user collaborative filtering which users might be 

similar (Tkalčič et al., 2009; Hu & Pu, 2011).  The current results however show that 

personality is directly linked to clusters of movies that are similarly rated (i.e. the genres 

that came out of our factor analysis). This suggests that personality could also be used in 

item-item collaborative filtering (CF) approaches (in which the algorith determines 

predictions based on clusters of similar items, which is typically much more scalable and 

efficient than user-user CF approaches). Especially in cold start situations where we don’t 

have many ratings of a user but do have personality scores, we might be able to assess 

which clusters of items fit best with his personality profile. This suggests a promising 

direction for research on how to combine personality with rating information into an item-

item CF algorithm.  

 

In the current setting, the size of the effects of personality characteristics is not gigantic. 

However, our sample for this study consisted predominantly of students and recent 

graduates, a population that is much more homogenous than the whole population of TV 

viewers. This also means we cannot directly generalize our results to the whole 

population of TV viewers. We would expect that in a more heterogeneous sample than the 

one we used, we would observe larger individual differences that would most likely 

have a stronger predictive power in terms of ratings of items, but we must leave this to 

future research. 
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One could consider whether it would be worthwhile to use sub-scales of the Big-5 instead 

of the Big-5 themselves. Such arguments have been put forward, for instance by 

Paunonen (2001). As Paunonen (2001) describes, two facets of a personality trait may 

share variation with each other and with other facets, but they can also have unique 

variation that is solely shared by two facets alone. Paunonen (2001) investigated to which 

extent this unique facet variance could predict twenty behaviors and showed that 

individual facets often predict behavior that cannot be predicted well by the Big-5 alone.  

One obviously needs to balance whether the additional time and effort that it takes to 

elicitate the personality characteristics is worth the effort (one could ask for more TV-

ratings in the same time instead). Nevertheless, a better psychological understanding of 

personality and how personality is being measured can provide new insights in the role 

and use of personality in preference prediction for recommender systems. Furthermore, 

understanding which facets best relate to the prediction of preference might add to the 

speed of the process of personality acquisition.  
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Appendix	
Original	Genre Program popularity New	group	classification	

after	factor	analysis 

Amusement	 De	wereld	draait	door + shows 

Ik	hou	van	Holland + shows 

Mooi	weer	de	leeuw + shows 

Ruben	vs.	Sophie - shows 

So	you	think	you	can	dance - female-oriented 

Comedy Raymond	is	laat + EXCLUDED 

Lachen	om	home	videos	 + infotainment 

Lamas + shows 

Soap/serie Bones + TV	series/soaps 

CSI + TV	series/soaps 

House	M.	D. + TV	series/soaps 

Friends - EXCLUDED 

Two	and	a	half	men - TV	series/soaps 

Southpark - EXCLUDED 

Reality Herrie	in	hotel + cooking/domestic 

Gordon	Ramsey	oorlog	in	de	
keuken 

+ 

cooking/domestic 
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Secret	millionaire + EXCLUDED 

Echte	gooise	meisjes - female-oriented 

My	super	sweet	sixteen - female-oriented 

Made - female-oriented 

Informative/docu
mentary 

Radar + infotainment 

TV	makelaar + infotainment 

Blik	op	de	weg + infotainment 

Andere	tijden - news/backgrounds 

Kassa - infotainment 

News Journaal + news/backgrounds 

Hart	van	Nederland + infotainment 

Paul	en	Witteman + news/backgrounds 

Eenvandaag + news/backgrounds 

Netwerk + news/backgrounds 

Nova + news/backgrounds 

Sport Studio	sport + shows 

	
 



 

Chapter 3 

Understanding Choice Overload in 

Recommender Systems6 

  

                                                
6 This research has been published: Bollen, D., Knijnenburg, B. P., Willemsen, M. C., & 

Graus, M. (2010, September). Understanding choice overload in recommender systems. 

InProceedings of the fourth ACM conference on Recommender systems (pp. 63-70). 

ACM. 
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1  Introduction 

Theoretically, the ever-growing amount of digital content should increase our opportunity 

to find content that fits our personal needs. However, a user of a typical multimedia 

system may experience information overload since only a few of the items in a content 

catalogue are in the user’s field of interest. The goal of recommender systems is to 

support users in content discovery and exploration by providing items that match their 

personal preferences. Based on preference information (e.g. the user’s ratings of known 

items, or past purchases) a recommender system predicts which items the user will like. 

The underlying idea of most recommender system prediction methods is that similar users 

have similar interests, and therefore like the same items. By comparing the user’s ratings 

with those of other users, the system predicts the ratings of all other items in the 

catalogue. Consequently, the system produces a ranked list of personalized 

recommendations, comprising those items with the highest predicted ratings. This pre-

filtering of the information space reduces the information overload, as the user does not 

have to consider irrelevant items anymore.  

As Häubl and Trifts (2000) have argued before, a recommender system is a very helpful 

tool to overcome the information overload in the initial screening stage of the decision 

making process. However, the way recommender systems reduce the information 

overload does not necessarily imply that the actual choice in the subsequent decision 

stage becomes much easier. Recommender systems present the user with 

recommendations that are all likely to be very relevant to the user’s needs. Paradoxically, 

if this set of high-quality recommendations becomes too large, it can move people from a 

situation of information overload into a situation of choice overload.  

Choice overload refers to the difficulty of choosing from a large set of good alternatives. 

It explains why even though people are more attracted to larger item sets, they usually 

find it easier to choose from a smaller set, and they are also generally more satisfied with 

their actual choice when choosing from a smaller set (Iyengar & Lepper, 2000; Shah & 

Wolford, 2007; Haynes, 2009). Choice overload, as well as its underlying psychological 

processes and moderators, has been studied extensively in recent years (Shah & Wolford, 

2007; Fasolo, Hertwig, Huber & Ludwig, 2009; Haynes, 2009; Reutskaja & Hogarth, 

2009, Scheibehenne, Greifeneder & Todd, 2009; Scheibehenne, Greifeneder & Todd, 
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2010). However, to our knowledge the phenomenon has not been studied in the context of 

recommender systems that provide personalized, highly attractive recommendations. As 

we will argue below, the very nature of these personalized recommendations affects 

important mediators of choice overload, making choice overload especially likely to occur 

with larger personalized recommendation sets.  

The present chapter investigates the extent to which choice overload occurs in 

recommender systems, by means of a web-based user experiment using a movie 

recommender that provides personalized recommendations. The size and quality of the 

recommendation set will be varied, and in line with the framework for recommender 

system evaluation presented in Knijnenburg and Willemsen (2009) a post-experimental 

questionnaire will measures the users’ perceived recommendation set attractiveness, 

choice difficulty, and satisfaction with the chosen item. Additionally, behavioral measures 

such as decision times and information search will be monitored to understand if and 

when choice overload occurs.  

2  Related work 

2.1  Choice overload 

Iyengar and Lepper (2000) were the first to demonstrate the choice overload effect, which 

refers to the fact that people are attracted by large choice sets, but that such large sets at 

the same time increase choice difficulty and reduce choice satisfaction. In their study they 

set up a taste booth for different types of jams at a supermarket, and tested whether a set 

of 24 types of jam was more attractive than a smaller set consisting of only 6 types of 

jam. The results showed that people were attracted more by the booth with the large set 

than by the booth with the small set of jams. However, after tasting the different jams, 

people who tried jams from the smaller set were more likely to subsequently buy jam 

(30%) than people who tasted from the large set (3%). Afterwards, people who bought 

jam from the smaller set expressed a higher satisfaction with their purchase than did 

people who bought jam from the larger set.  
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What is the underlying mechanism for the choice overload effect? Primarily, by 

increasing the size of the item set (in the above example going from 6 to 24 jams), the set 

becomes more attractive because the total benefit of the set (the sum of the benefits of 

each option) increases (Diehl and Poynor, 2010). At the same time however, this 

increases the psychological costs associated with the decision, making the choice more 

difficult. The benefits provided by the many options are outweighed by the opportunity 

costs of having to compare all the alternatives (comparing more items is more work), the 

increase in potential regret associated with the choice (a larger set increases the chance of 

making the wrong decision) and the increased expectations that accompany larger sets 

(items chosen from larger set are expected to have a higher quality (Schwartz, 2004a; 

Schwartz, 2004b; Diehl & Poynor, 2010). As a result, for larger sets an increase in choice 

deferral (not choosing at all) or a decreased satisfaction with the chosen option is 

observed. Reutskaja and Hogarth (2009) argue that the first factor, the benefits of a large 

set ‘satiate’, whereas the costs increase at a faster rate than the benefits. This results in a 

inverted U-shape of satisfaction (with the chosen item) as function of the set-size (see 

Figure 5).  

 

Figure 5: Satisfaction as a function of benefits, costs and number of items (adapted from  

Reutskaja & Hogarth (2009) and Schwartz (2004b)). 

 

Summarized, choice overload seems to be the result of the interplay of two underlying 

concepts: item set attractiveness and choice difficulty, and their opposing forces on the 

Benefits 

Costs

Number of 
Items

Benefits of choice 

Costs of choice 

Satisfaction
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satisfaction with the chosen item. Below we will discuss this interplay more specifically 

in the context of recommender systems. 

 

2.2  Item set attractiveness and choice difficulty 

The nature of the item set plays an important role in choice overload. Not all large item 

sets seem to result in choice overload, and there are several studies that fail to replicate 

the effect. A meta-analysis across 50 studies seems to suggest that the overall effect size 

is virtually zero (Scheibehenne, Greifeneder & Todd, 2010). These authors argue that 

there are some necessary preconditions for choice overload to occur. A larger choice set 

might only result in decreased satisfaction and increased choice deferral when there are 

no strong prior preferences or dominant options in the item set (Scheibehenne, 

Greifeneder & Todd, 2010). Choosing from an item set also becomes more difficult when 

there is little difference in the attractiveness of the items (Dhar, 1996; Fasolo, Hertwig, 

Huber & Ludwig, 2009). In the psychological and marketing literature, the choice 

overload effect is mostly studied using item sets that are not personalized and therefore 

contain a wide variety of different items that do not necessarily lie in a person’s field of 

interest. Scheibehenne, Greifeneder and Todd (2010) argue that the lack of control over 

the similarity and tradeoff difficulty between items might be one reason why studies on 

choice overload show such different results.  

In contrast to these uncontrolled traditional item sets, recommender systems provide sets 

that are personalized and optimized7. The strong effort by the Recommender Systems 

community to improve recommendation algorithms (Herlocker, Konstan, Terveen & 

Riedl, 2004) has resulted in recommender systems that provide very accurate predictions. 

The ‘top-N’ recommendations that are generally shown by these systems usually consist 

exclusively of items that the user finds very attractive, resulting in sets in which 

dominating alternatives and strong prior preferences for specific items are quite unlikely 

(as the original set of items from which the recommendation is made is large and many 

items will be unfamiliar to the user). In other words, all items will have more or less the 
                                                
7 In this chapter we will therefore make the distinction between traditional ‘item sets’ and 

personalized ‘recommendation sets.’ 
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same high quality, and none of the recommended items will evidently be better than all 

the others.  

One of the underlying moderators of choice overload is the comparability of items. If 

items are attractive but incomparable it is harder to make tradeoffs, subsequently 

increasing the potential choice overload (Scheibehenne, Greifeneder & Todd, 2010). 

Choice difficulty might arise when an item set encompasses difficult tradeoffs, with items 

containing unique features that are difficult to compare. This has already been indicated 

by Fasolo, Hertwig, Huber and Ludwig (2009). who showed that choice effort and 

difficulty might increase as the entropy of the item set increases. Entropy is a measure of 

complexity that encompasses the number of items available, the number of levels within 

each attribute, and most importantly the distribution of items on the attributes. For 

instance, a movie can have several attributes that are important for a person, such as 

genre, actors, director etc. The entropy of a set of movies is high if the attribute levels are 

evenly distributed, i.e. the sets contains movies that differ strongly on many of the 

important attributes, and different movies excel at different attributes (e.g., one has a 

favorite actor, another has a favorite director). Exactly this will often be the case with the 

personalized item sets generated by recommender systems (recommendation sets): the 

algorithms predict liking, and therefore might come up with very diverse items that are all 

liked by the user, but that are not necessarily similar or easy to compare. For example, in 

the case of movies it is quite likely that a recommendation list contains items of different 

genres, with a large diversity in actors and movie directors, but that all have a predicted 

user-rating of five stars. This suggests that recommendation sets that are generated by 

recommender systems might be fruitful candidates for choice overload, and it raises the 

question how large recommendation sets should be.  

First of all, as recommendation sets are personalized, there is little additional value 

(compared to regular non- personalized sets) in adding items, as the top items will be 

present in both lists, and as long as the recommendations are relatively accurate, the 

shorter list is likely to already contain many good items. Second, due to the fact that each 

item will be highly attractive, a larger recommendation set will result in increased choice 

difficulty. Especially the trade-off difficulty will be amplified compared to regular non-
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personalized item sets, as comparisons between items will be hard to make (items are 

similar in attractiveness, yet dissimilar on many of their attributes).  

 

2.3  Experimental design 

The theoretical work discussed above suggests that two important factors seem to affect 

satisfaction with the chosen items in recommender systems. On the one hand, we like to 

receive sufficiently large and varied attractive item sets to be able to select the best items. 

Satisfaction thus is driven by item set attractiveness, and more items might potentially 

increase our satisfaction. On the other hand, large attractive item sets increase the number 

of difficult tradeoffs that have to be made, increasing the choice difficulty, and potentially 

decreasing the satisfaction.  

To test these predictions, we manipulate both the size of the recommendation set as well 

as the quality, resulting in three conditions. The baseline is a small set of five 

recommendations. A set of twenty recommendations is used to test the effect of the size 

of the recommendation set. The effect of recommendation set quality is tested using a set 

of twenty recommendations comprised of the best five, like in the small set, extended 

with fifteen items sampled further down the ranked list. This last list has a lower quality 

and therefore should result in less tradeoff difficulty, as there will be less ‘competition’ 

between the top items and the items further down the list. However, the effort of having to 

inspect and compare twenty items remains, and this condition helps us distinguish 

whether choice overload is a function of the number of items or the quality of the items 

(something that cannot be easily tested with regular, non-personalized sets). To study the 

psychological mechanisms underlying choice overload, a post-experimental questionnaire 

measures subjective concepts such as recommendation set attractiveness, choice 

difficulty, and satisfaction with the chosen item. The questionnaire will also measure the 

perceived variety of the recommendation set since varied assortments are envisioned as 

more attractive (Simonson, 1990; Van Herpen & Pieters, 2002; Fasolo, Hertwig, Huber & 

Ludwig, 2009). Variety has also been shown to be a moderator of the choice overload 

effect (Scheibehenne, Greifeneder & Todd, 2009). Finally, self-reported expertise is also 

measured, because in the meta-analysis performed by Scheibehenne, Greifeneder and 
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Todd (2010) expertise was one of the few significant moderators, showing that more 

expertise reduced the choice overload effect.  

Most user-centered studies in decision-making and recommender systems literature try to 

measure subjective concepts with single questions (Iyengar & Lepper, 2000; Ziegler, 

McNee, Konstan & Lausen, 2005; Reutskaja & Hogarth, 2009). In contrast, we measure 

our subjective concepts using multiple questions, as these concepts encompass multiple 

aspects that cannot easily be captured by a single question (Knijnenburg & Willemsen, 

2009). Moreover, this enhances the robustness of our measurements and the 

generalizability of our results. We also capture behavioral measures of choice overload by 

registering the click streams of users, which can be used to analyze decision times and 

information search processes.  

3  Experiment 

For the experiment a movie recommender was developed based on the BBC iPlayer8 User 

Interface, using a Matrix Factorization algorithm for the calculation of the 

recommendations. The dataset used for the experiment was the 1M MovieLens dataset9 

which consists of one million ratings by 6040 users on 3900 movies. We further enriched 

the MovieLens dataset with a short synopsis, cast, director and a thumbnail image of the 

movie cover taken from the Internet Movie Database10. The Matrix Factorization 

algorithm used 10 latent features, a maximum iteration count of 100, a regularization 

constant of 0.0001 and a learning rate of 0.01. Using an 80-20 split validation on the 

original dataset, this specific combination of data and algorithm resulted in a RMSE of 

0.875 and a MAE of 0.685, which is up to standards. An overview of metrics is given by 

Herlocker, Konstan, Terveen and Riedl (2004). The experiment was designed as a 

between-subjects experiment in which each participant was assigned to one of three 

experimental conditions. Each condition refers to a manipulation in which we altered the 

size and contents of the recommendation set.  

                                                
8 http://http://www.bbc.co.uk/iplayer 
9 Available at: http://www.grouplens.org 
10 http://www.imdb.com 
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Table 2: Predicted Rank of Items for the three conditions 

 

3.1  Recommendation set construction 

The three recommendation sets were manipulated in such a way that sets differed in either 

recommendation set size or quality. Our baseline recommendation set consisted of the 

five items with the highest predicted ratings, therefore named Top-5. In order to 

manipulate the size of the items set, our second recommendation set, named Top-20, 

consisted of the twenty items with the highest predicted ratings. We manipulated the 

quality of the recommender set by creating a third recommendation set that did not fit the 

user’s preference perfectly, i.e. by using items with lower predicted ratings that are ranked 

lower in de predicted recommender set. This low quality recommendation set consisted of 

the Top-5 items appended with fifteen items with a linear spacing of 100 ranked positions 

from each other. Because of the linear spacing, this set will be called Lin-20. The 

rankings are presented in Table 2. The predicted ratings ranged from 5/5 to 4/5 stars in the 

Top-5 and Top-20 conditions and from 5/5 to 3/5 stars in the Lin-20 condition. In order to 

prevent the recommendation set from being too unattractive, items with a lower predicted 

rating were avoided.  

3.2  Procedure 

The experiment was designed as a web application and consisted of four parts. The first 

part introduced the experiment explaining the procedure and the different steps in the 

experiment. The second part acquired rating information from the participant in order to 

provide the participant with personalized recommendations. In this phase the participants 

were asked to rate a total of ten movies. They were presented with eight randomly 

Top-5 1 2 3 4 5 - - - - - - - - - - - - - - - 

Top-20 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

Lin-20 1 2 3 4 5 99 199 299 399 499 599 699 799 899 999 1099 1199 1299 1399 1499 
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selected movies at a time, with the instruction to rate the movies they were familiar with. 

After inspecting (and possibly rating) the eight movies shown, users could get a new list 

of movies by pressing a button. When the participant had entered ten or more ratings in 

total, pressing the renew button would lead them to the third part.  

In the third part the participant received her recommendations. Depending on the 

condition, the participant was shown a rank-order list of either five or twenty movies, 

represented by a movie title. For half of the participants the predicted rating in stars and 

one point decimal value were shown next to the title, for the other half no predicted 

ratings were provided11. If the participant hovered over one of the titles, additional 

information appeared in a separate preview panel. This additional information consisted 

of the movie cover, the title of the movie, a synopsis, the name of the director(s) and part 

of the cast.  

Participants were asked to select the movie they would prefer to watch from this list, 

thereby choosing one particular movie. After making the choice, the participants were 

asked to complete a questionnaire consisting of 29 items. These items intended to 

measure the perceived recommendation set variety, recommendation set attractiveness, 

choice difficulty, and satisfaction with the chosen item, as well as some other relevant 

covariates (e.g., self-reported movie-expertise) useful for the statistical analysis.  

  

                                                
11 As our analyses did not reveal any major difference between participants that were 

given predicted ratings and those that were not, we aggregated the data across these two 

groups 
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3.3  Participants 

Participants for this study were gathered using an online participant database. Participants 

were compensated with 3 euro (about 4 US dollars) for participating. After removing 

participants that did not complete the questionnaire or that took too little time in 

completing the questionnaire, a total of 174 participants remained (mean age: 26.8 years, 

sd=8.6, 89 males and 85 females).  

 

Figure 6: The results of the structural equation model constructed with our questionnaire data. 

On the arrows are the coefficients, standard errors and significance of the paths. 

3.4  Measurements 

Questionnaires 

The questionnaires consisted of 29 questions, all but one of which were measured using a 

7-point scale12. Most items consisted of statements to which users could agree or disagree 

to some extent; some items used the 7-point scale to measure a specific bipolar quality 

(e.g. “very similar” to “very varied”). In factor analysis and structural equation model 

discussed below, all 7-point scaled items are treated as ordinal measures. The internal 

                                                
12 i.e. the question “In the end I was in doubt between …movies” allowed users to enter a 

numerical value 
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quality of the measured constructs was validated using an exploratory factor analysis with 

unweighted least squares extraction and geomin rotation. Subsequently, significant 

residual correlations were analyzed using an exploratory factor analysis in a confirmatory 

factor analysis framework. Finally, measurement invariance with relation to our 

conditions was tested using a confirmatory factor analysis with our condition as a 

covariate.  

Based on these analyses three items were deleted having unexpectedly large significant 

cross-loadings, one item was deleted due to a high residual correlation with several other 

items, and one item was deleted due to an insignificant communality. The final 

exploratory analysis resulted in an adequate model fit when extracting our five factors: 

perceived recommendation set variety (4 items, e.g. "Many movies in the list differed 

from each other"), recommendation set attractiveness (4 items , e.g. “The list of 

recommendations was attractive”), choice difficulty (3 items, e.g. “The choice task was 

overwhelming”), satisfaction with the chosen item (6 items, e.g. “I think I would enjoy 

watching my chosen movie”), and movie expertise (3 items, e.g. “Compared to my peers I 

consider myself a movie expert”).  

Factor determinacies, measuring the squared correlation between the factors and 

measuring items, were high (.937, .968, .867, .961 and .967 respectively). Interpreting the 

factor scores, we decided to allow one cross-loading in our structural equation model: one 

item originally meant to measure choice satisfaction (“I think I chose the best movie 

among the available options”) is also (negatively) influenced by choice difficulty.  

Process data 

To corroborate the subjective measurements obtained by the questionnaires, participants’ 

clicking behavior (process data) was logged. Participants were able to see more 

information about a movie by hovering over the movie’s title and these events 

(‘acquisitions’) were logged by the system. The average time participants spend 

inspecting each item and the number of times a participant looked at each item were 

extracted for further analysis. Only acquisitions that lasted at least 1 second were taken 

into account, as shorter acquisitions might indicate that the user did not really look at the 

information, but for example moved the mouse over the item while switching between 
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other items. The acquisition data will provide an additional measure of effort, beside the 

subjective measurement of choice difficulty.  

4  Results 

4.1  Structural Equation Model 

To understand the interplay between recommendation set attractiveness, choice difficulty 

and satisfaction with the chosen item, a Structural Equation Model (SEM) was fitted on 

the data. Figure 6 shows the resulting path model of the primary constructs and 

manipulations in our study. The SEM included both experimental manipulations and the 

measured subjective constructs. The significant relations among constructs are being 

visualized by means of an arrow (with the thickness of the arrow representing the strength 

of the relationship). The structural equation model showed adequate model fit (Chi-

square(29) = 46.442, p = .0212, which is close to the prescribed minimum of .05, CFI = 

.916, TLI = .936, RMSEA = .059, which is close to the prescribed maximum of .05). R-

square values for dependent variables were .088 (perceived recommendation set variety), 

.284 (recommendation set attractiveness), .234 (choice difficulty), .609 (choice 

satisfaction). Recommendation set variety is only predicted by our manipulation of the 

recommendation set; most of the residual variance in this concept depends on the user’s 

tendency to call something varied, and on the recommendation process itself. The low R-

square value is therefore expected. The same holds for recommendation set attractiveness 

and choice difficulty. 

The path model in Figure 6 depicts the relations between attractiveness, choice difficulty 

and satisfaction and variety and how these constructs are affected by our manipulations. 

As hypothesized before, and as suggested in the literature, we observe that satisfaction 

with the chosen item is the result of two opposing forces: a positive effect of 

attractiveness and a negative effect of choice difficulty. Furthermore, attractiveness also 

affects difficulty, showing that more attractive sets increase choice difficulty. 

Attractiveness itself depends strongly on the perceived variety in the recommendation set: 

the more varied a recommendation set, the more attractive the set.  

This path model supports the theoretical relations we expected, but does not tell us 

whether choice overload did occur in this data set. For this we need to compare the 
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differences in satisfaction by means of our experimental manipulations. A simple test of 

means (see Figure 7) shows that both the Top-20 and Lin-20 conditions did not reveal any 

increase or decrease in satisfaction, relative to the Top-5 condition, showing that 

extending the item list did not provide any benefit in terms of satisfaction to the users.  

 
Figure 7: Mean factor scores for satisfaction. Error bars represent the 95% confidence interval. 

 

Even though our manipulation does not seem to cause any differences in choice 

satisfaction, this may likely be due to the inherent tradeoff between recommendation set 

quality and choice difficulty. In order to test this hypothesis, we consider the effect of our 

manipulations on the underlying subjective constructs in the path model. For this we 

compare Top-5 with Top-20, and Top-5 with Lin-20 separately. As shown in Figure 6, we 

dummy-coded our 3 conditions as two factors: Top-20 versus Top-5, and Lin-20 versus 

Top-5.  

Relative to Top-5, the Top-20 condition positively affects the perceived variety of the 

recommendation set and the difficulty of the choice. As variety increases attractiveness, 

we see that, relatively to the Top-5 condition, the Top-20 is more varied (and therefore 
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more attractive) but more difficult, and the difficulty levels out the positive effect of a 

more varied set, which explains the insignificant difference in satisfaction for Top-20 

relative to Top-5 in Figure 7.  

Comparing Top-5 with Lin-20, we observe that the Lin-20 set is more varied than Top-5, 

but also directly affects the recommendation set attractiveness in the opposite (negative) 

way. Interestingly, Lin-20 does not affect choice difficulty directly, but does have a 

positive residual effect (i.e. controlling for recommendation set quality and choice 

difficulty) on satisfaction, relative to the Top-5 condition. This direct residual effect 

represents the idea that satisfaction with the chosen item might increase when it can be 

contrasted against the inferior other items that are in the tail of the Lin-20 distribution. 

However, as the set itself is regarded as less attractive, the net effect of Lin-20 compared 

to Top-5 in terms of satisfaction is zero.  

Our questionnaire also contained items that measured expertise and our analysis shows 

that an increased expertise positively affects recommendation set attractiveness and 

perceived variety, showing that experts are better at assessing the differences in these 

recommendation sets.  

4.2  Behavioral data 

With regard to the choices made by participants, only 41% of the participants in Top-20 

condition selected an item from the first 5 on the list, whereas for the Lin-20, 74% percent 

selected an item from the first 5. In the Top-20 condition the median rank of the selected 

option was 8.5, which differed significantly from the median rank of 3.0 for the Lin-20 

condition (Mann-Whitney U=1299.50, n1=58, n2=64, p<.01 two-tailed). This indicates 

that for the Top-20 condition, participants selected items further down the list than for 

Lin-20, as would be expected given that the items in the tail of Lin-20 condition had 

lower predicted ratings. As a consequence, this difference in choice pattern would suggest 

that in Top-20 participants should also be inspecting more items further down the list, 

which potentially might lead to increased effort in terms of acquisitions and looking 

times.  

Figure 8 depicts, for the Top-20 en Lin-20 condition, the acquisition time and acquisition 

frequency of each item in the recommendation set. Noteworthy is that acquisition 
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frequencies and times are indeed considerably higher for Top-20 than for Lin-20, 

indicating that participants spend more effort on the Top-20 set, despite the fact that for 

this condition all options were high on the ranked list (i.e. predicted to be good). A 

repeated measures ANOVA shows that participants facing the Top-20 set, as compared to 

participants facing the Lin-20 set, spend twice as much time looking at each item (Figure 

8). A repeated measures ANOVA on acquisition frequency revealed that average 

acquisition frequency for each item was significantly higher for Top-20 (Figure 8). These 

two analyses indicate that participants in the Top-20 compared to the Lin-20 spent much 

more effort in making the decision, corroborating the reported choice difficulty in the 

questionnaire.  

 
Figure 8: Behavioral data depicting acquisition frequencies (top) and times (bottom) of each item 

in the Top-20 (solid line) and Lin-20 (dashed line) recommendation sets. Errorbars represent one 

standard error of the mean. 
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5  Conclusions 

The goal of this chapter was to study the choice overload effect, and to determine whether 

recommender systems are inherently prone to cause this effect. Our results show that the 

choice overload effect is controlled by an interplay between recommendation set 

attractiveness and choice difficulty. In our experiment, each type of recommendation set 

resulted in the same level of satisfaction. The causes of this choice satisfaction are 

however different for each condition: Top-5 is limited in variety, but easy to choose from; 

Top-20 is varied but difficult to choose from; Lin-20 is varied and easy to choose from, 

but has a low attractiveness. Eventually, the measured effect on choice satisfaction is 

leveled out. Further behavioral measurements show that there is an increase in cognitive 

cost (effort) when a user is faced with a large recommendation set containing all good 

items (Top-20) compared to a large recommender set containing some inferior items (Lin-

20). 

For the development of recommender systems, our results pose the question whether it is 

necessary to confront users with a large recommendation set, since a small set may 

already incorporate enough good items. Although increasing the number of items 

increases the variety of the set, the choice will become more difficult. What is the optimal 

number of recommendations? If we assume that the underlying relation between item set 

size and satisfaction indeed follows an inverted U-shape (see Figure 5) then the identical 

satisfaction observed for Top-5 versus Top-20 indicate that a recommendation set that 

contains between five and twenty items has the best of both worlds. Further research is 

needed to establish the ideal number, but based on our current results we hypothesize that 

a set of, say, seven to ten items would be very attractive, quite varied, and still be 

manageable for the users. These results however, should be taken with some 

consideration. The current experiment measured satisfaction with the chosen item, rather 

than actual purchases. Though many studies on choice overload have used such a 

satisfaction measure, further research could test whether other measures and more 

realistic scenarios in which people could actually try and buy items also reveal the same 

detrimental effects of larger items sets. 

Our results also suggest that including a number of qualitatively inferior items to the 

recommendation set (like in the Lin-20 manipulation) would not be detrimental on 
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satisfaction, since this increases the perceived variety, which has again a positive effect 

on set attractiveness. Moreover, users can contrast their choice with these lower-quality 

items, which also increases choice satisfaction (as was observed in a direct positive effect 

of our Lin-20 manipulation on satisfaction in the path model). These results are in line 

with those of others, that have shown that the user experience and user satisfaction are not 

solely affected by the overall accuracy of a recommender (McNee at al., 2002; Herlocker, 

Konstan, Terveen & Riedl, 2004; McNee, Riedl & Konstan, 2006). For example, Ziegler, 

McNee, Konstan and Lausen (2005) applied a topic diversification approach in order to 

decrease intra-list similarity and investigated the effect on user satisfaction. Results show 

that under certain conditions there was a decrease in average accuracy while participants 

noted a higher satisfaction with the overall recommendation set.  

Together with the results reported in the present chapter, these findings suggest that it is 

worthwhile to further investigate the user experience of recommender systems from a user 

perspective, using appropriate subjective and behavioral measurements (Knijnenburg, 

Willemsen & Hirtbach, 2010). The present chapter also suggests that it is worthwhile to 

test the underlying assumptions made in recommender systems on how people make 

decisions, using knowledge from the psychology of decision making, like other research 

has shown before. For example, complex decisions have multiple stages in which decision 

makers need to be supported differently (Häubl & Trifts, 2000), and experts and novices 

might differ in the way they want to express their preferences (Knijnenburg & Willemsen, 

2009). Approaching the problems from such a psychological perspective might help to 

pave the way towards better and more user-friendly recommenders systems that are 

adapted to the cognitive limitations and capabilities of users.



 

 

Chapter 4 

An Experimental Analysis of 

Suggestions in Collaborative 

Tagging13  
 

 

 

  

                                                
13 This research has been published:: Bollen, D., & Halpin, H. (2013). An experimental 

analysis of suggestions in collaborative tagging. Web Intelligence and Agent 

Systems, 11(1), 41-53. 
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1  Introduction 

During the last decade the Web has become a space where increasing numbers of users 

create, share and store content, leading it to be viewed not only as an “information space” 

but also a “social space” (Berners-Lee, 1996; Hendler & Golbeck, 2008). This new step in 

the evolution of the Web, often referred to as the “Web 2.0,” was shaped by the arrival of 

different services that came into existence to support easy publishing content on the Web, 

such as photos (Flickr), bookmarks (del.icio.us), movies (YouTube), weblogging 

(Wordpress), and so on (O'reilly, 2007). Almost simultaneously with the growth of user-

generated content on the Web came a need to create order among the fast-growing 

unstructured data. Tagging has become the predominant method for organizing, searching 

and browsing online web resources14 in this social web. Tagging refers to the labeling of 

web-resources by means of free-form descriptive keywords. With tagging, users 

themselves annotate web-resources by tags they freely chose and thus form a ‘flat space 

of names’ without the predefined and hierarchical structure characteristic of classic 

‘ontologies’ in knowledge engineering.  

Instead of traditional expert-defined taxonomies, the tagging of web resources presents an 

alternative decentralized and user-generated categorization referred to as a folksonomy, a 

combination of ‘folk’ and ‘taxonomy’ (Vander Wal, 2005). As opposed to taxonomies, 

folksonomies are a “social” classification process in which tags and content are shared 

with other users (Marlow, Naaman, Boyd & Davis, 2006).  

1.1  Folksonomies: stable or not? 

Tagging is often criticized for being chaotic since the ordinary user in tagging systems is 

not trained in categorization, and is therefore assumed likely to be beset by a host of 

problems that a professional might avoid in categorizing knowledge. Many of these 

problems are syntactic, such as misspellings, or are based on cultural differences, such as 

the proliferation of different tags in different languages. However, these syntactic 
                                                
14 A web resource is anything that can be given a URI (Uniform Resource Identifier, 

including but not limited to web-pages (Berners-Lee, 1996) 
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problems can be be solved by the use of (multi-lingual) dictionaries and tag completion, 

although these features are not widely deployed in existing tag-systems. More serious 

difficulties of tagging systems originate from their inability to provide users anything 

beyond word-based semantics for tags, exemplified by the use of semantically ambiguous 

tags and the inability to express structured data like dates in tags, as in “19 July 2008.” 

Recent advances in tag-systems show that relatively simple methods from natural 

language processing and assumptions (such as that the user generally uses one ‘sense’ of 

an ambiguous tag) can resolve these issues (Yeung, Gibbins & Shadbolt, 2007).  

The most important claim leveled either in favor or against tagging systems is that, due to 

lack of a centralized vocabulary, the users of the tagging system will never manage to 

converge their tags to a stable collective categorization scheme needed to describe a 

resource (Shirky, 2005). Users may differ in viewpoints, purposes, and sociocultural 

backgrounds about that resource, so the same resource could be tagged by different 

persons with distinct tags (Marlow, Naaman, Boyd & Davis, 2006). However, it could be 

hypothesized that an emergent collective description of a resource will arise from 

decentralized tagging behavior, since a resource receives hundreds to thousands tags, 

eventually certain tags will stand out because they received most tag entries and present a 

‘consensus’ on how to describe a certain resource.  

Empirical studies of del.icio.us show that the number of tags needed to describe a 

resource consistently converges to a power law distribution as a function of how many 

tags it receives (Golder & Huberman, 2006). We refer to the highest ranked frequencies 

of the power-law distribution as the ‘top’ of the distribution which falls of precipitously, 

as opposed to a long tail of infrequent tags. Furthermore, we can consider the formation 

of a power law distribution to be ‘stable’ due to the well-known property of power law 

generating functions called as scale invariance. A power law distribution produced by 

tagging is a good sign of stability since, due to scale invariance, increasing the number of 

tagging instances only proportionally increases the scale of the power-law, but does not 

change the parameters of the power law distribution. Thus, the first step in determining if 

users have reached a stable consensus in tagging is the detection of a power law 

distribution describing the frequencies of tags.  
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Regarding the tag frequency distributions as probability distributions, this process of 

stabilization can be detected by the use of Kullback-Leibler Divergence, a information-

theoretic metric that describes the differences between two probability distributions 

(Halpin, Robu & Shepherd, 2007). There are some odd features to the power law 

distribution produced by user’s tags of a single resource, in particular the presence of a 

‘bump’ that lengthens the top of the distribution until about the seventh to tenth tag. This 

‘bump’ has been thought possibly to be an artifact of the user interface that provides tag 

suggestions to users, since the user interface of del.icio.us usually provides tag 

suggestions for up to a maximum of ten tags (Halpin, Robu & Shepherd, 2007). The 

empirical results by Halpin, Robu and Shepherd (2007) show that far from being unstable 

and chaotic, tagging systems in fact stabilize relatively quickly, with users able to reach 

consensus on a small number of heavily repeated ‘core’ terms in a vocabulary, given by 

the top of the distribution, with a long-tail of more idiosyncratic terms. Once these tags 

have stabilized, the tags can then be reliably consumed by other applications, such as their 

use with algorithms from network analysis to detect communities (Shen and Wu, 2005;   

Schmitz et al., 2007).  

The reasons behind tag stabilization and the emergence of a power law are yet unknown, 

although explanations fall into two general categories. The first of these explanations is 

relatively simple: the tags stabilize because users are imitating each other via tag 

suggestions put forward by the tagging system (Golder & Huberman, 2006). The second 

and more recent explanation is that in addition to imitation, the users share the same 

background knowledge (Dellschaft & Staab, 2008). In order to draw apart the relative 

influence of the imitation based on feedback from shared background knowledge, it is 

important to elicit the processes that lead to the emergence of the power law, as a law 

distribution can be generated by a number of different models, many incredibly simple 

and unrealistic. Furthermore, it is also important to determine if the data actually follows 

a power-law, as most inspections of tagging data for power-law fits have been done 

visually, which is well-known to be unreliable. What is necessary for a scientific 

explanation of tagging systems is that the model being proposed actually provides an 

account of the informational and cognitive behavior of tagging users. A model that simply 

generates a power law distribution is not enough.  
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2  Related work 

The role of tag suggestions on tagging has been studied extensively. Sen et al. (2006) use 

a survey-based approach in general, but also state that tag suggestions “indirectly” 

influence tagging behavior, although this is shown via a cosine similarity metric of 

current tags to previous tags seen (Sen et al., 2006). Despite their hypothesis, this 

similarity function does not seem to vary much regardless of which tags are perceived and 

is compared to an unrealistic uniform tag distribution as a baseline, that does not take into 

account the possibility of shared background knowledge (Sen et al., 2006). Sen et al. 

(2006) include a comparison of a condition with no tags presented to different tag 

suggestion display algorithms, they suggest that ‘personal’ tags for users without tag 

suggestions do not converge (Sen et al., 2006). However, they do not take into account 

that the mass of a power law distribution is in the long tail regardless, so users without tag 

suggestions could converge to power law distributions that share the top of the 

distribution while still employing ‘personal’ tags in the long tail.  

Suchanek, Vojnovic and Gunawardena (2008) compared the effects of different tag 

suggestion algorithms in a Web-based experiment. They developed two metrics; i.e. 

matching rate and imitation rate to determine the influence of suggestion on user tag 

applications. Their results showed that users are influenced by tag suggestions, since an 

average of 1 out of 3 tags were selected from the suggested tags when provided by the 

tagging system. However, the vast majority of users in their system noted that “In general 

I pay no attention to suggested tags” and only 10% found them “helpful” Suchanek, 

Vojnovic and Gunawardena (2008). Although the experiments performed by Sen et al. 

(2006) and Suchanek, Vojnovic and Gunawardena (2008) study the role of tag suggestion 

on tag behavior, neither experiment performed an analysis of the effects of tag 

suggestions on the emergence of power law distributions of tag frequencies. While these 

studies look at the influence of tag suggestion on individual tag behavior (e.g., the reuse 

of tags due to tag suggestions). They did not investigate or assume a model underlying tag 

behavior. 
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2.1  Outline 

The outline of this chapter is as follows. In Section 4 we re-iterate the widely used 

definitions and formal models of tagging. Section 5 describes the user study performed to 

determine the relative influence of background knowledge and tag suggestions on the 

emergence of a power distribution for tagged resources. Finally, Section 6 presents the 

results of the user study. 

3  Formalizing tagging 

The traditional tripartite model of tagging is well-known. In essence, in a tagging instance 

I (see Figure 9) a user u applies n tags (t1...tn) in order to categorize a given resource r. 

So, a tagging instance I can be identified as the triple I = (u, r, (t1 . . . tn)). Since these 

tagging instances are given over time, one can identify a tagging stream m as a time-

ordered series of tagging instances over time (t1...tj).  

3.1  What and where to measure? 

In order for a user to tag resources he needs a system that registers and stores all his tag 

instances and links it to a personal account. Most tagging systems are web-based and are 

centered around a single content type such as del.icio.us for bookmarking websites, Flickr 

for storage of photo’s, Last.fm for collecting and discovery of music, etc. There are 

several levels on which one can make observations about the behavior and organization of 

a tagging systems. Different user tag numerous resources, which in their turn are collected 

in a tagging system  

Figure 9 shows the different levels that can be distinguished and are of interest in making 

observations about tag behavior, i.e. User, Resource and tagging system. There are two 

metrics that are common used to describe and analyze tagging systems. The first is the 

tag-resource distribution, which inspects the frequency that each tag (t1....tk) has been 

applied to a given resource r by a number of distinct users (u1...ux). In tag-resource 

distributions, each tag is assigned a frequency, f, the number of times the tag has been 

used for a particular resource. In general, when we are referring to a distribution we are 
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referring to the tag-resource distribution. This distribution is graphed by ordering the tags 

(t1...tk) in rank order on the x axis against their frequency on the y axis, with the highest 

frequency first and the rest in descending order. This metric gives insight in the collective 

(and collaborative) tag behavior of a group of users for a given resource. It shows which 

tags are most popular for a specific resource and the emergence of a social consensus for 

describe a given resource. The second metric that is of interest to researchers are tag-

growth distributions, which counts the number of distinct tag (t) assignments over some 

period of time. This metric gives indication of the number of unique tags that are being 

used to describe a resource and the growth of new tags in the total tag vocabulary.  

Figure 9: Formalizing the different processes and levels that constitutes a folksonomy 

 

Theoretically it is possible to apply all two metrics to all three levels, but practically this 

is hardly feasible since some combinations have hardly any value or are impractical to 

use. For instance the tag resource metric is mostly applied on level of a single resource in 

order to analyze and describe the emergence of a common vocabulary that users use to 

describe the resource. Applying the tag-resource metric on the level of the whole tagging 

systems would be too messy since it provide a description of a whole collection of very 

different resources with varying content. A workaround to this problem, which is often 

applied in the literature, is to single out a single tag on the level of the whole tags systems 

together with all other tags that associated with that specific tag in a tag instances and 

than depict it using the tag resource distribution metric (Cattuto, Loreto & Pietronero, 

2007; Dellschaft & Staab, 2008). This metric is referred to as the tag co-occurence 

distribution. 
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While tag-correlation and tag-growth distributions have been studied extensively, little 

work has been done on understanding tag-resource distributions. While tag-correlation 

and tag-growth distributions model properties of an entire tagging system, they provide 

little information about how a group of users come to any consensus on tagging an 

individual resource, and since the primary function of tagging is to allow users to tag 

individual resources, the tag-resource distribution can be considered the most important.  

4  Models of collaborative tag behavior 

4.1   A simple model: the polya urn 

The most elementary model of how a user selects tags when annotating a resource is 

simple imitation of other users. Note that ‘imitation’ in tagging systems means that the 

tags are being reinforced via a ‘tag suggestion’ mechanism, and so the terms ‘imitation’, 

‘reinforcement’, ‘feedback’, and ‘tag suggestion’ can be considered to be synonymous in 

the context of tagging systems. The user can imitate other users precisely because the 

tagging systems tries to support the user in the tag selection process by providing tag 

suggestions based on tags other people have used when tagging the same resource. There 

are minor variants of this theme, such as the possibility of using a combination of tags of 

other users in combination with a user’s own previously used tags. In most tagging 

systems, like del.icio.us, these tag suggestions are presented as a list of tags that the user 

can select in order to add them to their tagging instance. The selection of tags from tag 

suggestions forms a positive feedback loop in which more frequent tags are reinforced, 

thus causing an increase in their popularity, which in turn causes them to be reinforced 

further and exposed to ever greater numbers of users. This simple type of explanation is 

easily amendable to preferential attachment models, also known as ‘rich get richer’ 

explanations, which are well-known to produce power law distributions. Golder and 

Huberman (2006) proposed that the simplest model that results in a “power law” would 

be the classical Polya urn model. Imagine that there is urn containing balls, each of some 

finite number of colors. At every time-step, a ball is chosen at random. Once a ball is 

chosen, it is put back in the urn along with another ball of the same color, which 

formalizes the process of feedback given by tag suggestions. As put by Golder and 
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Huberman (2006), “replacement of a ball with another ball of the same color can be seen 

as a kind of imitation” (p 206) where each color of a ball is made equal to a natural 

language tag and since “the interface through which users add bookmarks shows users the 

tags most commonly used by others who bookmarked that URL already; users can easily 

select those tags for use in their own bookmarks, thus imitating the choices of previous 

users” (Golder & Huberman, 2006, p 206). Yet, this model is too limited to describe 

tagging, as it features only reinforcement of existing tags, not the addition of new tags.  

4.2  Imitation and the Yule-Simon model 

The first model that formalized the notion of the addition of new tags was proposed by 

Cattuto, Loreto and Pietronero (2007). In order for new tags to be added, a single 

parameter p must be added to the model, which represents the probability of a new tag 

being added, with the probability ̄p=(1−p) that an already-existing tag is reinforced by 

random uniform choice over all already-existing tags. This results in a Yule-Simon 

model, a model first employed by Yule (1925) to model biological genera and later Simon 

(1955) to model the construction of a text as a stream of words. Furthermore, while not 

assuming any frequency distribution at all for tags, this model results in a power law for 

the rate of tag-growth distributions, whose exponent is α∼1−p (P(k)∼k−α with α=1+1/̄p). 

This model has been shown to be equivalent to the famous Barabasi and Albert algorithm 

for growing networks (Bornholdt & Ebel, 2001). Yet the standard Yule-Simon process 

does not model vocabulary growth in tagging systems very well, as noticed by Cattuto, 

Loreto and Pietronero (2007), as it produces exponents “lower than the exponents we 

observe in actual data” (p 1462).  

Cattuto, Loreto and Pietronero (2007),  hypothesize that this is because the Yule-Simon 

model assumes that users are choosing to reinforce (̄p) tags uniformly from a distribution 

of all tags that have been used previously, so Cattuto concludes that “it seems more 

realistic to assume that users tend to apply recently added tags more frequently than old 

ones” (Cattuto, Loreto and Pietronero 2007, p1462). This behavior could be caused by the 

exposure of a user to a feedback mechanism, such as the del.icio.us tag suggestion 

system. Suggestions exposes the user only to a subset of previously existing tags, such as 

those most recently added. Since the tag suggestion mechanism encourages only more 
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recently-added tags to be re-enforced with a higher probability, Cattuto, Loreto and 

Pietronero (2007), added a memory kernel with a power law exponent to standard Yule-

Simon model. This means that the probability of a previously existing tag being 

reinforced is weighted according to a power law itself, so that a tag that has been applied 

x steps in the past is chosen with a probability Qt(x)=a(t)/(x+τ), where a(t) is a 

normalization factor and τ “is a characteristic time scale over which recently added words 

have comparable probabilities” (Cattuto, Loreto and Pietronero, 2007, p1464). While the 

parameter p controls the probability of reinforcing an existing tag, this second parameter 

τ, controls how fast the memory kernel decays and over what time-scale a tag may likely 

count as ‘new’, and therefor be more likely to be reinforced. Cattuto, Loreto and 

Pietronero (2007), note, “the average user is exposed to a few roughly equivalent top-

ranked tags and this is translated mathematically into a low-rank cutoff of the power law” 

(p 1464). This model produces an “excellent agreement” with the results of tag-

correlation graphs. It should be clear that the original Yule-Simon model, in its standard 

interpretation, parametrizes only the probability of imitation for existing tags, and the 

modified Yule-Simon model, with a power law memory kernel, also depends on imitation 

of existing tags, in which the probability of a previously-used tag decays according to a 

power law function. 

4.3  Adding parameters and background knowledge 

Although Cattuto, Loreto and Pietronero (2007) model is without a doubt an elegant 

minimal model that captures tag-correlation distributions well, it has not been tested 

against tag-resource distributions (Cattuto, Loreto and Pietronero, 2007). Furthermore, as 

noticed by Dellschaft and Staab (2008), Cattuto, Loreto and Pietronero (2007) model also 

does not explain the sub-linear tag vocabulary growth of a tagging system (Dellschaft & 

Staab, 2008). Dellschaft and Staab (2008) propose an alternative model, which adds a 

number of new parameters that fit the data produced by tag-growth distributions and tag-

resource distributions better than Cattuto, Loreto and Pietronero (2007) model (Dellschaft 

& Staab, 2008). The main points of interest in their model is that instead of new tags 

being chosen uniformly, new tags are chosen from a power law distribution that is meant 

to approximate “background knowledge.” However, their model also features as the 
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inverse of “background knowledge” the “probability that a user imitates a previous tag 

assignment” (Dellschaft & Staab, 2008). In essence, Dellschaft and Staab (2008) have 

added (at least) two new parameters to a Yule-Simon process, and these additional 

parameters allow the reinforcement of existing tags to be more finely tuned. Instead of a 

single power law memory kernel with parameter τ, these additional parameters allow the 

modeling of “an effect that is comparable to the fat-tailed access of the Yule-Simon 

model with memory” (Dellschaft & Staab, 2008, p67) while keeping tag-growth sub-

linear. The model proposed by Cattuto, Loreto and Pietronero (2007) kept the tag-growth 

parameter equal to 1, and so makes tag growth linear to p. Yet the most important 

advantage of Dellschaft and Staab (2008) is made over Cattuto, Loreto and Pietronero 

(2007) model is that their added parameters let their model match the previously 

unmatched observation by Halpin, Robu and Shepherd (2007) of the frequency rank 

distribution of resources following a power law. The match is not as close as the match 

with vocabulary growth and tag correlations, as resource-tag frequency distributions vary 

highly per resource, with the exception of the drop in slope around rank 7-10 (Halpin, 

Robu & Shepherd, 2007). 

4.4  Research questions 

What unifies the models is that they assume that tag suggestions from the tagging system 

have a major impact on the emergence of a power law distribution. With concern to the 

modified Yule-Simon model and the more highly parametrized model that takes into 

account ‘background knowledge,’ different claims are made about where the imitated tags 

come from Cattuto, Loreto and Pietronero (2007) proposes that they come from a random 

uniform distribution of tags, whereas Dellschaft and Staab (2008) propose a more topic-

related distribution that itself has a power law distribution. However, because a simple 

model based on imitation of tag suggestions leads to a power law distribution does not 

necessarily mean that tag suggestions are actually the causal mechanism that causes the 

power law distribution to arise in tagging systems.  

The research questions posed then are: (a) Is imitation behavior, and therefore the tag 

suggestion mechanism, the main force behind the observed power law distributions in 
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tagging systems? and (b) What is the role of tag suggestions on the total tag-resource 

distribution? 

5  Experimental design 

In order to measure the effects of tag suggestions on the tag behavior of users we 

developed a web-based experiment in which participants were asked to tag 11 websites. 

Subjects were assigned into two varying conditions: the ‘tag suggestion’ condition 

(Condition B) in which 7 tag suggestions, for each of the 11 websites in the experiment, 

were presented to the participant, and a ‘no tag suggestion’ condition (Condition A) in 

which no tag suggestions were presented to user.  

In this experiment we focus on del.icio.us which is the most widely known used social 

tagging systems. Del.icio.us was the first to introduce a tag based collaborative bookmark 

system. Del.icio.us has more than five million users and 150 million tagged URIs and so 

provides a vast data-set which makes it among the most studied Web 2.0 services. The 

user interface in our experiment presented the tag suggestions in a similar way to 

del.icio.us to avoid confusion. 

The 11 websites were selected according to two criteria. First, the topics of the websites 

needed to appeal to a general public. Second, the website needed to have over 200 tagging 

instances. The appeal to the general public was operationalized by randomly choosing 

sites that were tagged with the tag “lifestyle" on del.icio.us. The tag “lifestyle" is a 

popular tag with 72,889 tagged resources as of October 2008. This was chosen in order to 

not bias our study to one particular specialized subject matter, and so exclude resources 

on del.icio.us that have a highly technical content. Specialized content may not lead to 

normal tagging behavior from participants in the experiment, who might not be familiar 

with the subject matter. The second criteria of using only resources with over 200 tagging 

instances was chosen since it has been shown that stable power law tag distributions 

emerge around the 100-150th tagging (Golder & Huberman, 2006). We did not want the 

tag suggestions to be from non-stable tag distributions, as it has been shown that the 

variance between the top popular tags could vary widely before 100-150th tag submission 

since the distribution did not converged to a stable state. Note that while the number of 

chosen URIs may appear to be small, it is larger than previous experiments over tag 
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suggestions Suchanek, Vojnovic and Gunawardena (2008) and was sufficient to give the 

experiment enough power to produce statistically significant results. It was far more 

critical for this experiment to get enough subjects in order for power-law distributions to 

be given the chance to arise without tag suggestion, and this would require at least 100 

experimental subjects tagging each URI. 

 

Figure 10: Experimental Design. In condition A participants received no tag suggestions, in 

condition B participants received tag suggestions aggregated from del.icio.us 

 

Figure 10 shows the experimental design. In the ‘no tag suggestion’ condition (Condition 

A), as shown in Figure 10, a user is presented with the 11 websites he needs to tag 

without any form of tag suggestions. In the ‘tag suggestion’ condition (Condition B), also 

shown in Figure 10, a user is presented with the 11 websites together with the 7 suggested 

tags that belong to each website. While the details of the tag suggestion algorithm applied 

by del.icio.us is unknown, for our experiment the suggested tags in condition B were 

aggregated from del.icio.us and are the top 7 popular tags for each of the 11 websites. 

These popular tags are the 7 most frequent used tags for a particular website provided by 

users over the tagging history of the resource. For the experiment the 7 popular tags were 

aggregated and presented to the participants in a manner similar to how tags are suggested 

to users of del.icio.us, being shown to the user before they commence their tagging. In 

total 300 people participated in the experiment and were randomly assigned to either the 

‘tag suggestion’ or ‘no tag suggestion’ condition. From these 300 participants 78 did not 

tag any website (37 in the ‘tag suggestion’ condition, 41 in the ‘no tag suggestion’ 

condition) and are therefore excluded from further analysis. The participants were 

randomized over age, gender, computer, Internet and tag use, which was checked by 

means of a pre-experimental questionnaire.  
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6  Results 

In total the 222 participants applied 7,250 tags over all websites in both conditions. with 

3,694 tags applied in the ‘tag suggestion’ condition and 3,556 in the ‘no tag suggestion’ 

condition. On average every user in the ‘tag suggestion’ condition applied 32.7 (S.D.=9.8) 

tags over all 11 URIs and for the no tag suggestion conditions, 32.6 (S.D.=6.8) tags over 

11 URIs.  

6.1  Detecting power law distributions 

Since the primary goal of this experiment is to investigate the role of tag suggestion on 

the emergence of a power law in collaborative tagging systems we plotted the ranked 

frequency distribution of all websites in both conditions in Figure 11.  Figure 11 depicts 

all tag-resource distributions for all 11 experimental websites for both conditions.  

The power law distribution is defined by the function:  

y=cx−α+b (1) 

in which c and α are the constants that characterize the power law, and b is some constant 

or variable dependent on x that becomes constant asymptotically. The α exponent is the 

scaling exponent that determines the slope of the distribution before the long tail behavior 

begins. A power law function can be transformed to a log-log scale as in the following 

equation:  

log(y)=−αlog(x)+log(C) (2) 

 

This equations shows the characteristic properties of the power law function in that when 

transformed to a log-log scale the power law distribution takes the shape of a linear 

function with slope α. So transforming a function to a log-log scale and determining the 

slope α is one of the first steps in examining if a distribution follows a power law. We 

plotted all 11 tag-resource distributions in log-log space in Figure 12. From this first 

examination of the data it seems that power laws emerge in both the ‘tag suggestion’ and 

‘no tag suggestion’ conditions. In order to clarify their differences, we averaged the tag-

resource distributions, and their averages are shown in Figure 13. In a log-log scale, both  

conditions appear visually to exhibit power law behavior. 
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Figure 11: Depicts the tag-resource distributions for the 11 websites in the experiment. The 

different colors represent the tag-resource distribution of different URIs in the experiment. 

The ‘tag suggestion’ (f) condition is given as a solid line, while the ‘no tag suggestion’ (n) 

condition is given as a dotted line. 

 
Figure 12: Depicts the tag-resource distributions for the 11 websites in the experiment on the 

log-log scale. The different lines represent the tag-resource distribution of different URIs in 

the experiment. The ‘tag suggestion’ (f) condition is given as a solid line, while the ‘no tag 

suggestion’ (n) condition is given as a dotted line.  
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Figure 13: Averaged tag-resource distributions for both experimental conditions on a log-log 

scale. The solid line depicts the ‘tag suggestion’ condition, the dotted line the ‘no tag suggestion’ 

condition. 

 

6.1.1  Parameter estimation via maximum-likelihood 

The most widely used method to check whether a distribution follows a power-law is to 

apply a logarithmic transformation, and then perform linear regression, estimating the 

slope of the function in logarithmic space to be α. However, this least-square regression 

method has been shown to produce systematic bias, in particular due to fluctuations of the 

long tail (Clauset, Shalizi & Newman, 2009). To determine a power-law accurately 

requires minimizing the bias in the value of the scaling exponent and the beginning of the 

long tail via maximum likelihood estimation (see Newman (2005) for the technical 

details). To determine the α of the observed distributions, we fitted the data using the 

maximum likelihood method recommended by Newman (2005). Figure 14 shows the 

different α parameters for the ‘tag suggestion’ and ‘no tag suggestion’ conditions, as well 

as the α aggregated from data from del.icio.us. Overall, for the ‘no tag suggestion’ 

condition, the average α was 2.18 (S.D. 0.08) while for the ‘tag suggestion’ condition the 
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average α was 2.07 (S.D. 0.09). The α values for both conditions and the aggregated data 

from del.icio.us are situated in the interval [1.732391<α<2.249359]. Figure 14 shows that 

both experimental conditions and the aggregated data from del.icio.us have similar 

exponents. Using the Monte Carlo sampling method recommended by Clauset, Shalizi 

and Newman (2009), for the ‘No Tag Suggestion’ condition α had a variance from 0.1266 

to 0.1862 and in the ‘tag suggestion’ condition α had a variance from 0.1188 to 0.2097, 

thus implicating that the variation in the α of ‘tag suggestion’ and ‘no tag suggestion’ 

conditions is statistically insignificant. For the ‘no tag suggestion’ condition, the variance 

of long-tail beginning for the power law fitting was 0.8348, while for the ‘tag suggestion’ 

condition it was 1.4805 Clauset, Shalizi and Newman (2009). Overall, our results show 

that the power law distribution, at least in large, holds for both the ‘tag suggestion’ and 

‘no tag suggestion’ condition, with no significant difference between their α parameters. 

 

Figure 14: X axis depicts the URI used in the experiment, Y axis depicts the different α values 
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6.1.2  Kolmogorov-Smirnov complexity 

Determining whether a particular distribution is a ‘good fit’ for a power-law is difficult, 

as most goodness-of-fit tests employ some sort of normal Gaussian assumption that is 

inappropriate for non-normal power-law distributions. The Kolmogorov-Smirnov Test 

(abbreviated as the ‘KS Test’) can be employed as a ‘goodness-of-fit’ test for any 

distribution without implicit parametric assumptions and is thus ideal for use measuring 

goodness-of-fit of a given finite distribution to a power-law function. Intuitively, given a 

reference distribution P (perhaps produced by some well-known function like a power-

law) and a sample distribution Q of size n, for which one is testing the null hypothesis that 

Q is drawn from P, then one simply compares the cumulative frequency of both P and Q 

and then the greatest discrepancy (the D-statistic) between the two distributions is tested 

against the critical value for n, which varies per function.  

For a power-law distribution generating function, we can get a critical p-value by 

generating artificial data using the scaling exponent α and lower-bound equal to those 

found in the supposed fitted power-law distribution. A power-law is fit to these artificial 

data, and then the KS test is applied to each distribution that was artificially generated 

comparing it to its own fitted power-law. The p-value is then the fraction of the amount of 

times the D-statistic is larger for the artificially-generated distribution than the D-statistic 

of the empirically-found distribution. Therefore, the larger the p-value, the more likely a 

genuine power-law has been found in the empirical data. According to Clauset, Shalizi 

and Newman (2009), “once we have calculated our p-value, we need to make a decision 

about whether it is small enough to rule out the power-law hypothesis” (p 17). The power-

law hypothesis is simply that the distribution was generated by a power-law generating 

function. The null hypothesis is that by chance a function would generate the power-law 

distribution observed in the empirical data. We shall also use p≤0.1. 

The KS test for all 11 tagged web-pages, testing both the ‘tag suggestion’ and ‘no tag 

suggestion’ condition, is given in Figure 15. The average D-statistic for the ‘no tag 

suggestion’ condition is 0.03 (S.D. 0.01) with p=.48(p>.1, power-law found). For the ‘tag 

suggestion’ condition the average D-statistic is 0.07 (S.D. 0.03) with p=.08 (p≤.1, no 

power-law found). These results show that the power-law function exhibited only in the 

‘no tag suggestion’ conditions is significant, the fit is closer for the ‘no tag suggestion’ 
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condition than for the ‘tag suggestion’ condition. The D-statistic showed a range from 

0.0170 to 0.0552 for ‘no tag suggestion’ condition yet a range of 0.0428 to 0.1318 for ‘tag 

suggestion.’ Thus, the power-law significantly appears only without tag suggestions, and 

with tag suggestions a power-law is not reliably found. This is surprising, as tag 

suggestions do not only not cause the power-law to form, but they seems that they 

somehow prevent it from being formed. On the other hand, the ‘no tag suggestion’ 

condition results in a significantly good fit to a power-law. Therefore, the result is 

somewhat counter-intuitive, as according to our experimental data a simple tag-based 

suggestion mechanism is unlikely the main cause of the power-law formation. 

 

Figure 15: X axis depicts the URI used in the experiment, Y axis depicts the different D Statistics 

from the KS Test. The dotted line is the ‘no tag suggestion’ condition, while the solid line is the 

‘tag suggestion’ condition. 

 

6.2  Influence of tag suggestion on the tag distribution 

Given that the KS test shows that there is some difference, albeit subtle, between the 

power law distributions between the conditions, we need a more fine-grained way to tell 

2 4 6 8 10
0

0.02

0.04

0.06

0.08

0.1

0.12

0.14

URI Number

D
−s

ta
tis

tic



CHAPTER 4 

82 

if there is any difference in the distribution, particularly in the behavior of the long tail. A 

number of differing techniques, all previously widely used in tagging research, will be 

deployed to answer this question. 

6.2.1  Kullback Leibler divergence 

The Kullback-Leibler divergence (also known as relative entropy), which we abbreviate 

as ‘KL’ divergence, can be used as an intuitive information-theoretic measure of the 

distance between two distributions P and Q. Unlike many other methods, it takes the 

entire distribution (in our case, the long tail is of particular interest) into account. Note 

that it is not a true metric as it is asymmetric, however, it is a useful measure of the 

difference between two distributions, as it is a non-negative, convex function, with well-

known properties. The KL divergence is zero if and only if the two distributions are the 

same, otherwise a positive distance will result that will be larger the greater the 

divergence between the distributions. Intuitively in information theory, the KL divergence 

is the expected difference in bits required to encode to distribution Q when using a code 

based on distribution P. The KL divergence between P and Q is given as: 

𝐷!"(𝑃| 𝑄 = 𝑃 𝑥  log !(!)
!(!)!  (3) 

The KL divergence (using the “tag suggestion” condition for P and the ‘no tag 

suggestion’ condition for Q) for each URI in the experiment is given in  Figure 16. While 

some URIs (like numbers 6 and 7) have almost no difference between the ‘tag suggestion’ 

and ‘no tag suggestion’ conditions, other URIs like number 11 have significant 

differences. This average KL divergence between the ‘tag suggestion’ condition and ‘no 

tag suggestion’ condition is 0.17 (S.D.0 0.08). This is small but not insubstantial. As 

shown in the observation of Figure 13, the long tail of the ‘tag suggestion’ condition is 

often shorter than the ‘no tag suggestion’ condition, while the top of the ‘tag suggestion’ 

distribution has a higher frequency than the top of the ‘no tag suggestion’ distribution. 

The KL divergence takes this into account, while merely finding the α does not. The 

effect on the top of the distribution should be investigated further. 
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Figure 16: X axis depicts the URI used in the experiment, Y axis depicts the different KL 

Divergence values 

 

6.2.2  Ranked frequency distribution 

In order to observe the micro-behavior of the ‘tag suggestion’ and ‘no tag suggestion’ 

distributions, we investigated whether or not the suggested tags are ‘forced’ higher in the 

distribution, leading to the sparse long tail and an exaggerated top of the distribution in 

the ‘tag suggestion’ condition. In order to provide a measurement of the number of 

suggested tags in the top of the distribution, the percentage of suggested tags that were 

found in the top 7 and top 10 tags were calculated. We compared the percentage of 

suggested tags in the top 7 and top 10 ranks for both conditions with del.icio.us. For this 

we assume that the 7 suggested tags provided by del.icio.us represent the top 7 tags in the 

ranked frequency distribution so that the percentage of suggested tags in the top 7 and top 

10 ranks for del.icio.us is equal to 100%. We averaged the percentages for all URIs per 

experimental condition.  
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Figure 17: Percentage of suggested tags that were found in the top 7 and top 10 tags for the ‘tag 

suggestion’ and ‘no tag suggestion’ distributions 

 

Figure 17 shows that for the percentage of suggested tags available in the top 7 rank for 

the ‘tag suggestion’ condition is 80.5% and for the ‘no tag’ suggestion condition 51.9%. 

This means that only half of the suggested tags can be found in the top 7 of the ranked 

frequency distribution in the ‘no tag suggestion’ condition. So in the ‘tag suggestion’ 

condition we observed more of the suggested tags in the top 10 rank of the ranked 

frequency distribution than in the ‘no tag suggestion’ condition. There is an influence of 

tag suggestions on the ranked position and the frequency of the suggested tags. Tag 

suggestions do influence the tag-resource distribution, since, on average, half of the 

suggested tags do not at appear in the top 7 ranks, yet when suggested they do appear in 

the top 7 ranks. However, when users are not guided by tag suggestions and tag freely, 

they still choose for themselves half of the tags that would have been suggested had they 

had a ‘tag suggestion’ mechanism available. Further, the availability of suggested tags in 

the top 10 is an indication of how dispersed the suggested tags are in the ranked frequency 

distribution for both conditions. For the top 10 rank, Figure 17, shows that the percentage 

of suggested tags in the “tag suggestion" condition is 88.3% and for the “no tag 

suggestion" condition is 61%.  
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6.2.3  Matching and imitation rates 

Another metric that measures the influence of tag suggestion on the tag distribution is the 

matching and imitation rate as proposed by Suchanek, Vojnovic and Gunawardena 

(2008). The matching rate measure the proportion of applied tags that are available in the 

suggested tags. This metric provides insight into how the user is influenced by tag 

suggestions provided by the tagging system. For our experiment the matching rate is 

being defined as :  

𝑚𝑟 𝑋 =  |! !,!  ∩ !(!)|!
!!!

|!(!,!)|!
!!!

   (4) 

X denotes the tag suggestion method that was used in our experiment. The ‘tag 

suggestion’ condition provides 7 suggested tags, while the ‘no tag suggestion’ condition 

provided no suggested tags. For a given URI, T(X,i) denotes the set of tags at the ith tag 

entry and S(X) denotes the suggested tags for that URI. For a tagging instance in which 

all tags are given by the suggested tags, the matching rate will be 1. 

The matching rate for the 11 URIs in the experiment and over the both conditions was 

calculated. The resulting matching rates can be found in Table 3. The ‘no tag suggestion’ 

condition serves as a reference point. The results in Table 3 show that users in the ‘tag 

suggestion’ condition were influenced by the tag suggestions. The average matching rate 

for the ‘tag suggestion’ condition is 0.57 (S.D. 0.09) and for the no tag suggestion 

condition, 0.35 (S.D. 0.07). The main drawback of the matching rate is that it cannot 

account for the application of suggested tags when tag suggestion is absent.  
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Table 3: Matching rate for each URI in the ‘tag suggestion’ and ‘no tag suggestion’ condition 

 URI No. Tag Suggestion No Tag Suggestion 

 1 0.47 0.31 

2 0.57 0.34 

3 0.53 0.32 

4 0.65 0.48 

5 0.45 0.29 

6 0.52 0.29 

7 0.58 0.38 

8 0.65 0.38 

9 0.74 0.46 

10 0.63 0.30 

11 0.59 0.31 

   

This ability to account for tag repetition even when the tag is missing is given by the 

imitation rate, defined as (Suchanek, Vojnovic & Gunawardena, 2008):  

𝛼! 𝑆 = !"#$! !,! ! !"#$!(!"!#,!)
!!!"#$!(!"!#,!)

   (5) 

With :  

𝑝𝑟𝑒𝑐! =  ! !,! ∩! |! !,! !!|!
!!!

! !,! |! !,! !!|!
!!!

      (6) 

 precn defines the proportion of applied tags that are available in the single tag suggestion 

set S. Since the tags S in our experiment are always static, precn is equal to the matching 

rate for the tag suggestion condition in Equation 4 defines the proportion of suggested 

tags that are available in the tags applied by the user when no tag suggestion is given. 

This is similar to the calculation of the matching rate for the ‘no tag suggestion’ 

condition. Therefore we can rewrite the imitation rate as:  

𝑖𝑟 = !" !"#$%&%"# ! !!"(!"#$%&%"# !)
!!!"(!"#$%&%"# !)

    (7) 

Table 4 shows the imitation rates for the different experimental URIs. An imitation rate of 

1 denotes full imitation. The results show that users tend to select suggested tags when 

they are available with a chance of 1 out of 3; a mean imitation rate of 0.36 (S.D. 0.10). 
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Table 4: Imitation rate for each URI 

URI No. Imitation Rate 

 1 0.22 

2 0.35 

3 0.29 

4 0.35 

5 0.20 

6 0.34 

7 0.31 

8 0.42 

9 0.50 

10 0.48 

11 0.43 

 

Combining this insight with our previous work in KL divergence and looking at Figure 

13, it appears that the ‘tag suggestion’ condition ‘compresses’ the distribution that 

naturally arises without tag suggestions. This ‘compression’ of the distribution that the 

‘no tag suggestion’ generates can be described as highly frequent tags being reinforced 

more, and less frequent tags reinforced less or not used at all, leading to more imitation in 

the top of the distribution and a ‘shorter’ long tail. It is because of this ‘compression’ 

caused by tag suggestions that the averaged ‘tag suggestion’ distributions do not 

significantly fit power-law distributions, while the averaged ‘tag suggestion’ distribution 

does fit a power-law distribution. Taking a ‘scale-free’ power-law as an ideal stable tag 

distribution, rather counter-intuitively a simple tag suggestion scheme based on frequency 

may actually hurt rather than increase the stabilization of tagging as a power-law 

distribution.  
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7  Conclusion 

The research presented here provides a first step that leads to a new interpretation of the 

accepted theories and models that explain the emergence of power laws in tagging 

systems. Common wisdom in tagging research has suggested that the power law is 

unlikely to form without tag suggestions. As put by Marlow, Naaman, Boyd and Davis 

(2006), “A convergent folksonomy is likely to be generated when tagging is not blind,” (p 

34)  blind tagging being tagging without tag suggestions. This does not appear to be the 

case from our experiment. The results show that a power law distribution emerges even 

when user are not guided by tag suggestions and tag freely without any tag suggestion 

from the tag-system. Moreover, the observed power law function fits more closely the 

behavior of users when the users are not given tag suggestions than when the users are 

given suggestions. This means that tag suggestions distorts the power law function that 

would occur naturally when users tag without suggestions. The lack of a tag suggestion 

effect on the emergence of the power law distribution calls for a reinterpretation of 

current models of tagging. It appears that background knowledge is a much stronger 

influence than imitation on the development of a power law. 

Furthermore, these results are not entirely unexpected, but help clarify a number of 

experimental results from previous experiments in tagging. First, this result clarifies how 

the power law distribution was observed by Cattuto, Loreto and Pietronero (2007) even 

before del.icio.us began using tag suggestion via the tag interfac. Second, it also helps to 

explain how the majority of users in Suchanek, Vojnovic and Gunawardena (2008) 

experiment had a high matching rate, even when in their debriefing most of them said 

they did not use or even notice tag suggestions. 

Our experiment does have a number of limitations, in particular we should expand the 

experiment including expert and non-expert users dealing with different kinds of subject 

matter with which they may have varying degrees of expertise. In these kinds of 

situations, tag suggestions may have more of an influence on tagging behavior. Further 

research should be performed on determining the precise ‘compression’ behavior caused 

by tag suggestions and its effects on the long tail and top of the tag distributions. It 

appears, from our present work, that tag suggestions extend the top of the distribution (as 

shown in Figure 13) while shortening the long tail. 
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Regardless, the cause of the emergence of the power law should be grounded in 

something other that a simple tag suggestion and imitation mechanism. Although the 

present results indicate that some of the previous assumptions underlying the emergence 

of power laws do not hold, a power law distribution alone does not provide the necessary 

information needed to determine the role of tag suggestions on tag behavior. The results 

presented here have merely confirmed the presence of a similar power law distribution for 

both ‘tag suggestion’ and ‘no tag suggestion’ conditions.  

Another line of research that seems promising is to develop understanding how humans 

categorize in general, which could easily influence how they decide which tags to use to 

annotate web resources. For example, while the large amount of data on the web made it 

easy to develop simple mathematical models of human behavior, it seems that crucial 

cognitive contributions of the user model are often ignored. What is missing is an 

understanding of the cognitive model and constraints of the tag selection process. Given 

the lack of attention seemingly paid to suggested tags, it appears that a cognitively-

informed information retrieval approach may be an option for a new kind of tagging 

theory. An information-theoretic and cognitive understanding of the tag selection process 

is the next step in understanding and extending our theories of tagging.  
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1. Introduction 

As the Internet has increased the availability of entertainment resources, - like songs, 

movies, books or games, - to an unparalleled extent, users have quickly kept pace with 

that, such that some of the most popular providers may dispatch more than ten million 

downloads daily. Part of these downloads may result from a deliberate choice for a known 

item, but the item knowledge of humans is of course all but negligible in relation to the 

total amount of available items on the web. Consumers who want to access a larger part 

of their preferred items are therefore obliged to search through databases that mostly defy 

serial, let alone exhaustive search. Specifying one’s preferences is, however, not always 

easy to translate into an SQL query on the relevant databases, whereas finding the right 

database is an additional problem. From the point of view of the consumer it is not so 

much searching, as well as finding the item to a consumer’s taste, which is the real 

problem, and this has led to the advent of recommender systems. Recommender systems 

retrieve items that are intended to match the preferences of the customer, and for that 

purpose feature a preference profile of the specific individual. Relatively simple 

recommender systems are employed by on-line sales companies, like Amazon, that, when 

presenting a requested item, propose additional items that are supposed to match the 

customer’s preference. Though recommenders are principally a form of information 

retrieval systems, the focus is slightly different, as their output can be characterized by 

two variables, true positives and false positives. Whereas in information retrieval there are 

four variables; true positives or hits, false negatives or misses, false positives and true 

negatives or correct rejections, only the former two are relevant for recommender 

systems. A recommender system does not come up with alternatives that should be 

avoided, but what remains is the fact that it can offer alternatives that do not match the 

preference of the consumer, see Figure 18. In fact, for recommender systems a ‘miss’ is 

hard to define as the consumer may have a range of preferred items that cannot all be 

proposed at the same time, and every preferred item that is not proposed might be termed 

a miss.  

Precision is the degree to which the recommended items belong to the preferred set, and is 

lowered by the presence of false positives. Especially when the set of preferred items is 



Trust based recommendation and the role of social peers 

92 

large recall becomes important as it relates to the degree to which the preferred set is 

covered by the recommended items. From an empirical point of view the representation of 

the types of items as sets is misleading as persons can usually produce rank orders of 

preference. Consequently, when a true positive item is rather low on the preference rank 

order, its contribution to ‘precision’ is perceived less than when the item is high on the 

preference list. On the other hand, a false positive in terms of the established preference 

set, may raise hope that it is attractive anyway, be chosen and appreciated, - and so 

become a true positive after all; a phenomenon called serendipity.  

 

 
 

precision =
preferred ⋅ items}∩ recommended ⋅ items{ }{

recommended ⋅ items}{
=

R
R+F

 
 

  

€ 

recall =
preferred ⋅ items{ } recommended ⋅ items{ }

preferred ⋅ items{ }
=
R

P  

Figure 18: Schematic diagram of the concepts of precision and recall in retrieval by a recommender system. The 

area R represents the ‘hits’, F the ‘false alarms’ and P-R the ‘misses’. A small F produces a high precision, 

while recall represents the coverage of the preferred items. 
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One of the basic problems of recommender systems is called the ‘cold start’. Anytime a 

new customer is introduced, in principle nothing is known about his or her preferences 

and a learning phase is needed in order to extract the needed preference information from 

the user. To get a detailed picture of the preference structure of any one individual, 

however, may involve a lengthy querying procedure, which customers want to minimize, 

or even to avoid. Another issue is that, for whatever reasons, consumers may not be 

willing to release any personal information concerning their preferences. Reasons may 

encompass hiding identity, privacy, security and rejection of commercial exposure. In 

such cases use may be made of proxies, acting as the representative of the hidden identity, 

who either have access to the preference structure, or, who according to the original 

consumer, have a similar preference structure.  

There is still a way to approximate the preferences of a person, which is based on the fact 

that social groups tend to have similar preferences. This may be because similarity of 

taste predisposes to group formation, or that the group experience tends to harmonize 

preferences. Knowledge of the preferences of a group, then, provides at least indirect 

information concerning the preferences of a member of that group that can be used in a 

recommender system. Making use of known properties of a population or population 

strata in constructing recommendations is called collaborative filtering, which assumes 

that preferences and dislikes of a specific group will at least partly be shared by a person 

belonging to that population. Nevertheless, such approximations cannot be expected to be 

very precise for a single individual. Though collaborative filtering is widely employed in 

recommender systems more accurate methods have been actively sought for, and one of 

them is trust-based recommendation.  

In the social networks research there is a line of research investigating cognitive similarity 

between people and groups in social networks. The focus of the research lies on the 

relationship between people based on shared meaning of concepts in communication 

content rather than on the real connections that exist between people. Communication 

content refers to every possible type of information that is shared between people in a 

network such as email messages, corporate goals, sharing scientific publications, etc. 

(Monge, 1987). In principal a connection exists between people if they share a similar 

interpretation of concepts.  Moreover, constructional theories state that individuals, 
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knowing that they share a large amount of overlapping in knowledge, will be inclined to 

interact and exchange information with each other.  The more two individuals incorporate 

similar knowledge the more likely they will denote each other as friends (Carley and 

Krackhardt, 1996). Recommender algorithms are based on the basic premise that users 

that have similar profiles have similar interests and therefore most likely share the same 

likes and dislikes for items. In order to find content that fits a user’s personal profile, 

recommender systems rely on similarity metrics to find similar users and items. Recently 

the use of trust in recommendation algorithms has gained interest. Instead of using the 

most similar user profile these trust based algorithms use expression of trust between 

people to calculate personal recommendations.  Trust-based recommender systems have 

shown to perform as well, and in some cases outperform, CF recommender algorithms 

(Golbeck 2009).  

When using trust for successfully predicting personalized recommendations trust should 

also relate to some extent to user similarity. Abdul-Rahman and Hailes (2000) show that 

members of a social system create links of friendship and trust with other members in the 

system that resembles their own interest profile. There appears to be a link between 

similarity and trust. Ziegler and Golbeck (2007) investigated how similarities among 

members in a social system correlate with trust relationships between those members and 

showed that a strong positive correlation between trust and user similarity exists. Sinha 

and Swearingen (2001) showed that people rather like to receive recommendations from 

people they know and trust, and thus for which they can easily express a trust opinion, 

rather than from online recommender systems. This idea goes back to the balance theory 

of Heider (1946, 1958) stating that people who like each other also want their preferences 

to be the same, i.e. balanced. This theory was further generalized and formalized by 

Cartwright and Harary (1956). Interest in this theory has recently re-emerged in social 

sciences, also in relation with recommender systems. 

According to Golbeck (2009) the reason why trust-based-recommendations can 

outperform collaborative filtering in some cases is because CF uses overall similarity of 

user profiles while trust captures more than just overall similarity between people. Overall 

similarity refers to the fact that CF compares a persons’ preference for a subgroup of 
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people that have similar preferences after which it predicts a persons’ rating for a new 

item based on a weighted average.  

Trust is a broad concept that incorporates a wide variety of behaviours expressed by 

people and therefore an expression of trust can capture many different facets. Corritore, 

Kracher and Wiedenbeck (2003) identify three factors that impact trust in online 

environments: perception of credibility, ease of use, and risk. A more detailed overview is 

given by Cheskin et al. (1999) but encompasses the same concepts. Empirical research on 

trust has been reported by Egger (2003). Egger developed a psychometrically validated 

questionnaire QuoTEC for trust in on-line transaction websites and found in a factor 

analysis that two dimensions explained about two thirds of the variance: efficient access 

to information and perceived risk (Egger, 2003). A three-dimensional solution uncovered 

the same three factors as Corritore et al. (2003). In a study by Ozok, Fan and Norcio 

(2010) on optimal recommender system interfaces among 131 college students 

transparency turned out to be one of the most important features, covering both ease of 

navigation and the motivation behind the recommendations. Also, all these sources 

mention a factor that apparently is subsumed under efficient access to information, which 

is credibility. Credibility, in turn, can be mediated by a number of properties, like brand 

reputation, ease of navigation, seals of approval etc. When talking of trust-based 

recommendation the concept of trust is generally used to describe similarity in opinion or 

preferences, which clearly relates to social groups in which people know each other and 

have personal relations with one another.  

Trust in such groups is thought to consist of two components; well-intentioned and 

competent. Well-intentioned relates to the trust people feel to another person on the basis 

of their social relation which creates a form of obligation. Competence directly relates to 

the degree to which the preferences of two persons are similar: a higher similarity means 

that one person can safely choose items, e.g. multimedia resources, that will be highly 

appreciated by the other. This distinction is useful, because not all preferences in a group 

are similar, and social ties may exist where there is low similarity in preferences. On the 

other hand, one may imagine a virtual person with high preference similarity where the 

concept of well-intentioned is absent. Dell’Amico and Capra (2008) argue that in order to 

be trusted, users must be both well-intentioned and competent. Based on this assumption 
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they have proposed a novel approach that they call social filtering, and which is employed 

in SOFIA, one of the first trust-based recommender systems.  

One problem is, however, the establishment of actual ‘trust’ values that are held by 

consumers, otherwise stated, how can a trust metric be developed? So far, proposed trust 

metrics have been based on the local encoding of trust relationships, but are generalized 

to a global scale (Levien, 2004). However, as Golbeck (2006) argues, the web is a very 

big place which makes it doubtful that such a generalization is valid. For trust-based 

recommender systems it seems paramount to investigate how a person’s trust is 

distributed over the web, from social peers to virtual persons, on what topics, and how 

trust is transferred from one person to another. In order to make the recommender systems 

workable relatively strong assumptions are made on trust values that are based on 

parameters for which a numerical value is available, e.g. the number of citations. In 

addition, the chosen values are usually discrete values like 1 for complete trust, 0.5 for 

some trust or 0 for no evidence of trust (Dell’Amico and Capra, 2008; Oleshchuck, 2009; 

Victor, Cornelis, De Cock and Teredesai, 2008). Another problem is how trust is 

transferred from one person to another: if A trusts B, and B trusts C, does A trust C as 

well, and to what extent? This can be generalized to how long such a chain may be in 

order to exert any influence of the originator’s trust. This becomes even more difficult in 

the case of distrust, in which trust transitivity does not apply. If D distrusts E, and E 

distrusts F, it does not provide any certainty about the trust of D in F (Hess and Schlieder, 

2008). These considerations are not all equally relevant for trust-based recommender 

systems, in which negative recommendations are basically absent, distrusted persons, if 

possible, will not be presented and where enumerating the elements of a trust transfer 

chain quickly becomes unwieldy. What seems to be needed is a better insight how trust 

can be quantified, what values a trust metric can take, and how it relates to well-

intentioned and competent recommendations. This has been the goal of the following 

experiment. 
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2. Experiment 

2.1 Research Questions 

The main question is how the trust of a person in recommendations given by another 

person is mediated by social relationship and by similarity in preferences. A following 

question is how this can be quantified, in order to see what trust values can obtain. A final 

question, then, is to analyze to what extent a virtual recommender with (almost) the same 

preferences will be trusted, once quantification has been achieved. One other motivation 

to find trust values of potential consumers is that if they can name persons who they trust 

with regard to their preferences this would diminish the cold start problem. Finally, one 

other possibility is that consumers wanting to hide their identity, can have themselves 

represented by other persons, as vicarious consumers.  

Method 

The experiment consisted of two phases. First the participants were requested to list their 

media preferences, which could be music, movies or books. They were to indicate what 

area was the most important for them, and then list up to five favourite media items in that 

area. For each of these they had to write down in some detail what appealed to them and 

rate that item on a quality scale from 1 to 5, where 1 was the lowest possible score and 5 

the highest. In addition they were asked to list up to five disliked items in the same area; 

items they systematically avoided or detested, again with some arguments why this was 

the case.  

Finally they had to list the name of a person in their social circle, which was not further 

specified, they trusted most as regards similarity in preferences, and a socially related 

person they trusted least in their taste profile. 

When these descriptions had been collected two experimenters made up fictitious 

recommendations that matched the stated preferences, and the disliked items as closely as 

possible, without obvious or subtle repetitions of the subjective descriptions. Though 

participants did not always list five items, certainly not for the disliked items, five positive 

and five negative items were constructed. All the fictitious recommendations were 

positively phrased, as discouraging descriptions are not featured in recommender systems.  
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These fictitious recommendations, together with the original item descriptions were then 

sent to a large panel of 97 persons who acted as judges of the appropriateness of the 

fictitious recommendations and who rated the degree to which each recommendation 

matched the original descriptions of the user profile on a seven point scale, running from 

1: not at all, to 7: perfectly. On average, each of these judges saw lists of 

recommendations for five different persons.  

For each fictitious recommendation the scores by these judges were averaged, after which 

the top three of the negative and the positive recommendations were retained for the 

second phase of the experiment. 

In the second phase the originators of the item descriptions were approached again and 

asked to rate the attractiveness of the items that were provided with the fictitious 

recommendations. These recommendations were stated to have been given by 1) the 

socially related person who had the most similar preference, 2) the socially related person 

who had the most dissimilar preferences, and 3) by a person who had been found in the 

database to have the most similar preference to that originating participant. This was 

intended to be the virtual person who lacks the property of well-intentioned, but scores 

highest at competence. Conversely, the person with the most dissimilar preferences is 

well-intentioned, but scores lowest on competence. The experiment was run 

independently in the Netherlands, Britain and Spain where the interest was not so much 

on national differences but on the commonalities in providing trust in widely varying 

groups.  

2.2 Phase 1 

2.2.1 Participants 

In all three experimental locations participants were solicited among the institute- or 

company colleagues or acquaintances who were naive as to the purpose and hypotheses of 

the experiment, and were not familiar with research on recommender systems or human 

choice behaviour. In the Netherlands there were 11 participants, two female, with an 

average age of 29 ± 2.8. There were 13 British participants, seven female, with an average 

age of 43.3 ± 13.4. Finally there were 20 Spanish participants, nine female, with an 

average age of 31.7 ± 5.9. Ages varied between 19 and 67.  The favourite media type was 
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music (43%), then books (30%) and movies (27%). There was no significant relation with 

age; music fans were on average 31 ± 6.7 years of age, movie watchers 35 ± 9.3 and book 

readers 39 ± 13.2.   

2.2.2 Procedure 

Participants came to the experimental sites and were asked for demographic properties: 

age, education or occupation media consumption, like frequencies of watching movies or 

listening to music. Next they indicated their media domain preference and ranked the 

three domains according to their preference. For their preferred domain participants then 

listed two or more favourite genres, like ‘alternative’ and ‘folk’ for music, and the genres 

they disliked most, like ‘Hip-Hop’ and ‘R&B’. After this they were asked to mention up 

to five of their most favourite items in the preferred media domain, give a brief 

description of those, provide arguments why they liked it, provide keywords for the item, 

and give a rating to the item. In accordance with existing rating methods this was a five-

point scale with score 1 as most disliked and score 5 as most appreciated.  The same 

procedure was followed for items they disliked most, though fewer items were given than 

for the favourite ones, and frequently only disliked genres were given. Finally they were 

asked to mention two persons in their social circle who had the most similar preference as 

they themselves, and two persons, equally well-known, who had the most dissimilar 

preferences. For each of these persons participants rated the degree to which they would 

accept recommendations from these peers on a seven-point trust scale, varying from 1, 

never accept to 7, always accept. Only a minority of the participants could mention just 

one, instead of two persons.  

2.3 Phase 2 

Two experimenters at the Dutch site constructed fictitious items that maximally 

conformed to the descriptions given by the participants. Five item descriptions were made 

in the indicated favourite genre, called the positive items, and five item descriptions in the 

disliked genre, called the negative items. They worked independently on a first version, 

after which they checked the version of the other experimenter with respect to 

completeness, accuracy and sufficiency. If deemed necessary, alternative version were 
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made. It appeared that the preferred items were usually quite specific, which made it 

difficult to make equally attractive alternatives that conformed fully to the original 

descriptions. This made it also mostly impossible to re-use a fictitious item description. 

For negative items this was much easier, as descriptions for disliked items could just 

consist of one word, e.g. war. Negative descriptions could therefore be used on a far 

larger scale. Fictitious descriptions were made for all participants in all three countries, in 

order to maintain uniform criteria in writing them.  

2.3.1 Validation 

All original descriptions paired with their fictitious counterparts were then sent by e-mail 

to a group of validating participants. This group consisted of 97 persons in total, most of 

them selected from the experimental subject bank of Eindhoven University of 

Technology, supplemented by 22 students of that University. Though the actual number 

of validators was higher, not all of them reacted or sent their answers back. On average 

each fictitious list was checked and compared with the original list by 11 of these 

validators; the lowest number was 7 and the highest 17.  The validators rated each item as 

to their appropriateness on a seven-point scale. In order to avoid order effects, the positive 

and the negative items were completely randomized for each validator separately. The 

scores given by the validators were averaged, and the three item descriptions with the 

highest scores were selected for the second phase of the experiment. This held for both 

the positive and the negative descriptions. Consequently for each of the original 

participants a new item description list was available that featured three highly favourite 

items and three maximally disliked items for that particular person.  

2.3.2 Procedure 

All of the original participants were approached again by presenting the six fictitious item 

descriptions to them. The instruction was to indicate to what extent they would accept the 

item if it was recommended by the social peer they had indicated as having the most 

similar preference and by the person with the least similarity. This was to be scored on a 

seven-point scale, varying from 1: never accept to 7: always accept. Finally a person was 

introduced that allegedly had been found to have the highest preference similarity to their 

own in the experimenters’ database. This was the virtual person the participants did not 
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know, but it is one who can be detected relatively easily in most operational recommender 

systems. For each of these ‘recommenders’ a positive and a negative item was presented 

in order to analyze how strong the effects are of trust engendered by different 

personalities. For all participants the order of presentation of the items was completely 

randomized. 

3. Results 

There was some attrition in the participant groups due to unavailability or non-response: 

two members of the Dutch group resulting in nine participants, one members of the 

British group, resulting in 12 participants and two members of the Spanish group, leaving 

18 participants.  The missing participants included two persons who clearly 

misunderstood the instructions and were excluded from the analysis. So in total there 

were 39 (89%) of the 44 original participants left. All of these participants produced 

complete data.  

For a global impression it is useful to analyze what the effects of trust claimed by the 

participants are. For positive items the category ‘always accept’ is given in 64.1% of the 

cases for the most trusted person. Conversely, for the negative items there is still 7.7% 

that would always be accepted. For the least trusted social peers and positive items the 

category ‘always accept’ is a remarkable 25.6%, whereas for these persons it was often 

claimed that participants would never accept anything recommended by that person. Yet 

even for the negative items the category ‘always accept’ occurred in 5.1% of the cases of 

the social peers with the stated lowest competence.   

The virtual peer collected the lowest score of ‘always accept’; 20.5%, but the ‘never 

accept’ category scored the highest for the negative items, up to 43.6%, for all three peer 

types. It is remarkable that this occurred more often than for the least trusted social peer 

(33.3%).  

The distribution of the scores over the categories may of course give a much more 

detailed picture, and for this purpose a model for the trust scale has to be employed.  

Although, especially in marketing studies, scale values, in this case for trust, are 

commonly computed by just averaging the given numerical scores, this procedure leads to 

a bad fit of the data. The correlation between the observed data and the theoretical data 
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leads for the Dutch participants to a proportion of explained variance of 0.54, for the 

English participants 0.55 and for the Spanish participants 0.43.  For that reason the 

scaling model developed by Thurstone (1927, 1954) was selected to obtain scale values 

for trust. This is most frequently employed in subjective quality studies and it assumes 

that internal representations of psychological concepts, like trust, have a stochastic value 

that can be affected by external factors. The average of the stochastic is called the scale 

value, which is assumed to follow a normal distribution. For the solvable case all standard 

deviations are taken to be the same. In category scaling the fundamental equation is 

written as: 

€ 

s
i
= c

k
− x

ik  
where si stands for the scale value of the object of interest i, ck is the boundary of 

category k of the seven-point scale, and xik is a function of the probability that the object 

i is rated as high as the category k. The object of interest here is the trust value associated 

with the item and the human or virtual recommender. The variable xik is the normal 

deviate of the probability that object i is ranked as high as boundary k. As there are six 

item acceptance judgements and six category boundaries this would lead to 12 model 

parameters. Because in the instruction text the category widths were indicated to be 

uniform, the category widths can be taken to be equal which leads then to seven 

parameters against 42 degrees of freedom. These degrees of freedom result from the six 

trust values times the number of cumulative probabilities over the seven categories. The 

fundamental equation then reduces to: 

s
i
= kc− x

ik  
Especially in the case of rating scales not all cells get filled, meaning that values of 0 and 

1 can be obtained that defy normal deviate transformation. Though Thurstone’s original 

model cannot cope with such cases (Torgerson, 1958), the strong overdetermination 

makes it possible to fit the model containing many empty cells by using Linear Least 

Squares Estimation (Stewart, 1991, Ch.4; Swerts, Bouwhuis and Collier, 1994; Brennan, 

Quinn, O’Sullivan, Lewis and Wade, 2004). First the model was fit to the Dutch, British 

and Spanish participant groups separately, with resulted in proportions of explained 

variance of 0.923, 0.881 and 0.910 respectively. These results were sufficiently promising 

to collapse all participant groups in a single group on which the same model was run with 



CHAPTER 5 

 103 

a proportion of explained variance of 0.927 as a result. The resulting values comprise first 

the category width, next the trust scale values for the trusted peer with positive and 

negative items, and then the same for the peer with different preferences, and last those 

for the similar preference virtual peer. The trust scale values are shown inFigure 19, 

where these have been scaled in such a way that the category width is set to 1.  

An additional advantage of the Least Squares fit is that standard errors of all parameters 

can be derived in a straightforward way, which enables to test for significant differences. 

One of the two non-significant differences is that between points 3 (non-trusted peer and 

positive item) and 5 (virtual peer and positive item) in Figure 19. The other is the 

difference between positive and negative items for the trusted social peer and the virtual 

peer. This difference is significantly smaller for the peer with dissimilar preferences.  

Summing up, this means that all differences between positive and negative items are 

significant, that the social peer with the highest preference similarity is significantly more 

trusted than the other two peers, and that the negative items are less trusted when 

preferences are dissimilar, en even more when the virtual peer is unknown.  

 

 
Figure 19: Trust scale values for items recommended by a trusted peer (points 1 & 2), a peer with 

dissimilar preferences (points 3 & 4) and a similar-preference virtual peer (points 5& 6). Points 

1, 3 and 5 refer to positive items; points 2, 4 and 6 to negative items. Units represent the category 

width of the seven point rating scale; the point 0 represents neutrality.  
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4. Discussion 

In the specific context of recommender systems it is not meaningful to employ a fully 

orthogonal experimental design, as that would require the adoption of disapproved items. 

Using disapproved items is markedly inefficient inasmuch as there are far more non-

preferred items around than preferred items. One could argue that the negative items, that 

were carefully constructed on the basis of the condemned genres would give them an 

unfair advantage as they should be positively worded, as befits a recommender system. 

Indeed, a clear asymmetry can be spotted in the trust values that are biased in a positive 

direction, even when all negative items clearly have a negative trust value.   

While the number of participants may seem to be low, it is clear from the results of the 

model fits on each participant group that even a group size of 9, answering six questions, 

can produce quite satisfactory results and the only difference between small and large 

groups is the size of the standard errors of the parameters which is lower in the larger 

group. What may be less sure is the representativeness of the three participant samples. 

All participants were well-educated, had professional jobs or were advanced students, and 

often PhD students. Judging by their item descriptions they were generally 

knowledgeable, critical and could articulate clearly specific properties of the items. This 

is reflected in the average age which at 38.3 is relatively high, but with a standard 

deviation of 12.2 quite variable as well.  Nevertheless there seems to be a shortage of 

youngsters below 25 who are well-known for frequently searching and downloading 

media items. The real question, however, is to what extent this age and experience effect 

would affect the trust effects found in this study, as theoretically there seems not to be a 

direct relation.  

The somewhat unexpected results in some of the parameter values may point at a 

weakness in the construction of the fictitious recommendations. The most unexpected 

feature is that the acceptance of recommendations stated to be produced by a social peer 

with dissimilar preferences is still lying between that of the trusted peer and the virtual 

peer with the most similar preferences. This runs counter to the comments of some 

participants stating that they would never, ever take a recommendation of that particular 

person, and in general the expressions of disapproval were strongest in those cases. This 

was not borne out by the obtained trust scale values.  
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In the obtained goodness of fit values there is hardly an argument to assume that the 

category widths should be unequal. In any case the width variations would have to be 

small anyway to make up for the residual variance, and produce little evidence for trust 

effects. With respect to the stability of the parameter values, the chosen model shows 

rather low correlations between the estimates of the parameter values. In the sequence of 

operations the Least Squares method produces a Variance/Covariance matrix in which the 

covariances are 13 to 22 times smaller than the variances, so they hardly play a role. The 

standard errors are derived from the variances in this Variance/Covariance matrix and are 

also dependent on the number of parameters, the lower, the better. However, reducing the 

number of parameters does not affect the standard errors very much as the number of data 

points is much higher than that of the parameters.   

5. Conclusions 

The main conclusion that can be drawn from this study is that crude measures of trust to 

be used in trust-based recommender systems are far from realistic. Though for many 

items participants indeed would always accept a recommendation from a social peer with 

high preference similarity, this was definitely not always the case, so a default value of 1 

for presumed trust is not a suitable value. Instead of two or three discrete values, trust 

values appear to behave like continuous variables, modulated by the differential trust 

people place in persons they know well or not at all, and who have similar or dissimilar 

preferences. In addition, a trust value is not a stable variable, in the sense that, in terms of 

Thurstonian modelling parameter values are stochastic and can vary randomly. For the 

parameter estimates obtained in this experiment the standard deviation of the trust 

parameters is about half the category width. Though this provides sufficient certainty with 

respect to the positive values as well as the negative values of the estimates, the trust 

variability is something that should definitely be taken into account in trust-based 

recommender systems.  

The relatively high, but still negative, trust score for the negative items in the case of the 

trusted social peer can be explained by assuming that this trusted person engenders so 

much trust that it can overcome to some extent the negative feelings about items from a 

rejected genre. It should come as no surprise that the trust scores of the social peer with 
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high preference dissimilarity are significantly lower. In addition, the spread of the trust 

values over positive and negative items is significantly smaller which might also be 

expected. Nevertheless the fact that positive items still could evoke a significant amount 

of trust is surprising considering many rejecting comments about such peers. Totally 

excluding such peers from recommendation would, therefore, be probably too harsh a 

criterion. 

One other surprising phenomenon is that the virtual peer with highest preference 

similarity is engendering about the same trust level as the social peer with low preference 

similarity. In the instruction it was stated that this (virtual) person had the highest possible 

preference similarity as the consumer, likely exceeding that of the trusted social peer, so 

this begs the question why the virtual peer was not trusted more. An analysis of the trust 

components ‘well-intentioned’ and ‘competent’ might be useful here, see Table 5. 

 

Table 5: Trust component properties and preference similarity of different types of peers  

 

    social peer A social peer B virtual peer 

well-intentioned  yes  yes  no/unknown 

competent   yes  no  yes 

preference similarity  high  low  (very) high 

            . 

 

If the positive item descriptions by social peer B are engendering as much trust as those 

by the virtual peer the competence of the latter is apparently overruled by the component 

well-intentioned. Both the perceived lack of competence and the uncertainty about well-

intentioned push down the trust. The consequence of this feature is that if a recommender 

is unknown, not part of the social circle, then this will seriously undermine the trust in his 

competence. It is only in one feature of the data that the competence of the virtual peer is 

recognized, which is the lowest trust in recommendations for items from rejected genres. 

As mentioned before, this is not a very useful property as generally the number of 

preferred items is overwhelmed by the number of non-preferred items. A recommender 

would not attempt to come up with items from rejected genres when these genres are 
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known in the first place. Moreover, if the virtual peer would recommend these anyhow, it 

would undermine the trust in the virtual peer even more, so be counterproductive.  

This means that introducing a highly competent peer would bring only marginal benefits, 

if at all when no more ‘well-intention’ can be associated with that virtual peer. Another 

consequence of this phenomenon is that trust transfer is quite likely to be much lower 

than has been assumed in the literature. Though trust transfer has not been directly 

manipulated in this study, it is clear that the lack of knowledge or social relations between 

the consumer and the recommending peer is effective in lowering the trust. Though 

recommendations by competent peers, about which no well-intent can be inferred, can 

still be significantly positive, the trust they engender is much lower than that of the 

competent and well-intentioned peer. It, therefore, seems optimal to concentrate in trust-

based recommenders on both competence and well-intent, as these together create high 

levels of trust, that still fall short of ensuring default acceptance of items. A possibility for 

this may be to introduce the virtual peer as a potential social peer who would gradually 

gain in well-intent as the positive experience is increasing. 
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Owing to the digital revolution we live in exciting times. We witnessed the transformation 

from a static web (web 1.0) to a social web (web 2.0) leading to tremendous growth in 

digital content. This ever increasing digital content, welcome as it may be, has also led to 

some challenges in that it is not evident for an individual to search through large amounts 

of information only to find the content he is looking for. Web services, such as Google, 

developed to support individuals in the process of searching through web-content gained 

importance is this transformation of the web. Now we are in the forefront of an evolution 

to a personalized web. The personalized web manifests itself in two import ways. The 

first one is the back-end development of technology of how data should be stored, 

represented and connected, also referred to as ‘the semantic web’ or ‘web of data’. The 

semantic web is concerned with the development of technologies that enable the 

description of content of the web (Resource Description Framework) and a language that 

defines the semantic relationships between these data descriptions (Web Ontology 

Language). The second one is the front-end design of user interfaces that can provide a 

unified user experience over different devices. In contrast to an explicit action of a user to 

search content on the web, the personalized web delivers information to the user when 

needed. As web content is virtually omnipresent this means a shift from designing a 

specific destination, such as a web page or smartphone app, to designing services that can 

be delivered in many different forms in different user interfaces. For instance, Google 

now provides a personalized user experience by integrating data from different web 

services. Based on the different patterns in user behavior a user will receive context 

dependent information that supports the user in accomplishing certain goals. At the core 

of this personalized web are intelligent computing methods, such as recommender 

systems, that enable to assess individuals’ needs, goals and preferences and match these 

with content on the web. Recommendation should present the right information, at the 

right time, on the right place. As discussed in chapter 1, providing good recommendations 

at least entails the assessment of preference and the prediction of preferred content bases 

on previously collected preferences. In this dissertation we presented an interaction model 

of constructive preference, in addition to the preference- and prediction model, which 

takes the close interaction between user characteristics and recommender system together 

with contextual properties into account. 
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1. Main contributions 

The interaction model of constructive preferences presents a different perspective on how 

preference should be understood and how the quality of recommendations should be 

analyzed. This leads to two important insights.  

First, preferences are constructive, meaning that they are not immutable, but subjected to 

contextual properties of the choice environment, the way recommendations are presented 

and by the personal characteristics of a user.  Second, in the evaluation of the quality of 

recommendations the interaction between user, system and its context is pivotal. One 

cannot assess the quality of a recommender by only analyzing a single aspect of the 

interaction process. An aspect of the constructive nature of preferences is that they are 

incomplete until a choice is being presented. Only by understanding how preferences 

emerge from interaction with the choice set provides insight in human decision making in 

recommender systems. 

 

The contribution of this dissertation to field of recommender systems research will be 

discussed by analyzing in turn the different elements distinguished in the interaction 

model, i.e. the user, the system, context and interaction. 

1.2 The user: 

Chapter 2 investigates to what extent the user’s personality traits and demographic 

properties can be used to predict multi-media preferences.  Previously, this question was 

already investigated by Finn (1997), Rentfrow amd Gosling (2003), Kraaykamp and Van 

Eijck (2005), Chausson (2010), and Cantador  et al. (2013). In contrast to our user study 

presented in chapter 2, these studies did not involve the direct prediction of rating by 

means of personality traits. Rather, they aggregated preferences over genre levels. The 

problem with aggregating preferences on genre levels is that these are highly dependent 

on the participant’s interpretation of a genre. Our study showed a direct link between Big-

5 personality traits and rating behavior for Dutch TV-shows. To our knowledge, our 

experiment is the first in employing a controlled experiment using a real recommender set 

up to measure the direct relationship between personality traits and ratings. This indicates 

that is worthwhile for recommender systems to measure personality traits to enhance 
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preference models. The limitation of our study is that the participant sample exists mainly 

of Dutch students and only Dutch TV-shows were included. This makes the results 

difficult to generalize. In a more heterogeneous group of participants we expect large 

individual differences leading to a higher predictive power.  The question to which extent 

these results hold for other assortments, such as movies, within the same domain or for 

other content domains, such as music, is still a question that needs further research.  

1.3 The recommender system system: 

Chapter 3 presents an empirical study that investigates the role of the choice set 

presentation in the User Interface in the decision-making and preference construction 

process. The user study specifically investigates the choice overload effect in 

recommender systems. The choice overload effect shows that people are attracted to 

larger choice sets but at the same time experience less satisfaction with their choice and 

an increased choice difficulty. In the context of recommender systems, where all 

recommended items are highly relevant, this choice overload effect may be even more 

prominent. As preferences are often constructed in the process of making the decision, the 

way the item list is composed will influence how users perceive the effectiveness and 

satisfaction of the recommender system, beyond how good the items on the list match 

their current needs. The results of the experiment show that larger sets containing only 

good items do not necessarily result in higher choice satisfaction compared to smaller 

sets, as the increased recommendation set attractiveness is counteracted by the increased 

difficulty of choosing from these sets. The results of our experiment is consistent with the 

current view in decision making that preferences are constructed, and that the user’s 

perception of the recommended items and the system do not only depend on how well we 

can predict the user’s rating for an item, but also whether that item is part of a list that 

provides an appropriate context of comparison. 

1.4 The interaction: 

A problem that has arisen with the tremendous growth of user-generated content was the 

users’ ability to organize this content for later usage. For instance, the digitization of 

photography led to several cloud services for storing photo’s online. But then the 
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cumulative growth of photo’s made it hard for users search through large content sets. 

Tagging appeared as a user driven method to describe and categorize online content for 

later re-finding.  In contrast to the strict structure of pre-defined web ontologies, user-

generated tags provide a description of content by means of background knowledge of an 

individual.  This means that the selection of tags to describe content is related to an 

individuals’ knowledge structure. The interaction model of preference construction 

describes that personal characteristics of an individual, such as the cognitive aspects of 

how knowledge is being represented and structured, play a role in the preference 

construction process. Understanding how tags emerge as the interaction between user and 

tag system provides valuable information to which extend background knowledge of the 

user can be user to enhance in preference models. 

The application of the interaction model provided an important insight to the current 

computational models of tag selection behavior. All models of tag behavior assumed that 

the observed power law in tag systems was caused by imitation behavior based on tag 

recommendation provided by the system. The study reported in Chapter 4 was the first 

user study that provides experimental insight into how feedback from the recommender 

system influenced user tag selection behavior. The results seemed counterintuitive, in that 

when users were not influenced by tag recommendation the power law function provided 

a better fit for the observed behavior than when tag recommendation was provided to the 

user.  

This has important implications for the aggregation of background knowledge when it is  

used for enhancing preference models.  If the goal is to assess true representation of 

background knowledge it is preferable to not influence users with tag recommendation 

presented in the interface. Further, this study showed that performing user experiments 

provided valuable insights in user behavior that could not be obtained by computational 

modeling alone. This led to a reinterpretation of current computational models of tag 

behavior. 

1.5 The context: 

As described in section (3) of the general introduction, recommender algorithms are based 

on the basic premise that users that have similar profiles have similar interests and 
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therefore most likely share the same likes and dislikes for items. In order to find content 

that fits a user’s personal profile, recommender systems rely on similarity metrics to find 

similar users and items.  As an alternative of user similarity, a trust measure has been 

employed in recommender systems. Instead of using the most similar user profile these 

trust based algorithms use expression of trust between people to calculate personal 

recommendations. It has been shown that trust-based recommenders can perform as well, 

and in some cases outperform, recommender algorithms that are based on user similarity 

(Golbeck 2009). 

The interaction model of constructive preferences states that the choice environment 

influences the preference construction process.  An aspect of the choice environment is 

the embedding of an individual in a social context. Chapter 5 investigated two aspects of 

using trust in recommender systems. First, the role of social connections on the 

acceptation of recommender items was investigated. Second, by performing a user 

experiment we wanted to obtain subjective trust values among members of the social 

network in the context of multimedia recommender systems. To date empirical trust 

measures have not been explored, and current systems employ simple and crude measures 

of trust, e.g. Hess and Schlieder, 2008; Victor et al. (2008) and Oleshchuk, 2009. 

Quantification of subjective trust values is an issue that is mostly solved by assuming 

relatively crude values like 0, 1 and 0.5. 

The results show that individual preferences are influenced by the opinions of direct 

social peers.  Recommendation from the most trusted social peers have the largest 

influence on acceptance of items presented by them. Even for least trusted peers the 

acceptance of recommended items is rather high.  This means that trust relation have 

strong influence on the construction of preferences. Concerning the establishment of an 

empirical trust measure results show that trust values appear to be continuous variables 

with considerable variation caused by external factors, but rarely extreme in the sense of 

leading to always, or never accept. This is in strong contrast to the rather crude 

assumption in trust based recommender systems that employ trust measures consisting of 

a limited numbers of discrete values. 
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2 Future research 

In the near future we will witness the shift from stand-alone applications to integrated 

personalized web services, an example of which is provided by Google Now. This 

involves a transformation of the digital industry from product to service creation. For 

instance, Netflix is now a distinct system that customers can use to watch TV-shows and 

movies. As a service Netflix could as well be part of a personalized web service as 

Google Now by provide access to their recommendation system outside the Netflix web 

application. By this recommendation system a customer can obtain movie 

recommendations when visiting a movie theatre or spending a TV evening with his 

family. In this contextual information, personal characteristics and the way these 

recommendations are being presented are more crucial than in a stand-alone application. 

In this evolution to a more personalized web, the importance of understanding how the 

different parts of the interaction model of constructive preferences work together will 

only grow in providing personalized web services. 

This entails further exploration of the different aspects of the presented interaction model 

of preference construction. Current research on preference construction in human decision 

making is mainly focused on the role of the decision environment, e.g. Lichtenstein and 

Slovic (1971), Kahneman and Tversky  (1979), Tversky and Kahneman (1981), Payne, 

Bettman, and Johnson, 1992 and Slovic, 1995). Also, there are some attempts in literature 

to bring attention to the role of intrinsic characteristics of an individual in decision-

making (Villejoubert & Vallée-Tourangeau, 2011). In addition, Weber and Johnson 

(2006) present a review emphasizing the role of background knowledge stored in memory 

in human decision-making. Similarly, in Bollen, Graus and Willemsen (2012) we 

investigated the effect of passed time, between consumption of movies and the effective 

rating behavior, on preference retrieval from memory.  This avenue is worthwhile to 

explore since it would be beneficial for recommender systems to understand how 

preference emerges based on individual difference in background knowledge. But also in 

the field of human-decision making this aspect of constructive preferences is being 

mainly unexplored. 
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Summary 

Modeling user preferences in multi media recommender systems 

 

Today we are in the forefront of a transformation of how we are going use the web. In 

the last two decades we witnessed the transformation from a one-to-many static web 

in which an author determined the content of a webpage (web1.0) to a many-to-many 

dynamic web where every user is also a content producer (web2.0). Together with the 

rapid evolution in web technology, increasing computation and storage capacity this 

quickly led to an exponential growth in digital content. This ever increasing digital 

content, welcome as it may be, has also led to some challenges in that it is not evident 

for an individual to search through large amounts of information only to find the 

content he is looking for. Although the immense amount of ever-growing digital 

content provides the opportunity for a person to find content that fits his personal 

needs; it also causes an information overload since there are many good alternatives 

available to choose from. Currently we are moving towards a personalized web 

experience. In contrast to an explicit action of a user to search content on the web, the 

personalised web delivers information to the user when needed. At the core of this 

personalized web are intelligent computing methods, such as recommender systems, 

that enable to assess individuals’ needs, goals and preferences and match these with 

content on the web. Providing good recommendations at least entails the assessment 

of preference and the prediction of preferred content bases on previously collected 

preferences. In this dissertation I present an interaction model of constructive 

preference which takes the close interaction between user characteristics and 

recommender system together with contextual properties into account. 

Chapter 1 provides a description of the basic elements of the interaction model of 

constructive preferences which presents a different perspective on how preference 

should be understood and how the quality of recommendations should be analyzed. 

This leads to two important insights. First, preferences are constructive, meaning that 

they are not immutable, but subjected to contextual properties of the choice 

environment, the way recommendations are presented and by the personal 

characteristics of a user.  Second, in the evaluation of the quality of recommendations 

the interaction between user, system and its context is pivotal. One cannot assess the 



 

 133 

quality of a recommender by only analyzing a single aspect of the interaction process. 

An aspect of the constructive nature of preferences is that they are incomplete until a 

choice is being presented. Only understanding of how preferences emerge from 

interaction with the choice set provides insight in human decision making in 

recommender systems. 

Chapter 2 describes to what extent the user’s personality traits and demographic 

properties can be used to predict multi-media preferences. Using a web-based 

experiment, we investigated the direct relation between preferences and personality 

by considering whether personality traits can predict ratings of items directly (rather 

than via genres). Our study shows a direct link between Big-5 personality traits and 

rating behavior for Dutch TV-shows. This indicates that is worthwhile for 

recommender systems to measure personality traits to enhance preference models.  

Chapter 3 presents an empirical study that investigates the role of the choice set 

presentation in the User Interface in the decision-making and preference construction 

process. The user study specifically investigates the choice overload effect in 

recommender systems. The choice overload effect shows that people are attracted to 

larger choice sets but at the same time experience less satisfaction with their choice 

and an increased choice difficulty. The results of the experiment show that larger sets 

containing only good items do not necessarily result in higher choice satisfaction 

compared to smaller sets, as the increased attractiveness of the recommended set is 

counteracted by the increased difficulty of choosing from these sets.  

Chapter 4 reports a study on how recommendations influence decision behavior. By 

means of a web-based user experiment we investigated if the selection of descriptive 

keywords, or ‘tags’, to categorize online content is influenced by tag suggestions 

visually presented in the User Interface.  The tags a user selects to annotate content 

are related to an individual’s knowledge structure and thus part of the preference 

construction process.  The results of our study show that the tag selection process is 

being distorted by the availability of tags in the User Interface.  This has important 

implications for the aggregation of background knowledge when it is used for 

enhancing preference models. If the goal is to assess a valid representation of 

background knowledge it is preferable to not influence users with tag 

recommendation presented in the interface. 

Chapter 5 reports a study on the influence of trust propagation in a social network on 

preferences. One of the problems of using trust measurements to improve the 
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performance of recommender system algorithms is the lack of a trust measure that is 

both empirically based and has adequate psychometric properties.  This study 

investigates the role of social connections (social networks) on the acceptation of 

recommender items. It shows that individual preferences are being influenced by the 

opinions of social peers. Only direct social connections appear to have a strong effect 

on trust; trust transfer seems to be less prevalent than often assumed. Nevertheless, 

consumers are sometimes willing to accept recommendations from direct social 

connections they do not trust, which heavily depends on the context of the desired 

media items. 

In chapter 6 we provide general discussion of the results presented in this dissertation 

in relation to the different elements distinguished in the interaction model, i.e. the 

user, the system, context and interaction. 
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