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Abstract 
 
Background 
In this thesis we design a network that can be used to store spare parts and determine the related 
optimal stock levels, given time based service constraints. We perform this project at Additive 
Industries, which is a company that designs, manufactures and sells industrial additive 
manufacturing machines. The results eventually provide insight into the trade-off between 
service level and total logistics costs.  
 
Results 
The first part of our research is focused on the analysis of the transportation costs and times, 
since these are two important input parameters. We retrieve estimation functions of the costs of 
several transportation modes by performing regression analyses. After that, we develop a 
decoupled solution procedure that first determines the optimal locations of the local warehouses 
and its corresponding allocations of customers. Subsequently, given the solution of the first step, 
we optimize the inventory levels of the spare parts. We assume a two-echelon system with one 
central warehouse and allow customers to be allocated to the central warehouse directly. At both 
echelons, a continuous one-for-one replenishment policy is used. The solution is constrained by 
an aggregate waiting time constraint per local warehouse. In case the central warehouse cannot 
satisfy a replenishment order, a backorder is placed at the supplier. If a demand order cannot be 
satisfied directly, an emergency shipment from the central warehouse or the supplier is 
performed. By evaluating multiple scenarios, that differ in the number of opened local 
warehouses, we can select the most cost-efficient solution. Finally, we perform a case study using 
our solution procedure and Additive Industries’ input. In this case study we evaluate two 
situations: a 36-hour service time window and an 8-hour service time window. 
 
Conclusions 
The case study reveals that it is best to not open any local warehouses when a 36-hour service 
time window is applied. In that case, most benefits can be taken from inventory pooling. When an 
8-hour service time window is applied, five warehouses need to be opened (including the central 
warehouse). We recommend Additive Industries to: 

- Use these results and our solution procedure when defining the service level agreements 
(SLAs); 

- Implement our proposed inventory control policy for their most critical spare parts; and 
- Record the failure data of these spare parts accurately.  
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Executive Summary 
 
This report is a result of a Master Thesis project at Additive Industries B.V. This company designs, 
manufactures and sells industrial additive manufacturing machines. Its customers typically 
consider the total cost of ownership (TCO) when acquiring these systems. Included in the TCO 
are acquisition costs, maintenance costs and downtime costs. To get the downtime costs as low 
as possible, customers require a high system availability. One way to realize this, is by achieving 
a low mean time to support (MTTS), which results from having a high spare parts availability.  
 
Additive Industries does not yet have a proper spare parts inventory control policy implemented. 
It therefore wants to investigate where possible improvements in its spare parts logistics 
infrastructure can be made. This can be translated into the following research objective: 
 

 

“Design a network that can be used to store spare parts and determine the related optimal 
stock levels, given time based service constraints.” 
 

 
With this research, we want to provide insight into the relation between the agreed upon service 
level and the corresponding network design, inventory levels and total logistics costs. This is 
relevant information for Additive Industries, as it soon needs to make so-called Service Level 
Agreements (SLA) with their current customers.   
 
Research Design 
Our research objective is tackled in three steps. We start by analysing the transportation costs 
and times, as many decisions within the design of the spare parts inventory control network are 
dependent on these two input parameters. In the subsequent step, we develop a network design 
model. This model determines the optimal locations of the warehouses and allocation of 
customers to each of these opened warehouses. In the last step, we first determine which 
inventory policy best fits the situation at Additive Industries. Subsequently, we develop a model 
that optimizes the parameters of this policy.  
 
As we develop two mathematical models and solve them sequentially, we are not sure whether 
the optimal overall solution is found. This is because in the first model the inventory levels are 
not considered. Therefore, in the network design model, we generate multiple scenarios, differing 
in the number of opened warehouses. Next, we determine the optimal base stock levels and the 
corresponding inventory holding and emergency shipment costs for each scenario. Afterwards, 
the best scenario is selected based on a comparison of total costs. With this procedure we expect 
to be quite close to optimality. 
 
We calculated the results both in case a 36-hour service time window as well as an 8-hour service 
time window is guaranteed. The 36-hour service time window is the one currently in use. The 8-
hour service time window is selected because it is possibly going to be used in the future. 
 
Results 
The first results are the transportation costs functions and the transportation times between the 
locations in our network. These input parameters are needed in the optimization of the locations 
of warehouses as well as in the optimization of the inventory levels.  
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After analysing the current situation, we conclude that the most important characteristics of 
Additive Industries’ spare parts supply chain are the following: 
 
 

• A two-echelon network with one central warehouse; 
• Customers can be allocated to the central warehouse directly; 
• An aggregate mean waiting time constraint per local warehouse; 
• A one-for-one replenishment policy at both echelons; 
• Replenishment orders that cannot be satisfied directly by the central warehouse are 

backordered; and 
• Emergency shipments from the supplier or the central warehouse are performed in case 

of a stock-out of a demand order. 
 
We formulate the network design model as a binary integer programming problem. This 
formulation is derived from the model studied by Dantrakul et al. (2014). We adapt their model 
on three aspects. The first difference is that we deal with a two-echelon instead of a single-echelon 
network. Furthermore, we include the possibility to have multiple transportation modes. These 
transportation modes differ in costs and speed of delivery. Lastly, in contrast to Dantrakul et al. 
(2014), we do not implement a capacity constraint on the warehouses.  
 
We next develop an inventory control model which. Two procedures are developed to solve the 
inventory control problem: an evaluation procedure and an optimization procedure. For the 
evaluation of a set of base stock levels we follow the heuristic presented by Özkan et al. (2015). 
The optimization procedure consists of two sequential heuristics: a greedy heuristic and a local 
search heuristic. This is the same approach as presented by Wong et al. (2007b). An initial feasible 
solution is obtained with the greedy heuristic. Next, the local search heuristic explores all 
neighbors of this initial solution to find possible local improvements.   
 
Conclusions 
We perform a case study at Additive Industries using the procedures we develop. For this case 
study, we focus on the European network. Spare part supply chains in other continents can be 
optimized separately. The European network includes seven customers. We only include the 
spare parts that are defined as most critical by the company. This level of criticality implies that 
the machine cannot continue its printing process upon failure of such a component. In total, 48 
spare parts meet this requirement. We obtain the following main results: 
 

• Do not open any local warehouses when a 36-hour service time window is used 
When we observe the results of the scenarios in which one or more local warehouses are 
opened, we see that these local warehouses do not add any value. In the optimal situation, 
they almost do not carry any inventory, ensuring that most of the demand orders are 
satisfied by an emergency shipment from the central warehouse. This results in higher 
total logistics costs. Therefore, it is unnecessary to open a local warehouse when the 36-
hour service time window is applied.  
 

• Open five warehouses in case an 8-hour service time window is applied 
Local warehouses need to be opened to be able to serve each customer within 8-hours. 
More specifically, Additive Industries needs to open warehouses in Moerdijk, Hinwil, 
Avilés, München and Radevormwald. This scenario results in the most cost-efficient 
solution in terms of total logistics costs, which is due to the remarkable decrease in total 
regular transportation costs in comparison to opening four warehouses.  
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Recommendations 
We recommend Additive Industries to: 
 

• Implement our proposed inventory control policy for the spare parts with the highest 
level of criticality 
Our developed procedures should be used to optimize the locations of the warehouses 
and the corresponding inventory levels at each location. Additionally, the supply chain of 
the most critical spare parts should have the characteristics as presented in the results.  

 
• Record failure data accurately 

The quality of the output of our models is of course dependent on the quality of the input. 
The lack of available failure data of the spare parts required us to make estimations based 
on expert opinions. It is likely that the real values of the failure rates deviate from our 
estimations. The sensitivity analysis shows that the output of the model is highly sensitive 
to this input parameter. Hence, Additive Industries should record this data accurately to 
get reliable results. We recommend Additive Industries to let the service engineers track 
and report each failed component when they visit the customer site for a maintenance 
operation. 
 

• Use our results and solution procedure in the development of the SLAs 
The results and solution procedure we provided can help the management in defining the 
service level agreements (SLAs), since they provide insight into the trade-off between 
service level and total logistics costs of the spare parts. 
 

• Investigate the usefulness of implementing a critical level  
Our inventory control model assumes that all orders are served according the first come 
first served principle, which implies that we treat every order equally. At the central 
warehouse, where both replenishment orders and customer demand orders arrive, this 
does have to be the most optimal procedure.  A recommendation to Additive Industries is 
to investigate if improvements can be made by implementing a critical level at the central 
warehouse. Within this control policy, customer demand orders are always satisfied 
when there is stock on hand. Replenishment orders are only directly satisfied when the 
inventory on hand is higher than the critical level, else they are backordered.  
 

• Find an estimation function for the BSA transportation mode (delivery before 09:00am 
the next day) 
Our research only includes the NBD (next business day) and the RUSH (a dedicated 
courier) transportation modes, because we did not have enough data available to estimate 
the costs of the BSA transportation mode. These are the transportation modes with the 
lowest and the highest speed of delivery and costs. The BSA transportation mode, which 
is positioned in the middle of these two, can serve as a good comparator. 
 

• Extend the inventory analysis to less critical spare parts 
We only include the spare parts that are classified as highly critical, as these parts have 
the highest level of urgency. Additive Industries does not yet have a control policy in place 
for the less critical spare parts. As batch sizes of these parts can differ and emergency 
shipments are probably not needed, a different model needs to be developed to control 
the inventory of these parts.  
 

• Extend the analysis to the network in the United States  
Our case study only focused on the European network. Additive Industries already has a 
customer in the United States and is planning to expand its market in that area soon. 
Therefore, we recommend the company to investigate the spare parts network in the 
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United States too. We cannot guarantee that our developed procedures can be used to 
optimize this network. It is possible that a batching policy is preferred, since sending 
spare parts from the suppliers in Europe to the United States can be way more expensive. 
Also, the transportation costs within the United States need to be investigated, because it 
is likely that they will differ from the European transportation costs.  
 

Future Research 
An opportunity for future research can be found in our decision to use the decoupled approach. 
More specifically, an integrated model that optimizes both the warehouse locations and the 
inventory levels simultaneously could lead to significantly better solutions. Candas and 
Kutanoglu (2007) and Gzara et al. (2014) present integrated models that consider inventory in 
spare parts logistics network design problems. They assume ample supply at the central 
warehouse and optimize the location of the local warehouses and the inventory levels 
simultaneously. Future research can be focused on relaxing the assumption of ample supply by 
also optimizing the inventory levels at the central warehouse.  
 
Furthermore, in our solution procedure, the location of the central warehouse is fixed. When 
Additive Industries wants to extend its analysis to the United States, it can be useful to have a 
model that relaxes this assumption. We therefore see this as an opportunity for future research.  
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1 Introduction 
This thesis presents the results of a graduation project at Additive Industries B.V. Additive 
Industries, which was founded in 2012, designs, manufactures and sells metal additive 
manufacturing machines (3D printing machines). These machines are systems that deliver the 
possibility to integrate the 3D printing process with heat treatment, automated build plate 
handling and build plate storage. Such design allows the customer to start with a basic 
configuration that can be adapted to create an integrated solution. In this way, multiple process 
steps are combined in a single machine, resulting in reduced manual labor, improved product 
consistency and quality and increased operator safety. Besides that, the company developed a 
software platform called The Additive World Platform. This platform enables the user to store 
and analyze all kind of data to improve the 3D metal printing workflow. It can be used for the 
scheduling of build plates across different machines, preparing cost price calculations and 
providing insights into machine planning and production queues.  
 
Additive Industries is also responsible for the maintenance of the installed MetalFAB1 machines. 
A timely provision of spare parts is required to ensure a high system availability. The 
management believes that the current spare parts logistics infrastructure can be improved to 
deliver a more reliable service in a cost-efficient way. Therefore, it wants to know how their spare 
parts logistics network should be designed in terms of inventory stocking locations and its 
corresponding inventory levels.  
 
The rest of this chapter is organized as follows. The current way of managing the spare parts 
logistics is described in Section 1.1. Section 1.2 elaborates the problem description. It treats the 
background of the problem, the research objective, the relevance of the project and the scope. 
Finally, Section 1.3 provides an outline of the rest of the thesis.  

1.1 Spare Parts Logistics as-is Situation 
Directly after the installation of a new machine, the customer enters the one-year warranty period. 
After that, performance-based contracts have to be set up to agree upon a certain service level. 
Keeping a high availability of these machines is essential to avoid lost revenues, customer 
dissatisfaction and/or possible safety issues (Driessen et al, 2015). Additive Industries currently 
already has customers in multiple countries in Europe and in The United States. Moreover, it 
expects to sell more machines in multiple different countries soon. This means that their 
customer base gets more and more geographically dispersed. This leads to an increased focus on 
the supportability and more specifically on the design of the spare parts logistics network. This 
network should help the company to guarantee a certain service level against minimum costs. 
The difficulty of these decisions is increased due to the typical characteristics of spare parts 
logistics, like (Driessen et al, 2015): 

- The demand for spare parts is often sporadic, making it hard to forecast;  
- Prices of parts can be very high; and 
- There is often a high variety in the spare parts assortment. 
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Figure 1 Spare parts logistics network of Additive Industries 

The current spare parts logistics network of Additive Industries is graphically shown in Figure 1. 
The transportation and warehousing functions are outsourced to a fourth party logistics provider 
(4PLP). This 4PLP, on its turn, outsources a part of its logistics activities to other transportation 
and warehousing companies. It makes, for example, use of warehouses that are owned by 
companies they are collaborating with.  
 
When spare parts are purchased, they are sent from the supplier to the warehouse in Moerdijk. 
These parts are transported to the customer site when needed for a maintenance activity. Some 
of the spare parts, like the laser, can be repaired after they have failed. When a repairable fails it 
is sent back to the supplier for repair, after which it is held on stock separately. This can of course 
physically be the same location as newly purchased parts, but they are controlled differently. The 
spare parts that cannot be repaired will be scrapped after replacement.   

1.2 Problem Description 
The problem description is divided into four sections. The first Section, 1.2.1, introduces the topic 
of availability and its main elements, to give an insight into the background of the problem. The 
background of the problem serves as input for the research objective, which is elaborated in 
Section 1.2.2. After that, the relevance and scope of the project is described in Section 1.2.3 and 
1.2.4, respectively.   

1.2.1 Background of the Problem 
What matters to companies that want to buy high-value capital goods, like lithography machines, 
medical systems or metal additive manufacturing machines, is the total cost of ownership (TCO). 
This consists of acquisition costs, maintenance costs and downtime costs. According to Van 
Houtum and Kranenburg (2015), for engineering-to-order systems each of these elements 
accounts for around one-third of the TCO. Therefore, companies that acquire and operate such 
systems typically require a high availability to be able to get the downtime costs as low as possible. 
The system availability can be subdivided into three different elements: supportability, 
maintainability and reliability (Kumar et al., 2012). The supportability is the ability to deliver 
support to your customers, which among others considers the delivery of spare parts. It is 
quantified by the mean time to support (MTTS), as can be seen in Figure 2. A measure for the 
maintainability is the mean time to repair (MTTR), which is influenced by the ability to provide 
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maintenance. The reliability of the system covers the period in which the system remains 
operational under given conditions. It is associated with the mean time to failure (MTTF).  
 

 
Figure 2 Measures of availability (Smets, 2009) 

The importance of availability is one of the reasons why a shift from a goods orientation to a 
service orientation has been witnessed (Vargo and Lusch, 2008). As a result, more and more 
manufacturing companies enter into performance-based contracts with their system suppliers 
(Hypko et al., 2010). In such contracts agreements will be made on minimum system availability, 
maximum response time, ownership during the contract, etc. Hence, responsibility of the 
performance of the machine is (partly) moved from the operator of the machine to the Original 
Equipment Manufacturer (OEM).  

1.2.2 Research Objective 
Additive Industries wants to know how their spare parts logistics network should be designed 
and controlled to be able to deliver reliable service to their customers. This spare parts logistics 
network is an essential instrument in assuring a maximum machine availability. Its relevance 
increases with the customer base. When analyzing the spare parts logistics system design, four 
different elements have to be considered: strategy/policy/processes, network structure, supply 
chain relationships and coordination/control (Huiskonen, 2001). From a supplier’s perspective, 
strategy/policy/processes has to do with the service that is offered. Questions that arise are: which 
service measures are used? Under which circumstances are emergency shipments provided? The 
network structure is defined by the locations of the inventory stocking points. A main 
characteristic is the number of echelons in this system. When deciding on the location of 
inventory stocking points, cost and service levels need to be considered (Kaviani, 2009). On the 
one hand it is good to have many inventory locations to keep transportation costs low and reach 
a high service level. But on the other hand, there are also opportunities to save on inventory costs 
via inventory pooling effects by reducing the number of stocking locations (Erlebacher & Meller, 
2000). Furthermore, within supply chain relationships the management of relationships with the 
suppliers plays an important role. This includes among others the responsibility of control and 
the degree of collaboration between the concerned parties. The last element, coordination and 
control, considers the inventory control principles and its performance measurement. Inventory 
control deals with the trade-off between inventory holding costs and inventory unavailability 
costs. 
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Figure 3 The elements of the spare parts network and their relation to this research (adapted 

from Huiskonen (2001)) 

A clear demarcation of the research design needs to be defined, since it is not possible to consider 
every element of the spare parts logistics design in detail. This demarcation is shown in Figure 3. 
Currently, the network design and the inventory control principles are the most relevant ones for 
Additive Industries. Therefore, these elements are subject of the design. The 
strategy/policy/processes element is needed as input for the design process. Think for example 
of the level of service that the company wants to offer, which is dependent on the company 
strategy. The management of the supply chain relationships is completely out of scope of this 
project. The high-level boundaries of our research, which are shown in Figure 3, can be translated 
into the following research objective: 
 

 
“Design a network that can be used to store spare parts and determine the related optimal 
stock levels, given time based service constraints.” 
 

1.2.3 Relevance of the Project 
Soon, Additive Industries needs to make so-called Service Level Agreements (SLAs) with their 
current customers. Such official commitments include, among others, agreements on the 
minimum required availability of the machine. Therefore, it is relevant for the company to know 
what is needed to deliver a specific level of service. Eventually, this research should give insight 
in the effects of the agreed upon service level on the design of the spare parts logistics network 
and the total costs. Based on the results, Additive Industries’ management can decide what level 
of service it wants deliver.   

1.2.4 Scope 
In the following part the scope is being elaborated to give a more detailed overview of what is 
included in the research and what is not.  
 
The first part of the research is concerned with the analysis of the cost structure and the 
transportation times. These two elements play an important role in the design decisions of the 
spare parts logistics network. The cost factor that is subject to our analysis, is the transportation 
costs. Other costs factors, such as inventory holding costs and warehousing costs, are already 
available. The transportation times incorporate the transport between different warehouses, 
warehouses and suppliers and warehouses and customers. Especially the time to transport a 
spare part from a warehouse to a customer is essential, since the objective of the network is to 
serve the customer within a specific time frame. Besides that, it needs to be determined where to 
locate the inventory stocking points, which goes hand in hand with the allocation of customer. 
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After the design of the spare parts network we investigate the inventory control mechanisms. 
This includes the determination of the inventory policy and its corresponding parameter values. 
Furthermore, we only look at the corrective maintenance spare parts. This is because corrective 
maintenance actions are needed randomly over time, whereas preventive maintenance actions 
are planned in advance. Hence, the control of preventive maintenance spare parts requires a 
different approach. Furthermore, this research only considers the customers in Europe. The 
customers outside Europe are part of a different inventory network. However, the models 
developed in this research can also be applied to those networks separately. Lastly, the planning 
of the service engineers and the tools are left out of scope since these do currently not cause major 

problems. An overview of the scope is shown in Table 1. 
 
Table 1 Overview of the scope 

In scope Out of scope 

 
Analysis of the transportation costs structure 

 
Overview of the transportation times (between 
warehouses, from suppliers to warehouses & from 
warehouses to customers) 
 
Location of inventory stocking points 
 
Allocation of customers to a warehouse 
 
Determination of the inventory control policy  
 
Parameter values of the inventory control policy 
 
Spare parts required for corrective maintenance 
 
Customers in Europe 

 
Spare parts required for preventive 
maintenance 
 
Planning of the service engineers 

 
Planning of the tools 
 
Customers outside Europe 

1.3 Outline of the Report 
The outline of this report is as follows. Chapter 2 presents the research design in which we define 
and discuss the research questions. Subsequently, in Chapter 3 we answer the first research 
question: what are the transportation costs functions and what are the transportation times 
between locations? In this chapter, we analyze each cost factor within the logistics system of 
Additive Industries and the transportation times between locations in the network. The second 
research question is: where should inventory be located and to which inventory stocking point is 
each customer allocated?  The answer to this research question, which is presented in Chapter 4, 
consists of a mathematical model that optimizes the location of inventory stocking points and 
allocations of customers to these stocking points. This mathematical model is developed in two 
phases. First, in the conceptual design phase the requirements, constraints and assumptions are 
defined. Then, in the detailed design phase, the problem is formulated in mathematical terms and 
programmed into a Matlab file. The following chapter, Chapter 5, treats the third research 
question: which inventory policy needs to be used and what are its optimal parameters?  Again, we 
present a conceptual design and a detailed design to answer this question. We obtain the 
integrated solution by performing a case study on both models. These results are presented in 
Chapter 6. After that, in Chapter 7, we reflect on our solution procedure by explaining its position 
in literature. In Chapter 8 we provide the conclusions, recommendations and future research 
directions.   
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2 Research Design 
This chapter presents the research design, which follows from the motivation for the research 
objective. We introduce the research questions in Section 2.1. In Section 2.2 we elaborate the 
motivation for using a decoupled approach over an integrated approach.  

2.1 Research Questions 
This section presents the research questions, elaborates on the methodologies used to answer 
them and explains which input parameters are needed.  
 

RQ1: What are the transportation costs functions and the transportation 
times between locations? 

 
Many decisions that need to be made within the design of the spare parts inventory network are 
dependent on the costs structure and the transportation times. We therefore investigate these 
two elements. As mentioned in Section 1.2.4, we will zoom in on the transportation costs. 
Examples of decisions that are influenced by the cost structure are the location of inventory 
stocking points and the choice of the inventory control policy. Insight into the transportation 
times needs to be gained to know the service time between potential warehouse locations and 
customers.  
 
The transportation costs of a spare part are among others dependent on the chosen 
transportation mode. These transportation modes differ in costs and speed of delivery. The most 
used ones for shipping spare parts are BSECO (economy), NBD (next business day), BSA (next 
business day before 09:00 a.m.) and RUSH (a dedicated courier). The transportation cost 
functions are derived by analyzing historical data by means of regression analyses.   
 
The second part of RQ1 analyzes the transportation times between different locations in the 
network. Also, the transportation times are dependent on the chosen transportation mode. When 
Additive Industries decides to use the RUSH option, a dedicated courier is appointed to deliver 
that single package. Selecting this option results in a faster delivery than the NBD option, but it is 
of course also more expensive. The mathematical models that are developed eventually give 
insight into this trade-off. The transportation times are obtained via an interview with an 
employee of the 4PLP.  
 

RQ2: Where should inventory be located and to which inventory stocking point 
is each customer allocated? 
 

We develop an analytical model to find an answer to this question. The logistics design 
methodology described by Bertrand et al. (2016) is used as a reference during the development 
of this model. This methodology consists of the conceptual design phase, the detailed design 
phase and the integration phase. During the conceptual design phase, the functional requirements 
and the design parameters are being specified. Also, the models that are used as a reference for 
the analytical model are selected. Subsequently, in the detailed design phase the model is 
formulated mathematically and programmed in a Matlab script. After that, the model is validated 
and verified and a sensitivity analysis is performed. The last step, the integration phase, is 
concerned with the implementation of this model into a tool. But this is left out of scope for this 
project.  
 
One of the input parameters is the possible locations to stock inventory. This is determined by 
the warehousing network that is operated by the 4PLP. Furthermore, the geographical location 
of the installed base plays an important role. The problem where to locate warehouse increases 
in relevance when the network of the installed base gets more and more geographically dispersed. 
Also, the transportation costs and times, which are analyzed in RQ1, are part of the input.  
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RQ3: Which inventory policy needs to be used and what are its optimal 
 parameters? 
 
Also for this question the design methodology described by Bertrand et al. (2016) is followed. 
Again, the integration phase, in which the model should be implemented in a tool, is skipped.  
 
The main concepts within inventory control are: 
 

- The batch sizes; 
- The stock-out policy; and 
- The used service measure. 

 
Based on these concepts, a mathematical model is formulated and programmed in a Matlab script. 
With this mathematical model the optimal inventory policy parameters are determined.   
 
The network design that results from RQ2 serves as input for the optimization of the inventory 
control. For the determination of the optimal spare parts inventories we also need to know which 
spare parts are going to be stocked and what their characteristics are (e.g. price and volume). This 
information is readily available in the database of Additive Industries. Another input parameter 
is the transportation cost that results from the analysis in RQ1.  

2.2 Integrated Solution 
The formulation of the research questions reveals that we develop two mathematical models, 
which will be solved sequentially. More specifically, RQ2 deals with a facility location problem 
and RQ3 with an inventory optimization problem. The integrated solution of both problems will 
be generated as follows. First, we determine the optimal locations of inventory stocking points 
and its corresponding allocation of customers to these locations, given time-based service 
constraints. Since we decide to use the decoupled approach, it is not guaranteed that the optimal 
number of facilities in the facility location model also optimizes the overall solution. The reason 
for this is that the inventory costs are neglected in this model, implying that the effect of inventory 
pooling is not considered. This effect can only be measured after the development of the 
mathematical model in RQ3. As a result, multiple optimal solutions, differing in the number of to 
be opened facilities, need to be generated first. Then in RQ3 we develop a mathematical model 
that optimizes the inventory levels of the spare parts. This model needs the optimal locations and 
allocations as input. For each of the generated solutions in RQ2, we generate an integrated 
solution. These integrated solutions will be compared based on total logistics costs. In this way 
we expect to be close to the overall optimum. By performing a case study, we eventually want to 
investigate what the influence is of the target service level on the location and number of opened 
warehouses and the total costs.  
 
We explain why we use a decoupled approach, even though even though some articles do provide 
integrated mathematical models that solve both problems at once. An example of such a model is 
the one presented by Candas and Kutanoglu (2007). These authors developed a model that  
synchronically optimizes the locations of the warehouses at the lowest echelon level and the 
inventory levels. They among others assumed that the central warehouse has ample supply and 
the local warehouses use the (S-1, S)-inventory policy, also known as the one-for-one 
replenishment policy. Furthermore, they use the so-called item approach in which each spare part 
should meet the predetermined fill rate. Candas and Kutanoglu (2007) conclude that with the 
integrated approach the same service level can be reached against lower costs in comparison with 
the decoupled approach. However, developing one integrated model will become too complicated 
in our situation. This is because Additive Industries would like to have the inventory levels 
optimized at both echelon levels. Besides that, some type of emergency shipments need to be 
performed in case of a stock-out, because the lead time of a backorder is too long. This makes the 
integrated approach even more complicated. Therefore, we choose to solve both problems 
sequentially.  
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3 Transportation Costs and Times 
This chapter deals with the first research question. 
 

Research Question 1: 
 

RQ1: What are the transportation costs functions and the transportation 
times between locations? 

 

 
Two of the most important input parameters of this research are the costs involved in the logistics 
activities and the transportation times between possible inventory stocking locations and the 
customers. These parameters have a great impact on the optimal locations of inventory stocking 
points, especially because we are dealing with a service time window. When, for instance, the 
RUSH service level turns out to be relatively cheap, it can be decided to open fewer warehouses 
and serve customers via RUSH orders. Furthermore, we need to gain insight into the 
transportation times to know within how many hours each customer can be served from each 
warehouse. Additive Industries does not yet have this data readily available. Therefore, we 
investigate the structures of these cost and time functions. The costs structures are analyzed by 
means of single or multiple linear regression.  
 
For the analyses we should consider the way the 4PLP is organized in terms of processing the 
transportation orders. The person who requests the transportation order needs to specify, among 
others, what kind of transportation mode is required. They mainly differ in total costs and speed 
of delivery. The four types of transportation modes that are commonly relevant for the shipments 
of spare parts are: BSECO (economy), NBD (next business day), BSA (next business day before 
09:00 a.m.) and RUSH (a shipment by a dedicated courier). These transportation modes, which 
are presented in ascending order of speed of delivery, are subject to the analyses of Section 3.1. 
An increase in speed of delivery typically also results in an increase in total costs. The BSECO 
service level is used for replenishing the local warehouses, because it the cheapest option 
available. It does not matter that this service level is also the slowest option, since replenishment 
orders are the least urgent ones. One of the other three transportation modes is selected for the 
transportation of a spare part from the local warehouse to the customer. In Section 3.2, a closer 
look is taken at the transportation times. Section 3.3 elaborates the conclusion.   

3.1 Transportation Costs 
We derive the costs functions for each of the transportation modes based on analysis of historical 
transportation data. This set of historical data contains information about past transportation 
orders. For every order it includes among others the shipping date, receiving date, the origin and 
destination, the weight, the volume and the selected transportation mode. Besides the 
transportation mode, we also expect the weight (kg), volume (m3) and total distance between 
origin and destination (km) to have an influence on the total costs. The general form of a linear 
function is as follows: 
 

𝑇𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝐶𝑜𝑠𝑡𝑠 =  𝛽0 + 𝛽1 ∗ 𝑊𝑒𝑖𝑔ℎ𝑡 + 𝛽2 ∗ 𝑉𝑜𝑙𝑢𝑚𝑒 + 𝛽3 ∗ 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 
 
Where 𝛽0 represents the intercept and 𝛽1, 𝛽2 and 𝛽3 the coefficients of the weight, volume and 
distance, respectively. We provide the residual plots resulting from the linear regressions to 
evaluate whether the results are biased. To conclude that the results are unbiased, the residuals 
should be symmetrically distributed around 𝑦 = 0 and have a constant spread throughout the 
range. The goodness-of-fit is assessed by means of the 𝑅2 -value, which is defined as the 
percentage of variation that is explained by the linear model (Chatterjee & Simonoff, 2013). This 
𝑅2-value varies between 0 and 1. A higher 𝑅2-value indicates a better fit. The level of significance 
of the coefficients is assessed by means of the p-value. The obtained results are said to be 
statistically significant when the p-value is lower than 0.050 (Chatterjee & Simonoff, 2013). All 
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analyses are performed with the software package IBM Statistics SPSS 23. A summary of the 
results is presented in Table 2. In the following sections we elaborate how we obtain these results.  
 
Table 2 Summary of the results 

Service Level Estimation function 
 
BSECO 

 
15.725 + 0.292 ∗ 𝑊𝑒𝑖𝑔ℎ𝑡 + 8.052 ∗ 𝑉𝑜𝑙𝑢𝑚𝑒 + 0.024 ∗ 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 

 
NBD 

 

𝑒3.006+0.089∗𝐿𝑁(𝑊𝑒𝑖𝑔ℎ𝑡)+0.250∗𝐿𝑁(𝑉𝑜𝑙𝑢𝑚𝑒)+0.420∗𝐿𝑁(𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒) 
 
BSA 

 
N/A 

 
RUSH 

 
96.786 + 0.965 ∗ 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 
 

3.1.1 BSECO Transportation Costs 
The economy transportation mode, which is the cheapest service available, is used for sending 
the spare parts from the central warehouse to the local warehouses. Before the analysis, we 
remove erroneous values (e.g. with zero costs) and rows with empty cells. Eventually, the set of 
BSECO transportation orders that is used as input for the analysis has 28 data points.  
 
The next step is to make scatterplots of the data to check whether multiple linear regression can 
be applied to estimate the transportation costs function. Each of the independent variables is 
plotted against the dependent variable. These graphs need to roughly follow a linear line to be 
able to apply linear regression. Also, the residual plot is provided to evaluate whether the linearity 
assumption is valid and whether the residuals are unbiased. This residual plot is the result of a 
regression analysis with the weight, volume and distance being the independent variables and 
the costs being the dependent variable. The scatterplots can be found in Figure 4. 
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A: Scatterplot of the weight against the costs 
(BSECO) 

 

 
B: Scatterplot of the volume against the costs 

(BSECO) 

 

 

  

 
C: Scatterplot of the distance against the costs 

(BSECO) 

 

 
D: Standardized residual plot (BSECO) 

 

 
Figure 4 Scatterplots of the independent variables against dependent variable and a residual plot 

for the BSECO data 

The regression lines of the weight and the volume show quite a good fit with an 𝑅2-value of 0.597 
and 0.600, respectively. The regression line of the distance fits less well to the data, but still a 
slight positive linear relationship is observed. The residuals in plot D are not perfectly 
symmetrically distributed around 𝑦 = 0, but their distribution is good enough to continue with 
these results.  
 

Now we look at the details of the results of the multiple regression analysis, presented in Table 3, 
to check whether they can be used.   
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Table 3 Results of the regression analysis of the BSECO service level 

 Regular Model BSECO 

𝑅 0.894 

𝑅2 0.799 

 𝛽 p-value 

Unstandardized 
Coefficients 

Constant 15.725 0.000 

Weight 0.292 0.010 

Volume 8.052 0.005 

 Distance 0.024 0.000 
 
Based on the 𝑅2-value of 0.799 and the significant results of the coefficients, we conclude that the 
BSECO transportation costs can be estimated with the following equation (note that this 𝑅2-value 
is different than the ones mentioned earlier in this section, because now we evaluate the multiple 
regression analysis instead of the single regression analyses): 
 

𝐵𝑆𝐸𝐶𝑂 𝑇𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑎𝑡𝑖𝑜𝑛 𝐶𝑜𝑠𝑡𝑠
= 15.725 + 0.292 ∗ 𝑊𝑒𝑖𝑔ℎ𝑡 + 8.052 ∗ 𝑉𝑜𝑙𝑢𝑚𝑒 + 0.024 ∗ 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 

3.1.2 NBD Transportation Costs 
The preparation of the historical NBD transportation data results in 55 data points that are 
analyzed. The first part of the analysis is again to check whether linear regression can be applied 
by plotting each independent variable against the costs. These scatterplots are shown in Figure 5. 
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A: Scatterplot of the weight against the costs 
(NBD) 

 

 
B: Scatterplot of the volume against the costs 

(NBD) 

 

  

 
 

C: Scatterplot of the distance against the costs 
(NBD) 

 

 
D: Standardized residual plot (NBD) 

 

Figure 5 Scatterplots of the independent variables against dependent variable and a residual plot 

for the NBD data 

The scatterplots in Figure 5 indicate that multiple linear regression may not be the best method 
to estimate the NBD transportation costs. All independent variables show a positive linear 
relationship with the costs. Again, the regression line of the distance fits less well to the data. 
Besides that, the residual plot reveals that the predictions are biased. Looking at the results of the 
multiple linear regression in Table 4, we also see that the results are not significant. Based on the 
insignificant results and the scatterplots, we conclude that a different approach may result in 
better estimates.  
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Table 4 Results of the regression analysis of the NBD service level 

 Regular Model NBD 

𝑅 0.849 

𝑅2 0.721 

 𝛽 p-value 

Unstandardized 
Coefficients 

Constant 1.060 0.890 

Weight 0.575 0.000 

Volume 24.867 0.116 

Distance 0.100 0.000 

 
One way to get an improvement in the quality of the estimates is to transform the data to achieve 
linearity. A transformation that is often used is the natural logarithmic method. This method takes 
the natural logarithm of every data value, both from the independent as well as the dependent 
variables, before performing the multiple regression analysis. The logarithmic transformation is 
often useful in cases the values of the residuals appear increase in the independent variable, 
creating the form of a funnel. This method transforms the regression function in the following 
way: 
 

𝐿𝑁(𝑁𝐵𝐷 𝑇𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝐶𝑜𝑠𝑡𝑠)
=  𝛽0 + 𝛽1 ∗ 𝐿𝑁(𝑊𝑒𝑖𝑔ℎ𝑡) + 𝛽2 ∗ 𝐿𝑁(𝑉𝑜𝑙𝑢𝑚𝑒) + 𝛽3 ∗ 𝐿𝑁(𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒)  

 
This equation can be transformed in the following way: 
 

𝑁𝐵𝐷 𝑇𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝐶𝑜𝑠𝑡𝑠 =  𝑒𝛽0+𝛽1∗𝐿𝑁(𝑊𝑒𝑖𝑔ℎ𝑡)+𝛽2∗𝐿𝑁(𝑉𝑜𝑙𝑢𝑚𝑒)+𝛽3∗𝐿𝑁(𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒) 
 
When looking at the scatterplots in Figure 5, the logarithmic model seems to be useful in our case 
too. We conclude this because we observe funnels, especially in A and C of Figure 5. Again, four 
scatterplots are generated to test whether this transformation really improves the linearity of the 
model. These scatterplots are shown in Figure 6. 
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A: Scatterplot of the natural logarithm of the 

weight against the natural logarithm of the costs 
(NBD) 

 

 
B: Scatterplot of the natural logarithm of the 

volume against the natural logarithm of the costs 
(NBD) 

 

 

 
C: Scatterplot of the natural logarithm of the 
distance against the natural logarithm of the 

costs (NBD) 

 

 
D: Residual plot after the natural logarithmic 

transformation (NBD) 

Figure 6 Scatterplots of the independent variables against dependent variable and a residual plot, 

after logarithmic transformation of the NBD data 

From scatterplots A, B and C, it immediately stands out that the data points are more evenly 
spread around regression line. This can also be derived from the increase in all 𝑅2 -values, 
indicating a better fit. Furthermore, the residual plot shows a more symmetrical distribution 
around 𝑦 = 0 , indicating unbiased estimates. From these results we expect that the natural 
logarithmic transformation of the data positively influences the performance of the model. The 

results of the multiple regression analysis after logarithmic transformation are given in Table 5. 
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Table 5 Results of the regression analyses of the NBD service level after logarithmic 

transformation 

 Natural Logarithmic Model NBD 

𝑅 0.931 

𝑅2 0.867 

 𝛽 p-value 

Unstandardized 
Coefficients 

Constant 3.006 0.000 

Weight 0.089 0.064 

Volume 0.250 0.000 

Distance 0.420 0.000 

 
The increase in 𝑅- and 𝑅2-value reveal that the logarithmic transformation results in a better 
overall fit to the data. The linear model after the logarithmic transformation explains 86.7% of 
the variation of the dependent variable. We also observe that the significance level of the weight 
is slightly above 0.050. This triggers us to check whether removing one or more variables results 
in a better estimation function. Step-by-step, a single independent variable will be removed from 
the model to perform another regression analysis. The performance of each model is compared 
based on the 𝑅2 𝑎𝑑𝑗𝑢𝑠𝑡𝑒𝑑-value. This value is typically used to compare regression models with 
a different number of predictors. The results can be found in Table 6. 
 
Table 6 List of the 𝑹𝟐 𝒂𝒅𝒋𝒖𝒔𝒕𝒆𝒅-value per regression analysis 

Independent variables included 𝑅2 𝑎𝑑𝑗𝑢𝑠𝑡𝑒𝑑-value 

Weight, volume and distance 0.859 
Weight and volume 0.627 
Weight and distance 0.793 
Volume and distance 0.852 
Weight 0.535 
Volume 0.627 
Distance 0.350 

 
These results indicate that the regression model that includes all independent variables has the 
highest explanatory power. We decide to use this model as an estimation for the NBD 
transportation costs, even though the p-value of the coefficient of the weight is slightly too high. 
The reason for this is that we think the weight is still relevant enough for the determination of 
the costs for the NBD service level.  
 
In conclusion, the transportation costs of the NBD service level are estimated by the weight, 
volume and distance with the following function: 
 

𝑁𝐵𝐷 𝑇𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝐶𝑜𝑠𝑡𝑠 = 𝑒3.006+0.089∗𝐿𝑁(𝑊𝑒𝑖𝑔ℎ𝑡)+0.250∗𝐿𝑁(𝑉𝑜𝑙𝑢𝑚𝑒)+0.420∗𝐿𝑁(𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒) 

3.1.3 BSA Transportation Costs 
The dataset with historical transportation orders does only contain three data points for the BSA 
service level. This is clearly not enough to perform a significant regression analysis. We only know 
that the costs should be between the NBD and the RUSH service level. But not exactly how they 
are distributed and on which variables they depend. That is why we decided to leave this service 
level out of scope.  

3.1.4 RUSH Transportation Costs 
For the RUSH service level, we also do not have much data available for the analysis. But the data 
points we have are still useful for making and validating assumptions about the estimation 

function. The rows of transportation data with the RUSH service level are presented in Table 7. 
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Table 7 Transportation data of the RUSH service level 

ID Weight (kg) Volume (m3) Distance (km) Costs (€) 
RUSH1 198 0.294 90 107.40 
RUSH2* 24 0.069 700 943.48 
RUSH3 4800 16.157 101 322.54 
RUSH4 250 1.392 725 799.73 
RUSH5 50 0.108 725 799.73 
RUSH6 2 0.007 182 214.26 
RUSH7* 295 1.425 730 1358.90 

*Shipment to a country outside the European Union (Switzerland) 

 
The main assumption we make about the RUSH transportation costs is that these orders only 
depend on the distance between origin and destination and whether the destination is located 
within or outside the European Union. This assumption is made because after placing a RUSH 
order, the dedicated courier is driving anyway. We also observe this relationship in our data. 
Transportation order 4 and 5 cost the same; while they differ in the weight and volume and 
cover the exact same distance. Moreover, the transportation orders for shipments outside the 
European Union are more expensive than the orders with a similar covered distance within the 
European Union. This is because it also includes the import costs.   
 
To get more insight into the relationship between the distance and the total costs, we 
performed a linear regression analysis. Figure 7 shows a scatterplot of the RUSH data points 
without the orders to Switzerland.  
 

 

 

 
Figure 7 Scatterplot of the distance against the costs for the RUSH service level  

The scatterplot shows that the data points follow the linear regression line well. This can also be 
concluded from the 𝑅2-value of 0.941. A complete overview of the results of the linear regression 

analysis is given in Table 8. 
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Table 8 Results of the regression analysis of the RUSH service level 

 Regular Model RUSH 

𝑅 0.970 

𝑅2 0.941 

 𝛽 p-value 

Unstandardized 
Coefficient 

Constant 96.786 0.237 

Distance 0.965 0.006 

 
Even though this regression analysis does not provide us with significant results, we still decide 
to use this function as an estimation for the RUSH transportation costs. The reason for this is that 
it is still the best estimate obtained. So, the estimation function is defined as follows: 
 

𝑅𝑈𝑆𝐻 𝑇𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝐶𝑜𝑠𝑡𝑠 = 96.786 + 0.965 ∗ 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 

3.2 Transportation times 
We first need to decide on which possible inventory stocking points to include in our research, 
before diving into the transportation times. When Additive Industries wants to stock their 
inventory at a new location, it needs to send a request to the 4PLP. Then the 4PLP starts looking 
for the closest warehouse in that area. Multiple locations have been selected in consultation with 
a Supply Chain employee within Additive Industries and the Service Logistics representative of 
the 4PLP, keeping in mind the locations of the customers. An overview of the locations of the 

installed base and the possible inventory stocking points can be found in Table 9. 
 
Table 9 Locations of customers and possible inventory stocking points 

Customer locations Possible inventory stocking location 

Terborg, The Netherlands Moerdijk, The Netherlands 
Mönchengladbach, Germany Mönchengladbach, Germany 
Radevormwald, Germany  Düsseldorf, Germany 
München, Germany Essen, Germany 
Taufkirchen, Germany Radevormwald, Germany 
Hinwil, Switzerland Frankfurt, Germany 
Avilés, Spain Mannheim, Germany 
 Stuttgart, Germany 
 München, Germany 
 Hinwil, Switzerland 
 Paris, France 
 Avilés, Spain 

 
We do not have any historical data available of the transportation times of past transportation 
orders. Therefore, we obtain the transportation times via an interview with the service logistics 
representative of the 4PLP. A shipment of a spare part with the BSECO service level takes 5 days 
on average. Furthermore, he confirmed that we can assume that a spare part sent from Moerdijk 
to any customer within Europe with the NBD service will be delivered the next business day. 
These NBD transportations take between 24 and 36 hours. Also for BSA service almost the same 
assumption is made as the NBD service. From the warehouse in Moerdijk, every customer located 
within the European Union can be served before 09:00 a.m. the next business day. This is not 
possible for shipments outside the European Union (like Hinwil, Switzerland), due to the import 
procedures. In these cases, a warehouse needs to be located within that country to be able to 
serve that customer with BSA service level. Shipments with this service level take between 18 
and 24 hours. The transportation times of RUSH orders mainly depend on the distance between 

the origin and the destination. An overview of these times is given in Table 10. The numbers 
already include the 30 minutes of preparing the transportation order. 
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Table 10 RUSH transportation times from warehouses to customers (hours) 
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Warehouse  

Moerdijk 2,5 3 4 9 9 24 16 

Mönchengladbach 2 1 2 7 7 24 17 

Düsseldorf 2 1,5 1,5 6,5 6,5 24 17,5 

Essen 2 2 2 7 7 24 18 

Radevormwald 2,5 2 2 6,5 6,5 24 18 

Frankfurt 4 3,5 3 4,5 4,5 24 17,5 

Mannheim 4,5 3,5 3,5 4,5 4,5 24 17 

Stuttgart 5,5 5 5 3 3 24 18 

München 7,5 7 6,5 1 2 24 20 

Hinwil N/A N/A N/A N/A N/A 1 N/A 

Paris 6,5 5,5 6 8,5 8,5 24 12 

Avilés 18 17 18 20 20 24 1 

 
Table 10 shows that some of the combinations are not applicable. This is because the inventory 
stored at the warehouse in Hinwil will only be used to serve demand within Switzerland.  

3.3 Conclusion 
In this chapter we analyzed the transportation costs and time functions. These functions are 
needed to be able to determine the values of these input parameters, which are going to be used 
for the mathematical models of Research Question 2 and Research Question 3.  
 
The transportation costs functions are determined based on analyses of historical data. The costs 
for the BSECO, NBD and RUSH transportation modes are estimated by a single or a multiple 
regression model. The BSECO and NBD transportation modes are both estimated by the weight 
and volume of the spare part and the distance between origin and destination. The estimation of 
the transportation costs for the RUSH service level only depends on distance. Furthermore, not 
every result was found to be significant, but the majority is still good enough to be included in our 
research. This was not the case for the BSA service level. The unavailability of BSA transportation 
orders prevented us from making any assumptions about its estimation function. Therefore, we 
made the decision to exclude this service level from our research. When at some point in the 
future enough data is collected, Additive Industries can still decide to perform an analysis and 
include the BSA service level.  
 
The potential warehouse locations as well as the transportation times between the customers 
and these locations are provided by the 4PLP. These times reveal that as soon as Additive 
Industries wants to guarantee a service faster than 18 hours, it needs to make use of the RUSH 
service level. Because in that case the BSA service level will no longer be enough to serve the 
demand on time.  
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4 Network Design 
This chapter answers Research Question 2. 
 

Research Question 2: 
 

RQ2: Where should inventory be located and to which inventory stocking point 
is each customer allocated? 

 

 
We follow the logistics design methodology developed by Bertrand (2016) for the design of the 
inventory location network. It consists of the following three phases: the conceptual design phase, 
the detailed design phase and the integration phase. In Section 4.1 the conceptual design phase is 
elaborated. The results of this phase serve as a basis for the detailed design phase, which is 
presented in Section 4.2.  As explained in Chapter 2, the integration phase in which the problem 
is implemented in a tool, is not performed. In Section 4.3 we provide the verification and 
validation of the developed model. Then, in Section 4.4, the sensitivity of some of the input 
parameters is analyzed. In Section 4.5 we provide conclusions.  

4.1 Conceptual Design 
This conceptual design serves as a basis for the facility location model that is going to be 
developed in the detailed design phase. Section 4.1.1 elaborates on the functional requirements 
of the mathematical model. As for most logistics systems, the main functional requirement is 
defined in terms of a service level that needs to be met. The design parameters, which are 
presented in Section 4.1.2, are the key variables in the design process that need to fulfill the 
functional requirements. Then, in Section 4.1.3 we discuss several facility location models and 
select one which is used as a reference. Lastly, we list and discuss the main assumptions in Section 
4.1.4. 

4.1.1 Functional Requirements 
The first functional requirement is related to the objective of the design of a spare parts logistics 
network: to enable to support your customers in a cost-efficient way while meeting a pre-defined 
service level. This service level depends on the geography and availability of spare parts. Since 
we use the decoupled approach, the first model does not take the inventory levels into account. 
Therefore, the spare part availability cannot be considered yet and we only look at the geography 
of the spare parts. More specifically, we want to locate the warehouses in such a way that the 
spare parts can be delivered within the specified service time window. We also want to provide 
insights into the effect of changing the service time window on the design of the network. That is 
why this input parameter needs to be variable. The exclusion of the inventory levels also implies 
that we assume a 100% fill rate at the local warehouses. The functional requirement is defined as 
follows: 
 
FR1: The warehouses need to be positioned such a way that every customer can be served within X 
hours after requesting a spare part  
 
Besides the service level, the mathematical model also needs to capture the total costs. More 
specifically, the model needs to minimize the total facility opening costs and transportation costs. 
The formulation of this functional requirement directly reflects the objective function of the 
mathematical model.    
 
FR2: The model needs to minimize the sum of the facility opening costs and transportation costs  
 
Lastly, Additive Industries requests to program the mathematical model Matlab file which can be 
reused. A reason for this is that they would like to use the mathematical models more often in the 
future. This means that it needs to be relatively easy to adapt existing input values or add new 
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ones. Think for example about new customers entering the systems, newly defined spare parts or 
other possible warehouse locations. This translates in the following functional requirement: 
 
FR3: The model needs to be implemented in Matlab and the implementation must be easy to reuse, 
in terms of entering new input instances 

4.1.2 Design Parameters 
The design parameters are the knobs that can be used to tune the design. In our network design 
problem, this is the number of echelons in the system. We can either develop a single-echelon 
model in which all warehouses are replenished by the suppliers or a two-echelon model in which 
the spare parts are first collected at a central warehouse.  
 
We decide to model the situation at Additive Industries as a two-echelon network for the 
following reasons. First, most of the suppliers are in The Netherlands, making it easy to collect all 
spare parts in a central warehouse and distribute them from that location. Besides that, the 
central warehouse can then serve as an emergency supplier in case a local warehouse cannot 
fulfill a spare part order. The lead time for an emergency shipment from the central warehouse is 
much smaller than for an emergency shipment from the supplier.  
 
Moreover, a study by Wong et al. (2007a) investigates the performance of a single-echelon system 
in comparison to a two-echelon system. This performance is assessed based on the total expected 
costs, which includes inventory holding costs and additional costs for an emergency shipment. 
They identify circumstances in which it is advantageous to make use of a central warehouse. Their 
study compares the following scenarios: 

- A single-echelon system with both emergency shipments from the supplier and lateral 
transshipments;  

- A single-echelon system with direct emergency shipments from the supplier;  
- A two-echelon system with both direct emergency shipments from the supplier or the 

central warehouse and lateral transshipments; and 
- A two-echelon system with direct emergency shipments from the supplier or the central 

warehouse. 
Their critical assumptions are that a one-for-one replenishment policy is used and that the 
suppliers have ample supply. Furthermore, the failure rates and the replenishment lead times are 
assumed to be Poisson and exponentially distributed, respectively. Wong et al. (2007) conclude 
that the two-echelon system dominates the single-echelon system in all test cases. The relative 
savings are the highest when lateral transshipments are not allowed (7,73% savings when lateral 
transshipments are not allowed against 1,41% when lateral transshipments are allowed). 
Although this does not directly mean that it also performs better in our situation, these results 
strengthen our arguments in favor of the two-echelon system. The authors remark that the 
savings obtained by making use of two echelons may be offset by the additional costs of opening 
and operating a central warehouse. But in our case, the marginal costs of opening and operating 
a warehouse are limited, since Additive Industries outsources the warehousing function to a 4PLP.  

4.1.3 Model Selection  
In this section we select the model that is going to be used as a reference during the development 
of our facility location model. According to Daskin (2008), facility location problems can be 
divided in two main categories: discrete and continuous. The locations of the facilities in discrete 
models are to be chosen from a specified finite set of potential locations (Melo et al., 2009). 
Moreover, the distance between facilities and demand points is fixed and given in a matrix. In 
contrast to discrete models, the locations of facilities in continuous models are to be chosen from 
a continuous space and demand points are often modeled as coordinates within this space.  
 
A discrete network model is preferred for modelling the situation at Additive Industries, because 
we are also dealing with a specified finite set of potential warehouse locations. Therefore, a closer 
look is taken at these models. According to Daskin (2008), the discrete network models can be 
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further subdivided into covering-based models, median-based models and other models. 
Covering-based models include a critical level on coverage distance or time. This critical level 
determines whether a specific customer is covered or not. Its objective is either to maximize the 
total coverage given a fixed number of to be opened facilities or to minimize the number of to be 
opened facilities to cover all demands. Median-based models are more focused on the demand-
weighted average distance between warehouses and customers. These models are often used in 
the design of distribution networks. The objective function minimizes the sum of the fixed facility 
opening costs and the transportation costs or the average distance between a fixed number of 
warehouses and its allocated customers. The last category contains models that do not belong to 
any of the two previously mentioned categories. An example is the p-dispersion model, which 
maximizes the minimum distance between any two facilities. 
 
To select the model that fits best to our research, we need to look at the functional requirements 
that have been set up. The combined goal is to develop a model that locates the facilities in such 
a way that every customer is served within the service time window against minimum costs. 
Therefore, we select a median-based model, which is focused on the minimization of the demand-
weighted average distance. In this way the total transportation costs can be minimized. To ensure 
that every customer can be serviced within the service time window, an extra constraint needs to 
be implemented.  
 
Median-based models can be classified in two categories: p-median problems (PMP) and fixed 
charge facility location problems (FCFLP). The main difference between the two models is that in 
the PMP exactly P facilities need to be located, whereas in the FCFLP the number of to be opened 
facilities is not fixed. Although the FCFLP seems to be preferable, as it automatically also 
optimizes the number of to be opened facilities, we do not select that model. The main reason for 
this is that we decouple the network design from the inventory optimization problem, and 
therefore do not know whether the optimized number of facilities in the FCFLP also optimizes the 
overall solution. The PMP, on its turn, allows to vary the number of to be opened facilities. This 
makes it possible to generate multiple solutions, which after the inclusion of the inventory 
optimization model can be compared based on overall performance.   
 
The mathematical model that is used as a reference is described in the article by Dantrakul et al. 
(2013). Their formulation of a binary integer-programming problem requires some changes to fit 
to our situation. We adapt the model of Dantrakul et al. (2014) on four aspects. Firstly, we deal 
with a two-echelon instead of a single-echelon system. Therefore, also costs for replenishing the 
local warehouses need to be considered. Next to that, we differentiate between the transportation 
mode (NBD or RUSH) that is used to fulfill a customer demand. The last difference is that we do 
not implement a capacity constraint on the warehouses. 

4.1.4 Assumptions 
We need to make several assumptions to be able to capture our problem in mathematical terms. 
Our network consists of only central warehouse of which its location is not subject to optimization. 
Furthermore, customers can also be allocated to this central warehouse directly, instead of being 
allocated to a local warehouse. This is because the location of customers can be far closer to the 
central warehouse than to its closest local warehouse. In such a situation it is preferable to 
connect that customer to the central warehouse directly. Besides that, we assume that each 
replenishment order and customer demand is satisfied by a single shipment, without any 
consolidation. More details about this can be found in Section 5.1.2.1. Table 11 provides a list of 
all assumptions. 
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Table 11 List of assumptions 

1. There is only one central warehouse 
2. The location of the central warehouse is fixed 
3. Customers can be allocated to the central warehouse directly 
4. Replenishment orders and customer demand are satisfied one-for-one 

 
To give an overview of the to be modeled network, we provide a graphical representation of the 

supply chain structure in Figure 8. 
 

CW

2

LW 1 LW 2 LW 

P-1

Suppliers

1

Customers

3 3 3

4

1. Replenishment Order to the Central Warehouse

2. Replenishment Order to the Local Warehouse

3. Demand Order Served by a Local Warehouse

4. Demand Order Served by the Central Warehouse

2 2

 
Figure 8 Supply chain structure (CW = central warehouse, LW = local warehouse and P = the 

number of opened warehouses) 

4.2 Detailed Design 
In the detailed design we present the formulation of the mathematical model that is implemented 
into a Matlab script. Let 𝐼 be the set of customers and 𝐽 be the set of possible locations for local 
warehouses. We use 0 to denote the central warehouse, so the set of all warehouses is  𝐽 ∪ {0}. 
Furthermore, the three transportation modes and the spare parts are represented by set 𝐾 and 𝑍, 
respectively. Let 𝑓𝑗  be the fixed costs of locating inventory at warehouse j. The transportation 

costs for shipping spare part z from warehouse j to customer i, given transportation level k, is 
represented by 𝑐𝑖𝑗𝑘𝑧 . Besides the transportation costs from the warehouse to the customer, there 

can also be costs for replenishing the local warehouses. The transportation costs for replenishing 

spare part z at local warehouse j are denoted by 𝑐𝑗𝑧
𝑟𝑒𝑝𝑙 . The failure rate (in parts/year) of spare 

part z and the number of spare parts z in the machine(s) at customer i are represented by 𝑚𝑧 
and 𝑛𝑖𝑧, respectively. Parameter 𝑡𝑖𝑗𝑘  is the service time to transport a spare part from warehouse 

j to customer i, given transportation level k. This is included because we are dealing with a service 
time window per customer, 𝑊𝑖. Finally, the number of to be opened facilities is captured with 
variable P. A complete list of all variables and their definitions is provided in Appendix G. 
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The decision variables in our mathematical model are defined in the following way: 
 

𝑦𝑗 =  {
1,   𝑖𝑓 𝑓𝑎𝑐𝑖𝑙𝑖𝑡𝑦 𝑗 𝑖𝑠 𝑜𝑝𝑒𝑛𝑒𝑑

0,   𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
   

 

𝑥𝑖𝑗𝑘 = {
1, 𝑖𝑓 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑖 𝑖𝑠 𝑠𝑒𝑟𝑣𝑒𝑑 𝑓𝑟𝑜𝑚 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 𝑢𝑠𝑖𝑛𝑔 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑠𝑒𝑟𝑣𝑖𝑐𝑒 𝑙𝑒𝑣𝑒𝑙 𝑘

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒 
  

 
Then, the integer program can be mathematically formulated as follows: 
 
min    ∑ 𝑓𝑗 ∗ 𝑦𝑗𝑗∈𝐽   

 
+ ∑ ∑ ∑ ∑ 𝑐𝑖𝑗𝑘𝑧 ∗ 𝑚𝑧 ∗ 𝑛𝑖𝑧 ∗ 𝑥𝑖𝑗𝑘𝑧∈𝑍𝑘∈𝐾𝑗∈𝐽∪{0}𝑖∈𝐼    

 

+ ∑ ∑ ∑ ∑ 𝑐𝑗𝑧
𝑟𝑒𝑝𝑙

∗ 𝑚𝑧 ∗ 𝑛𝑖𝑧 ∗ 𝑥𝑖𝑗𝑘𝑧∈𝑍𝑘∈𝐾𝑗∈𝐽𝑖∈𝐼         (1) 

 
𝑠. 𝑡.                   ∑ ∑ 𝑥𝑖𝑗𝑘𝑘∈𝐾𝑗∈𝐽∪{0} = 1                       ∀ 𝑖 ∈ 𝐼      (2) 

 
                          ∑ 𝑦𝑗𝑗∈𝐽∪{0} = 𝑃                             (3) 

 
                          𝑦0 = 1                              (4) 
 
                          𝑥𝑖𝑗𝑘 ≤ 𝑦𝑗                                          ∀ 𝑖 ∈ 𝐼, 𝑗 ∈ 𝐽 ∪ {0}, 𝑘 ∈ 𝐾      (5) 

 
                          ∑ ∑ 𝑥𝑖𝑗𝑘𝑘∈𝐾𝑖∈𝐼 ≥ 𝑦𝑗                        ∀ 𝑗 ∈ 𝐽                        (6) 

 
                          𝑥𝑖𝑗𝑘 ∗ 𝑡𝑖𝑗𝑘 ≤ 𝑊𝑖                                ∀ 𝑖 ∈ 𝐼, 𝑗 ∈ 𝐽 ∪ {0}, 𝑘 ∈ 𝐾    (7) 

 
                          𝑦𝑗 ∈ {0,1}                                         ∀ 𝑗 ∈ 𝐽 ∪ {0}      (8) 

 
                          𝑥𝑖𝑗𝑘 ∈ {0,1}                                      ∀ 𝑖 ∈ 𝐼, 𝑗 ∈ 𝐽 ∪ {0}, 𝑘 ∈ 𝐾    (9) 

 
The objective function (1) minimizes the total facility opening and transportation costs. The fixed 
facility opening costs is captured in the first term of the objective function. The second term 
calculates the total costs of transporting the spare parts from the warehouse to the customer. The 
last term of the objective function takes the sum of the total replenishment costs. Note that these 
costs are only incurred at the local warehouses. This distinction is made because our model 
assumes that the central warehouse is also allowed to serve the customers directly. In these cases, 
no replenishment costs are incurred. Constraints (2) make sure that every customer is allocated 
to exactly one warehouse. Constraint (3) ensures that exactly P warehouses are opened. 
Constraint (4) ensures that the central warehouse is always opened. Furthermore, constraints (5) 
prevent any customer from being allocated to an unopened warehouse location. Also, any opened 
local warehouse needs to supply at least one customer. This is guaranteed by constraints (6). 
Constraints (7), on their turn, guarantee that every customer is served within the service time 
window. Lastly, constraints (8) and (9) are the integrality constraints.  

4.3 Verification and validation 
The goal of verification is to check whether the mathematical model formulated in Section 4.2 is 
correctly implemented in the Matlab file. Essential is that the outcomes of the Matlab model 
satisfy the constraints that have been set up. These constraints are the following: 
 

- Each customer is allocated to exactly one warehouse 
- Exactly 𝑃 warehouses are opened 
- Customers can be allocated to opened warehouses only 
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- Each opened warehouse must have at least one customer allocated 
- Each customer is allocated to a warehouse within the service time window 
- Moerdijk is always opened 

 
Two steps are performed during the verification of the model. The first step checks if the model 
provides us with correct results under different values of the input parameters, in terms of 
meeting constraints. For each of these parameters we define the domain within which its value 
varies randomly. The boundaries of this domain are based on the minimum and maximum value 
that is found in the data. A random number between the lower and upper bound of the domain is 
selected every replication for every input parameter. Hence, each replication creates an artificial 
but representative set of input instances. The list of input parameters with its domain is given in 
Table 12. In the second step we test if the model still satisfies the constraints when new inputs 
are added. We do this because it is one of Additive Industries’ requirements. The inputs can either 
be a new customer, a new possible location to stock inventory or a new spare part.  
 
We decide to set the number of replications to 2500 to get a representative overview of the 
possible input instances. It is likely that some of the generated input instances will not result in a 
feasible solution. Think for example about the situation in which the service level is lower than 
all the transportation times. These infeasible solutions can be neglected during the verification. 
 
Table 12 Upper and lower bounds of input parameters 

 Input Parameter Lower bound 
domain 

Upper bound 
domain 

Type 

1 Service time window (hours) 2 36 Real  
2 The number of to be opened warehouses  1 8 Integer 
3 Spare part failure rate (per year) 0,1 4 Real 
4 BSECO transportation costs (€ per spare 

part) 
10 150 Real 

5 NBD transportation costs (€ per spare part) 15 250 Real 
6 RUSH transportation costs (€ per spare part) 90 1200 Real 
7 NBD Transportation times (hours) 24  36 Real 
8 RUSH Transportation times (hours) 2 24 Real 
9 Number of parts in each machine 1 20 Integer 
10 Fixed facility opening costs (€) 0 2000 Real 

 
After running the model, we find that, in every case a feasible solution is found, it meets the 
constraints that have been formulated. Therefore, we conclude that the mathematical model of 
Section 4.2 is correctly implemented in the Matlab file. Also, the test to add new inputs to the 
model succeeded, which completes the verification procedure.   
 
During the validation process we check whether the results of the model represent reality 
correctly. Unfortunately, we cannot compare our output with real-world output, so we need to 
use other techniques to validate the model. The first technique is to observe the relationships 
between input and output parameters and check whether they behave as expected, and if they do 
not behave as expected, whether we can explain why this is the case. For example, an increase in 
transportation costs and failure rates should lead to an increase in total costs. After running some 
test instances, we conclude that these relationships hold. A prove for this can be found in the 
sensitivity analysis of Section 4.4. With the second technique we evaluate the output of the model 
with a Supply Chain employee. For all the test instances we observe that the customers get 
allocated to their closest opened warehouse, which is a good sign. Besides that, we observe that 
the cheapest transportation option possible is always used. If the service time window is greater 
than 36 hours, the NBD transportation mode is used, else the RUSH service level is selected.  
Overall, we conclude that the obtained results are valid, as we do not observe any patterns or 
choices that cannot be explained.  
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4.4 Sensitivity Analysis 
In this sensitivity analysis we assess the influence of certain input parameters on the output of 
the model. The input parameters included in this analysis are: the BSECO transportation costs, 
the NBD transportation costs, the RUSH transportation costs and the failure rates. We select these 
input parameters because their values are based on estimations and are therefore subject to 
deviations. The output of the model is the average yearly transportation costs. With the results of 
this sensitivity analysis we can check what happens to the average yearly costs in case our 
estimations deviate.  
 
The sensitivity of each input parameter depends on the chosen service time window and the 
number of to be opened warehouses (P). We now only look at the results of the 36-hour service 
time window, as this is the service time window Additive Industries is currently using. Each figure 
includes the results when P=1, P=3 and P=5. This is enough to give a good overview of the 
sensitivity of the input parameter. In Appendix B, also the graphs of the 8-hour service time 
window are provided to show the differences in case a tighter service time window is used . The 
values on the x-axis represent the multiplication factors that are used to vary the input parameter. 
For instance, the factor 0.5 calculates the average yearly transportation costs when the normal 
value of the input parameter is multiplied with 0.5.  
 
The sensitivity of the BSECO transportation costs, the NBD transportation costs, the RUSH 
transportation costs and the failure rates are presented in Section 4.4.1, Section 4.4.2, 
Section4.4.3 and Section 4.4.4, respectively. In Section 4.4.5, we give an overview of other findings 
based on a comparison between the four sensitivity analyses.  

4.4.1 BSECO Transportation Costs 
Figure 9 shows the results of the sensitivity analysis of the BSECO transportation costs. Our 
observations are that: 

- The average yearly transportation costs are insensitive to the BSECO transportation costs 
when opening one warehouse. This is because in that case no local warehouses are 
opened, implying that no replenishment orders are sent. This in combination with the fact 
that replenishment orders are the only orders sent via the BSECO transportation mode, 
ensures that the sensitivity is zero.  

- For P=3, we observe that the line is piecewise linear. At multiplication factor 1,5 we see 
that the slope gets a bit lower. This is because at this point the model decides to allocate 
one of the customers directly to the central warehouse instead of a local warehouse.  

- A 50% increase in BSECO transportation costs results on average in a 12% increase in 
average yearly transportation costs. 
 

 
Figure 9 Sensitivity analysis of the BSECO transportation costs for the 36-hour service time window 

4.4.2 NBD Transportation Costs 
The results of the sensitivity analysis of the NBD transportation costs reveal that: 

- P=1 is the most sensitive to a change in NBD transportation costs. The reason for this is 
that in that case no local warehouses are opened, ensuring that no replenishment orders 
need to be sent to these warehouses. Therefore, the complete distance from central 
warehouse to the customer is covered by the relatively expensive NBD transportation 
level.   
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- A 50% increase in NBD transportation costs results on average in a 35% increase in 
average yearly transportation costs. 
 

 
Figure 10 Sensitivity analysis of the NBD transportation costs for the 36-hour service time window 

4.4.3 RUSH Transportation Costs 
From Figure 11, a change in the RUSH transportation costs do not have an influence on the 
average yearly transportation costs when the 36-hour service time window is used. This can be 
explained by the fact that no RUSH transportation orders are used in case a 36-hour window is 
implemented.  
 

 
Figure 11 Sensitivity analysis of the RUSH transportation costs for the 36-hour service time window 

4.4.4 Failure Rates 
The subject of the last sensitivity analysis are the failure rates. This is the most important one, 
since the values of the failure rates are estimated by experts. It is therefore likely that the real 
values deviate from the estimated values. The results show us that: 

-  Again, the average yearly transportation costs are most sensitive for P=1. For the same 
reason as the NBD transportation costs.  

- A 50% increase in failure rates results on average in a 47% increase in average yearly 
transportation costs 

 

 
Figure 12 Sensitivity analysis of the failure rates for the 36-hour service time window 
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4.4.5 Other Findings 
A comparison between the sensitivity of different input parameters can be performed based on 
the slope of the lines (Table 13). Based on this comparison we conclude that: 

- On average, the change in BSECO transportation costs have the least influence on the 
average yearly transportation costs. This is logical, since this is the cheapest option 
available.  

- Besides that, a change in the failure rates has a greater impact than a change in the NBD 
transportation costs. That is because the failure rates have an influence on the frequency 
of demand orders as well as replenishment orders. The change in NBD transportation 
costs only influences the part of the average yearly transportation costs that is related to 
the demand orders. 

 
Table 13 Overview of the slope of each line of the sensitivity analysis for the 36-hour time window (BSECO, 
P=3 is piecewise linear) 

P BSECO NBD RUSH Failure Rates 

1 0 28733 0 28733 
3 3762 – 3029* 12712 0 16376 
5 4108 6643 0 10797 

*This one has two slopes, because the line is piecewise linear 

4.5 Conclusions 
With the solution procedure developed in this chapter we can determine the optimal locations of 
warehouses and the corresponding allocation of customers to these warehouses. We first 
developed a conceptual design in which we determined the functional requirements and the 
design parameters, selected the model that is used as a reference and elaborated the critical 
assumptions. Our model requires to position the warehouses such that all customers can be 
serviced within the applied service time window against the lowest costs. The only design 
parameter in our network design is the number of echelons. We explained that we prefer a two-
echelon system over a single-echelon system. This decision is substantiated by the fact that most 
of the suppliers in The Netherlands and the central warehouse can serve as a source of an 
emergency shipment. Additionally, Wong et al. (2007a) show in their study that a two-echelon 
system performs better, in terms of total costs, in comparison to a single-echelon system.  
 
The conceptual design served as a basis for the detailed design. We modeled the situation at 
Additive Industries as a p-median problem and used Dantrakul et al. (2014) as a reference. We 
adapted their model in three ways: 

- We deal with a two-echelon system instead of a single-echelon system; 
- We allow to differentiate between delivery modes; and 
- We do not implement a capacity constraint. 

After the detailed design we verified and validated the solution procedure. The verification was 
performed by using artificial but representative test instances. We checked whether the results 
of our solution procedure meet the constraints in every instance. Subsequently, we tested the 
whether it was possible to add new inputs to the model. The model is validated by checking the 
relations between input and output and evaluating the output with a Supply Chain employee. This 
completed the verification and validation procedures.  
 
Finally, in the sensitivity analysis we quantified the relation between some of the input 
parameters and the average yearly transportation costs. We conclude that the model is most 
sensitive to any changes in the failure rates. This is because a change in failure rates influences 
the frequency of replenishment orders as well as customer demand orders. In the case of a 36-
hour service time window, also the NBD transportation costs showed to have quite some 
influence. The BSECO transportation costs only have a minor influence, as it accounted for a low 
share in average yearly transportation costs. The RUSH transportation mode is not used when a 
36-hour service time window is applied, hence its sensitivity is zero.   
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5 Inventory Control 
In this chapter we answer the last research question. 
 

Research Question 3: 
 

RQ3: Which inventory policy needs to be used and what are its optimal 
 parameters? 
 

 
This part of our research focuses on the stocking-decisions in a multi-item two-echelon spare 
parts inventory system. An inventory control policy aims to deliver a fast and reliable service to 
the customers while minimizing inventory investment. For the analysis of our inventory system 
we again use the logistics design methodology developed by Bertrand (2016). In the conceptual 
design phase, Section 5.1, we define the characteristics of the system that we consider. After that, 
in Section 5.2, we capture this system in mathematical terms and optimize its parameters. The 
case study, based on the input of Additive Industries, is presented in Section 5.3. After that, we 
show the results of the verification, validation and sensitivity analyses in Section 5.4. At the end 
of this chapter we draw conclusions based on the results. These can be found in Section 5.5.  

5.1 Conceptual Design 
The conceptual design defines the broad outlines of our model. In Section 5.1.1 we present the 
functional requirements of our inventory model. Subsequently, Section 5.1.2 elaborates the 
decisions that are made within the design of our model by means of the design parameters. With 
the functional requirements and the design parameters as input, the models that serve as a 
reference for our model are selected in Section 5.1.3. Finally, the main assumptions are listed and 
discussed in Section 5.1.4. 

5.1.1 Functional Requirements 
As explained in Section 4.1, the service level depends on the transportation time between 
warehouse and customer and the part availability. The mathematical model that results from 
answering Research Question 2 gives the optimal locations of inventory stocking points to be able 
to deliver the customer within the service time window. This model ensures that every customer 
can be serviced within the specified service time window. The mathematical model we develop 
to answer Research Question 3 targets the second part of the service level by optimizing the spare 
part stock levels. These stock levels need to be optimized against a certain service constraint, 
often either a fill rate constraint or a mean waiting time constraint. An advantage of using a fill 
rate is that it is easy to measure and understand. But on the other hand, reaching a certain fill rate 
target does not say anything about the average waiting time for a spare part being available. This, 
in combination with the availability of the machine being one of the most important performance 
indicators of Additive Industries, makes it a better choice to implement a mean waiting time 
constraint. In this way, the company can limit the mean time to support.  
 
As we assume that all the selected spare parts are equally critical, we implement an aggregated 
mean waiting time instead of a mean waiting time per item. To summarize this all, the functional 
requirement can be formulated as follows: 
 
FR1: The aggregate mean waiting time must be lower than Y hours for every local warehouse 
 
The overall objective still is to minimize the total costs. The costs that are going to be included in 
Research Question 3 are inventory holding costs and the extra transportation costs in case of an 
emergency shipment. This gives us the following functional requirement: 
 
FR2: Minimize the sum of inventory holding costs and additional transportation costs for emergency 
shipments 
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Again, Additive Industries requires programming the mathematical model in a Matlab file. As it 
would like to use it more often in the future, it also needs to be reusable in terms of entering new 
input instances.  
 
FR3: The model needs to be implemented in Matlab and this file must be easy to reuse, in terms of 
entering new input instances  

5.1.2 Design Parameters 
This section presents the design parameters that need to be tuned to fulfill the functional 
requirements. The first design parameter of the inventory optimization problem, the inventory 
control policy, is elaborated in Section 5.1.2.1. In Section 5.1.2.2 we describe what happens in case 
a spare part order cannot be satisfied directly.  
 
5.1.2.1 The Inventory Control Policy 

The type of control policy that is implemented at Additive Industries needs to be specified, since 
it determines how often spare parts are shipped from location to location. An inventory control 
policy is defined in terms of parameters which describe when and how many spare parts need to 
be ordered. The timing of a replenishment order is determined by the reorder level and whether 
the inventory position is monitored periodically or continuously.  
 
In a periodic review policy, the inventory position is reviewed at discrete moments in time. When 
at a review moment the inventory position equals or is below the reorder level, a replenishment 
order is placed. The advantage is that the spare parts that are ordered during the review period 
can be consolidated, leading to decreased total fixed ordering costs. But it comes at the expense 
of an increase in lead time, which causes an increase in lead time demand. This results in higher 
safety stocks needed to protect against uncertainty in demand. The continuous review policy, 
logically, monitors the inventory position continuously. As soon as the inventory position reaches 
the reorder level, a new replenishment order is placed. So, the decision between a periodic and 
continuous review policy mostly depends on the trade-off between fixed ordering costs and 
inventory investment. As most of the spare parts are relatively expensive and the fixed 
transportation costs are not high, we decided to implement a continuous review policy at both 
the central and the local warehouse.  
 
The second part of the inventory policy is related to the batch sizes. Most of the research in spare 
parts control assumes a one-for-one replenishment policy, in which every single spare part 
demand is followed by a replenishment order. They justify this assumption by explaining that the 
fixed ordering costs are often small relative to the spare part prices. If this is not the case, a batch 
ordering policy is recommended. Moreover, when the supplier imposes a minimum order 
quantity on some parts, a batch ordering policy is even necessary. We use the economic order 
quantity (EOQ) formula (Camp, 1922) to approximate the optimal order quantity (𝑄∗) per spare 
part at the central warehouse as well as at the local warehouses. The annual demand quantity 
and the fixed costs per order are denoted by D and K, respectively. Furthermore, the annual 
holding cost is calculated by multiplying the holding costs as a percentage of the unit price (h) 
with the unit price (P). The EOQ-formula is formulated as follows: 
 

𝑄∗ =  √
2𝐷𝐾

ℎ𝑃
             

 
The results that are obtained by applying the EOQ-formula are shown in Figure 13. The numbers 
are rounded to the nearest integer, except for the values below 0,5, those are rounded to 1. For 
the annual spare part demand quantity, we used the estimates from Appendix D. The fixed 
ordering cost follows from the analysis of Section 3.1. The difference between the central and the 
local warehouses is that total spare part demand rate for an item. This rate is higher for the central 
warehouse, as it deals with the aggregated demand of all customers. We assume to serve ten and 
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four machines from the central warehouse and the local warehouse, respectively. The holding 
cost as a percentage of the unit price usually varies between 20% and 30% (Lambert & Stock, 
1993). For this analysis we take the value of 25%. In total we include 48 spare parts in our 
research.   
 

 
Figure 13 Histogram of the optimal order quantities at the central and the local warehouses in 

percentages 

As can be seen in Figure 13, most of the spare parts have an optimal order quantity equal to one 
(88% at the local warehouse and 80% at the central warehouse). For this reason, we implement 
a one-for-one replenishment policy at both the central warehouse and the local warehouses. In 
such a policy, a spare part demand directly also triggers a replenishment order at the warehouse. 
We also analyze the sensitivity of the optimal order quantities with respect to the holding costs 
(see Appendix A). The sensitivity analysis reveals that only minor changes occur when the holding 
cost percentage is changed to 20% or 30%.  
 
5.1.2.2 The Stock-Out Policy 

The stock-out policy describes which actions are performed when a spare part order cannot be 
served directly. For this, we distinguish two types of orders: 
 

- Replenishment orders; and  
- Demand order. 

 
Moreover, three options are possible: 
 

- Backorder the demand;  
- Apply a direct delivery from the central warehouse or the supplier; or 
- Apply a lateral transshipment.  

 
Let us first discuss the case of a replenishment order. When a local warehouse requests a 
replenishment order and the central warehouse does not have any stock on hand for that specific 
part, then the central warehouse backorders this request. A backorder is tolerated in the case of 
a replenishment order, as this is the least urgent one. A replenishment order from the central 
warehouse never needs to be backordered, because we assume that the suppliers have ample 
supply. This assumption is discussed in Section 5.1.4. 
 
Different rules apply to demand orders, as they need to be served within a specific time frame. 
Accordingly, in these cases, backordering the demand is not an option. Thus, the two remaining 
options are an emergency shipment from the central warehouse or the supplier or a lateral 
transshipment. A lateral transshipment occurs when a demand at a local warehouse that does not 
have stock on hand is satisfied by another local warehouse with a surplus of inventory. In this 
way the inventory of multiple local warehouses can be pooled. Lateral transshipments are of 
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course only preferred over an emergency shipment when they are significantly cheaper and/ or 
faster. After analyzing the network of Additive Industries (see Appendix C), we conclude that a 
lateral transshipment is preferred over an emergency shipment in only a few cases (four out of 
eleven). We therefore do not include this option in our inventory model. Hence, in case a demand 
order cannot be satisfied directly from the local warehouse, an emergency shipment from the 
central warehouse is applied when it has still stock on hand. If the central warehouse is also out 
of stock, an emergency shipment from the supplier satisfies the demand. An overview of the 
supply chain structure is provided in Figure 14. 
 

CW

2

LW 1 LW 2 LW 

P-1

Suppliers

1

Customers

3 3 3

4

1. Replenishment Order to the Central Warehouse

2. Replenishment Order to the Local Warehouse

3. Demand Order Served by a Local Warehouse

4. Demand Order Served by the Central Warehouse

5. Emergency Shipment from the Central Warehouse

6. Emergency Shipment from the Supplier

2 256

 
Figure 14 Supply chain structure including emergency shipments (CW = central warehouse, LW = local 

warehouse and P=the number of total opened warehouses)  

5.1.3 Model Selection 
The optimization of the spare part stock levels can be separated into two main procedures: the 
evaluation procedure and the optimization procedure. The evaluation procedure describes how 
the performance of a specific solution of base stock levels is evaluated. The system performance 
of each item can be evaluated separately, since its behavior is independent of all other items. At 
the end, the overall system performance can be evaluated by calculating the aggregated 
performance measure. Subsequently, with this evaluation procedure, the inventory levels can be 
optimized. 
 
The evaluation procedure that is used as a reference should reflect our model as close as possible 
and perform well. We require a multi-item two-echelon system with waiting time constraints. 
Furthermore, from Section 5.1.2.1 follows that both the central warehouse and the local 
warehouses implement a (S-1, S)-policy. Lastly, direct deliveries from the central warehouse or 
the supplier are performed in case of a stock-out.  
 
Özkan et al. (2015) present an approximation method with similar characteristics. They show 
numerically that their procedure outperforms the one presented by Muckstadt and Thomas 
(1980). An overview of the characteristics of the to-be situation and this model is provided in 
Table 14. 
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Table 14 Characteristics of the to-be situation and the model described by Özkan et al. (2015) 

Model for Additive Industries  Özkan et al. (2015) 

Multi-item Single-item 
 
Two-echelon 

 
Two-echelon 

  
Aggregated mean waiting time per local 
warehouse 

 
Mean waiting time per local warehouse 

 
Inventory policy central warehouse and local 
warehouses: (S-1, S) 
 

Inventory policy central warehouse and local 
warehouses: (S-1, S) 

Emergency shipments (from the central 
warehouse or the supplier) 
 

Emergency shipments (from the central 
warehouse or the supplier) 
 

Customers can be allocated to the central 
warehouse directly 

Customers can be allocated to the central 
warehouse directly 

 
A difference between our model and the model of Özkan et al. (2015) is that we implement a 
multi-item instead of a single-item approach. This also implies that the service constraint is 
changed from a mean waiting time to an aggregated mean waiting time. This does not imply that 
major changes are required, since the performance of the system can be evaluated separately for 
each spare part.  
 
Based on the evaluation procedure, an optimization procedure can be developed. We decide to 
develop a greedy heuristic and subsequently a local search heuristic to optimize the inventory 
levels. The main reason for the greedy approach is that it is known to perform well in multi-item 
two-echelon spare parts inventory systems (Wong et al., 2007b). Moreover, Özkan et al (2015) 
show that their evaluation procedure can well be used in a greedy approach, since it is accurate 
and fast.  
 
Once a feasible solution has been obtained by the greedy approach, we start to explore its 
neighbors by a local search heuristic. This heuristic tries to find local improvements for current 
solution. It is not guaranteed that this local search approach is able to find improved solutions. 
Wong et al. (2007b), for example, report that only limited improvements are obtained by this 
approach. On the other hand, Wong et al. (2007a) show that, in their situation, the local search 
heuristic decreases the relative gap to their calculated lower bound with 23,8% on average. This 
is a significant performance improvement. For this reason, we decide to also implement a local 
search heuristic.  
 
Finally, we explicitly mention that customers can be allocated to the central warehouse directly, 
because this is an important feature of our model. Although this is not mentioned by Özkan et al. 
(2015), their evaluation procedure is appropriate to include this option. We do this by 
introducing an extra local warehouse that supplies all customers that are served directly from the 
central warehouse. The replenishment lead time from the central warehouse to this local 
warehouse is zero. From now on, this extra local warehouse is referred to as a virtual warehouse. 
The reason for this is that, in reality, this local warehouse does not exist.  

5.1.4 Assumptions 
We need to make several assumptions that are critical for the development of our mathematical 
model. These assumptions are discussed in this section and listed in  Table 15. 
 
The literature on spare parts inventory models often assumes that failures of an item follow a 
Poisson process (Graves, 1985). This is true when the lifetimes of the components are 
exponentially distributed or, in case of generally distributed lifetimes, when the number of 
machines that is served is sufficiently large. The failure of one component does not lead to a 
failure of other components, making their failure processes independent. Assuming a constant 
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failure rate is justified by the fact that failures occur only rarely and the downtimes are short in 
general, especially when emergency shipments. For these reasons, we assume that failures occur 
according to independent Poisson processes with a constant rate.  
 
Furthermore, an assumption needs to be made about the probability distribution of the 
replenishment lead times to the local warehouses. Özkan et al. (2015) assume a deterministic 
lead time and test the sensitivity of this parameter by comparing it with an exponential 
distribution, an Erlang-4 distribution and a lognormal distribution. Their conclusion is that the 
steady-state behavior of the system is insensitive to the replenishment lead time probability 
distribution. Therefore, we also assume the replenishment lead times to be deterministic.    
 
The actions that are performed in case of a stock-out are already elaborated in Section 5.1.2.2. 
These are listed in assumption 3 and 4 of Table 15. 
 
Also, we assume that there is no capacity restriction on the storage space at the warehouses. This 
is a reasonable assumption, since the warehousing function is outsourced to a 4PLP that operates 
large warehouses.  
 
Table 15 List of assumptions of the inventory control model 

1. Failures occur according to independent Poisson processes with a constant rate 
2. The replenishment lead times for the local warehouses are deterministic 
3. Demand orders that cannot be served directly are satisfied by an emergency shipment 

from the central warehouse or the supplier 
4. Replenishment orders that cannot be satisfied directly by the central warehouse are 

backordered 
5. The suppliers have ample supply 
6. The warehouses have an infinite storage capacity 
7. The orders are handled first according to the first come first served principle 

5.2 Detailed Design 
We first give the mathematical description of our model. Consider a multi-item two-echelon 
system with one central warehouse and P local warehouses. The central warehouse is denoted by 
index 0 and the set of local warehouses by J. The spare parts are collected in set Z. Each demand 
is the consequence of a failure of a spare part in the system at the customer. The constant Poisson 
demand/failure rate for spare part z at local warehouse j is represented by 𝑚𝑗𝑧. Cumulating the 

demand rates of all spare parts per warehouse gives us the aggregated constant Poisson demand 
rate 𝑀𝑗 . The deterministic time to replenish spare part z to local warehouse j is given by 𝑡𝑧𝑗 . 

 
Then, due to our stock-out policy, we have three different possibilities: 
 

- If local warehouse j has stock on hand when a demand occurs, it can satisfy this order 
directly and there is no delay.  

- When local warehouse j is out of stock at the moment spare part z is demanded and the 
central warehouse still has stock of spare part z available, an emergency shipment from 

the supplier is performed. This results in a delay of  𝑡𝑗𝑧
CW  time units and emergency 

shipment costs of 𝑐𝑧𝑗
CW. 

- When both local warehouse j and the central warehouse are not able to satisfy the demand 
of spare part z, an emergency shipment from the supplier is performed. The average delay 

in time units and emergency shipment costs from the supplier are then denoted by 𝑡𝑗𝑧
SUP  

and 𝑐𝑧𝑗
SUP, respectively.  

 
Next to emergency shipment cost, we also account costs for holding inventory. Inventory holding 
costs are calculated as a percentage ℎ of the total value invested in inventory. To determine the 
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value invested in inventory, we need the base stock levels per location per spare part, 𝑆𝑗𝑧 , and the 

cost price of each spare part, 𝑐𝑧
PART. These base stock levels always equal the inventory position, 

since we use a continuous one-for-one replenishment policy.  
 
We can evaluate the performance of the system given any set of base stock levels. The key 
performance indicators that we are going to approximate with the evaluation procedure are: 
 

- 𝛽𝑗𝑧  is the steady-state fraction of demand of spare part z at warehouse j that is 

immediately satisfied from on hand stock. 
- 𝜃𝑗𝑧  is the steady-state fraction of demand of spare part z at warehouse j that is satisfied 

by an emergency shipment from the central warehouse 
- 𝛾𝑗𝑧  is the steady-state fraction of demand of spare part z at warehouse j that is satisfied 

by an emergency shipment from the supplier 
 
The following equation should always hold: 
 

𝛽𝑗𝑧 + 𝜃𝑗𝑧 + 𝛾𝑗𝑧 = 1            ∀𝑗 ∈ 𝐽 ∀𝑧 ∈ 𝑍     (10) 

Based on 𝜃𝑗𝑧  and 𝛾𝑗𝑧 , we can determine the mean waiting time per local warehouse per spare part 

as follows: 
 

𝑊𝑗𝑧 = 𝜃𝑗𝑧 ∗ 𝑡𝑗𝑧
CW + 𝛾𝑗𝑧 ∗ 𝑡𝑗𝑧

SUP       (11) 

As explained in Section 5.1.3, the detailed design is divided into two main procedures: the 
evaluation procedure and the optimization procedure. The evaluation procedure, which is 
needed during the optimization of the base stock levels, is elaborated in Section 5.2.1. 
Subsequently, in Section 5.2.2 we present the optimization procedure.  

5.2.1 Evaluation Procedure 
We exactly follow the evaluation procedure described by Özkan et al. (2015) to calculate 𝛽𝑗𝑧 ,  𝜃𝑗𝑧 

and 𝛾𝑗𝑧  for each spare part and each warehouse. Their single-item evaluation can easily be used 

in our multi-item procedure. This is because the performance of a specific spare part is 
independent of all the other spare parts.  

5.2.2 Optimization Procedure 
Having described the evaluation procedure, we can now develop the procedure to optimize the 
inventory levels. First, in Section 5.2.2.1, we define our main problem in mathematical terms. 
Subsequently, we present the optimization procedure consisting of two heuristics, namely: a 
greedy heuristic followed by a local search heuristic. This approach is similar to the one used by 
Wong et al. (2007b). The heuristics are elaborated in Section 5.2.2.2 and Section 5.2.2.3, 
respectively.  
 
5.2.2.1 Optimization Formulation 

Let us define 𝑆 as the matrix containing the values of the base stock levels of every spare part at 

every location (the local warehouses as well as the central warehouse).  
 

𝑆 = (

𝑆0,1 ⋯ 𝑆|𝐽|,1

⋮ ⋱ ⋮
𝑆0,|𝑍| ⋯ 𝑆|𝐽|,|𝑍|

) 
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The mathematical model is formulated as follows: 
 

min            𝐶(𝑆) = ℎ ∑ ∑ 𝑆𝑗𝑧 ∗ 𝑐𝑧
PART

𝑧∈𝑍𝑗∈𝐽∪{0} + ∑ ∑ 𝑚𝑗𝑧(𝜃𝑗𝑧 ∗ 𝑐𝑧𝑗
CW + 𝛾𝑗𝑧 ∗ 𝑐𝑧𝑗

SUP)𝑧∈𝑍𝑗∈𝐽                (12) 

 

s.t.                �̅�𝑗(𝑆) ≤ 𝑊𝑗
Obj

       ∀𝑗 ∈ 𝐽                       (13) 

                     𝑆𝑗𝑧 ∈ {0,1}              ∀𝑗 ∈ 𝐽 ∀𝑧 ∈ 𝑍                        (14) 

The objective function (12) minimizes the sum of the inventory holding costs and the additional 
costs for performing an emergency shipment. The first constraints (13) ensure that every local 

warehouse meets its objective aggregate mean waiting time (𝑊𝑗
Obj

). The aggregate mean waiting 

time per local warehouse is calculated by: 
 

�̅�𝑗(𝑆) = ∑
𝑚𝑗𝑧

𝑀𝑗
∗ 𝑊𝑗𝑧𝑧∈𝑍      (15) 

Constraints (14) are the integrality constraints. 
 
5.2.2.2 Greedy Heuristic 

The first heuristic in our optimization procedure is derived from the greedy approach described 
by Wong et al. (2007b). At each iteration, we choose to increase the base stock level of a certain 
spare part at a certain location by one unit such that the largest decrease in distance to the feasible 
solution per addition cost unit is obtained. The heuristic terminates when a feasible solution is 
found. The only difference between our greedy procedure and the one presented by Wong et al. 
(2007b) is the initialization. The first step in our procedure is to determine an initial solution for 
the minimum base stock levels at the central warehouse. This lower bound is the minimum 
amount of inventory per spare part needed at the central warehouse to meet the aggregate mean 
waiting time objective of the virtual warehouse. Therefore, this step only considers the demand 
at the central warehouse. This adaption was triggered by the observation of overstocking at the 
central warehouse in case the regular greedy heuristic (as presented by Wong et al. (2007b)) is 
used.  
 
Let 𝑆0̅ be the vector containing the base stock levels at the central warehouse. Furthermore,  𝑉𝑧 is 
a vector containing only zeros except for spare part z and assume that the virtual warehouse has 
index 1.  
 
We start by setting all base stock levels to zero (𝑆0̅ = 0). For each solution 𝑆0̅, the distance to the 

set of feasible solutions is evaluated by (�̅�1(𝑆0̅) − 𝑊1
Obj

)+ where 𝑎+ = max (𝑎, 0). The difference 

in distance to the set of feasible solutions ∆�̅�𝑧 = ((�̅�1(𝑆0̅) − 𝑊1
Obj

)+ − (�̅�1(𝑆0̅ + 𝑉𝑧) − 𝑊1
Obj

)+ 

and total costs ∆𝐶𝑧 = 𝐶(𝑆0̅ + 𝑉𝑧) − 𝐶(𝑆0̅) needs to be evaluated for each combination of j and z at 

each iteration. Then, the ratio 𝛤𝑗𝑧  is calculated by 
∆�̅�𝑧

∆𝐶𝑧
. The base stock level of the spare part with 

the highest ratio is increased by one unit. The initialization heuristic can be summarized as 
follows: 
 

Step 1: Set 𝑆0̅ = 0 and calculate �̅�1(𝑆0̅)  
 
Step 2: Calculate ∆�̅�𝑧, ∆𝐶𝑧  and  𝛤𝑧 for every 𝑧 ∈ 𝑍 
 
Step 3: Now,  𝑧∗ is the spare part that gives the highest 𝛤𝑧   

Set 𝑆0̅ = 𝑆0̅ + 𝑉𝑧∗ . If �̅�1(𝑆) ≤ 𝑊1
Obj

 , go to END.  

Else, go to Step 2.  
 
END 
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𝑆0̅

∗ = (𝑆0,1
∗ , … , 𝑆0,𝑧

∗ ) is the vector with the initialized spare part levels at the central warehouse. 

 
Now, we can start a greedy procedure including all the spare parts. 𝑉𝑗𝑧 is a matrix, with the same 

dimensions as 𝑆 , containing the value one for item z at location j and zero for all other 

combinations.  

𝑉𝑗𝑧 = (
0 ⋯ 0
⋮ 1 ⋮
0 ⋯ 0

) 

 
The greedy procedure containing all spare parts is similar to the initialization procedure. First, 
we set the base stock levels at the central warehouse to 𝑆0̅

∗  and the rest we equal to zero. This 
gives us: 

𝑆 = (

𝑆0,1
∗ ⋯ 0

⋮ 0 ⋮
𝑆0,𝑧

∗ ⋯ 0
) 

 

The distance to the set of feasible solutions is evaluated by ∑ (�̅�𝑗(𝑆) −𝑗∈𝐽 𝑊𝑗
Obj

)+. Each iteration, 

the difference in distance to the set of feasible solutions ∆�̅�𝑗𝑧 = ∑ ((�̅�𝑗(𝑆) − 𝑊𝑗
Obj

)+ −𝑗∈𝐽

(�̅�𝑗(𝑆 + 𝑉𝑗𝑧) − 𝑊𝑗
Obj

)+) and total costs ∆𝐶𝑗𝑧 = 𝐶(𝑆 + 𝑉𝑗𝑧) − 𝐶(𝑆) is calculated. With ratio 𝛤𝑗𝑧 =
∆�̅�𝑗𝑧

∆𝐶𝑗𝑧
, the so-called ‘biggest bang for the buck’ can be determined. This is the highest value for one 

of the combinations j and z. The greedy heuristic can be summarized as follows: 
 

Step 1: Set 𝑆 = 0 and calculate �̅�𝑗(𝑆) for all local warehouses 𝑗 ∈ 𝐽 
 
Step 2: Calculate ∆�̅�𝑗𝑧 , ∆𝐶𝑗𝑧  and  𝛤𝑗𝑧  for every combination of 𝑗 ∈ 𝐽 ∪ {0} and 𝑧 ∈ 𝑍 
 
Step 3: Now,  𝑗∗ and 𝑧∗ forms the combination for which 𝛤𝑗𝑧  has the highest value.  

 Set 𝑆 = 𝑆 + 𝑉𝑗∗𝑧∗ . If �̅�𝑗(𝑆) ≤ 𝑊𝑗
Obj

 ∀𝑗 ∈ 𝐽, go to END. Else, go to Step 2.  
 
END 

 
In most cases, the values for 𝛤𝑗𝑧  are positive. But it can happen that an increase in a base stock 

level results in a decrease in total costs, leading to a negative value of  ∆𝐶𝑗𝑧 . These negative values 

can only occur at the first iterations of the greedy procedure. For example, the total costs of the 
initial solution (𝑆 = 0) can be quite high due to the high total emergency shipment costs. An 

increase in inventory level can then lead to a reduction in total costs. When following the regular 
steps in the greedy heuristic, these options will probably be neglected, as they lead to a negative 
𝛤𝑗𝑧 . As a reduction in total costs is always preferable, negative values of ∆𝐶𝑗𝑧  should get priority 

over the positive values. If at an iteration multiple negative values for ∆𝐶𝑗𝑧  are generated, the 

combination of j and z resulting in the highest decrease in distance to the feasible set should be 
chosen.  
 
5.2.2.3 Local Search Algorithm 

Now a feasible solution has been obtained, we try to find local improvements by exploring its 
neighborhood. When the total costs of any of the neighbors is less than the current solution, it 
becomes the new current solution. We use the same definition of the neighborhood of solution 𝑆 
as Wong et al. (2007b). It is defined as follows: 
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𝑁𝐸(𝑆) = 𝑁𝐸1(𝑆) ∪ 𝑁𝐸2(𝑆) ∪ 𝑁𝐸3(𝑆) ∪ 𝑁𝐸4(𝑆)  

 
where 
 
𝑁𝐸1(𝑆) = {𝑎𝑙𝑙 𝑆′ ∈ 𝕊 | 𝑆′ = 𝑆 − 𝑉𝑗𝑧 , 𝑗 ∈ 𝐽 ∪ {0}, 𝑧 ∈ 𝑍}; 
 
𝑁𝐸2(𝑆) = {𝑎𝑙𝑙 𝑆′ ∈ 𝕊 | 𝑆′ = 𝑆 + 𝑉𝑗𝑧 , 𝑗 ∈ 𝐽 ∪ {0}, 𝑧 ∈ 𝑍}; 
 
𝑁𝐸3(𝑆) = {𝑎𝑙𝑙 𝑆′ ∈ 𝕊 | 𝑆′ = 𝑆 + 𝑉𝑗𝑧 − 𝑉𝑗′𝑧′ , 𝑗 ∈ 𝐽 ∪ {0}, 𝑗′ ∈ 𝐽 ∪ {0}, 𝑧 ∈ 𝑍, 𝑧′ ∈ 𝑍, 𝑧 ≠ 𝑧′}; 
 
𝑁𝐸4(𝑆) = {𝑎𝑙𝑙 𝑆′ ∈ 𝕊 | 𝑆′ = 𝑆 + 𝑉𝑗𝑧 − 𝑉𝑗′𝑧 , 𝑗 ∈ 𝐽 ∪ {0},   𝑗 ∈ 𝑍,   𝑗 ≠ 𝑗′, 𝑧 ∈ 𝑍}; 

 
Where 𝕊 is the set consisting of all feasible solutions. 
 
As can be seen from the mathematical formulation of the neighborhood, there exist four sub-
neighborhoods for solution 𝑆. The first sub-neighborhood includes all neighbors that have one 

base stock unit less than the current solution. Any possible move to one of these neighbors always 
results in a better solution, since the total costs in our system is a function of the expected 
inventory on hand. The second sub-neighborhood evaluates the exact opposite solutions: all 
neighbors that have one base stock unit more than the current solution. Obviously, this always 
results in a more expensive policy, but it is included to give a complete overview of the 
neighborhood. Then, sub-neighborhood three removes one unit of a certain spare part and adds 
another spare part as a replacement at any location. Finally, the last sub-neighborhood explores 
the neighbors that have a different distribution of a certain spare part over the warehouses.  

5.5 Verification and Validation 
The inventory optimization model is verified step by step. For the evaluation of a specific stocking 
policy we use the exact same methodology as Özkan et al. (2015). Therefore, we compare the 
results of our model with the results presented in their study to verify whether the 
implementation in Matlab is performed correctly. We conclude that the evaluation procedure is 
correctly implemented in Matlab, since our results exactly match the results presented by Özkan 
et al. (2015). For the greedy procedure we do not have any results to compare with, because we 
use a different evaluation procedure as Wong et al. (2007b). That is why we check the correctness 
of the model manually. This check is performed on a small problem instance (four spare parts and 
two local warehouses) to be able to perform the manual calculation relatively easy. Subsequently, 
the neighborhood search algorithm is verified manually too. The results obtained with the Matlab 
script and the ones obtained by the manual verification coincide, hence we conclude that also the 
last two procedures are implemented correctly. Finally, we check whether the model still works 
when new spare parts or customers are added to the input, since this is one of the requirements 
of Additive Industries. This check also passed, which completes our verification procedure.  
 
We cannot compare our output with real-world output, since the inventory policy proposed is not 
yet used in practice. Hence, we again need to use other validation techniques. First, we check if 
the relationships between input and output parameters behave as expected. We evaluate the 
following input parameters: inventory holding costs, failure rates and emergency shipment costs. 
The analysis reveals that all input parameters are positively related to the output of our model 
(total costs), implying that the relationships behave as expected. Moreover, as we increase the 
additional emergency shipment costs, more inventory will be stocked at the local warehouse. 
Besides that, we evaluate the final base stock levels together with a Supply Chain employee. We 
do not observe any results that cannot be explained. Therefore, we conclude that our results are 
valid.  

5.6 Sensitivity Analysis 
The input parameters included in this sensitivity analysis are the ones that can possibly deviate 
from the values that we use in our research, namely: the inventory holding cost rate as percentage 
of the unit price, the failure rates and the additional costs for emergency shipments costs. We 
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assess the influence of these parameters on the sum of the total inventory holding costs and the 
total additional costs for emergency shipments.  
 
This sensitivity analysis is based on the scenario with a 36-hour service time and no opened local 
warehouses. We select this scenario, because it is the one currently in use by Additive Industries. 
As the computation time of our heuristic is high, we only take a selective set of problem instances 
that we want to evaluate. This is sufficient to give an indication of the sensitivity.  

5.6.1 Inventory Holding Costs Rate 
The inventory holding costs rate usually vary between 20% and 30% (Lambert & Stock, 1993). 
We therefore assess the sensitivity of this parameter using these values. The results are shown in 
Figure 15. 
 

 
Figure 15 Sensitivity analysis of the holding costs as percentage of the cost price for the 36-hour service time 

window and only Moerdijk opened 

When the inventory holding cost rate is increased with 50%, we get a 49% increase in the sum of 
yearly inventory holding costs and yearly additional emergency shipments costs. This implies 
that any change in this rate has a significant influence. This is mainly because the inventory 
holding costs have the highest share in the total costs.  

5.6.2 Failure Rates 
For the failure rates we use a multiplication factor, as we do not exactly know between which 
values it can vary. We vary this factor between 0.5 and 2.0 and show the results in Figure 16. 
 

 
Figure 16 Sensitivity analysis of the failure rates for the 36-hour service time window and only Moerdijk 

opened 

The failure rates also show to have quite an influence on the total costs resulting from the 
inventory optimization model. We calculated that a 50% increase in comparison to the normal 
failure rates results in an increase of 27% in total costs.  
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5.6.3 Additional Emergency Shipment Costs 
For the sensitivity analysis of the additional emergency shipment costs we again vary the 
multiplication factor from 0.5 to 2.0.  
 

 
Figure 17 Sensitivity analysis of the emergency shipment costs for the 36-hour service time window and only 

Moerdijk opened 

What can be clearly seen in Figure 17 is the insensitivity of the total costs on changes in the 
additional emergency shipment costs. An increase of 50% only results in a 2% increase in total 
costs. This is a consequence of the fact that there are almost no emergency shipments in the 36-
hour service time window. When Moerdijk is the only opened warehouse, we only have 
emergency shipment costs from the supplier to the customer.  

5.7 Conclusions 
In this chapter, we developed, verified and validated an inventory optimization model. We started 
by elaborating the conceptual design, in which we defined the broad outlines of the model. This 
among others resulted in the decisions to implement a one-for-one inventory control policy and 
to apply direct deliveries from the central warehouse or the supplier in case of a stock-out. Based 
on the conceptual design, we developed a solution procedure. This solution procedure is 
elaborated in the detailed design. The first step describes how a specific solution of base stock 
levels can be evaluated in terms of fill rates and emergency shipment rates. For this evaluation, 
we follow the procedure presented by Özkan et al. (2015). As the performances of spare parts are 
independent of each other, we can easily use their single-item procedure in our multi-item model. 
Subsequently, the spare part levels are optimized using two sequential procedures. First, we 
obtain a feasible solution by applying an adapted version of the greedy heuristic presented by 
Wong et al. (2007b). In this adapted version, we determine the base stock levels at the central 
warehouse before we look at the base stock-levels at the local warehouses. After that, we try to 
find local improvements by applying a local search heuristic (Wong et al., 2007b). We verified our 
inventory optimization model using two techniques: a comparison of our results with the results 
presented in the study by Özkan et al. (2015) and a manual check. The validation included both 
an evaluation of the behavior of the model on a change in input parameters as well as an expert 
check. Finally, we performed a sensitivity analysis using the holding costs rate, the failure rates 
and the additional emergency shipment costs. The first two input parameters have a significant 
influence on the final results of the model. This in contrast to the additional emergency shipment 
costs, which do almost not influence the total costs.  
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6 Case Study 
In this case study, we compute and compare the results of several scenarios. These scenarios 
differ in the number of opened warehouses (P) and the used service time window. We compute 
the results for the 36-hour and the 8-hour service time window to give insight into the increase 
in total logistics costs when a tighter service time window is guaranteed. The 36-hour service 
time window is the one currently in use and the 8-hour service time window is possibly going to 
be used in the future. The scenarios are compared based on the logistics costs, which includes the 
regular transportation costs, the inventory holding costs and the additional emergency shipment 
costs. The regular transportation costs are calculated with the network design model of Chapter 
4. The inventory holding costs and the additional costs for emergency shipments are calculated 
with the model of Chapter 5. In Section 6.1 we elaborate the values of the input parameters. 
Subsequently, we present the computational results in Section 6.2. The conclusions of this chapter 
are provided in Section 6.3. 

6.1 Input 
The complete list of customers (I) and possible warehouse locations (J) included in our research 
can be found in Table 9. Moerdijk always serves as the central warehouse. The regular 
transportation costs are calculated with the estimation functions of Table 2. Additional costs for 

emergency shipments (𝑐𝑗𝑧
CW and 𝑐𝑗𝑧

SUP) are calculated by the difference between the costs of an 

emergency shipment and a regular shipment. This also holds for the determination of the delay 

time of an emergency shipment (𝑡𝑗𝑧
CW  and 𝑡𝑗𝑧

SUP). In case a demand order can be directly satisfied 

from stock on hand, we assume that there is no delay. If an emergency shipment needs to be 
performed to satisfy this demand, the delay is the additional time needed to get spare part at 
location. A more extensive explanation of the calculation of the additional emergency shipment 
costs and delay times is provided in Appendix E. 
 
Together with a Customer Lifecycle Support employee, we select the spare parts with the highest 
level of criticality to be included in our research. We do not have any historical data available of 
the failure behavior of these spare parts, therefore we need to use expert opinions to estimate the 
yearly failure rate (𝑚𝑗𝑧). The following three experts are asked for their opinion (an overview of 

the people who fulfilled these functions is given in Appendix F): 
- The Manager Customer Lifecycle Support; 
- A Customer Lifecycle Support employee; and 
- A Research and Development employee.  

An overview of the selected spare parts and their failure rate estimations is given in Appendix D. 
The holding costs as a percentage of the price of a spare part (h) depends on the cost of equity, 
the cost warehousing and the cost of risk. For the cost of equity, we take the industry average of 
the weighted average cost of capital (WACC), which is 8% (Damadoran, 2018). The average 
warehousing costs as a percentage of the price is 2%. The cost of risk is mainly determined by the 
risk of obsolescence of the spare part. We do not have any data available about this risk rate. 
Therefore, we use a benchmark rate from the high-end digital printing industry. They estimate 
the rate of risk to be 13% (Van der Weijden, 2016). So, the total yearly holding costs as percentage 
of the unit price is 23%. Finally, the aggregate mean waiting time objective per local warehouse 
is set to four hours.  

6.2 Computational Results 
We first present the results of the 36-hour service time window in Section 6.2.1. Then, in Section 
6.2.2, the results of the 8-hour service time window are provided.  

6.2.1 36-Hour Service Time Window 
Table 16 shows the opened warehouses and the corresponding allocation of customers to these 
warehouses for each scenario.  
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Table 16 Optimal allocation in case a 36-hour service time window is used 

P Allocation 

1 Moerdijk: Terborg, Radevormwald, Mönchengladbach, Taufkirchen, München, Hinwil & Avilés 
2 Moerdijk: Terborg, Radevormwald, Mönchengladbach, Taufkirchen, München & Hinwil 

Avilés: Avilés 
3 Moerdijk: Terborg, Radevormwald, Mönchengladbach, Taufkichen & München. Avilés: Avilés 

Hinwil: Hinwil 
4 Moerdijk: Terborg, Radevormwald & Mönchengladbach. Avilés: Avilés. Hinwil: Hinwil 

München: Taufkirchen & München 
5 Moerdijk: Terborg & Mönchengladbach. Hinwil: Hinwil. Avilés: Avilés. München: Taufkirchen & 

München. Radevormwald: Radevormwald 
6 Moerdijk: Terborg. Hinwil: Hinwil. Avilés: Avilés. München: Taufkirchen & München 

Radevormwald: Radevormwald. Mönchengladbach: Mönchengladbach 

 
First the customers located far away from the central warehouse are targeted. This is because a 
large part of the distance can then be covered by the cheaper BSECO transportation costs instead 
of the NBD transportation costs. This benefit is bigger for customers located further away from 
the central warehouse. The computational results of each scenario are summarized in Figure 18.  
This figure shows the values for each of the cost factors per scenario. Moreover, to be able to 
select the most cost-efficient solution, also the total yearly logistics costs are shown on top of the 
bars.  
 

 
 
Figure 18 Results per cost factor per scenario for the 36-hour service time window 

In every scenario, the total inventory holding costs have by far the highest share in total logistics 
costs. The reason for this is that we are dealing with relatively expensive spare parts. Moreover, 
Additive Industries operates in a highly innovative industry in which system updates occur 
regularly. As a result, the risk of obsolescence is relatively high, making it more expensive to hold 
inventory. Next to that, we observe that the total regular transportation costs decrease in the 
number of opened warehouses. Opening more warehouses ensures that the location from which 
the spare parts are delivered is closer to the customers. In that case, savings can be made on total 
regular transportation costs. In some scenarios we also see the inventory pooling effect. From 
𝑃=1 until 𝑃=3, the total inventory holding costs increase. After that, they stabilize. This is probably 
due to the relatively low emergency shipment costs in comparison to the inventory holding costs. 
The model then automatically decides to pool most of the inventory at the central warehouse, 
since a stock-out at the local warehouse does not have a great impact on the total costs. 
Furthermore, we do observe that the total additional emergency costs increase in P. This can be 
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explained by the fact that simply more emergency shipments are needed when more warehouses 
are opened. 
 
If we compare the total logistics costs of each scenario, we see that either opening no local 
warehouse or opening one local warehouse in Avilés is the best option. Both scenarios have equal 
total yearly logistics costs. Opening a local warehouse in Avilés ensures that total regular 
transportation costs are lower. But on the other hand, total inventory holding costs and total 
additional emergency shipment costs are higher. The disadvantage of opening a local warehouse 
in Avilés is that every demand order served from that location also needs to be replenished. This 
ensures that, in total, more actions need to be performed. Therefore, it is preferred to open no 
local warehouses.   
 
Let us now consider the aggregate fill rates per scenario per warehouse, which are presented in 
Table 17. The two observations that stand out are the high aggregate fill rates at the central 
warehouses and the low aggregate fill rates at the local warehouses. The high numbers at the 
central warehouse are a result of the implementation of a virtual warehouse. To be able to meet 
the waiting time objective of the virtual warehouse, the aggregate fill rate of the central 
warehouse needs to be high (> 98%). This is the only way the system can limit the percentage of 
orders from the virtual warehouse that are satisfied by an emergency shipment from the supplier 
(for the virtual warehouse, delays can only be caused by an emergency shipment from the 
supplier). There are two main reasons for the low aggregate fill rates at the local warehouses: as 
explained in Section 3.2, from the central warehouse, all customers can be served within 36 hours. 
This implies that there is no delay in case a demand is served from the central warehouse instead 
of a local warehouse. Moreover, additional emergency shipment costs are relatively low in 
comparison to inventory holding costs. Consequently, there is less need to hold inventory at the 
local warehouses.  
 
Table 17 Aggregate fill rate per scenario per warehouse for the 36-hour service time window 

P Moerdijk Avilés Hinwil München Radevormwald Mönchenglad-
bach 

1 99% - - - - - 
2 99% 14% - - - - 
3 99% 62% 31% - - - 
4 99% 12% 19% 38% - - 
5 99% 15% 12% 43% 16% - 
6 99% 25% 28% 47% 63% 43% 

6.2.2 8-Hour Service Time Window 
We first present the allocation of customers to the opened warehouses in Table 18.    
 
Table 18 Optimal allocation in case an 8-hour service time window is used 

P Allocation 

4 Moerdijk: Terborg, Radevormwald & Mönchengladbach. Avilés: Avilés. Hinwil: Hinwil 
München: Taufkirchen & München 

5 Moerdijk: Terborg & Mönchengladbach. Hinwil: Hinwil. Avilés: Avilés. München: Taufkirchen & 
München. Radevormwald: Radevormwald 

6 Moerdijk: Terborg. Hinwil: Hinwil. Avilés: Avilés. München: Taufkirchen & München 
Radevormwald: Radevormwald. Mönchengladbach: Mönchengladbach 

 
The scenarios with less than four opened warehouses are not feasible, meaning that we need to 
open at least four warehouses to ensure that every customer is covered. The computational 
results of the feasible scenarios can be found in Figure 19.  
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Figure 19 Results per cost factor per scenario for the 8-hour service time window 

Again, the largest part of the total logistics costs is determined by the inventory holding costs. 
However, we see that its share decreased in comparison to the scenarios of the 36-hour service 
time window. This is because all demand orders are satisfied by the RUSH transportation service 
instead of the NBD transportation service, ensuring that regular transportation costs and 
additional emergency shipment costs are higher. Additionally, the total regular transportation 
costs are positively related to the number of opened warehouses for the same reason as for the 
36-hour service time window. For the total inventory holding costs we observe the exact opposite 
relationship, revealing the inventory pooling effect.  
 
As can be derived from Figure 19, opening five warehouses results in the most cost-efficient 
solution. In comparison to four opened warehouses, lots of costs can be saved on regular 
transportation. This comes at the expense of only minor increases in total inventory holding costs 
and total additional emergency shipment costs.  Opening six warehouses does result in even more 
savings on total regular transportation costs. But this advantage is offset by an increase in the 
other two cost elements, making it more expensive in total.  
 
Table 19 gives insight into the aggregate fill rates of the warehouses. The values for the central 
warehouse are the same as for the 36-hour service time window. This in contrast to the aggregate 
fill rates of the local warehouses, which are significantly higher. When implementing an 8-hour 
service time window, there will be a delay in case a demand order is satisfied by the central 
warehouse instead of the local warehouse. Moreover, additional emergency shipment costs need 
to be paid. For these reasons, more inventory needs to be stocked at the local warehouses to meet 
the waiting time objective and to keep the total logistics costs at minimum.  
 
Table 19 Aggregate fill rate per scenario per warehouse for the 8-hour service time window 

P Moerdijk Avilés Hinwil München Radevormwald Mönchenglad-
bach 

4 99% 89% 91% 89% - - 
5 99% 80% 89% 91% 88% - 
6 99% 61% 75% 89% 90% 88% 

6.3 Conclusions 
In this chapter we performed a case study on the spare parts inventory control system at Additive 
Industries. The heuristics developed in Chapter 4 and Chapter 5 were used to approximate the 
optimal solution and to calculate the corresponding values of each costs element. We computed 
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both the results of the 36-hour service time window and the 8-hour service time window get an 
insight into the differences when a tighter service time window is applied.  
 
For both service time windows, we first gave the solutions of the facility location problem. This 
included the opened warehouses and the corresponding allocation of customers to these 
warehouses in each scenario. We found that the solutions for the 36-hour service time window 
and the 8-hour service time window are the same.  
 
Furthermore, we computed the resulting total regular transportation costs, total inventory 
holding costs and the total additional emergency shipment costs per scenario. This enabled us to 
compare each scenario and select the most cost-efficient one. For the 36-hour service time 
window, it turned out to be the best option to only use the warehouse in Moerdijk. The 8-hour 
service time window can best be used in combination with five opened warehouses, namely: 
Moerdijk, Hinwil, Avilés, München and Radevormwald. We also observed that the total inventory 
holding costs have the highest share in the total logistics costs, which is due to the high value of 
the spare parts and the relatively high inventory holding costs.  
 
Additionally, we provided insight into the aggregate fill rates of all warehouses in each scenario. 
It stood out that the aggregate fill rates at the central warehouse are high, which is probably 
caused by the implementation of a virtual warehouse. This indicates that there is a lot of pressure 
on the orders placed at the central warehouse. In case a 36-hour service time window is applied, 
the fill rates at the local warehouses are remarkably low. These local warehouses do almost not 
hold any inventory, since the penalties of not being able to deliver the demand order directly are 
not high. The only problems occur when the central warehouse is not able to satisfy the order, 
which only occurs seldom. This is a reason why opening any local warehouses is unnecessary. In 
the 8-hour service time window, the penalties of delivering an order from the central warehouse 
instead of the local warehouse are much higher. This is because there is both a delay as well as 
relatively high additional emergency shipment costs. This is also reflected in the aggregate fill 
rates of the local warehouses. These are much higher than in the 36-hour case, because inventory 
needs to be stocked at the local warehouses to meet the aggregate waiting time objective and to 
keep total logistics costs low.  
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7 Reflection 
In this chapter we reflect on our solution procedure by explaining its position in literature. For 
this, we compare our approach with other approaches and explain the differences. Additionally, 
we evaluate possibilities for improvements.  
 
In Section 2.2 we argue why we prefer a decoupled approach over an integrated approach. The 
main reason is that the integrated approaches provided in literature assume ample supply at the 
central warehouse (see, e.g., Candas and Kutanoglu (2007) and Gzara et al. (2014)). This implies 
that only the inventory levels at the local warehouses are optimized. Therefore, our developed 
approach is preferred in cases a company wants to optimize the locations of the warehouses and 
the base stock levels at both echelon levels. We still expect to be close to optimality, since we 
discover a large solution space by evaluating multiple scenarios.  
 
A strength of our procedure is that it allows to differentiate between multiple transportation 
modes. In our case, these are the NBD and the RUSH transportation mode. In many practical 
situations, multiple options to transport a package are available. Therefore, the trade-off between 
speed of delivery and costs needs to be made. This decision is made integrally within our 
procedure.  
 
In most multi-echelon inventory optimization models, it is assumed that customer demand only 
occurs at the local warehouses. In practice, however, it can be beneficial to allocate customers to 
the central warehouse directly (like at Additive Industries). We incorporate this possibility by 
implementing a virtual warehouse. As we assume that all orders are served first come first served, 
our model does not differentiate between replenishment orders and direct customer demand 
orders at the central warehouse. In the most ideal case, direct customer demand orders get 
priority over replenishment orders. This is because these orders have a higher level of urgency, 
since a delay in its delivery directly results in an increase in downtime. Axsäter et al. (2004) 
recognize this problem and propose a rationing policy which allows to set different service levels 
for these two types of orders. They do this by defining a critical level for each local warehouse. 
Replenishment orders from the local warehouse are satisfied if and only if the inventory level at 
the central warehouse equals or exceeds this critical level. Else, it is assumed that a shipment 
from the supplier is performed. Axsäter et al. (2004) show that their approach can yield 
significant cost savings in comparison to policies that do not use critical levels. The 
implementation of a critical level could possibly be an improvement of our solution approach too.  
 
Besides that, an implicit assumption of our solution procedure is that all customers are equally 
important. More specifically, we require the same service level for every customer. This is not 
always the case in practice and can also change in the future at Additive Industries. The easiest 
way to differentiate between customers is to hold separate inventories for each customer class 
(see, e.g., Alvarez et al. (2015)). But then less benefits are taken from inventory pooling. Another 
possibility is, again, the implementation of a critical level policy (cf. Deshpande et al. (2003)). The 
idea is similar to the critical level that can be used to differentiate between replenishment orders 
and customer demand orders. Suppose that the customers are divided in two classes and that for 
each spare part a certain critical level is set. Demand orders of both customer classes are served 
when the on-hand stock of a component is equal to or higher than its critical level. When the on-
hand stock is below the critical level, only demand orders from premium customers are served. 
The other demand orders are backordered or lost, depending on the model assumptions. These 
two options can be considered in case differentiation between customers is required.  
 
Furthermore, most of the spare parts inventory literature assumes that first the possibility of a 
lateral transshipment is checked before an emergency shipment from the central warehouse is 
considered (see, e.g., Wong et al. (2007a)). We show that this is not applicable in our situation, 
since an emergency shipment from the central warehouse is preferred over a lateral 
transshipment in most cases. We therefore leave lateral transshipments out of scope and assume 
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that an emergency shipment from the supplier is performed when the central warehouse cannot 
satisfy a demand order. This in contrast to the study by Grahovac and Chakravarty (2001), which 
uses the following procedure in case of a stock out: if the central warehouse has a surplus of 
inventory on hand, an emergency shipment from this location is performed. If the central 
warehouse cannot satisfy the order, a lateral transshipment from a random other local warehouse 
is considered. If there are no other local warehouse that can act as a source of a lateral 
transshipment, the demand order is backlogged at the central warehouse. The authors compare 
the performance of the systems with and without lateral transshipments. They show that the 
consideration of a lateral transshipment instead of backlogging the demand at the central 
warehouse can result in a reduction of overall logistics costs. We still think our model fits the 
situation at Additive Industries well, since the company remains close relationships with their 
suppliers. Moreover, Additive Industries and the main supplier of the most critical spare parts 
(responsible for the supply of 66% of the total amount of most critical spare parts) share the same 
owner. This of course provides advantages in some situations.  But it would be interesting to see 
how the procedure by Grahovac and Chakravarty (2001) performs in our situation.  
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8 Conclusions, Recommendations and Future Research 
In this chapter we first draw the main conclusions of our research, which are presented in Section 
8.1. Then, in Section 8.2 we provide recommendations for Additive Industries. Finally, Section 8.3 
gives directions for future research.  

8.1 Conclusions 
Our research was based on the following research objective: “Design a network that can be used 
to store spare parts and determine the related optimal stock levels, given time based service 
constraints.” We defined and answered three research questions to reach this objective. The 
following main results per research question were achieved: 
 

We have provided insight into the structure of the transportation costs functions and 
the transportation times between locations. 

 
In the first research question we analyzed two input parameters: the transportation costs 
and transportation times.  Both parameters were used in the optimization of the locations 
of warehouses (Research Question 2) as well as in the optimization of the inventory levels 
(Research Question 3). The goal was to provide insight into the structure of these 
parameters, as Additive Industries did not yet have this data available. We obtained 
estimation functions for the BSECO, NBD and the RUSH transportation mode. 
Furthermore, with the help of the 4PLP, we obtained the transportation times between 
all locations included in our research.  

 
We have developed a model that optimizes the location of warehouses, given a service 
time constraint. 

 
Following the logistics system design procedure, presented by Bertrand (2016), we 
developed a warehousing location model. This model, which is presented in Chapter 4, 
determines the optimal locations to hold inventory, given a service time window per 
customer. As inventory levels are not considered yet, the locations are optimized based 
the minimization of the facility opening costs and the transportation costs. Furthermore, 
we argued that a two-echelon system is preferred over a single-echelon system. One of 
the reasons is that most of the suppliers are located in The Netherlands, like the central 
warehouse (Moerdijk). Moreover, Wong et al. (2007a) showed that, especially in cases 
lateral transshipments are not considered, a system with a central warehouse performs 
better than a single-echelon system.  

 
We have proposed an inventory control policy and developed a model that optimizes 
the inventory levels given a waiting time constraint. 

 
For the development of the inventory optimization model we again followed the design 
procedure described by Bertrand (2016). The decision was made to optimize the 
inventory levels against an aggregate mean waiting time constraint. The advantage of this 
service measure is that it is directly related to the availability of the machine, which is an 
important performance indicator of Additive Industries. The results of the EOQ-formula 
(Camp, 1922) imply that Additive Industries should use a continuous review one-for-one 
replenishment policy at both the central warehouse as well as the local warehouse(s). 
Additionally, Additive Industries should follow the following procedure in case of a stock-
out. Replenishment orders at the central warehouse that cannot be satisfied directly need 
to be backordered. Demand orders at the local warehouses that cannot be satisfied 
directly, need to be satisfied by the central warehouse in case it still has stock on hand. 
Else, an emergency shipment from the supplier is performed. Lateral transshipments are 
not considered in our research, as we showed that they are preferred over an emergency 
shipment in only a few cases.  
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With the mathematical models and the input values, the most cost-efficient solution can be 
determined. The case study provided us with the following main results: 
 

Do not open any local warehouses in case a 36-hour service time window is applied 
 

In many scenarios in which multiple local warehouses are opened, we observe that they do 
not add any value. Their aggregate fill rates are low, implying that they do almost not carry 
any inventory. If we do not open any of the local warehouses, all inventory can be pooled 
at the central warehouse. This ensures that inventory holding costs can be kept to minimum. 
Although opening a local warehouse in Avilés results in the same total logistics costs as 
opening no warehouses, it is better to not open any. The reason for this is that less tasks 
need to be carried out, since no replenishment orders need to be performed. 
 
Open five warehouses when an 8-hour service time window is applied 
 
Comparing the three scenarios, we found that opening the following five warehouses 
results in the most cost-efficient solution for the 8-hour service time window: Moerdijk, 
Hinwil, Avilés, München and Radevormwald. In comparison to opening four warehouses, 
costs can be saved mainly on regular transportation. This is a result of being located closer 
to the customer. The decrease in total regular transportation costs even offsets the increase 
in total inventory holding costs and total additional emergency shipment costs.  

8.2 Recommendations 
First, we recommend Additive Industries to: 
 

Implement our proposed inventory control policy for the spare parts with the highest 
level of criticality  
 
Our developed procedures of Research Question 2 and Research Question 3 should be 
used to optimize the locations of the warehouses and the corresponding inventory levels 
at each location.  

 
However, we remark that the usefulness of our procedures highly depends on the quality of the 
input, therefore it is important to: 
 
 Record failure data accurately 
 

The failure rates of the spare parts have a considerable impact on the overall logistics 
costs incurred and the final optimal base stock levels. This is one of the main results of the 
sensitivity analyses. Due to a lack of available data, we used estimates from experts to 
determine the failure rates. Therefore, it is likely that the real values of this parameter 
deviate from these estimates. We recommend Additive Industries to let the service 
engineers track and report each failed component when they visit the customer site for a 
maintenance operation. This ensures that over time more failure data will be available 
with which more accurate estimates can be made. This information is not only useful as 
input to our models, but also to other decision-making processes. The quantification of 
the failure behavior can for instance help the management to decide which components 
need to be updated or changed.  
 

 
 
 
 
 



 

49 
 

 Improve the estimation of the RUSH transportation mode 
 

Another input parameter which is subject to deviations is the costs of the RUSH 
transportation mode. We did not have much historical data available about RUSH 
transportation orders, which prevented us from having significant regression results. The 
results we obtained were still used, since it gives a good indication. However, a fairer 
comparison between scenarios can be made with more accurate estimates of this 
transportation mode. A deviation in RUSH transportation costs mostly affects the total 
regular transportation costs and therefore also the total logistics costs. It will probably 
not have an influence on the optimal warehouse locations. We conclude this based on a 
comparison of the results of the 36-hour service time window and the 8-hour service time 
window.  The optimal locations and allocations of the feasible solutions for the 8-hour 
service time window exactly match with the 36-hour service time window.  

 
We furthermore recommend the company to: 
 

Use our results and solution procedure in the development of the SLAs  
 

 The results and solution procedure we provided can help the management in defining the 
 SLAs, since they provide insight into the trade-off between service level and total logistics 
 costs of the spare parts. What service level Additive Industries eventually wants to deliver 
 depends among others on the company strategy. We would like to remark that, if the 
 management wants to guarantee a much tighter service time window than the one 
 currently in use (for instance the 8-hour service time window), the next challenge is going 
 to be the planning and availability of the service engineers.  
 
 Find an estimation for the BSA transportation mode 
 

The lack of BSA transportation orders prevented us from making any estimations about 
its distribution. For this reason, only the NBD and the RUSH transportation modes were 
options to send spare parts from the warehouse to the customer in our case study. These 
are the transportation modes with the lowest and the highest speed of delivery and costs. 
The BSA transportation mode, which is positioned in the middle of these two, can serve 
as a good comparator.  
 
Investigate the usefulness of a critical level  

 
We assumed that the orders at both the central and the local warehouses are handled 
according the first come first served principle. For the local warehouses, this is a 
completely fair solution, since all orders that arrive at these locations are demand orders. 
As we do not differentiate between customers and assume that all spare parts are equally 
critical, all these orders have the same level of urgency. At the central warehouse, 
however, there is a mix of replenishment orders and demand orders. Replenishment 
orders are obviously less urgent than demand orders. It could therefore be a good option 
to relax the first come first served assumption at the central warehouse. This can be done 
by implementing a critical level. Replenishment orders from the local warehouses are 
only directly satisfied by the central warehouse when the on-hand stock is higher than 
this critical level. In this way, demand orders get a higher priority. We recommend 
Additive Industries to investigate whether this critical level also leads to lower overall 
logistics costs.  
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Extend the analysis to less critical spare parts 
 

We only included the spare parts that are most critical to the operationality of the 
machine. However, there are also less critical spare parts for which inventory levels still 
need to be optimized. The inventory model developed in this report is probably not 
applicable to these spare parts, as optimal batch sizes may differ. Moreover, emergency 
shipments are probably not needed, because these spare parts have a lower level of 
urgency.  Therefore, we recommend Additive Industries to investigate what kind of 
inventory control policy is needed for these components. Subsequently, a model can be 
developed to optimize its inventory levels.   

   
Extend the analysis to the United States  
 
Our research only focused on the European network, but Additive Industries already has 
one customer located in the United States and is planning to expand its operations in that 
area soon. That is why we recommend the company to extend the analysis and investigate 
the optimal locations of warehouses and corresponding inventory levels in the United 
States too. This area treated a separate inventory network. We would like to remark that 
it is possible that a batching policy is preferred, as sending spare parts from the suppliers 
in Europe to the United States can be way more expensive. Moreover, our procedure 
assumes that the location of the central warehouse is fixed. This assumption is valid for 
the network in Europe, since most of the suppliers are located in The Netherlands. For the 
network in the United States it could be useful to have a procedure that relaxes this 
assumption by also determining the optimal location of the central warehouse.  

8.3 Future Research 
Opportunities for future research can be found in the complexities that have arisen during this 
research. We decided to use a decoupled approach to tackle both network design problem and 
the inventory control problem. As explained in Section 2.2, some authors already studied the 
integrated approach of these problems (see e.g.  Candas and Kutanoglu, 2007). But they assume 
that the central warehouse has ample supply, which is oftentimes not the case. Thus, an 
opportunity for future research is to develop an integrated approach that optimizes the location 
of warehouses and the inventory levels at the central and local warehouses simultaneously.   
 
Furthermore, we found that when Additive Industries wants to extend the analysis to the network 
in the United States, it is useful to have a procedure that optimizes the location of the central 
warehouse too. This is especially relevant when the customer base in the United States starts to 
increase. We therefore see the development of a procedure that integrally determines the optimal 
locations of the central warehouses, the locations of the local warehouses and spare part 
inventory levels as an opportunity for future research.  
 
Finally, another complexity arose during the selection of the stock-out policy. We decided to leave 
lateral transshipments out of our research, because in most cases it was better to perform an 
emergency shipment from the central warehouse. In some cases, a lateral transshipment was 
preferred over an emergency shipment from the central warehouse. It could therefore be useful 
to develop a model that considers this preference.  
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A Sensitivity Analysis of the EOQ-Formula 
 
This sensitivity analysis checks the effect of changing the holding costs as a percentage of the unit 
price on the EOQ results. Figure 20, Figure 21 and Figure 22 show the results of the analysis for 
h=0,20, h=0,25 and h=0,3, respectively. We observe that the change in holding costs as a 
percentage of the unit price only has a minor influence on the results. Hence, we conclude that a 
one-for-one replenishment policy is a valid assumption.  
 

 

Figure 20 Histogram of the optimal order quantities at the central and the local warehouses in 

percentages when the holding cost as a percentage of the price equals 0,20 

 

Figure 21 Histogram of the optimal order quantities at the central and the local warehouses in 

percentages when the holding cost as a percentage of the price equals 0,25 
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Figure 22 Histogram of the optimal order quantities at the central and the local warehouses in 

percentages when the holding cost as a percentage of the price equals 0,30 
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B Sensitivity Analysis Network Design Model with the 8-hour 

Service Time Window 
This appendix gives an overview of the sensitivity of the average yearly transportation costs on a 
change in BSECO, NBD and RUSH transportation costs and the failure rates.  
 

 
Figure 23 Sensitivity analysis of the BSECO transportation costs for the 8-hour service time window 

A change in the BSECO transportation costs only has a minor influence on the average yearly 
transportation costs. The main reason for this is that this cost factor only has a small share in the 
overall transportation costs. The biggest share, in case of the 8-hour service time window, can be 
attributed to the RUSH transportation service.  
 

 
Figure 24 Sensitivity analysis of the NBD transportation costs for the 8-hour service time window 

In the 8-hour service time window, none of the orders are sent with the NBD transportation 
service. Therefore, in this case, the average yearly transportation costs are insensitive to this 
transportation service.  
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Figure 25 Sensitivity analysis of the RUSH transportation costs for the 8-hour service time window 

 
 

 
Figure 26 Sensitivity analysis of the failure rates for the 8-hour service time window 

 
Table 20 Overview of the slope of each line of the sensitivity analysis for the 8-hour service time window  

P BSECO NBD RUSH Failure Rates 

4 3361 0 49328 52688 
5 4533 0 37527 42060 
6 4484 0 33581 40065 

 
Table 20 shows that the average yearly transportation costs, for the 8-hour service time window, 
are most sensitive to the failure rates.  
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C Analysis Lateral Transshipments 
In order to examine whether lateral transshipments are a useful extension of our network, we 
compare the use of a lateral transshipment with an emergency shipment from the central 
warehouse. This comparison is based on an evaluation of the difference in transportation time 
and costs. Of course, a lateral transshipment is only preferred when it is faster or cheaper than an 
emergency shipment. For this assessment, we took a scenario with the following four local 
warehouses: 

- Mönchengladbach; 
- München; 
- Hinwil; 
- Avilés. 

We selected this scenario, because it is one of the possibilities that results from the case study of 
Resrearch Question 2 and a scenario with multiple local warehouses.  
 
Table 21 gives an overview of the difference in transportation time, which is calculated with the 
following equation: 
 
𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 𝑖𝑛 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑡𝑖𝑚𝑒

= 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑡𝑖𝑚𝑒 𝑓𝑟𝑜𝑚 𝑜𝑟𝑖𝑔𝑖𝑛 𝑡𝑜 𝑑𝑒𝑠𝑡𝑖𝑛𝑎𝑡𝑖𝑜𝑛
− 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑡𝑖𝑚𝑒 𝑓𝑟𝑜𝑚 𝑀𝑜𝑒𝑟𝑑𝑖𝑗𝑘 𝑡𝑜 𝑑𝑒𝑠𝑡𝑖𝑛𝑎𝑡𝑖𝑜𝑛  

 
 Table 21 Difference in transportation time between a lateral transshipment and an emergency shipment 

Origin / 
Destination 

Mönchengladbach München Hinwil Avilés 

Mönchengladbach N/A -1,25 -1,50 0,75 

München 4,75 N/A -4,50 3,50 

Hinwil 4,50 -4,50 N/A 0 

Avilés -0,50 -3,00 -0,25 N/A 

 
Table 22 gives an overview of the difference in transportation costs, which is calculated with the 
following equation: 
 
𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 𝑖𝑛 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑐𝑜𝑠𝑡𝑠

= 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑐𝑜𝑠𝑡𝑠 𝑓𝑟𝑜𝑚 𝑜𝑟𝑖𝑔𝑖𝑛 𝑡𝑜 𝑑𝑒𝑠𝑡𝑖𝑛𝑎𝑡𝑖𝑜𝑛
− 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑐𝑜𝑠𝑡𝑠 𝑓𝑟𝑜𝑚 𝑀𝑜𝑒𝑟𝑑𝑖𝑗𝑘 𝑡𝑜 𝑑𝑒𝑠𝑡𝑖𝑛𝑎𝑡𝑖𝑜𝑛  

 
Table 22 Difference in transportation costs between a lateral transshipment and an emergency 
shipment 

Origin / 
Destination 

Mönchengladbach München Hinwil Avilés 

Mönchengladbach N/A -€ 169,84 -€      4,83 €     60,80 

München €  441,97 N/A -€ 454,52 €  314,59 

Hinwil €  583,83 -€ 477,68 N/A €       5,79 

Avilés €    60,80   € 314,59  €     5,79 N/A 

 
The results show us that most of the cases an emergency shipment from the central warehouse is 
preferred over a lateral transshipment. Only between München and Hinwil one can benefit from 
a lateral transshipment. Current inventory models that allow lateral transshipments assume that 
this option is always evaluated first before an emergency shipment is considered. These models 
are therefore not applicable in our situation, because most of the cases lateral transshipments are 
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slower and more expensive. Hence, our conclusion is that the only supply flexibility included in 
our inventory model is an emergency shipment from the central warehouse or the supplier.  
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D Spare Parts 
This appendix provides a list of all included spare parts and their failure rate estimations. Due to 
confidentiality of this information, this appendix is not included in the public version of this 
report. 
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E Input Case Study 
This appendix explains the way the additional costs of an emergency shipment and the delay in 
case of an emergency shipment are determined. This is done with the help of Figure 27. 
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Figure 27 Overview of the regular flow and the emergency flow of spare parts 

The additional costs of an emergency shipment are determined by the difference between the 
transportation costs of the regular flow of spare parts and the transportation costs of an 
emergency shipment. This also depends on the source of the emergency shipment: the central 
warehouse or the supplier. This leads to the following equations: 
 
𝐶𝑒𝑛𝑡𝑟𝑎𝑙 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑎𝑑𝑑𝑖𝑡𝑖𝑜𝑛𝑎𝑙 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠

= 𝑅𝑒𝑝𝑙𝑒𝑛𝑖𝑠ℎ𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠 + 𝑅𝑒𝑔𝑢𝑙𝑎𝑟 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠
− 𝐶𝑒𝑛𝑡𝑟𝑎𝑙 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠 

 
And, 
 
𝑆𝑢𝑝𝑝𝑙𝑖𝑒𝑟 𝑎𝑑𝑑𝑖𝑡𝑖𝑜𝑛𝑎𝑙 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠

= 𝑅𝑒𝑝𝑙𝑒𝑛𝑖𝑠ℎ𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠 + 𝑅𝑒𝑔𝑢𝑙𝑎𝑟 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠
− 𝑆𝑢𝑝𝑝𝑙𝑖𝑒𝑟 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠 

 
The delay of a demand order is determined by the difference between the regular shipment time 
and the emergency shipment time. These are of course also dependent on the source of the 
emergency shipment. The following equations are used: 
 
𝐶𝑒𝑛𝑡𝑟𝑎𝑙 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑑𝑒𝑙𝑎𝑦 𝑡𝑖𝑚𝑒

= 𝑅𝑒𝑔𝑢𝑙𝑎𝑟 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑡𝑖𝑚𝑒 − 𝐶𝑒𝑛𝑡𝑟𝑎𝑙 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑡𝑖𝑚𝑒 
 
And, 
 
𝑆𝑢𝑝𝑝𝑙𝑖𝑒𝑟 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑑𝑒𝑙𝑎𝑦 𝑡𝑖𝑚𝑒

= 𝑅𝑒𝑔𝑢𝑙𝑎𝑟 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑡𝑖𝑚𝑒 − 𝑆𝑢𝑝𝑝𝑙𝑖𝑒𝑟 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑡𝑖𝑚𝑒  
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F Functions within Additive Industries 
This appendix gives an overview of the functions that are mentioned in this thesis and the people 
who fulfill them. This is left out of the public version of this thesis. 
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G List of variables used in the mathematical models 
Sets 
𝐼 = 𝑡ℎ𝑒 𝑠𝑒𝑡 𝑜𝑓 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟𝑠 
𝐽 = 𝑡ℎ𝑒 𝑠𝑒𝑡 𝑜𝑓 𝑝𝑜𝑠𝑠𝑖𝑏𝑙𝑒 𝑙𝑜𝑐𝑎𝑡𝑖𝑜𝑛𝑠 𝑡𝑜 𝑓𝑜𝑟 𝑙𝑜𝑐𝑎𝑙 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒𝑠 
𝐾 = 𝑡ℎ𝑒 𝑠𝑒𝑡 𝑜𝑓 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑚𝑜𝑑𝑒𝑠 
𝑍 = 𝑡ℎ𝑒 𝑠𝑒𝑡 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡𝑠 
 
Facility location problem 
𝑓𝑗 = 𝑡ℎ𝑒 𝑓𝑖𝑥𝑒𝑑 𝑐𝑜𝑠𝑡𝑠 𝑜𝑓 𝑙𝑜𝑐𝑎𝑡𝑖𝑛𝑔 𝑖𝑛𝑣𝑒𝑛𝑡𝑜𝑟𝑦 𝑎𝑡 𝑙𝑜𝑐𝑎𝑡𝑖𝑜𝑛 𝑗 

𝑐𝑖𝑗𝑘𝑧 = 𝑡ℎ𝑒 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑐𝑜𝑠𝑡𝑠 𝑓𝑜𝑟 𝑠ℎ𝑖𝑝𝑝𝑖𝑛𝑔 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 𝑓𝑟𝑜𝑚 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 𝑡𝑜 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑖 

𝑐𝑗𝑧
𝑟𝑒𝑝𝑙

= 𝑡ℎ𝑒 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑐𝑜𝑠𝑡𝑠 𝑓𝑜𝑟 𝑟𝑒𝑝𝑙𝑒𝑛𝑖𝑠ℎ𝑖𝑛𝑔 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 𝑎𝑡 𝑙𝑜𝑐𝑎𝑙 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 

𝑚𝑧 = 𝑡ℎ𝑒 𝑓𝑎𝑖𝑙𝑢𝑟𝑒 𝑟𝑎𝑡𝑒 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 
𝑛𝑖𝑧 = 𝑡ℎ𝑒 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡𝑠 𝑧 𝑖𝑛 𝑡ℎ𝑒 𝑚𝑎𝑐ℎ𝑖𝑛𝑒(𝑠)𝑜𝑓 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑖 
𝑡𝑖𝑗𝑘 = 𝑡ℎ𝑒 𝑠𝑒𝑟𝑣𝑖𝑐𝑒 𝑡𝑖𝑚𝑒 𝑡𝑜 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 𝑓𝑟𝑜𝑚 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 𝑡𝑜 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑖 

𝑊𝑖 = 𝑡ℎ𝑒 𝑠𝑒𝑟𝑣𝑖𝑐𝑒 𝑡𝑖𝑚𝑒 𝑤𝑖𝑛𝑑𝑜𝑤 𝑜𝑓 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑖 
𝑃 = 𝑡ℎ𝑒 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑝𝑒𝑛𝑒𝑑 𝑓𝑎𝑐𝑖𝑙𝑖𝑡𝑖𝑒𝑠/𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒𝑠 
 
Inventory optimization problem 
𝑡𝑗𝑧

𝐶𝑊 = 𝑡ℎ𝑒 𝑑𝑒𝑙𝑎𝑦 𝑖𝑛 𝑑𝑒𝑙𝑖𝑣𝑒𝑟𝑦 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧, 𝑓𝑜𝑟 𝑎 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑎𝑙𝑙𝑜𝑐𝑎𝑡𝑒𝑑 𝑡𝑜 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗, 

 𝑖𝑛 𝑐𝑎𝑠𝑒 𝑎𝑛 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑓𝑟𝑜𝑚 𝑡ℎ𝑒 𝑐𝑒𝑛𝑡𝑟𝑎𝑙 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑖𝑠 𝑝𝑒𝑟𝑓𝑜𝑟𝑚𝑒𝑑 
 
𝑡𝑗𝑧

𝑆𝑈𝑃 = 𝑡ℎ𝑒 𝑑𝑒𝑙𝑎𝑦 𝑖𝑛 𝑑𝑒𝑙𝑖𝑣𝑒𝑟𝑦 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧, 𝑓𝑜𝑟 𝑎 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑎𝑙𝑙𝑜𝑐𝑎𝑡𝑒𝑑 𝑡𝑜 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗, 

 𝑖𝑛 𝑐𝑎𝑠𝑒 𝑎𝑛 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑓𝑟𝑜𝑚 𝑡ℎ𝑒 𝑠𝑢𝑝𝑝𝑙𝑖𝑒𝑟 𝑖𝑠 𝑝𝑒𝑟𝑓𝑜𝑟𝑚𝑒𝑑 
 
𝑐𝑧𝑗

𝐶𝑊

= 𝑡ℎ𝑒 𝑎𝑑𝑑𝑖𝑡𝑖𝑜𝑛𝑎𝑙 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡𝑠 𝑧, 𝑓𝑜𝑟 𝑎 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑎𝑙𝑙𝑜𝑐𝑎𝑡𝑒𝑑 𝑡𝑜 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗,  
𝑖𝑛 𝑐𝑎𝑠𝑒 𝑎𝑛𝑑 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑓𝑟𝑜𝑚 𝑡ℎ𝑒 𝑐𝑒𝑛𝑡𝑟𝑎𝑙 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑖𝑠 𝑝𝑒𝑟𝑓𝑜𝑟𝑚𝑒𝑑 
 
𝑐𝑧𝑗

𝑆𝑈𝑃

= 𝑡ℎ𝑒 𝑎𝑑𝑑𝑖𝑡𝑖𝑜𝑛𝑎𝑙 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑐𝑜𝑠𝑡𝑠 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡𝑠 𝑧, 𝑓𝑜𝑟 𝑎 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑎𝑙𝑙𝑜𝑐𝑎𝑡𝑒𝑑 𝑡𝑜 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗,  
𝑖𝑛 𝑐𝑎𝑠𝑒 𝑎𝑛𝑑 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 𝑓𝑟𝑜𝑚 𝑡ℎ𝑒 𝑠𝑢𝑝𝑝𝑙𝑖𝑒𝑟 𝑖𝑠 𝑝𝑒𝑟𝑓𝑜𝑟𝑚𝑒𝑑 
 
𝑆𝑗𝑧 = 𝑡ℎ𝑒 𝑏𝑎𝑠𝑒 𝑠𝑡𝑜𝑐𝑘 𝑙𝑒𝑣𝑒𝑙 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 𝑎𝑡 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 

 
𝑐𝑧

𝑃𝐴𝑅𝑇 = 𝑡ℎ𝑒 𝑐𝑜𝑠𝑡 𝑝𝑟𝑖𝑐𝑒 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 
 
𝛽𝑗𝑧

= 𝑡ℎ𝑒 𝑠𝑡𝑒𝑎𝑑𝑦
− 𝑠𝑡𝑎𝑡𝑒 𝑓𝑟𝑎𝑐𝑡𝑖𝑜𝑛 𝑜𝑓 𝑑𝑒𝑚𝑎𝑛𝑑 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 𝑎𝑡 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 𝑡ℎ𝑎𝑡 𝑖𝑠 𝑖𝑚𝑚𝑒𝑑𝑖𝑎𝑡𝑒𝑙𝑦 𝑠𝑎𝑡𝑖𝑠𝑓𝑖𝑒𝑑 𝑓𝑟𝑜𝑚 𝑜𝑛  
ℎ𝑎𝑛𝑑 𝑠𝑡𝑜𝑐𝑘 
 
𝜃𝑗𝑧

= 𝑡ℎ𝑒 𝑠𝑡𝑒𝑎𝑑𝑦
− 𝑠𝑡𝑎𝑡𝑒 𝑓𝑟𝑎𝑐𝑡𝑖𝑜𝑛 𝑜𝑓 𝑑𝑒𝑚𝑎𝑛𝑑 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 𝑎𝑡 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 𝑡ℎ𝑎𝑡 𝑖𝑠 𝑠𝑎𝑡𝑖𝑠𝑓𝑖𝑒𝑑 𝑏𝑦 𝑎𝑛 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡 
 𝑓𝑟𝑜𝑚 𝑡ℎ𝑒 𝑐𝑒𝑛𝑡𝑟𝑎𝑙 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 
 
𝛾𝑗𝑧

= 𝑡ℎ𝑒 𝑠𝑡𝑒𝑎𝑑𝑦
− 𝑠𝑡𝑎𝑡𝑒 𝑓𝑟𝑎𝑐𝑡𝑖𝑜𝑛 𝑜𝑓 𝑑𝑒𝑚𝑎𝑛𝑑 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 𝑎𝑡 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 𝑡ℎ𝑎𝑡 𝑖𝑠 𝑠𝑎𝑡𝑖𝑠𝑓𝑖𝑒𝑑 𝑏𝑦 𝑎𝑛 𝑒𝑚𝑒𝑟𝑔𝑒𝑛𝑐𝑦 𝑠ℎ𝑖𝑝𝑚𝑒𝑛𝑡  
𝑓𝑟𝑜𝑚 𝑡ℎ𝑒 𝑠𝑢𝑝𝑝𝑙𝑖𝑒𝑟 
 
𝑊𝑗𝑧 = 𝑡ℎ𝑒 𝑚𝑒𝑎𝑛 𝑤𝑎𝑖𝑡𝑖𝑛𝑔 𝑡𝑖𝑚𝑒 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 𝑎𝑡 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 



 

64 
 

 
𝑆 = 𝑡ℎ𝑒 𝑚𝑎𝑡𝑟𝑖𝑥 𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑖𝑛𝑔 𝑎𝑙𝑙 𝑏𝑎𝑠𝑒 𝑠𝑡𝑜𝑐𝑘 𝑙𝑒𝑣𝑒𝑙𝑠 

 
𝑚𝑗𝑧 = 𝑡ℎ𝑒 𝑡𝑜𝑡𝑎𝑙 𝑓𝑎𝑖𝑙𝑢𝑟𝑒 𝑟𝑎𝑡𝑒 𝑜𝑓 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡 𝑧 𝑎𝑡 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗  

 
�̅�𝑗(𝑆) = 𝑡ℎ𝑒 𝑎𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑚𝑒𝑎𝑛 𝑤𝑎𝑖𝑡𝑖𝑛𝑔 𝑡𝑖𝑚𝑒 𝑎𝑡 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 𝑔𝑖𝑣𝑒𝑛 𝑆  

 

𝑊𝑗
Obj

= 𝑡ℎ𝑒 𝑎𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑚𝑒𝑎𝑛 𝑤𝑎𝑖𝑡𝑖𝑛𝑔 𝑡𝑖𝑚𝑒 𝑜𝑏𝑗𝑒𝑐𝑡𝑖𝑣𝑒 𝑓𝑜𝑟 𝑤𝑎𝑟𝑒ℎ𝑜𝑢𝑠𝑒 𝑗 

 
𝑀𝑗 = 𝑡ℎ𝑒 𝑠𝑢𝑚 𝑜𝑓 𝑡ℎ𝑒 𝑓𝑎𝑖𝑙𝑢𝑟𝑒 𝑟𝑎𝑡𝑒𝑠 𝑜𝑓 𝑎𝑙𝑙 𝑠𝑝𝑎𝑟𝑒 𝑝𝑎𝑟𝑡𝑠 𝑎𝑡 𝑙𝑜𝑐𝑎𝑡𝑖𝑜𝑛 𝑗 

 


